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Résumé en Français

L’imagerie médicale a été l’une des plus importantes révolutions dans
le domaine de la santé. En effet, la possibilité de visualiser l’intérieur
du corps humain sans recourir à une opération chirurgicale a permis un
changement de paradigme pour le diagnostic médical. D’une part, parce
que la chirurgie invasive, nécessaire jusqu’à la fin du dix-neuvième siècle
pour voir et analyser le fonctionnement interne du corps humain, pro-
duit de larges plaies qui peuvent être douloureuses et se résorbent lente-
ment. A contrario, l’imagerie médicale permet d’effectuer un diagnostic
non invasif, ainsi que des procédures chirurgicales minimalement inva-
sives. D’autre part, l’imagerie médicale permet de visualiser les organes
internes dans leur état normal de fonctionnement. L’avènement de l’ima-
gerie médicale remonte à la découverte des rayons X parWilhelm Röntgen
[Röntgen, 1898]. Depuis, l’imagerie médicale a connu un développement
croissant, avec notamment l’invention de la tomodensitométrie (TDM)
par Allan McLeod Cormack et Godfrey Hounsfield [Hounsfield, 1973],
et de l’imagerie par résonance magnétique par Paul Lauterbur et Peter
Mansfield [Lauterbur, 1973; Mansfield, 1977].

L’échographie, dont le principe repose sur la propagation d’ondes ul-
trasonores dans le corps, a été développée à la même période. Contraire-
ment aux autres modalités d’imagerie, l’échographie a la capacité d’ima-
ger en temps réel. Pour cette raison, elle est la modalité idéale pour
observer des organes en mouvement. Elle est en particulier utilisée pour
l’imagerie du coeur, et pour l’imagerie per-opératoire. L’échographie est
également inoffensive, à la différence de l’imagerie par rayons X qui pro-
duit des radiations ionisantes [Frush, 2004]. De plus, les équipements
d’imagerie échographique sont compacts et peu coûteux, en comparai-
son à un scanner TDM ou IRM. Cependant, l’utilisation clinique de
l’échographie s’est développée relativement lentement par rapport à la
radiologie. Ceci s’explique en partie par la qualité moyenne des images
échographiques, ainsi que par le champ visuel limité des sondes échogra-
phiques. Récemment, des améliorations techniques dans la conception
des transducteurs piézoélectriques ont permis d’améliorer significative-
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Résumé en français

ment la qualité des images échographiques. D’autre part, de plus en plus
d’importance est attachée à la rentabilité des procédures médicales. Il en
résulte que l’échographie devient progressivement recommandée comme
modalité d’imagerie de premier recours pour de nombreuses applications.
Toutefois, les évaluations cliniques fondées sur l’imagerie échographique
manuelle sont sujettes à une forte variabilité inter- et intra-expert. De
plus, la manipulation fréquente de la sonde est une source de trouble
musculo-squelettiques pour les échographistes. L’échographie robotisée
est une technologie émergente qui permettrait de palier à ces problèmes,
en assistant le geste de l’échographiste, tout en améliorant la fiabilité et
la répétabilité des examens et des procédures chirurgicales sous imagerie
échographique.

En dépit des bénéfices potentiels que la robotique médicale pour-
rait apporter pour de nombreuses procédures médicales, l’introduction
de systèmes robotiques dans le domaine clinique a été jusqu’à présent
très limitée. En effet, les procédures médicales, et en particulier les in-
terventions chirurgicales, sont des environnements infiniment complexes,
qui requièrent une interaction sécurisée et transparente entre le robot,
le personnel médical, et le patient. Navab et al. [2016] retiennent, pour
décrire les critères nécessaires au développement de systèmes d’imagerie
per-opératoire, la pertinence, la vitesse, la flexibilité, la facilité d’utili-
sation, la fiabilité, la reproductibilité, et la sécurité. Tous ces critères
doivent être réunis afin de pouvoir intégrer un système robotique dans la
salle d’opération. En particulier, le but d’un robot médical ne doit pas
être de remplacer le chirurgien, mais plutôt de faire office d’outil pour
l’assister durant la procédure. Il est donc important de considérer un ro-
bot médical comme un composant d’un système plus large de chirurgie
assistée par ordinateur [Taylor and Stoianovici, 2003].

En raison de sa capacité d’imagerie en temps réel, l’échographie est
la modalité d’imagerie la plus indiquée pour les procédures médicales
assistées par un robot. En effet, l’information fournie en temps réel per-
met d’atteindre la flexibilité et la réactivité nécessaires à la réalisation de
procédures personnalisées. La flexibilité est cruciale pour l’imagerie per-
opératoire, afin d’ajuster la procédure aux spécificités de chaque patient.
La réactivité doit permettre au système de s’adapter de manière dyna-
mique aux commandes du chirurgien, ainsi qu’à la situation courante
de la procédure. À cette fin, l’échographie per-opératoire est capable de
fournir sur le patient des informations précieuses, qui permettent d’adap-
ter le comportement du système en prenant en compte, par exemple, les
mouvements du patient ou la déformation des organes. Ceci est impos-
sible pour les procédures utilisant uniquement une image pré-opératoire,
puisque le chirurgien ne peut pas observer l’état courant des tissus in-
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ternes. Les systèmes robotisés guidés par échographie sont donc une tech-
nologie prometteuse pour un large champ d’applications cliniques.

Motivations cliniques

Diagnostic échographique télé-opéré

L’idée de la télé-échographie a émergé à la fin du vingtième siècle comme
une solution permettant à un expert d’effectuer un diagnostic clinique
à distance [Sublett et al., 1995; Coleman et al., 1996]. Le développe-
ment de la télé-médecine a deux motivations principales. Premièrement,
l’accessibilité aux soins médicaux est très inégalement répartie géographi-
quement. Les spécialistes sont surtout présents dans les régions fortement
peuplées, quand les zones rurales et les régions isolées ont seulement ac-
cès à un service médical minimal, voire inexistant. La télé-médecine peut
donc être considérée comme une solution à bas coût pour permettre l’ac-
cès à des soins médicaux de haute qualité. En second lieu, les visites
médicales à effectuer dans un hôpital éloigné peuvent s’avérer épuisantes
pour les patients. Par exemple, les patients sous hémodialyse doivent
être régulièrement contrôlés afin de détecter une éventuelle arthropathie
amyloïde. Dans ce contexte, la télé-échographie permettrait d’obtenir une
expertise médicale dans un centre médical local avec des ressources limi-
tées, voire à domicile. La télé-échographie consistait initialement en un
système de visio-conférence, où une communication vidéo permettait à
un expert d’effectuer un diagnostic à distance, avec l’aide d’un techni-
cien sur site [Kontaxakis et al., 2000]. À l’aide d’un système robotique
télé-opéré, l’expert peut également manipuler la sonde échographique lui-
même [Vilchis et al., 2003; Arbeille et al., 2003; Courreges et al., 2004].
La télé-échographie robotisée a notamment été proposée pour l’examen
des artères [Pierrot et al., 1999; Abolmaesumi et al., 2002], en obstétrique
[Arbeille et al., 2005], et en échocardiographie [Boman et al., 2009].

Imagerie interventionnelle

Biopsie de la prostate

Le cancer de la prostate est le second type de cancer le plus répandu chez
l’homme dans le monde, et le plus fréquent en occident [Brody, 2015].
Lorsqu’il y a suspicion, le diagnostic du cancer de la prostate nécessite le
plus souvent d’effectuer une biopsie. La biopsie de la prostate est généra-
lement guidée par échographie transrectale (ETR) afin de permettre un
positionnement précis de l’aiguille de biopsie. Cependant,la qualité des
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biopsies réalisées sous ETR manuelle est dépendante de l’expertise du
médecin. L’utilisation d’un système robotisé présente plusieurs avantages
[Kaye et al., 2014]. Par exemple, l’aiguille peut être alignée automatique-
ment avec la cible afin d’obtenir une meilleure précision du placement. Il
a été démontré que la biopsie sous ETR avec assistance robotique per-
met d’améliorer le taux de détection du cancer, par rapport à la biopsie
manuelle sous ETR [Han et al., 2012; Vitrani et al., 2016].

Curiethérapie

La curiethérapie (ou brachythérapie) consiste à implanter des sources ra-
dioactives à des emplacements spécifiques pour le traitement de certains
cancers. Tout comme la biopsie, la curiethérapie est le plus souvent réali-
sée sous ETR. Dans ce contexte, un système robotisé permet de faciliter
le placement de la sonde échographique, de suivre la cible et l’aiguille,
et d’assister le médecin dans le positionnement de l’aiguille [Wei et al.,
2005; Fichtinger et al., 2008].

Prostatectomie

Des systèmes robotiques sont également utilisés pour la prostatectomie,
qui est une alternative à la curiethérapie consistant en une ablation chi-
rurgicale de la prostate. L’imagerie ETR permet de visualiser les fais-
ceaux nerveux qui doivent être préservés [Long et al., 2012; Hung et al.,
2012].

Biopsie du cancer du sein

Le cancer du sein, provoquant plus de 500 000 décès chaque année dans
le monde [Stewart and Wild, 2014], est une des premières causes de mor-
talité liée à un cancer chez les femmes. La procédure standard pour le
diagnostic du cancer du sein est une biopsie, qui est généralement guidée
par échographie afin de permettre une visualisation de la cible en temps
réel. Ceci permet de détecter un éventuel déplacement de la cible dû à
l’insertion de l’aiguille. Un système robotique peut permettre de faciliter
le positionnement de l’aiguille [Kobayashi et al., 2012] ou la stabilisation
des tissus [Mallapragada et al., 2011; Wojcinski et al., 2011].

Ultrasons focalisés de haute intensité

Les ultrasons focalisés de haute intensité (HIFU, de l’anglais high inten-
sity focused ultrasound) sont une méthode d’ablation tumorale reposant
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sur la génération d’ondes ultrasonores focalisées, qui provoquent une lé-
sion thermale localisée. La thérapie HIFU est une technologie promet-
teuse, qui a l’avantage d’être minimalement invasive [Tempany et al.,
2011]. L’assistance robotique à la thérapie HIFU a été proposée pour
la première fois afin de permettre un placement précis du transducteur
HIFU pour la neurochirurgie [Davies et al., 1998]. Cependant, un traite-
ment HIFU planifié uniquement à partir d’une image pré-opératoire a une
précision limitée, en raison des potentielles erreurs de recalage, et des dé-
placements de tissus. Plus récemment a été proposé un traitement HIFU
avec assistance robotique en boucle fermée, permettant d’effectuer une
compensation des mouvements par asservissement visuel échographique
[Seo et al., 2011; Chanel et al., 2015].

Contributions

La qualité des images échographiques dépend de plusieurs facteurs, qui
ne sont pas toujours contrôlés. En particulier, la qualité des images dé-
pend du couplage acoustique entre la sonde et la peau du patient. C’est
pourquoi l’utilisation de gel acoustique et la force de contact avec le
patient sont des facteurs cruciaux pour obtenir une qualité d’image sa-
tisfaisante. De plus, la position et l’orientation de la sonde par rapport
aux tissus influencent la qualité du signal acoustique, car l’intensité de
l’écho ultrasonore dépend du chemin parcouru par l’onde pour atteindre
un certain point et être réfléchi jusqu’au transducteur. L’amplitude du
signal acoustique peut décroître fortement en présence d’importantes dif-
férences d’impédance acoustique, par exemple aux interfaces tissu/os ou
tissu/gaz. Il en résulte que la qualité du signal ultrasonore peut être très
hétérogène au sein d’une même image. Il est donc important de trou-
ver une bonne fenêtre acoustique pour avoir une image nette de l’ana-
tomie ciblée. Pour l’asservissement visuel échographique, l’influence du
positionnement de la sonde sur la qualité de l’image est habituellement
ignorée, et la visibilité de la cible n’est pas garantie.

Les travaux présentés dans ce manuscrit traitent spécifiquement du
contrôle de la qualité de l’image échographique. La qualité du signal
ultrasonore, représentée par une carte de confiance, est utilisée comme
signal sensoriel pour asservir une sonde échographique robotisée, en vue
d’optimiser son positionnement. Les principales contributions de cette
thèse sont :

• Une méthode de suivi d’aiguille de biopsie flexible dans les images
échographiques 3D.
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• Une nouvelle méthode d’estimation de la qualité du signal acous-
tique pour les images échographiques. Cette méthode, qui repose
sur une intégration du signal ultrasonore le long des lignes de tir,
fournit une estimation en temps réel et pixel par pixel de la qualité
d’image.

• Une comparaison du temps de calcul et de la régularité entre cette
nouvelle méthode d’estimation de la qualité et une approche exis-
tante.

• Une étude de la relation entre la position de la sonde et la distri-
bution de la qualité du signal acoustique au sein de l’image.

• L’utilisation de la carte de confiance échographique comme mo-
dalité visuelle pour réaliser une commande en boucle fermée d’une
sonde robotisée. Nous proposons des lois de commandes permettant
d’optimiser la qualité d’image, soit globalement, soit par rapport à
une cible anatomique spécifique.

• Une commande hybride, combinant la commande guidée par qualité
avec d’autres tâches, telles que la commande en effort et le centrage
d’une cible dans l’image.

• Une validation des méthodes proposées par des expériences illus-
trant différents scénarios. En particulier, nous présentons des résul-
tats expérimentaux obtenu sur un volontaire humain.

Nous détaillons à présent le contenu de ce manuscrit, chapitre par
chapitre.

Chapitre 1

Ce premier chapitre est consacré au traitement et à l’analyse des images
échographiques. Nous proposons tout d’abord une introduction au prin-
cipe de l’imagerie échographique. Puis, nous présentons un état de l’art
des méthodes d’analyse des image échographiques. Une attention parti-
culière est apportée aux méthodes de suivi en temps réel de tissus mous
et d’instruments chirurgicaux. Nous proposons également une première
contribution portant sur le suivi d’aiguille flexible dans les images écho-
graphiques 3D. Enfin, nous introduisons différentes méthodes d’estima-
tion de la qualité des images échographiques.
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Chapitre 2

Dans ce chapitre, nous abordons le sujet de la commande robotique gui-
dée par échographie, et plus particulièrement de l’asservissement visuel
échographique. Après une introduction générale à la commande par asser-
vissement visuel, nous proposons un état de l’art des méthodes de com-
mande d’une sonde échographique, puis des méthodes d’asservissement
d’un instrument chirurgical sous imagerie échographique. Nous présen-
tons également une première contribution personnelle sur ce sujet, qui
consiste en un asservissement visuel par échographie tridimensionnelle
pour le guidage d’une aiguille de biopsie flexible.

Chapitre 3

Dans ce chapitre, nous présentons la contribution principale de cette
thèse. En partant des notions introduites dans les deux précédents cha-
pitres, nous proposons un modèle de l’interaction entre le positionnement
d’une sonde échographique et la qualité des images. Nous utilisons ensuite
ce modèle pour définir des primitives visuelles adaptées à la conception
de lois de commandes, et nous proposons deux stratégies de commande
d’une sonde portée par un bras robotique. Une première méthode permet
d’asservir la sonde de manière à optimiser globalement la qualité d’image.
Des degrés de liberté supplémentaires sont alors disponibles pour télé-
opérer la sonde. Dans une seconde méthode, nous considérons une cible
anatomique spécifique. Nous proposons alors une loi de commande per-
mettant de réaliser simultanément le centrage de la cible dans l’image
(par un déplacement de la sonde), et l’optimisation de la qualité d’image
pour cette cible.

Chapitre 4

Le dernier chapitre est consacré à la validation expérimentale des mé-
thodes proposées dans le chapitre 3. Nous reportons les résultats d’une
analyse de la convergence et de la réaction aux perturbations de notre
système. Nous proposons ensuite une illustration expérimentale de l’uti-
lisation de notre méthode pour la télé-échographie, avec une commande
partagée entre l’ordinateur et un utilisateur. En particulier, nous présen-
tons une validation expérimentale de notre système sur un sujet humain
volontaire.
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Introduction

Medical imaging has been one of the most important revolutions in health
care. Indeed, visualizing the interior of the body without the need to open
it has enabled a change of paradigm for medical diagnosis. First, because
until the end of the nineteenth century, seeing and analyzing the inside
of the human body required to perform an open surgery. Open surgery
leaves large wounds on the body, which can be painful, and heal slowly
with a risk of infection. In this regard, medical imaging enables noninva-
sive diagnosis as well as minimally invasive procedures, where only a small
incision is made in order to insert a surgical tool. Second, because medi-
cal imaging provides a way to visualize any part of the human body in its
functional state. The advent of medical imaging dates back to the discov-
ery of X-rays by Wilhelm Röntgen in 1895. Noticing the surprising prop-
erties of these rays capable of propagating through opaque media, Rönt-
gen had the idea to experiment it on the human body [Röntgen, 1898].
One of the first pictures, now famous, produced with his system displays
the left hand of his wife. Since then, medical imaging has been contin-
uously improved, with the development of Computerized Tomography
(CT) by Allan McLeod Cormack and Godfrey Hounsfield [Hounsfield,
1973], and Magnetic Resonance imaging (MRI) by Paul Lauterbur and
Peter Mansfield [Lauterbur, 1973; Mansfield, 1977].

Medical ultrasound (US) imaging, based on the propagation of ul-
trasonic waves in the body, was also developed in the same period. In
contrast with other imaging modalities, ultrasonography provides real-
time imaging capabilities. Consequently, ultrasound is the modality of
choice for imaging moving organs, such as in echocardiography, and for
intraoperative imaging. Ultrasound is also harmless, unlike X-ray imag-
ing, which emits ionizing radiations [Frush, 2004]. Moreover, ultrasound
imaging devices are lightweight and inexpensive compared to a CT or
MRI scanner. This is another advantage for its use in an operating
room. However, the clinical use of ultrasound has developed quite slowly
compared to radiology, and was, until recently, quite marginal. An ex-
planation for this relatively poor use of ultrasound was the low quality of
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the images it produces, together with the limited field of view it provides.
With the recent technological improvements on the design of ultrasound
transducers, the quality of ultrasound imaging has increased steadily. In
addition, an ever greater importance is given to the cost effectiveness of
medical procedures. For these reasons, ultrasound is now recommended
as a frontline imaging modality for more and more applications. However,
clinical assessment based on free-hand ultrasound imaging is subject to a
large inter- and intraoperator variability. The frequent manual manipu-
lation of an ultrasound probe is also a source of musculoskeletal disorders
for sonographers. Consequently, robotized ultrasonography is emerging
as a solution to assist the sonographer and to improve the reliability and
repeatability of examinations and surgical procedures.

Despite the potential benefits that medical robotics can bring to a
wide range of medical procedures, the introduction of robotic systems
into the clinic has been quite limited, compared to the rapid develop-
ment of robotics in the industrial sector. A reason for the relatively slow
development of medical robots is the complexity of operative procedures,
where the robot has to interact safely and transparently with the med-
ical staff and the patient. [Navab et al., 2016] discuss the requirements
for intraoperative imaging systems, and retain the criteria of relevance,
speed, flexibility, usability, reliability, reproducibility, and safety. These
are all critical requirements that have to be met for a robotic system to
be accepted in the operating room. In particular, the purpose of a medi-
cal robot should not be to replace the surgeon. It should rather serve as
a tool, among others, to assist him during the medical procedure. In this
regard, it is important to integrate a medical robotic system as a com-
ponent of a global Computer-Integrated Surgery (CIS) workflow [Taylor
and Stoianovici, 2003].

Due to its real-time imaging capability, ultrasound is a modality of
choice for robot-assisted medical procedures. Indeed, real-time ultra-
sound feedback can provide the system with the flexibility and reactivity
required to perform personalized and adaptive procedures. Flexibility
is crucial in intraoperative imaging in order to adjust the procedure to
the characteristics of each patient. Reactivity should allow the system
to adapt dynamically to the surgeon’s commands, but also to the cur-
rent state of the process. In this regard, intraoperative ultrasound can
provide precious information on the patient. It can be used to adapt the
process by taking into account, for instance, patient motion or organ de-
formation. This contrasts with procedures based on preoperative imaging
alone, where the surgeon cannot observe the current state of the body.
Thus, robot-assisted systems with ultrasound guidance are promising for
a wide range of clinical applications.
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Clinical motivations

Teleoperated diagnostic ultrasound

The idea of tele-echography (or teleultrasound) has emerged at the end
of the twentieth century as a solution to enable remote expert clinical
diagnosis [Sublett et al., 1995; Coleman et al., 1996]. The motivation
behind the development of telemedicine is twofold. First, the accessibil-
ity to quality health care is unequally distributed. Specialists tend to be
located in highly populated areas, whereas rural and remote regions have
only access to minimal, if any, medical care. Thus, telemedicine is a low
cost solution to increase the accessibility to high-standard medical care.
Second, regular visits to remote hospitals can be exhausting for patients.
For instance, patients under long-term hemodialysis need to be checked
regularly for amyloid arthropathy. In this context, tele-echography has
the potential to provide expert diagnosis in a local hospital with limited
resources, or even at home. Tele-echography initially relied on a video
conferencing system. Video communication allowed an expert to perform
a diagnosis remotely, with the help of a technician on site [Kontaxakis
et al., 2000]. With a teleoperated robotic ultrasound system, the expert
clinician can manipulate the ultrasound probe himself [Vilchis et al.,
2003; Arbeille et al., 2003; Courreges et al., 2004]. Teleoperated ultra-
sound has been considered for the examination of arteries [Pierrot et al.,
1999; Abolmaesumi et al., 2002], in obstetrics [Arbeille et al., 2005], and
in echocardiography [Boman et al., 2009].

Interventional imaging

Prostate cancer biopsy

Prostate cancer is the second most frequent cancer in men in the world,
and the most frequent in occidental countries [Brody, 2015]. When sus-
pected, prostate cancer is typically diagnosed by performing a biopsy,
which consists in the insertion of a needle to extract tissue samples to
be analyzed. Prostate cancer biopsy is most commonly conducted under
Transrectal Ultrasound (TRUS) guidance to allow for a precise position-
ing of the needle. However, the quality of the biopsy under freehand
TRUS is dependent on the clinician’s expertise. The use of a robotic
system in this context has several advantages, which are discussed, e.g.,
in [Kaye et al., 2014]. For instance, the needle can be automatically
aligned with the target to allow for a greater precision, by accounting
for tissue displacement. It has been demonstrated that robot-assisted
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TRUS biopsy can improve the cancer detection rate, compared to free-
hand TRUS biospies [Han et al., 2012].

Brachytherapy

Brachytherapy consists in the implantation of radioactive seeds at a pre-
cise location for the treatment of cancer. As for biopsies, brachytherapy
is most frequently performed under TRUS guidance. Therefore, robotic
systems can assist in the placement of the probe, tracking of the target
and needle, as well as needle placement [Wei et al., 2005; Fichtinger et al.,
2008].

Laparoscopic prostatectomy

Robotic systems are also used for laparoscopic prostatectomy (prostate
removal). In this context, intraoperative TRUS imaging is required in
order to visualize neurovascular bundles that have to be preserved [Long
et al., 2012; Hung et al., 2012].

Breast cancer biopsy

Breast cancer is one of the first causes of cancer-related death in women,
with about 500 000 deaths each year worldwide [Stewart and Wild, 2014].
Breast biopsy is the standard protocol for cancer diagnosis. Ultrasound
guidance is widely used for breast biopsy, because it provides a real-time
visualization of the target, which can be displaced due to the insertion
of the needle. However, freehand ultrasound-guided biopsy is strongly
dependent on the expertise of the clinician. Therefore, a robotic system
can assist in breast biopsy for needle placement [Kobayashi et al., 2012]
or tissue stabilization [Mallapragada et al., 2011; Wojcinski et al., 2011].

High intensity focused ultrasound

High Intensity Focused Ultrasound (HIFU) is an emerging method for
tumor ablation. Based on the generation of focalized ultrasound to gen-
erate a local thermal lesion, HIFU therapy is a promising technology,
because it is minimally invasive [Tempany et al., 2011]. Robotic HIFU
was proposed early for the placement of the robotic transducer in neu-
rosurgery [Davies et al., 1998]. However, HIFU therapy based on pre-
operative planning has a limited precision, due to registration errors and
tissue displacements. Recently, closed-loop robot-assisted HIFU was con-
sidered to allow for motion compensation using ultrasound-based visual
servoing [Seo et al., 2011; Chanel et al., 2015].

4



Introduction

Challenges

Several challenges are associated to the design of robotic ultrasound sys-
tems. We detail thereafter the main challenges in terms of image analysis,
real-time requirements, modeling, and image quality.

Image analysis First, a reactive robotic ultrasound system should be
able to exploit the information available in the ultrasound images. The
noisy nature of ultrasound images can make this task extremely difficult,
compared to other imaging modalities. As a result, the analysis of ultra-
sound images, which comprises segmentation, tracking, registration, and
feature extraction, is a whole field of research by itself.

Speed Robotized ultrasound brings an additional constraint to the de-
sign of image processing algorithms, in terms of real-time requirements.
Indeed, the processing of the images should be fast enough to enable a
close-loop control of the robot. In the image processing literature, the
term real-time is often used loosely, to indicate that a process is fast
enough to allow interaction with a human. It is important, however, to
always look at the targeted application before to consider a process as
real-time. An acceptable definition would be that a real-time system is
able to process information at the same rate as the said information is
produced. In ultrasound-guided robotics, a real-time system should also
allow a reactive control of the robot. As a result, while many elabo-
rated ultrasound image analysis methods are available, the priority in
ultrasound-guided robotics is the speed and the robustness of the algo-
rithms.

Interaction modeling Controlling a robot under ultrasound guidance
requires a model of the interaction between the motion of the robot and
the image contents. While efficient solutions exist for image-guided con-
trol, and, in particular, visual servoing, the characteristics of ultrasound
imaging makes the modeling of interactions more difficult. Specific chal-
lenges are the noise of the images, tissue deformations, but also the fact
that 2D ultrasound probes only provide information in their observation
plane.

Image quality Finally, the quality of ultrasound images depends on
several factors, which are not always controlled. In particular, ultrasound
image quality depends on the acoustic coupling between the probe and
the patient’s skin. For this reason, the use of acoustic gel and the contact
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force with the body are crucial factors of image quality. Moreover, the
position and orientation of the probe with respect to the tissues influ-
ences the quality of the ultrasound signal. Indeed, the intensity of the
ultrasound echo depends on the path traveled by the wave to reach a
certain point and to propagate back to the transducer. The amplitude of
the sound signal can decrease drastically when there are strong changes
in acoustic impedance, such as at tissue/bone or tissue/gas interfaces.
Consequently, the ultrasound signal quality can be highly heterogeneous
within the image, and it is important to position the probe on a good
acoustic window in order to have a clear image of the target anatomy. In
ultrasound-based visual servoing, the impact of probe positioning on the
image quality is usually ignored. As a result, the visibility of the target
is not guaranteed.

Context and objectives

This thesis was conducted in a co-supervision scheme between the La-
gadic team at IRISA, Université de Rennes 1 and the CAMP group at
the Technische Universität München. Starting from the observation that
ultrasound image quality has received little attention, the purpose of this
thesis was to investigate the possibility to optimize the quality of ultra-
sound acquisitions via a dedicated control strategy. Thus, the aim of this
thesis was to answer the questions:

• How can one represent the quality of the ultrasound signal?

• How can one control the position of an ultrasound probe so as to
maximize the quality of acquired images?

Contributions

The main contributions of this thesis are:

• A method for tracking a flexible biopsy needle in 3D ultrasound
images.

• A new method for estimating the quality of the acoustic signal in
ultrasound images. This method, based on an integration of the
ultrasound signal along the scan lines, provides a real-time pixel-
wise estimation of image quality.
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• A comparison between this new quality estimation method and an
existing method based on the random walks algorithm, in terms of
computational cost and regularity.

• A study of the relation between the position of an ultrasound probe
and the distribution of the ultrasound signal quality within the
image.

• The use of the ultrasound confidence map as a visual modality to
perform a closed-loop control of a robot-held probe. Control strate-
gies are proposed for optimizing the image quality either globally,
or with respect to a specific anatomic target. This contribution
addresses the different challenges described above, in particular in
terms of modeling and real-time processing requirements.

• A control fusion approach, to combine the proposed quality-driven
control with other tasks, such as force control and target tracking.

• A validation of the proposed methods via experiments which illus-
trate different use cases.

The contributions on the topic of quality-driven control were partly
published in two articles in the proceedings of the International con-
ference on Robotics and Automation (ICRA) [Chatelain et al., 2015b,
2016]. The contribution on the tracking of a flexible biopsy needle under
3D ultrasound guidance was also published in an ICRA paper [Chatelain
et al., 2015a].

During the preparation of this thesis, other contributions were made
that are not discussed herein, because they are out of the topic of this
dissertation. We provide the abstracts of the corresponding publications
in the appendix.

Thesis outline

This manuscript is organized as follows.

Chapter 1 We present an overview of ultrasound image analysis tech-
niques. The chapter starts with an introduction to ultrasound imaging,
which provides a basic background on this imaging modality. Then, we
present a review of ultrasound image analysis algorithms, focusing on
soft tissue and instrument tracking methods with real-time capability.
In this context, we provide a first personal contribution on the tracking
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of a flexible needle in 3D ultrasound images. Finally, we introduce dif-
ferent methods for the estimation of ultrasound signal quality, and we
propose a new algorithm that presents some advantages compared to the
state of the art.

Chapter 2 We address the topic of ultrasound-guided robot control,
with a particular focus on ultrasound-based visual servoing methods. Af-
ter a general introduction to visual servoing, we provide a review of the
state-of-the-art on (i) methods for controlling an ultrasound probe, and
(ii) methods for controlling a surgical instrument, under ultrasound guid-
ance. We also propose a personal contribution on this second topic, which
consists in a 3D ultrasound-based visual servoing method for steering a
flexible needle.

Chapter 3 We present the main contribution of this thesis. Based
on the notions introduced in the two previous chapters, we propose a
model of the interaction between the probe positioning and the quality
of ultrasound images. Then, we use this model to design different control
approaches aimed at optimizing the quality of ultrasound imaging.

Chapter 4 We provide experimental results which validate the frame-
work introduced in chapter 3. We illustrate the application of our method
to a teleoperation scenario, with a shared control between the automatic
controller and a human operator. In particular, we provide the results of
experiments performed with our framework on a human subject.

Conclusion Finally, we draw the conclusions of this dissertation, and
we propose perspectives for further developments.
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Chapter 1

Ultrasound Image Analysis

This chapter provides an overview of ultrasound image analysis methods.
The automatic processing of ultrasound images, ranging from low-level
signal processing to computer-aided diagnosis, provides ways to improve
the image quality, to assist the physician in interpreting the images, and
to extract quantitative clinical features that are valuable for diagnosis
or treatment planning. While physicians are well trained in the inter-
pretation of ultrasound images, computer-aided analysis is desirable to
perform tedious and time-consuming tasks, such as segmentation or reg-
istration. In addition, modern ultrasound technologies such as three-
dimensional ultrasound and elastography generate data that are more
challenging to analyze than conventional B-mode ultrasound. The anal-
ysis of ultrasound images is also subject to inter- and intra-observer vari-
ability [Tong et al., 1998]. In this regard, automatic or semi-automatic
image analysis can be a tool to help standardizing and improving the
reliability of diagnosis and treatment planning. Moreover, automatically
interpreting the contents of ultrasound images is necessary to the devel-
opment of robot-assisted imaging and ultrasound-guided robotic surgery.

In the following, we provide an introduction to ultrasound imaging
(section 1.1). Then, we present a review of real-time algorithms for soft
tissue tracking (section 1.2) and needle tracking (section 1.3). On this
topic, we propose a new solution for tracking flexible needles in 3D ul-
trasound via particle filtering (section 1.4). Finally, we address the issue
of estimating the quality of ultrasound images (section 1.5).
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Chapter 1. Ultrasound Image Analysis

1.1 Ultrasound imaging

1.1.1 Piezoelectricity

The development of ultrasound imaging was enabled by the discovery of
the piezoelectric effect at the end of the 19th century. Piezoelectricity
was first evidenced by the brothers Jacques and Pierre Curie, who ob-
served a production of electricity in hemihedral crystals, induced by me-
chanical compression and decompression [Curie and Curie, 1880]. This
phenomenon is analogous to another property of these crystals which
was already well known at this time: the production of electricity by a
change of temperature, or pyroelectricity. In 1881, Lippmann predicted,
through his analytic formulation of the electricity conservation law, that
the reverse effect should also occur. That is, a hemihedral crystal would
deform under the action of electricity [Lippmann, 1881]. The reverse
piezoelectric effect was confirmed experimentally in the same year by the
Curie brothers [Curie and Curie, 1881].

One of the first notable applications of piezoelectricity was an ul-
trasonic underwater detector for submarines [Chilowsky and Langevin,
1916]. Therapeutic applications of ultrasound were investigated in the
middle of the 20th century, with, for example, the work of [Bierman,
1954] on the treatment of scars. A first attempt of application to diag-
nostic ultrasound imaging was made by [Dussik, 1942]. Dussik proposed
an imaging system based on the transmission of ultrasound between an
emitter and a receiver, and presented an image resulting from the scan
of a brain. However, the structures appearing in the image were, in fact,
imaging artifacts due to reflections of the skull [Güttner et al., 1952].
The first successful ultrasound diagnosis experiments are due to Lud-
wig and Struthers, who reported the detection of gallstones in biological
tissues [Ludwig and Struthers, 1949].

[Wild and Reid, 1952] combined a piezoelectric transducer with a
mechanical scanning system in order to create a two-dimensional ultra-
sound image. This invention has led to what is now known as B-mode
ultrasound imaging. B-mode imaging has been later improved by [Howry
et al., 1955], who evidenced the presence of ultrasonic interfaces between
different tissues.

1.1.2 Ultrasound image formation

1.1.2.1 Ultrasound propagation

Sound is a mechanical wave of pressure and displacement that propagates
through a medium. The human ear is sensible to sound with frequencies
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between 20 Hz and 20 kHz [Davis, 2007]. Ultrasound is a sound wave with
frequency higher than 20 kHz, i.e., beyond the audible limit of humans.
Conventional medical ultrasound systems operate in the range between
1 MHz and 20 MHz [Chan and Perlas, 2011].

The speed of sound depends on the properties of the medium it propa-
gates through. It can be described by the Newton-Laplace equation [Biot,
1802]

c =

√
K

ρ
, (1.1)

where c is the speed of sound, K is the bulk modulus (a coefficient of
stiffness) of the medium, and ρ is the density of the medium. Thus, the
speed of sound increases with the stiffness of the tissues, and decreases
with the density. The speed of sound is also related to the frequency f
and the wavelength λ by

c = fλ, (1.2)

so that the wavelength is inversely proportional to the frequency. Since
the wavelength indicates the resolution at which adjacent objects can be
distinguished, the axial resolution of ultrasound images is proportional to
the frequency. For this reason, superficial structures are imaged at high
frequencies (from 7 MHz to 20 MHz), while deeper structures are imaged
at lower frequencies (from 1 MHz to 6 MHz) to allow for a greater pen-
etration, at the cost of a lower resolution. The speed of sound in soft
tissues is generally assumed to be constant at 1540 m s−1. Thus, the
wavelength for medical ultrasound lies between 77 µm (at 20 MHz) and
1.54 mm (at 1 MHz). Therefore, ultrasound imaging has the capability
to distinguish structures at a submillimeter accuracy. This high resolu-
tion is, together with the real-time imaging capability, one of the main
advantages of ultrasound, compared to other medical imaging modalities.

When traveling through the tissues, ultrasound is subject to reflec-
tions at tissue interfaces. Assuming that the ultrasound wavelength is
small with respect to the structure, the interaction at a boundary be-
tween two media with different acoustic properties can be described with
Snell’s law, which links the incidence, reflection and transmission direc-
tions to the acoustic velocity in the two media. Let us consider a medium
1 with sound velocity c1, a medium 2 with sound velocity c2, and a sound
wave hitting the interface with an incidence angle θi with respect to the
normal to the interface (see Figure 1.1). When θi 6= 0, the direction of
incidence and the normal to the interface define a plane, which is referred
to as the plane of incidence. Snell’s law states that the sound wave is
reflected (resp. transmitted) in the plane of incidence with an angle θr
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c1 c1

c2

θi θr

θt

Medium 1

Medium 2

Figure 1.1 – Specular reflection and transmission of a sound wave at an
interface between two media.

(resp. θt), such that
sin θi
c1

=
sin θr
c1

=
sin θt
c2

. (1.3)

In particular, when an ultrasonic wave intersects a tissue boundary at
normal incidence, part of the wave is reflected directly in the opposite
direction. This is one of the most important phenomena underlying the
formation of ultrasound images, as the reflected echo indicates the pres-
ence of a tissue boundary. At non-normal incidence angles, however, the
ultrasound is reflected away from the source.

When the ultrasound wave encounters objects with a scale that is
comparable to or smaller than its wavelength, the wave is reflected in
all directions. This phenomenon is referred to as scattering, or diffuse
reflection, as opposed to specular reflection. Scattering is responsible for
the texture patterns characterizing ultrasound images. It is also one of
the sources of energy loss for the sound wave.

Soft tissues also have a certain viscosity, which causes the conversion
of acoustic energy to thermal or chemical energy. Therefore, part of the
energy of the ultrasound wave is absorbed by soft tissues and converted to
heat. Acoustic attenuation in soft tissues can be expressed as a frequency-
dependent power law [Wells, 1975]

p(x+ δx) = p(x)e−αδx, (1.4)

where p is the sound pressure amplitude, x is the position, δx is the
displacement, and α is a frequency-dependent attenuation coefficient.

1.1.2.2 Radio frequency ultrasound

Ultrasound transducers consist in an array of piezoelectric crystals, with
typically 128 elements. The piezoelectric elements can be triggered by an
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Figure 1.2 – Generation of a focused ultrasound beam. A Gaussian pulse is
modulated by a sinusoidal carrier to produce a pulse wave. The transmission
pulse is delayed and sent to trigger an array of piezoelectric crystals.

electric signal to generate an ultrasound wave by vibration of the crystal.
In practice, a small group of adjacent elements is triggered synchronously,
each with a specific time delay, in order to generate a focused ultrasound
beam. The electric signal applied to the transducer elements consists
in a sinusoidal wave convolved with a Gaussian modulator, in order to
generate a pulse. This ultrasound beam generation process is illustrated
in Figure 1.2.

Conversely, the transducer elements allow the reception of reflected
ultrasound echoes. The returning ultrasound wave triggers the crystals,
which, in turn, generate an electric signal. Thus, the acquisition of a
scan line consists in a transmission phase, where an ultrasound pulse is
generated, and a listening phase, where the returning signal is processed.
The listening phase lasts for a predefined period of time, which depends
on the desired imaging depth. Indeed, imaging at a depth d requires to
listen for a time

T =
2d

c
, (1.5)

where c is the speed of sound. For instance, the acquisition of a scan
line at a depth d = 10 cm, assuming a speed of sound c = 1540m.s−1,
requires to listen to the echo during T ≈ 0.13ms.

The signal received during the listening phase is then amplified, and
compensated for attenuation by a time gain compensation function, i.e.,
a depth-dependent gain adjustment. The resulting signal is referred to
as the radio frequency (RF) signal. An example of RF line measure is
shown in Figure 1.3.

The acquired RF signal takes the form

u(t) = A(t) cos(2πfct+ φ(t)), (1.6)

where A is the amplitude, fc is the carrier frequency, and φ is the phase
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Figure 1.3 – Radio frequency ultrasound signal.

function. Alternatively, to simplify subsequent mathematical manipula-
tions, the RF signal can be expressed in its analytic form

z(t) = u(t) + jH(u)(t), (1.7)

where H(·)(t) is the Hilbert transform, defined as

H(u)(t) = − 1

π
lim
ε→0

∫ ∞
ε

u(t+ τ)− u(t− τ)

τ
dτ. (1.8)

In practice, the Hilbert transform of the signal is computed in the Fourier
domain.

RF demodulation consists in extracting the signal envelope, by re-
moving the sinusoidal carrier component. This processing step can be
performed by computing the module of the analytic signal, defined as

Uenv =
√
u(t)2 +H(u)(t)2, (1.9)

which is referred to as the envelope-detected RF signal. Figure 1.4 shows
the envelope-detected signal computed from the RF line of Figure 1.3.

The RF signal is sampled at the sampling frequency fs. Following
the Nyquist criterion, the sampling frequency guarantees a perfect re-
construction of the signal if it satisfies the inequality

fs > 2fmax, (1.10)

where fmax is the highest frequency of the signal [Shannon, 1949]. The
sampling frequency is typically set to 20 MHz for convex probes, which
work at frequencies below 10 MHz, and to 40 MHz for linear probes, which
use higher frequencies up to 20 MHz.

Given a sampling frequency fs, an acquisition up to depth d provides

ns =
fsd

c
(1.11)
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Figure 1.4 – Envelope-detected ultrasound signal.

samples. For instance, sampling at depth d = 10 cm with frequency
fs = 40MHz provides ns = 2597 samples. This number is larger than
necessary for display. For this reason, the envelope detected RF signal is
usually decimated, that is, subsampled by a factor 10. We define

fA =
fs
10

(1.12)

the A-sample frequency. This corresponds to the final sampling fre-
quency. Note that decimation is done after envelope-detection, so that
the Nyquist criterion is respected for the envelope-detection. Then, the
number of A-samples in a scan line is

AN =
ns
10

=
fAd

c
. (1.13)

1.1.2.3 B-mode ultrasound

Envelope detected RF data is conventionally represented numerically by
16-bits integers. Therefore, the dynamic range has to be reduced to
8-bits for display. In order to preserve low-intensity values, dynamic
range compression is typically done by a non-linear mapping, such as the
logarithmic compression

flog(x) = A log(x) +B, (1.14)

or the square-root operator

fsqrt(x) = Ax0.5 +B, (1.15)

where A is the amplification parameter, and B is a linear gain parameter.
For the acquisition of a 2D section, the same procedure is repeated

for each transducer element, which results in a set of LN (line number)
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Chapter 1. Ultrasound Image Analysis

scan lines. A typical line number, found in most of the commercial
transducers, is LN = 128. Note that, following the previous example of
a scan line acquisition lasting for 130 µs, the acquisition of a 2D section
will take about 17 ms, so that the frame rate of B-mode ultrasound, with
these settings, is f2D ≈ 60 Hz. This frame rate is higher than necessary
to provide a fluid display to the user. As a result, B-mode ultrasound is
considered as a real-time imaging modality.

Ultrasound probes come in different shapes to fit various medical
purposes. The transducer geometries can be roughly categorized in two
sets. In linear probes, the transducer elements are aligned, and the scan
lines are parallel. In convex (or curved) probes, the transducer elements
are placed along a circular arc, and the scan line are fan-shaped. In both
cases, the scan lines are coplanar. Objects and directions contained in
the plane defined by the scan lines is referred to as in-plane, while objects
and directions not contained in that plane are referred to as out-of-plane.
In the following, we detail the imaging geometry of linear and convex
probes.

Linear probes For linear probes, the scan lines are parallel, and the
imaging region is rectangular, as represented in Figure 1.5. Therefore,
the processed scan lines can be directly aggregated to form the B-mode
image. The relation between a physical point located at (x, y) in the field
of view and a pixel (i, j) in the image is given by

x = Lpitch × (j − j0), (1.16)
y = Apitch × i, (1.17)

where Apitch is the A-pitch, or axial resolution, defined as the distance
between two consecutive samples along a scan line. Given the A-sample
frequency fA, the A-pitch can be computed as

Apitch =
c

fA
. (1.18)

Similarly, the L-pitch Lpitch is defined as the distance between two
consecutive transducer elements.

Convex probes For convex probes, however, the imaging region is a
fan-shaped sector, and the conversion to B-mode requires a geometrical
conversion from polar to Cartesian coordinates, which is referred to as
scan conversion. Following the notations of Figure 1.6, let Fp be the
frame attached to the imaging center O of the probe, such that the x-
y plane coincides with the imaging plane, and the y direction passes
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Figure 1.5 – Geometry of a 2D linear ultrasound probe.
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Figure 1.6 – Geometry of a 2D convex ultrasound probe.

through the center of the imaging sector. In polar coordinates, we note r
the distance to O, and θ the angle with respect to the y-axis. The polar
and Cartesian coordinates are related by the equations

x = r sin θ, (1.19)
y = r cos θ. (1.20)

Let l be the scan line index, and a the sample index along each scan
line, in the order of acquisition, starting from 0. We write rmin the probe
radius, i.e., the distance from the imaging center to the first sample.
Similarly, we define rmax as the distance from the imaging center to the
farthest sample. Under the assumption of a constant velocity of sound
c, the a-th sample in each scan line corresponds to the echo produced by
the tissue element located at a distance

r = rmin + Apitcha, (1.21)

where the A-pitch Apitch is defined as in (1.18).
Knowing the L-pitch (distance between two adjacent transducer el-

ements) Lpitch and the probe radius rmin, one can compute the angular
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resolution
δθ =

Lpitch

rmin

, (1.22)

and the angular field of view

Θ = LNδθ. (1.23)

Then, noting θmin = −Θ
2
and θmax = Θ

2
the limits of the angular field of

view, the angular position of the l-th scan line can be computed as

θ = θmin + lδθ. (1.24)

The B-mode image, with pixels indexed by (i, j), can be reconstructed
at an arbitrary resolution s with

i =
y − ymin

s
, (1.25)

j =
x− xmin

s
, (1.26)

where xmin and ymin are the smallest x- and y- coordinates of the field of
view, respectively. These values can be easily computed as

xmin = rmax sin θmin, (1.27)

and
ymin = rmin cos θmin. (1.28)

Finally, the B-mode image is constructed by interpolating for each (i, j)
the prescan image at

a =

√
(rmax sin θmin + s.j)2 + (rmin cos θmin + s.i)2 − rmin

Apitch
(1.29)

l =
arctan rmax sin θmin+s.j

rmin cos θmin+s.i
− θmin

δθ
(1.30)

Different techniques can be used for interpolation:

• Nearest neighbor: the value of the closest prescan data point to
(a, l) is used:

Upostscan(i, j) = Uprescan([a], [l]), (1.31)

where [·] is the round to nearest function. This is the simplest and
fastest method. However, the resulting image presents undesirable
interpolation artifacts.
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1.1. Ultrasound imaging

• Bilinear interpolation: the value of the current pixel is interpolated
linearly between the four prescan data points adjacent to (a, l):

Upostscan(i, j) = (l − blc)U1 + (l − dle)U2, (1.32)

where b·c and d·e are the round down and round up function, re-
spectively,

U1 = (a−bac)Uprescan(bac, blc) + (a−dae)Uprescan(dae, blc), (1.33)

and

U2 = (a−bac)Uprescan(bac, dle) + (a−dae)Uprescan(dae, dle). (1.34)

• Bicubic interpolation: the value of the current pixel is interpolated
from 16 neighboring pixels, using Lagrange polynomials or cubic
splines. This technique leads to a smoother result, at the cost of a
longer processing time.

1.1.2.4 3D ultrasound

Two-dimensional ultrasound probes are limited to the visualization of
a planar section of the body, which complicates real-time ultrasound-
based diagnosis. First, 2D ultrasound requires expertise to understand
and mentally visualize three-dimensional structures of the body. Then,
2D ultrasound does not allow any direct quantitative measurement of
anatomical objects or diseases. Finally, for robotic guidance, which is
the main topic of this thesis, the lack of information in the out-of-plane
direction makes the 3D control of an ultrasound probe challenging.

Three-dimensional ultrasound imaging has been a subject of research
since the late 1990s, mainly in the context of obstetrics [Pretorius and
Nelson, 1995; Nelson et al., 1996]. Two main 3D ultrasound techniques
have been developed and commercialized: motorized transducers and
matrix array transducers. We briefly describe these thereafter.

Remark: Volumetric ultrasound imaging is sometimes referred to as
4D ultrasound in the literature. Then, the forth dimension represents the
temporal dimension, which is a way to insist on the real-time aspect of
ultrasound imaging. In order to avoid any confusion, we reserve in this
dissertation the term 2D ultrasound to 2D ultrasound probes, and 3D
ultrasound to 3D ultrasound probes.
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Figure 1.7 – Geometry of a motorized convex 3D ultrasound probe.

Motorized transducer A motorized 2D transducer, sometimes called
wobbler probe, is a 2D transducer that mechanically scans a volume of
interest with a back-and-forth motion. The geometry of such a probe is
illustrated in Figure 1.7. This system acquires a series of B-mode frames,
which can be reconstructed into a volume, based on the known scanning
pattern.

Since motorized 3D ultrasound imaging relies on the successive ac-
quisition of 2D frames, the 3D acquisition rate f3D is at most equal to
the frame rate f2D divided by the number of frames FN :

f3D <
f2D

FN
. (1.35)

For instance, for 33 frames per volume, a SonixTOUCH scanner (BK
Ultrasound, MA) with the 4DC7-3/40 Convex 4D transducer acquires 1.1
volumes per second. To limit the artifacts due to motion, the sweeping
motion has to be slow enough, so as to consider the transducer static
during the acquisition of a frame. As a result, the volume rate of such a
probe is limited.

Matrix array transducer A more recent design for 3D ultrasound
imaging consists in a 2D matrix array of transducer elements, which
allows direct volume acquisition [Woo and Roh, 2012]. In this case, the
transducer elements are arranged in a 2D regular grid, that can be either
planar or bi-convex.
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1.2. Soft tissue tracking

This design alleviates the limitations of motorized scanning, by in-
creasing the acquisition speed, while eliminating the artifacts due to the
sweeping motion. However, the number of piezoelectric elements em-
bedded in matrix array transducers is usually limited, which leads to a
relatively low resolution, compared to motorized transducers.

1.2 Soft tissue tracking
The localization of anatomical landmarks is an important step in the
analysis of medical images. Automatic segmentation, which consists in
delineating the contours of a structure of interest, offers a mean to ease
the interpretation of medical images, and to obtain a reliable diagnosis
by the direct extraction of quantitative features. In addition,detecting
anatomical features in real-time is necessary for the development of in-
telligent robot-assisted procedures. Ultrasound image segmentation has
been the subject of intensive research for various medical applications [No-
ble and Boukerroui, 2006]. Having in mind the context of robotized ul-
trasound examination, we focus, in this section, on methods capable of
providing real-time tracking, rather than image-by-image segmentation.
On the other hand, we do not limit the scope of tracking to the precise
delineation of an object’s contour, but we also consider the tracking of
a region of interest. Therefore, instead of an exhaustive review of ul-
trasound image segmentation techniques, the purpose of this section is
to provide an overview of real-time ultrasound tracking algorithms, that
can be useful to the design of ultrasound-based robot control strategies.

1.2.1 Motion tracking

1.2.1.1 Block matching

Block matching is a motion estimation technique, that consists in finding
corresponding blocks (small regions of interest) between two consecutive
images of a sequence. The underlying assumption is that the motion
inside each block is rigid, so that pixels contained in a pair of matching
blocks have a one-to-one correspondence.

Sliding window Given a block defined in one frame, the localization
of the corresponding block in the next frame can be performed by the
optimization of a similarity measure with a sliding window approach, as
illustrated in Figure 1.8.

For instance, [Trahey et al., 1987] use the B-mode ultrasound intensity
correlation as similarity measure to track the motion of speckle pattern
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Figure 1.8 – Sliding window approach for block matching.

for blood flow estimation, and [Golemati et al., 2003] use the normalized
correlation to track the carotid artery wall. Given two blocks containing
N pixels with intensity (I1(i))Ni=1 and (I2(i))Ni=1, the normalized correla-
tion is defined as

ρ(I1, I2) =
N∑
i=1

(I1(i)− Ī1)(I2(i)− Ī2)

σ(I1)σ(I2)
, (1.36)

where ·̄ is the mean operator, and σ(·) is the standard deviation. The
normalized correlation ρ takes values in the interval [−1, 1], where ρ = 1
corresponds to a perfect correlation (I1 = kI2, where k is a positive
scalar), ρ = 0 denotes a total decorrelation, and ρ = −1 denotes a
perfect anti-correlation (I1 = kI2, where k is a negative scalar). Due to
the normalization by the standard deviation of the signals, this similarity
measure is independent of global intensity variations.

Other similarity measures used for block matching in ultrasound im-
ages, and inspired from the computer vision community, include the sum
of absolute differences [Bohs and Trahey, 1991], and the sum of squared
differences (SSD) [Yeung et al., 1998; Ortmaier et al., 2005; Zahnd et al.,
2011]. A review and comparison of block matching algorithms for ultra-
sound images can be found in [Golemati et al., 2012].

In addition to generic similarity measures, some authors have also de-
signed ultrasound-specific similarity measures, in order to better model
the specificities of the ultrasound signal. [Cohen and Dinstein, 2002]
and [Boukerroui et al., 2003] use the Rayleigh distribution to model the
speckle noise statistics. This model is used for speckle tracking in 3D
echocardiography in [Song et al., 2007] and [Linguraru et al., 2008]. [My-
ronenko et al., 2009] introduce similarity measures based on the bivariate
Rayleigh and the Nakagami distributions. A Nakagami-based similarity
measure is used in [Wachinger et al., 2012].
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1.2. Soft tissue tracking

Figure 1.9 – Gauss-Newton optimization approach for block matching.

Instead of an exhaustive sliding window search, the optimization can
be performed in a neighborhood around the previous block location, when
a bound on the displacement is known. Reducing the search space has
the double advantage to reduce the computational cost, and to limit the
risk of mismatch with similar patterns at other locations.

However, the sliding window approach is limited to the tracking of
pure translation motion. To account for a rotation of the target, it is
necessary to optimize the orientation of the Region of Interest (ROI) as
well. An exhaustive search for the orientation can become computation-
ally costly, especially in 3D, so that smarter optimization approaches
should be considered.

Gauss-Newton optimization [Hager and Belhumeur, 1998] describe
a linear optimization approach based on the Gauss-Newton algorithm.
This method is used in [Krupa et al., 2009] and [Nadeau et al., 2015]
to track a region of interest in 2D and 3D ultrasound, respectively. It
consists in iteratively updating the position of the ROI to converge to-
wards a position that minimizes the difference with the initial template,
as illustrated in Figure 1.9.

Let I : Ω −→ R represent the ultrasound image where the template
is searched for, and P a point with coordinates (x, y, z) in a frame at-
tached to the ROI R. The pose of the ROI is represented by a vector
of parameters r = (tx, ty, ty, θux, θuy, θuz), encoding its position and ori-
entation with respect to the image frame. Here, the terms (tx, ty, tz)
correspond the translation between the image frame and the ROI frame,
and (θux, θuy, θuz) correspond the axis-angle representation of the rota-
tion between these frames. The variation of the intensity IP at P can be
related to the displacement of the ROI by an interaction matrix

LIP =
∂IP
∂r

, (1.37)
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which can be written

LIP =

(
∂IP
∂P

)>
∂P

∂r
, (1.38)

where the first term corresponds to the 3D image gradient

∂IP
∂P

=
(
∇Ix ∇Iy ∇Iz

)
. (1.39)

The second term is given by Varignon’s formula for velocity composition:

∂P

∂r
=

 1 0 0 0 z −y
0 1 0 −z 0 x
0 0 1 y −x 0

 , (1.40)

so that the interaction matrix LIP takes the form

LIP = [ ∇Ix ∇Iy ∇Iz
y∇Iz − z∇Iy −x∇Iz + z∇Ix x∇Iy − y∇Iz ].

(1.41)

The intensity pattern inside the region R can be represented by a
vector sR of pixel intensities interpolated on a regular grid G(R):

sR = (IP)P∈G(R), (1.42)

and the interaction matrix for this vector is obtained by stacking the
interaction matrices associated to all points in G(R):

LsR =

 LIP1...
LIPN

 , (1.43)

where N is the size of sR.
Noting s∗R the reference template, the optimization process aims at

minimizing the sum of squared errors

SSE(sR, s
∗
R) =

N∑
i=1

(sR − s∗R)2. (1.44)

The Gauss-Newton algorithm performs the least squares optimization
iteratively, with updates

δr = −L+
sR

(sR − s∗R), (1.45)

where L+
sR

is the Moore-Penrose pseudoinverse of LsR , defined as

L+
sR

=
(
L>sRLsR

)
L>sR . (1.46)
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Figure 1.10 – Deformable tracking with an irregular mesh.

To obtain a more stable convergence, it is common to introduce a
convergence rate parameter λ ∈ [0, 1], and to perform updates

δr = −λL+
sR

(sR − s∗R). (1.47)

Note that this optimization approach requires the computation of the
image gradients and the inversion of the interaction matrix LsR for each
image. Instead, one can use the interaction matrix corresponding to the
reference template in the optimization [Nadeau et al., 2015]. The update
equation is in this case

δr = −λL+
s∗R

(sR − s∗R), (1.48)

which only requires the computation of the vector error sR− s∗R and the
multiplication by the constant interaction matrix L+

s∗R
.

1.2.1.2 Deformable block matching

The block matching techniques described above can only model rigid
motion. However, soft tissues are subject to deformations due to physi-
ological motion and compression originating from the application of the
ultrasound probe. Deformable block matching, initially proposed in [Se-
feridis and Ghanbari, 1994] under the term generalized block matching,
consists in modeling the region of interest with an irregular mesh (Fig-
ure 1.10).

This technique has been applied to ultrasound images for thyroid
nodule imaging [Basarab et al., 2008] and echocardiography [Touil et al.,
2010]. In these methods, a bilinear model is used to describe the dis-
placement, and rigid block matching is used to estimate the position
of the mesh nodes. A high motion estimation accuracy can be reached
using a multiscale approach, where the mesh resolution is refined itera-
tively [Touil et al., 2010]. [Richa et al., 2010] use a thin-plate spline model
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to cope with large deformations of cardiac tissues in stereoscopic images
for beating heart surgery. A similar method is used in [Lee and Krupa,
2011] for non-rigid motion compensation of soft tissues with 3D ultra-
sound images. [Royer et al., 2017] propose a 3D mesh-based deformable
target tracking combining image information with physical constraints,
in order to reduce the sensitivity to image noise. The method has real-
time capability and was shown to be efficient in the context of liver
tracking [Royer et al., 2015].

1.2.1.3 Elastic registration

More generally, finding correspondences in successive images can be seen
as a registration problem. For instance, [Foroughi et al., 2006] propose
an elastic registration method to perform tracking in sequences of 3D
ultrasound images of the liver. [Leung et al., 2009] design a dynamic
feature-based elastic registration algorithm for 2D ultrasound images.
[Khallaghi et al., 2012] generalize this method to 3D ultrasound images,
and present an experimental evaluation on carotid artery, liver, and kid-
ney images.

For a more detailed introduction to motion estimation in ultrasound
images, the reader is referred to the recent survey [De Luca et al., 2015].

1.2.2 Deformable shape models

Deformable shape methods consist in fitting a parameterized shape to
the image data. These methods typically rely on the presence of salient
features, such as edges, to optimize a predefined shape template so that
its boundaries match tissue interfaces. This can be seen as a top-down
approach, where the shape template is defined a priori, and optimized
globally based on image data. On the other hand, aforementioned motion
tracking methods work bottom-up, by estimating first local displacements
before to infer the global deformation.

1.2.2.1 Active contour

Perhaps one of the most popular classes of deformable shape models is
the active contour model [Kass et al., 1988], also known as snake. The
active contour model consists in the representation of the contour by a
parameterized curve, such as a spline, represented by a set of control
points. The contour is assigned an energy, defined as the combination of
an internal energy and an external energy. The internal energy controls,
for instance, the length and smoothness of the curve, while the external
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(a) (b)

Figure 1.11 – Vessel tracking in ultrasound images using an active contour
algorithm. These results were obtained with the algorithm of [Li et al., 2011].

energy depends on image features, and is usually designed to be minimal
when the curve follows image edges. Active contour segmentation consists
in minimizing the energy of the contour in an iterative manner. This
iterative optimization is well suited for real-time tracking, because it
can be performed continuously in successive frames. In this case, the
detected contour of each frame is used as initialization in the next frame.
Figure 1.11 provides an illustration of active contour for tracking the
section of a vessel in ultrasound images, using the method proposed in
[Li et al., 2011].

Active contour models have been used early in the development of
ultrasound image segmentation, in particular in the context of echocar-
diography. Indeed, the segmentation of the borders of the left ventricle
for the estimation of the left ventricular volume is of interest for the
quantification of cardiac function and the diagnosis of cardiovascular dis-
eases [Frangi et al., 2001]. In one of the earliest papers on the subject
of echocardiographic image segmentation, [Herlin and Ayache, 1992] pro-
pose an active contour detection, that uses edge detection and morpho-
logical operations as preprocessing steps, to track the left auricle and the
mitral valve in a 2D echocardiographic sequence. [Chalana et al., 1996]
use a multiple active contours model to detect the epicardial and endo-
cardial borders in 2D echocardiography. [Mikic et al., 1998] incorporate
optical flow estimation in the contour model to cope with fast-moving
boundaries, and apply their method to the tracking of the mitral valve
leaflets, aortic root, and left ventricle endocardial borders. [Jacob et al.,
1999] constrain the contour evolution based on learned motion priors.

Active contour models have also been used for prostate segmentation.
[Knoll et al., 1999] propose a contour parameterization based on the
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dyadic wavelet transform to allow a local analysis of the contour shape.
The contour parameters are constrained by a shape prior.

1.2.2.2 Active shape models

Active shape models [Cootes and Taylor, 1992] are statistical models (or
templates) of objects, pretrained from a set of example data, that are
deformed to fit the image at hand. Although these methods are closely
related to active contour models, an important difference is that active
shape models incorporate a strong shape prior which eases the initial-
ization of the shape fitting procedure, and constrains the deformations.
Active shape models can also refer to a wide range of 2D and 3D shape
models, while active contours are most commonly restricted to 2D curves.
Thereafter, we provide some examples of the use of active shape models
for contour tracking in echocardiography. For a more comprehensive re-
view of active shape models for medical image segmentation in general,
the interested reader is referred to [Carneiro and Nascimento, 2013].

[Mignotte et al., 2001] propose a deformable template model coupled
with a Markov Random Fields model to perform a Bayesian segmentation
of the endocardial boundary. [Jacob et al., 2002] use principal component
analysis in the shape optimization for tracking the myocardial borders in
echocardiography. [Comaniciu et al., 2004] incorporate a measurement
uncertainty estimation to improve the robustness of shape tracking for
the myocardial borders. Measurement uncertainties are also considered
in [Nascimento and Marques, 2008], where a combination of multiple
dynamic models is used.

1.3 Instrument tracking

Minimally invasive surgical procedures such as biopsy or localized tumor
ablation require the insertion of a thin needle towards a precise anatom-
ical target. The needle positioning accuracy has a critical impact on the
outcome of the intervention. Studies have shown the potential of ultra-
sound imaging for guiding the needle insertion when direct vision is not
possible [Chapman et al., 2006]. Thus, ultrasound is being increasingly
used clinically for needle guidance. However, the visualization of the
needle in ultrasound images is challenging, and manual needle guidance
requires a perfect coordination of the clinician between the positioning
of the ultrasound probe and the insertion of the needle.

Robust image analysis techniques can greatly help the clinician during
the insertion procedure, by enhancing the visibility of the needle, or by
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providing additional cues on the state of the intervention. In addition,
an automatic detection of the position of the needle enables the use of
a robot to assist the insertion. It was recalled in a recent study that
robotic needle guidance can improve diagnostic and therapeutic accuracy
[Kaye et al., 2014]. For this reason, the detection of biopsy needles in
ultrasound images has become an intensive research subject, both in the
medical imaging and medical robotics communities.

This section offers a review of ultrasound-based needle tracking meth-
ods, and details some contributions made in the context of this thesis.
As previously done for soft tissue tracking methods, a focus is put on
methods with real-time tracking capability. Two general trends can be
distinguished among the wide range of methods that have been devel-
oped for needle tracking. First, hardware approaches, where additional
equipment, or a hardware modification of the needle, is used in order to
ease the detection of the needle. These methods have the advantage to
bypass, or at least to ease, the challenging task of detecting the needle in
ultrasound images. Section 1.3.1 gives a short overview of these methods.
Other needle tracking methods are purely based on the analysis of ultra-
sound images. In spite of the difficulty of this task, recent approaches
have demonstrated the feasibility of image-based needle tracking, there-
fore avoiding the need for complex hardware additions to the intervention
procedure. These methods are detailed in section 1.3.2.

1.3.1 Hardware approaches

Rigid needle guide A simple approach to control the insertion path
of the needle consists in having a mechanical guide rigidly attached to
the ultrasound probe. This way, the needle is inserted through the guide,
and the insertion axis is perfectly known in a frame attached to the ultra-
sound image. However, such an approach drastically limits the possible
insertion trajectories.

Optical tracking Optical tracking relies on one or several cameras ob-
serving the instruments. Using a calibration between the camera frame
and the ultrasound probe frame, and the detected position of the in-
strument, one can display the needle trajectory on the ultrasound image
(Figure 1.12). Markers can be attached to the instrument to facilitate
the localization. These can be either passive or active (emission of in-
frared light). [Chan et al., 2005] propose a markerless optical tracking
system, where two cameras are used to detect the needle shaft. The
use of external cameras to track the needle his limited by the line-of-
sight requirement: the line between the camera and the instrument has
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Figure 1.12 – Optical needle tracking system. Via a calibration between the
camera frame FC and the ultrasound probe frame FUS, and an estimation of
the pose of the needle frame FN in FC , one can infer the pose of the needle in
the probe frame.

to be free from occlusions, which is not realistic in the cluttered envi-
ronment of an operating room. [Najafi et al., 2015] use a single camera
mounted on the ultrasound probe to detect the needle insertion trajec-
tory. The advantage of placing the camera directly on the ultrasound
probe is twofold. First, the line-of-sight issue is reduced. Second, the
calibration between the camera and the ultrasound image is simplified.
[Stolka et al., 2014] propose the stereo imaging system Clear Guide ONE
(Clear Guide Medical, MD). This accessory is mounted on the ultrasound
probe, and it allows the detection of the needle and its registration with
the ultrasound image.

Electromagnetic tracking Electromagnetic tracking can be used for
tracking a needle during insertion. An electromagnetic field is gener-
ated by a device placed next to the patient, and a magnetic sensor em-
bedded into the needle allows its localization within the field. [Zaa-
roor et al., 2001] use the MAGELLAN electromagnetic tracking system
(Biosense Webster, Inc.) for neurosurgical procedures. [Howard et al.,
2001] and [Krombach et al., 2001] use the UltraGuide 1000 system, which
provides electromagnetic needle tracking for ultrasound-guided interven-
tions. [Banovac et al., 2002] demonstrate the use of the AURORA track-
ing device (Northern Digital Inc., Ontario, Canada) to perform liver tu-
mor biopsy. [Boctor et al., 2008] use the Flock of Birds tracking system
(Ascension Technology Corp, VT) to track a hand-held 2D ultrasound
probe. The tracking information is used to reconstruct a 3D ultrasound
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image in which the needle can be visualized. However, electromagnetic
tracking only offers a limited accuracy, and requires specialized needles.
In addition, the incorporation of the electromagnetic device into the oper-
ating room necessitates special attention to ensure that no ferro-magnetic
objects can disturb the tracking system.

Both optical and electromagnetic tracking require a calibration be-
tween the tracking device and the ultrasound image, so that they are
subject to registration errors.

Needle motion detection Color Doppler imaging can facilitate the
detection of the needle when it is in motion. The use of color Doppler
imaging to visualize a needle was first proposed in [Kurohiji et al., 1990].
The detection can be improved by applying an additional motion to the
needle or its inner stylet [Hamper et al., 1991]. [Fronheiser et al., 2008]
propose a design where a piezoelectric buzzer vibrates the needle, and
detection is done with 3D Doppler. [Adebar et al., 2014] use 3D Doppler
to detect a vibrating flexible needle, and perform needle steering in bi-
ological tissues. However, the authors also report that the vibrations,
originating from the needle base, are damped by the tissues when the
needle is deeply inserted, which results in a lower visibility of the needle.
[Mignon et al., 2015] use the rotation of the needle shaft to generate vi-
brations that can be detected with 3D Doppler imaging. This approach
alleviates some of the limitations of previous methods, since it does not
require a vibrating device to be mounted on the needle base, and vibra-
tions are naturally generated along the needle shaft.

A limitation of Doppler imaging it that the frame rate is slower than
with B-mode imaging. This impacts the real-time tracking and control
capability of Doppler-based needle guidance. In a recent article, [Beigi
et al., 2016] propose a method to detect a needle in B-mode images,
using an analysis of tremor motion during manual insertion. This is a
promising direction, since the results show that Doppler imaging is not
necessary to detect needle motion. However, the tremor motion analysis
relies on a spatiotemporal sampling, which is performed on a sequence of
frame, and not in real-time.

1.3.2 Ultrasound-based tracking

The methods presented above require either a specific needle design, or
the use of additional equipment (tracking system, vibrating device). Op-
tical and electromagnetic tracking also necessitate a calibration with the
ultrasound probe, in order to register the detected needle position to the
ultrasound image. Alternatively, the needle can be directly detected in
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the ultrasound image. Indeed, the needle, being metallic, generates a
discernible strong echo in the image. Ultrasound-based tracking has the
advantage of being free from additional equipment, and it can be used
with conventional needles. In addition, the needle is directly localized in
the image frame. The curvature of flexible needles can also be detected
in ultrasound, which is not possible via optical tracking.

Early work on needle detection is based on parallel projection meth-
ods, which are designed to find imperfect instances of parameterized
shapes by optimizing the integral of the image along parallel curves.
[Hong et al., 2002] use the Hough transform [Hough, 1962] to detect
straight needles in 2D ultrasound images. [Aboofazeli et al., 2009] adapt
this method to the detection of mildly curved needles in a 3D volume,
by first projecting the volume onto 2D planes by a ray casting process.
The Parallel Integral Projection (PIP), an alternative algorithm to the
Hough transform, is used in [Cachard et al., 2006] to localize straight
needles in 3D volumes. [Uherčík et al., 2008] propose a mutli-resolution
scheme to speed-up the computation. [Novotny et al., 2007b] optimize
the Radon transform [Radon, 1917] for an implementation on a Graphics
Processing Unit (GPU) to achieve real-time detection. The method is
applied to the detection of endoscopic instruments with passive reflec-
tive markers. The generalized Hough transform allows the detection of
more complex instrument shapes, such as flexible needles. The shape
can be modeled, for instance, by a Bézier polynomial [Neshat and Patel,
2008]. However, the estimation of the generalized Hough transform from
large 3D volumes is computationally expensive, even with an implemen-
tation on a GPU. Several variants of the Hough transform can reduce
the computation time, using coarse-to-fine strategies [Zhou et al., 2008]
or randomization [Qiu et al., 2008].

Projection-based methods have a relatively high computational com-
plexity, and an accurate needle localization in large volumes is time-
consuming, even with a parallel implementation. These methods also
lack robustness with cluttered background. Alternatively, the Random
Sample Consensus (RANSAC) algorithm can be used to detect polyno-
mial curves in 2D or 3D ultrasound volumes [Uherčík et al., 2010]. Instead
of an exhaustive search for the needle shape configuration, the RANSAC
algorithm is driven by the image information to sample candidate shapes
that are likely to correspond to the needle position. Thereafter, we detail
this approach following the description in [Chatelain et al., 2013].
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shape space

Curve fitting

Figure 1.13 – Curve fitting for needle detection in ultrasound images. The
curve fitting algorithm estimates the shape that best fits the current image,
from a candidate shape space.

1.3.2.1 Curve fitting

Flexible needles can bend during the insertion due to contact forces with
surrounding tissues. Even needles considered as rigid can be subject to
a slight bending, so that a straight trajectory assumption is likely to be
violated. For this reason, it is of interest to model the needle with a
deformable shape. Curve fitting is a promising approach for needle de-
tection in ultrasound images, where the shape of the needle is modeled
by a parametric curve, such as a polynomial curve or a spline. Curve
fitting consists in estimating the parameters of the curve that best fit to
the image at hand. Consequently, this approach requires two main com-
ponents. First, a shape space that describes the possible configurations
of the curves. This consists in a type of curve, and its associated param-
eters. Second, a cost function, which evaluates how well a given curve
fits to the ultrasound data. This framework is illustrated in Figure 1.13.

In the following, we start by describing a polynomial curve model,
which is widely used in the literature. Then, we propose two different
approaches to curve fitting.

Polynomial curve model Polynomial curve models allow a fairly
adaptive description of the needle shape at a low computational expense.
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Figure 1.14 – Polynomial curve model of a flexible needle.

A 3D polynomial curve of order n− 1 can be defined as

C(a,H) = H
[

1 a · · · an−1
]>
, (1.49)

where H ∈ R3×n is the matrix of polynomial coefficients, and a is the
curve parameter. The start and end points of the curve are obtained by
constraining the parameter a to an interval [0, 1] such that, by convention,
a = 0 corresponds to the starting point, and a = 1 to the end point (the
tip of the needle). The order n − 1 of the polynomial determines the
degree of flexibility of the shape. Possible values are, for example, n = 2
for a straight line, n = 3 for a parabola, and n = 4 for a cubic curve.
Note that, to enable a modeling of the curvature in 3D, n should be at
least equal to 4 (with n = 3, the curve is always planar).

The polynomial curve can be equivalently defined by a set of n control
points Ci ∈ R3 along the curve (Figure 1.14). Under the constraint of
equally spaced control points, the control points are defined as

Ci = C
(
i− 1

n− 1
,H

)
. (1.50)

The vector of control points C ∈ R3×n can be computed via the
matrix multiplication

C = HV>, (1.51)

where V is the Vandermonde matrix [Pascal, 1900] associated to the
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vector of parameters a =
(
0, 1

n−1
, 2
n−1

, . . . , 1
)
:

V =


1 0 · · · 0

1 1
n−1

· · ·
(

1
n−1

)n−1

1 2
n−1

· · ·
(

2
n−1

)n−1

...
...

...
1 1 · · · 1

 . (1.52)

Since the elements of a are distinct, V is invertible, and the matrix H
can be computed from the control points by

H = C
(
V>
)−1

. (1.53)

1.3.2.2 Random sample consensus

We have presented a polynomial curve model that can be used to repre-
sent the shape of a needle. We now introduce a first method to optimize
the shape model for a given ultrasound image. This method is based on
the RANSAC algorithm.

Candidate set The RANSAC algorithm is a data-driven iterative pa-
rameter estimation method designed to be robust to outliers. In the
context of curve fitting in images, this method relies on the definition of
a candidate set of pixels (or voxels) X , as represented in Figure 1.15. Let
I : Ω −→ R be an ultrasound image. The candidate set X can be defined
as the output of a binary filter f(I) : Ω −→ {0, 1} which is tailored to
distinguish pixels belonging to the needle:

X = {p ∈ Ω : f(I)(p) = 1}. (1.54)

A simple selection criterion, based on the assumption that the needle
shaft appears as high-intensity pixels in the image, consists in defining a
threshold τ on the intensity:

f(I)(p) =

{
1 if I(p) ≥ τ,
0 if I(p) < τ.

(1.55)

Inlier set Given a curve C : [0, 1] −→ R3, one can define a set of inliers
from X , i.e., pixels that belong to the curve, with a certain deviation
tolerance. To this end, we define a cost function hC : Ω −→ R associated
to the curve, and we define the set of inliers as those pixels in X for
which the cost function is lower than a threshold h0. Noting Xin the set
of inliers, we have

Xin = {p ∈ X : hC(p) < h0}. (1.56)
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(a) (b)

Figure 1.15 – Needle detection using the RANSAC algorithm. (a) Ultrasound
image. (b) Candidate set obtained by thresholding.

Iterative sampling The RANSAC algorithm consists in iteratively
sampling curves from the candidate set X in order to optimize the number
of inliers. A polynomial curve of order n − 1 can be minimally defined
by a set of n distinct points. Therefore, any set of n distinct points in X
is referred to as a Minimal Sampling Set (MSS). At each iteration of the
RANSAC algorithm, an MSS S is uniformly sampled from X . It defines
a curve CS with parameters HS . Then, the corresponding set of inliers
Xin(HS) is computed, and it is retained if it is the largest set seen so far.
This procedure is described in Algorithm 1.

Stopping criterion The stopping criterion is defined so has to guar-
antee a probability of failure of at most ε. Given the probability pin
to select an inlier when sampling uniformly X , the required number of
iterations to reach a failure probability below ε is

T =
log ε

log(1− pnin)
. (1.57)

On the other hand, pin can be bounded by the largest proportion of inliers
found so far, that is,

pin ≤
|Xin|
|X | . (1.58)

Thus, the stopping criterion can be defined as performing at least

T̂ =
log ε

log
(

1−
(
|Xin|
|X |

)n) (1.59)

iterations.

36



1.3. Instrument tracking

Algorithm 1 The RANSAC algorithm
1: procedure RANSAC(X , n, ε)
2: Xin ← ∅
3: T ←∞
4: t← 0
5: while t < T do
6: S ← ∅
7: while |S| < n do
8: i ∼ U([|1, n|])
9: if Xi /∈ S then
10: S ← S ∪ {Xi}
11: end if
12: end while
13: H← S

(
V>
)−1

14: Xin ← {p ∈ X : hC(p) < h0}
15: if |Xin| > |X ∗in| then
16: X ∗in ← Xin

17: H∗ ← H
18: T ← log ε

log(1−(|Xin|/|X |)n)

19: end if
20: t← t+ 1
21: end while
22: return (H∗,X ∗in)
23: end procedure
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Local optimization The RANSAC algorithm provides a robust esti-
mate of the shape model, but it has a relatively poor accuracy, since its
parameters are estimated from a minimal sample set of n points only. In
order to reach a higher accuracy, [Uherčík et al., 2010] perform a local
optimization of the parameters from the detected set of inliers Xin, us-
ing a derivative-free Nelder-Mead downhill simplex method [Nelder and
Mead, 1965]. [Zhao et al., 2012] use a Kalman filter on the resulting
detection in order to improve the stability of the tracking in a sequence
of volumes.

Early pruning The RANSAC algorithm, as presented in Algorithm 1,
involves the computation of the inlier set Xin for a large number of
curve models, most of which are physically incoherent. In order to avoid
the computation of the cost function for these unlikely configurations,
[Uherčík et al., 2010] use a constrained version of the RANSAC algo-
rithm, where the inlier set computation step is not performed for models
with excessively high curvature. In [Chatelain et al., 2013], we propose,
in addition, to prune unlikely configurations by considering the angle
between the candidate curve and the prediction of a Kalman filter. We
define this angle as

α = arccos

(
k0 · k̃0

||k0|| × ||k̃0||

)
, (1.60)

where k0 is the principal direction of the candidate model, and k̃0 is the
principal direction of the Kalman-predicted model. Such a pruning has
the double advantage to speed-up the convergence, and to increase the
robustness to outliers. More generally, the pruning step can be repre-
sented by a binary shape acceptance function g(Ct, {C0, . . . , Ct−1}), which
decides whether the current candidate shape Ct is acceptable, based on
the past detections {C0, . . . , Ct−1}.

Tip localization The result of the line fitting procedure is a curve
in space. In order to complete the needle detection, one still needs to
estimate the start and end points of the shape along the curve. The start
point can be simply defined as the intersection between the curve and
the image border. For the tip localization, [Barva et al., 2008] propose to
sample the voxel intensities along the curve, and to identify an important
intensity drop (see Figure 1.16). This is motivated by the fact that the
needle tip appears as a bright spot in the ultrasound image.
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Figure 1.16 – Needle tip localization by intensity drop detection. The tip of
the needle can be identified by detecting an important drop in intensity along
the curve.

Limitations The RANSAC-based needle detection method relies on
the definition of a filter f that provides a set of candidate voxels, a cost
function h that determines the set of inliers with respect to a curve,
and an acceptance function g that filters the candidate shapes. As a
result, the success of the RANSAC algorithm is highly dependent on the
definition of these three functions. In particular, the definition of the
filter f has a critical impact on the algorithm, since it defines the initial
candidate set used for RANSAC.

1.4 Needle tracking via particle filtering

As discussed in the previous section, the RANSAC-based needle detection
method is sensitive to the parameters used in the appearance and shape
models. In order to overcome this limitation, we propose in this section
a new algorithm for flexible needle tracking, based on particle filtering
[Gordon et al., 1993]. Instead of sampling candidate shapes from a set
of filtered voxels (image-driven) we sample the curves in the space of
possible shapes, based on a motion model (dynamics-driven). The image
data is then used a posteriori to compute a likelihood for each candidate
shape. As a result, the shape constraints are directly driving the sampling
process.
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1.4.1 Bayesian tracking

In the Bayesian tracking framework, the target is defined as a state vector
xt of size N following a dynamics equation of the form

xt = ft(xt−1, νt−1), (1.61)

where ft : RN × RN −→ RN is the dynamics function, modeling the
evolution of the target, and νt−1 is an independently and identically dis-
tributed (i.i.d.) state noise. The purpose of tracking is to estimate the
state vector xt based on some measurement zt = ht(xt, µt), where µt−1

is an i.i.d. measurement noise.
In our case, the state vector corresponds to the needle’s position,

which we model as the concatenation of all control points defining the
needle:

xt =
[

C
(1)
t

>
. . . C

(n)
t

> ]>
(1.62)

1.4.2 Needle dynamics

The dynamics of the system is supposed to be known through an esti-
mation of the external needle insertion velocity. For instance, such an
estimation can be made by the odometry of a robot inserting the needle,
or via an external tracking device. We assume that the needle does not
buckle during insertion, so that the scalar insertion velocity at the nee-
dle tip corresponds to the insertion velocity component of the insertion
device. Given an insertion velocity vt ∈ R over a period δt, the state
update equation for the needle tip can be written as:

C
(n)
t = C

(n)
t−1 + vtδtut−1(1) + ν

(n)
t−1 (1.63)

where ν(n)
t−1 ∈ R3 is the tip’s state noise and ut−1(1) is the unitary direction

vector of the curve at the needle tip, as represented in Figure 1.17. The
unitary direction vector at a position a along the curve can be computed
analytically as

ut−1(a) =
Ht−1[ 0 1 2a . . . (n− 1)a(n−2) ]>

||Ht−1[ 0 1 2a . . . (n− 1)a(n−2) ]>||2
. (1.64)

Considering that the ultrasound probe does not move with respect
to the scene, the entry point is defined as a fixed point in the volume
frame. Therefore, its update equation is simply C

(1)
t = C

(1)
t−1+ν

(1)
t−1, where

ν
(1)
t−1 ∈ R3 is the entry point’s state noise. The noise model for the entry
point allows the system to correct its position if the needle drifts due to
tissue deformation, or if the ultrasound probe moves.
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Figure 1.17 – Dynamic model of a flexible needle. The insertion velocity vt
during a time δt induces a displacement vtδtut(1) of the needle tip. The blue
ellipses represent the uncertainty on the estimation of the next state.

Since all other control points are defined to be equally spaced between
the entry point and the needle tip, their state update equation can be
approximated with:

C
(i)
t = C

(i)
t−1 +

i− 1

n− 1
vtδtut−1

(
i− 1

n− 1

)
+ ν

(i)
t−1 (1.65)

where ν(i)
t−1 is the state noise for the control point C(i), which allows the

detection of needle shaft drifting. The motion of the ultrasound probe
could also easily be incorporated in the system model by modifying (1.63)
and (1.65).

1.4.3 Particle filtering

The key idea behind particle filtering is to model the posterior distribu-
tion of the tracked object with a large numberM of random samples xmt ,
m = 1, . . . ,M (the particles). To each particle is associated a weight wmt
that corresponds to its likelihood. In our case, each particle represents
the shape of a needle modeled as a polynomial curve, and the weights
are updated according to the likelihood of the particle given the current
ultrasound image. With the notations introduced above, this can be
expressed by the relation

wmt ∝ p(zt|xmt ), (1.66)

with the constraint
∑M

m=1 w
m
t = 1. The term zt corresponds to the

ultrasound image observed at time t.
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The current state is approximated from this discrete posterior distri-
bution as:

x̂t =
M∑
m=1

wmt xmt . (1.67)

1.4.3.1 Appearance model

The computation of the weights requires some model of the needle’s ap-
pearance in the image in order to approximate the likelihood p(zt|xmt ).
For example, one could apply statistical learning techniques to estimate
this likelihood. In this paper we consider a simple model which presents
the advantage to be very cost-effective, and that does not require any
prior learning. We propose to use directly the intensity of the voxels
along the needle’s shaft. More specifically, we consider the mean inten-
sity Imt along the curve defined by the particle xmt :

I
m

t =
1

L

∫ 1

a=0

I(C(a,Hm
t ))da, (1.68)

where L is the length of the curve and I(P) is the intensity at the po-
sition P. Indeed, the intensity of the echos reflected by the needle is in
general higher than that of soft tissues. Even if the needle’s appearance
can be discontinuous (the shaft does not always reflect very well, and
the corresponding intensities can be in the same range as surrounding
speckle), integrating the intensities along the curve allows discrimination
between the different particles. In addition, the needle tip typically ap-
pears as a very bright spot due to reflections on the bevel. We take this
observation into account in our model, and define the weight wmt as a
trade-off between the mean shaft intensity and the tip intensity:

wmt ∝ I
m

t + αI(C(1,Hm
t )), (1.69)

where α is a positive constant. Giving more weight (higher α) to the tip
intensity ensures a precise detection of the needle tip. An advantage of
this measure in terms of computation time is that we only need to access
the intensities of the volume along the curves defined by the particles,
and not in the whole volume.

1.4.3.2 Sequential importance re-sampling

Then, we use a Sequential Importance Re-Sampling (SIR) filter to update
the particles during tracking. The initial state is determined manually
via an interface that allows the user to browse the ultrasound volume and
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x̂t

x̂t+1

state update weight update

Figure 1.18 – Particle filtering on a simple 2D example with 10 particles.
The particles are represented by the blue points, with a size proportional to
their weight. Each particle is updated according to the state update model.
Then, the weight of each particle is updated according to the likelihood of the
observation. The state estimate x̂ corresponds to the weighted barycenter of
the particles.

to select the location of the needle. The weights are initialized equally
as wm0 = 1

M
. At each iteration, the SIR filter performs the following

operations, which are illustrated in Figure 1.18 on a simple 2D example:

1. Update the particles according to the model’s dynamics.

2. Re-compute the weights wmt according to (1.69).

3. Estimate the current state according to (1.67).

4. Re-sample.

The aim of the re-sampling step is to avoid the degeneracy phe-
nomenon, where the weight of one particle tends to 1 while the others are
negligible. The degeneracy of the system can be detected by computing
the effective number of particles

Neff =
1∑M

m=1(wmt )2
. (1.70)

In order to avoid degeneracy, the particles are re-sampled when the
effective number of particles falls below a threshold N0. In this case,
the particles are re-sampled M times with replacement with probability
proportional to their weight. The weights are then reset to 1

M
. The

objective of re-sampling is to eliminate particles with small weight while
generating more particles from those with higher weights.

The proposed SIR-based needle tracking algorithm is designed to
track a curved needle in ultrasound images using an estimation of the
insertion velocity vt applied at the needle base, provided by the robot
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(a) (b)

Figure 1.19 – Ultrasound images of a human abdomen showing (a) a drop-out
artifact on the left, and (b) a local acoustic shadow in the center.

odometry or an external tracking device. The particle filter scheme al-
lows the system to correct for imprecision in the velocity estimation and
to detect the bending of the needle, based on ultrasound measurements.

1.5 Quality estimation

In sections 1.2 and 1.3, we have described different methods for tracking
soft tissues or surgical instruments in ultrasound images. These meth-
ods generally assume that the ultrasound signal is equally reliable within
the image. However, ultrasound images are heterogeneous in quality,
so that parts of the image may not provide reliable information. This
can lead to tracking or interpretation errors, and might cause the previ-
ously described algorithms to fail. In this section, we discuss the issue of
ultrasound image quality estimation.

We can define two main types of ultrasound-specific artifacts:

• the drop-out artifact, when the coupling is not sufficient for the
sound emitted by some transducer elements to enter the body. In
this case, most of the amplitude of the sound wave is reflected at the
patient’s surface, which results in black scan lines in the ultrasound
image. This artifact is illustrated in Figure 1.19(a).

• shadowing, when the ultrasound wave travels through the tissues
for a certain distance, and is then stopped at an important interface
between different tissue types. This is illustrated in Figure 1.19(b).

Different approaches have been proposed to estimate the quality of
ultrasound images, with different motivations. We can broadly distin-
guish four categories of ultrasound quality estimation methods. Global
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quality measures are used to evaluate the overall quality of the image.
Acoustic attenuation estimation (or signal loss estimation) methods aim
at estimating the physical attenuation properties of the tissues from the
RF signal. Binary shadow detection simplifies this problem to the classi-
fication of pixels as shadowed or not. Finally, confidence maps provide a
smooth pixelwise quality measure, based on a simplified model of sound
propagation. These methods offer a good trade-off between the com-
plex acoustic attenuation estimation, and binary shadow detection. We
briefly review each of these categories.

Global quality measures Global quality measures have been inves-
tigated for the purpose of providing a quality index to ultrasound image.
This global quality index can be used, for instance, to evaluate the perfor-
mance of image enhancement techniques (such as speckle reduction), or
simply to estimate the reliability of the image for subsequent diagnosis.
[Loizou et al., 2006] study various quality measures based on statistical
and texture analysis, mostly derived from general image quality mea-
sures. Similarly, [Kuhlemann, 2013] uses the entropy of the ultrasound
intensity distribution, and the sum of gradients, as global image mea-
sures. Such quality measures are quite general, and do not account for
the characteristics of ultrasound imaging. In an interesting alternative
approach, a measure of ultrasound image quality is inferred from expert
ratings, using a machine learning algorithm [El-Zehiry et al., 2013]. The
authors use the learned quality metric to optimize the imaging param-
eters of an ultrasound scanner, in an autofocus fashion. However, the
quality measure remains global, i.e., at the image level.

Acoustic attenuation estimation Because of the physics underly-
ing their acquisition, ultrasound images are heterogeneous in quality.
Specifically, the amplitude of the ultrasound wave is attenuated at tissue
interfaces, which can result in local shadows in the image below strong
attenuators, such as bone or gas. Ultrasound image quality also depends
on the contact properties between the ultrasound probe and the patient,
such as the contact force, and the presence of acoustic coupling gel.

The automatic detection of such artifacts is a crucial prerequisite for
subsequent processing and analysis steps. In addition, acoustic shadow-
ing may be of diagnostic value, since it can help characterizing tissue
types. Shadow detection was even originally considered mainly as a
tissue characterization technique for diagnosis purposes. For instance,
[Kuc and Schwartz, 1979] use an estimation of the acoustic attenuation
coefficient for the diagnosis of liver condition. The acoustic attenua-
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tion coefficient is estimated via a maximum likelihood estimator based
on the log spectral difference of the ultrasound signal. [Drukker et al.,
2003] detect posterior acoustic shadowing in breast ultrasound to help
distinguishing between benign and malignant breast lesions, which have
a different acoustic shadow signature. The authors use the skewness of
the ultrasound intensity distribution within small regions of interest to
detect shadowing. [Madabhushi et al., 2006] us the Adaboost algorithm
to discriminate between lesions and shadowing, based on the local sta-
tistical distribution of the ultrasound signal.

Shadow detection Aside from tissue characterization, acoustic shad-
owing can be seen as undesirable, because it affects subsequent image
processing tasks. This is the case in ultrasound image segmentation,
tracking, registration, or 3D reconstruction, where it is important to
localize shadowing artifacts that could impair the accuracy of the algo-
rithm. Penney et al. use shadow detection to discard shadowed areas
during US/MRI [Penney et al., 2004] and US/CT [Penney et al., 2006]
registration. The authors define the shadow along each scan line as the
area below which the ultrasound intensity is smaller than a fixed thresh-
old Tart. This definition is motivated by the fact that ultrasound propa-
gates mainly in the direction of the scan line. Figures 1.20(b), (e), and
(h) show some results obtained with a reimplementation of this method,
using the threshold Tart = 40 as recommended by the authors. [Leroy
et al., 2004] fit a decreasing exponential function to each scan line, and
define a shadow as an area in which the correlation with the exponen-
tial function is higher than a threshold. A similar method is also used
in [Wein et al., 2007], where the authors define a threshold σy on the
variance of the ultrasound intensity to detect the shadow region in each
scan line. The starting indices of shadowing along the scan lines are
regularized laterally using a median filter. Figures 1.20(c), (f), and (i)
show some results obtained with a reimplementation of this method. The
authors do not specify the value of σy used in their work. We have used
σy = 200. [Hellier et al., 2010] use a statistical noise model to detect
shadowing along each scan line. Again, a median filter is used to regular-
ize the boundary of the shadow region. This method is applied in [Berton
et al., 2016] to the detection of vertebrae.

Confidence maps The methods mentioned above provide a binary
identification of shadow areas. While this is useful for some applications,
it does not provide a precise estimate of ultrasound signal quality. In this
regard, it is interesting to define the quality of the signal as the relative
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 1.20 – Acoustic shadow detection. First column: ultrasound images
of a human abdomen. Second column: shadow segmentation using the method
of [Penney et al., 2004]. Third column: shadow segmentation using the method
of [Wein et al., 2007]. First raw: local shadow. Second raw: drop-out artifact.
Third raw: diffuse shadow.
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amplitude of the ultrasound wave that is transmitted up to a certain
depth, with respect to the amplitude of the emitted signal. [Wein et al.,
2008] simulate ultrasound images from CT, based on the assumption
that X-ray attenuation is proportional to the acoustic impedance. An
interesting by-product of this framework is an ultrasound transmission
map, which can be seen as a pixelwise measure of quality. [Gill et al.,
2012] use a similar method for US/CT registration of the spine. Pixels
detected as shadowed are discarded from the registration procedure.

Recently, [Karamalis et al., 2012] introduced the concept of confidence
map, a pixel-wise representation of ultrasound quality, where the measure
of quality takes values in the interval [0, 1]. The quality estimation is
performed globally, using a RandomWalks (RW) algorithm [Grady, 2006]
based on a set of image-defined propagation constraints. The method is
applied to improved ultrasound reconstruction and mosaicing. [Klein and
Wells III, 2015] propose an extension of the method to RF ultrasound
data, where the propagation constraints are based on a similarity measure
specific to the RF intensity distribution. The use of the confidence map
was shown useful to improve atherosclerotic tissue labeling [Katouzian
et al., 2012; Sheet et al., 2014], bone detection [Wein et al., 2015], and
registration [Kutarnia and Pedersen, 2015]. It has also been considered
as a tool for enhanced ultrasound visualization [Schulte zu Berge et al.,
2014, 2015].

In the following, we describe two different approaches to estimate
an ultrasound confidence map. First, the random walks method ini-
tially introduced in [Karamalis et al., 2012]. Second, a simple but more
computationally efficient method based on Scan Line Integration (SLI).
Then, we propose a comparison between these two methods in terms of
computational cost and temporal regularity.

1.5.1 Random walks confidence map

1.5.1.1 Graphical representation

Let G = (V , E) be an undirected weighted graph, with vertices V the set
of image pixels, and edges E ⊂ V × V representing the pixel neighbor-
hood relation. For instance, we assume that E represents pixel adjacency
in terms of 4-connectivity for 2D images (see Figure 1.21). Each edge
(p,q) ∈ E is assigned a weight w(p,q) > 0 that represents the proba-
bility of propagation through that edge. To model the ultrasound beam
propagation direction, E is separated in two subsets Er and El, where Er
contains pixels that are radially adjacent (they belong to the same scan
line), and El contains pixels that are laterally adjacent (they belong to
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Figure 1.21 – Graph layout for the computation of the random walks confi-
dence map.

adjacent scan lines, and have the same depth). The weights for edges in
Er, noted wr, model the ultrasound attenuation due to tissue interfaces.
For an edge (p,q) ∈ Er, we define

wr(p,q) = exp(−β|Ǐ(p)− Ǐ(q)|), (1.71)

where Ǐ is the attenuated intensity, defined as

Ǐ(p) = I(p) exp(−αd(p)), (1.72)

d(p) being the depth of p. The parameters α and β control the impor-
tance of acoustic attenuation and absorption, respectively.

The ultrasound beam width is modeled by allowing lateral propaga-
tion as well. For an edge (p, q) ∈ El, the propagation weight between p
and q is defined as

wl(p,q) = exp(−β(|Ǐ(p)− Ǐ(q)|+ γ||p− q||)), (1.73)

where γ is a parameter related to the beam width.

1.5.1.2 Random walks

Once the propagation graph is constructed, the confidence estimation
problem is solved using the random walks algorithm [Grady, 2006]. This
algorithm requires boundary conditions, which are defined as follows (see
Figure 1.21):

• The confidence is 1 at the minimal depth.

• The confidence is 0 at the maximal depth.
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The weights of (1.71) and (1.73) are used to define the graph Laplacian
matrix

Λ(p,q) =


∑

r∈N (p) w(p, r) if p = q

−w(p,q) if q ∈ N (p)
0 otherwise

, (1.74)

where w(p,q) refers to wr or wl according to the configuration of p and
q, and N (p) is the set of neighbors of p. Let c be a vector representation
of the confidence map. We assume that c is ordered in such a way that
known (K) values (the boundary conditions) appear before unknown (U)
values: c = ( c>K c>U )>. Thus, the Laplacian matrix can be written

Λ =

[
ΛK B
B> ΛU

]
, (1.75)

and the confidence map is obtained by solving for cU the sparse linear
system

ΛUcU = −B>cK . (1.76)

Figure 1.22 shows some examples of confidence maps estimated with
the random walks method, from ultrasound images of a human abdomen.
The ultrasound images exhibit a local shadow, a drop-out artifact, and
a diffuse shadow, which are clearly visible in the confidence map (dark
areas). Since the confidence map is estimated via a global optimization
with a two-dimensional lattice, sound propagation in lateral directions is
considered, which results in spatially smooth confidence maps.

1.5.2 Scan line integration

The random walks method provides a good representation of ultrasound
signal quality. However, this algorithm has two important limitations.
First of all, it is quite computationally expensive, as it involves the res-
olution of large sparse linear system. In addition, while the confidence
maps estimated via this method are spatially smooth, they lack a tem-
poral regularity. Indeed, the confidence values at a given location can
by subject to variations in successive frames, even if the content of the
ultrasound image only varies slowly.

In order to overcome these limitations, we propose thereafter an al-
ternative method for the estimation of the confidence map. This new
method is based on an estimation of the acoustic loss along each scan
line individually. Therefore, we do not perform any lateral regulariza-
tion of the confidence map. We will then show in section 1.5.3 that the
scan line integration method is more computationally efficient and more
regular in time than the random walks method.
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(a) (b)

(c) (d)

(e) (f)

Figure 1.22 – Confidence maps estimated via the random walks method. Left:
ultrasound image of a human abdomen. Right: the corresponding confidence
maps. From top to bottom: local shadow, drop-out artifact, diffuse shadow.
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Let U(r, θ) be the intensity of the envelope-detected RF signal cor-
responding to the position (r, θ) in the transducer’s field of view. A
simple model for ultrasound signal attenuation consists in assuming that
the amplitude of the signal decreases proportionally to the difference
in acoustic impedance of the tissues around the interface it propagates
through. Since acoustic impedance difference is also related to the RF
image intensity, we can estimate the ultrasound signal confidence via an
integration along each scan line as follows:

C(R, θ) = 1−
(∫ Rmax

Rmin

U(r, θ)dr

)−1 ∫ R

Rmin

U(r, θ)dr, (1.77)

where
∫ Rmax

Rmin
U(r, θ)dr is a normalization factor designed to scale the con-

fidence values between 0 and 1. This model is similar to the one intro-
duced in [Karamalis et al., 2012] as a baseline for the evaluation of their
confidence map.

Most ultrasound scanners do not provide access to the RF signal,
and only provide the B-mode image. As mentioned in section 1.1.2.3,
the conversion from RF to B-mode consists in two main steps. First,
the intensities of the envelope-detected RF signal are compressed via a
non-linear mapping Ipre = f(U) in order to adjust the dynamic range of
the image for display. For instance, commonly used mappings are the
logarithmic compression

f(x) = A log x+B, (1.78)

or the square-root operator

f(x) = Ax−0.5 +B, (1.79)

where A is the amplification parameter, and B a linear gain parame-
ter. Then, the prescan image Ipre is converted to Cartesian coordinates
according to the geometry of the transducer. In order to estimate the
confidence map from a B-mode image, one can simply revert these steps
to obtain an approximation of the envelope-detected RF signal. For the
square-root operator, this amounts to computing the confidence map
from the estimated signal

Û = I2
pre. (1.80)

Figure 1.23 shows some examples of confidence maps obtained with
the scan line integration method, from the same ultrasound images as
in section 1.5.1. As can be observed by comparing these images to
Figure 1.22, the confidence maps obtained by the scan line integration
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method are less smooth spatially than with the random walks method.
However, as we show in section 1.5.3, we obtain a better temporal reg-
ularity. For some applications, in particular for robot control, temporal
regularity can be more important than spatial regularity.

1.5.3 Comparison

1.5.3.1 Computation time

The computation of the scan line integrated confidence map can be
implemented as in Algorithm 2. The complexity of this algorithm is
O(AN.LN), i.e., linear in the size of the image. This makes the scan
line integration method computationally more efficient than the random
walks method.

Algorithm 2 Scan line integration
1: procedure ScanLineIntegration(I, AN,LN) . I of size
AN × LN

2: for j : 0→ LN − 1 do
3: s← 0 . Cumulative intensity
4: for i : 0→ AN − 1 do
5: C(i, j)← s
6: s← s− I(i, j)
7: end for
8: for i : 0→ AN − 1 do . Normalization between 0 and 1
9: C(i, j)← (C(i, j) + s)/s
10: end for
11: end for
12: return C . C confidence map of size AN × LN
13: end procedure

To illustrate the difference in processing time between the two meth-
ods, we ran a benchmark test with images of size ranging from 30× 8 to
960 × 256. The results of this experiment are presented in Figure 1.24.
For reference, we show, on the same plot, the setting corresponding to
an acquisition frame rate of 25 frames per seconds, for an image size of
480× 128 (intersection between the two dotted lines). As expected, the
plot for the scan line method is straight with a slope of 1, which corre-
sponds to a linear complexity. On the other hand, the algorithm based
on random walks is supralinear, and is approximately 200 times slower
at resolution 480 × 128. The random walks method is also too slow to
process the images in real-time at full resolution. With the tested imple-
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(a) (b)

(c) (d)

(e) (f)

Figure 1.23 – Confidence maps estimated via the scan line integration
method. Left: ultrasound image of a human body. Right: the correspond-
ing confidence maps. From top to bottom: local shadow, drop-out artifact,
diffuse shadow.
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Figure 1.24 – Computation time for the random walks confidence map and
the scan line integration methods. For reference, the dotted lines correspond
to a standard acquisition rate of 25 frames per second and a prescan image
size of 480× 128. Both axes are in logarithmic scale.

mentation, downsampling by a factor of 4 is required to allow real-time
processing.

1.5.3.2 Temporal regularity

We have compared the random walks confidence map and the scan line
integration methods in terms of computational complexity. Another im-
portant factor for the usability of the confidence map in a control frame-
work is the smoothness of the estimated confidence values. The random
walks confidence map has been designed so as to be spatially smooth.
This is clearly visible when comparing Figures 1.23 and 1.22. However,
the temporal regularity of the confidence map has not been studied up
to now.

In order to measure the temporal regularity of the estimated confi-
dence values, we propose two different measures. The first one corre-
sponds to the temporal gradient of the confidence. The second one is
based on the local standard deviation of the confidence values.

Temporal gradient The temporal gradient is measured by computing
the absolute difference between confidence values in successive frames.
Let C(p, t) be the confidence at a location p and time t. The local
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temporal gradient in p at time t is defined as

G(p, t) = |C(p, t)− C(p, t− 1)|, (1.81)

which is then averaged over space and time, providing the mean temporal
gradient

G =
1

|Ω| × (tf − t0)

tf∑
t=t0+1

∫∫
p∈Ω

G(p, t), (1.82)

where |Ω| is the image size, t0 is the starting time index, and tf is the
final time index.

Irregularity We define a second measure of irregularity, based on the
local standard deviation of the confidence in a sliding time window. Let
C(p, t) be the confidence at a location p and time t. For a time window
of size T , we define the local instantaneous standard deviation in p at
time t as

σ(p, t) =

√√√√ 1

T

T−1∑
i=0

(C(p, t− i)− µ(p, t)), (1.83)

where

µ(p, t) =
1

T

T−1∑
i=0

C(p, t− i) (1.84)

is the instantaneous mean. Then, we define the mean instantaneous
standard deviation as

σ(t) =
1

|Ω|

∫∫
p∈Ω

σ(p, t), (1.85)

where |Ω| is the image size. Finally, the mean standard deviation of an
image sequence ranging from t0 to tf is defined as

σ =
1

tf − t0 − T + 2

tf∑
t=t0+T−1

σ(t), (1.86)

which we use as a measure of temporal irregularity.
The two measures defined above are used to compare the random

walks and the scan line integration confidence estimation methods. We
have estimated the confidence regularity on a sequence of 2159 ultrasound
images acquired in vivo on a human volunteer. The time window for the
σ irregularity measure was set to T = 10 images. The results are shown
in Figure 1.25. The two measures consistently indicate that the scan

56



1.6. Conclusion

SLIRW
0

2

4

6
·10−2

Ir
re
gu

la
ri
ty
σ

0

6.10−5

1.2.10−4

1.8.10−4

2.4.10−4

3.10−4

Te
m
po

ra
lg

ra
di
en
t
G

Figure 1.25 – Comparison of the temporal regularity between the random
walks (RW) and scan line integration (SLI) confidence estimation methods.

line integration method results in temporally more regular confidence
estimates than the random walks method. As a conclusion, while the
random walks method may be more suited to compare confidence values
within a single image, the scan line integration method provides more
reliable confidence estimates over time.

1.6 Conclusion

We presented a review of ultrasound image analysis methods. This review
is necessarily non-exhaustive, owing to the wide range of approaches that
have been proposed in this field. We chose to focus on soft tissue and
needle tracking algorithms with real-time capability. Indeed, this thesis
relates to robotic ultrasound imaging, and real-time processing is a key
requirement in order to be able to implement ultrasound-driven control
solutions. Thus, the methods we have presented in this chapter constitute
a basis for the design of ultrasound-based visual servoing approaches,
which we describe in chapter 2.

In section 1.4, we have proposed a new method for tracking a flexible
needle in 3D ultrasound images, using particle filtering. This approach
provides a good control on the definition of the appearance and kinematic
models of the needle.

In section 1.5, we have introduced the notion of ultrasound image
quality, and we have presented different methods for estimating the qual-
ity of the ultrasound signal. We have introduced a simple but computa-
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tionally inexpensive confidence map model, which we have compared with
the random walks confidence map in terms of processing time and tem-
poral regularity. As a result, it appears that the proposed scan line inte-
gration method provides temporally smoother confidence estimates than
the random walks confidence map. We will use the concept of confidence
maps in chapter 3 to design confidence-driven control approaches.
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Chapter 2

Ultrasound-Based Visual
Servoing

In chapter 1, we presented a review of ultrasound image analysis methods.
These methods provide means to extract quantitative features from the
ultrasound images. In this chapter, we address the topics of robotic
ultrasound imaging and ultrasound-guided robot-assisted interventions.
The overall goal of robot-assisted ultrasound is to help sonographers in
performing diagnosis or surgery. More precisely, we focus in this chapter
on visual servoing methods, where the content of the ultrasound image
is used in order to control the robotic system.

Visual servoing refers to the closed-loop control of a dynamical sys-
tem using feedback information provided by a visual sensor. Although
ultrasound relies on acoustics, instead of vision, ultrasound-based control
is generally assimilated to visual servoing. Indeed, the numerical repre-
sentation of B-mode ultrasound data by an image creates an analogy
with a camera image. An important difference, however, lies in the ge-
ometrical aspect of the two modalities. While a standard camera image
corresponds to a perspective projection of the scene on a image plane, a
B-mode image corresponds to a section of the body. Thus, although a
wide range of methods designed for visual servoing can be transferred to
ultrasound-based control, ultrasound imaging also has specificities that
have to be taken into account.

We start with an introduction to the concept of visual servoing (sec-
tion 2.1). Then, we present a review of ultrasound-based visual servoing
methods for controlling an ultrasound probe (section 2.2) or a surgical
needle (section 2.3). The notions introduced in this chapter will serve as
a basis for the further developments proposed in chapter 3.
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Figure 2.1 – Visual servoing control loop. The difference between the current
visual feature s and the desired visual feature s∗ is used to compute the control
velocity v. The visual feature s depends on the configuration r of the robot.

2.1 Visual servoing

This section provides an overview of the basic concepts of visual servo-
ing. For a more detailed introduction to the topic, the interested reader
is invited to refer to the two-parts tutorial from François Chaumette
and Seth Hutchinson. The first part [Chaumette and Hutchinson, 2006]
describes the basic approaches of image-based and position-based visual
servoing, and discusses performance and stability issues. The second part
[Chaumette and Hutchinson, 2007] addresses more advanced concepts re-
lated to the numerical estimation of the interaction matrix, and to the
tracking of a moving target.

2.1.1 Introduction

Visual servoing consists in a closed control loop that involves a robot and
a visual sensor (Figure 2.1). The sensor provides some visual information,
which can be represented by a feature vector s. This vector depends on
the configuration of the robot, and visual servoing can be defined as
providing the adequate input velocities to the robot, so as to obtain a
desired visual feature s∗.

We can distinguish two types of configurations, depending on the rela-
tion between the sensor and the robot. In the eye-in-hand configuration,
the sensor is attached to the robot, so that its motion is directly guided by
that of the robot. Thus, visual servoing typically consists in controlling
the robot so that the visual sensor provides a desired view of an object
of interest. In the eye-to-hand configuration, the sensor is fixed, and it
observes externally the position of the end-effector of the robot as well as
the scene. In this case, visual servoing consists in controlling the robot
based on the external view of its configuration and its environment.

From the controller point of view, visual servoing can also be classified
in two broad classes of approaches, depending on the nature of the visual
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q1 q2

q3

q4
r

Figure 2.2 – Configuration of a robotic manipulator with 4 degrees of free-
dom. The pose r of the end-effector depends on the configuration of all joints
q1, . . . , q4.

feature s. In position-based visual servoing, the visual feature corresponds
to the pose of the sensor with respect to some reference frame. In image-
based visual servoing, the visual feature is defined directly in the image
space. This second approach has the advantage of avoiding the need for
a reconstruction of the robot’s pose from the visual data. On the other
hand, the design of an appropriate control law can be more challenging.

2.1.2 Interaction matrix

Let us note q(t) ∈ Rn the n-dimensional configuration of the robot’s
actuators at time t. This vector can represent, for example, the angular
position of the robot’s joints, for a manipulator with revolute joints (see
Figure 2.2). The number n of actuators is referred two as the number of
Degrees of Freedom (DOF) of the robot. For a given configuration q(t),
the end-effector of the robot is in a pose r(q, t) ∈ SE3, where SE3 is the
special Euclidean group, representing the configuration space of a rigid
body. The pose r can be defined, for instance, in a frame attached to the
environment. The motion of the robot’s end-effector is represented by a
velocity screw v ∈ se3, i.e., an element of the Lie algebra of equiprojective
fields in R3.

The basic property behind sensor-based control is that a sensor is de-
fined by a differential mapping from SE3 to Rp, where p is the dimension
of the sensor signal. Noting s(r, t) ∈ Rp the output of the sensor at time
t, its variation with respect to time can be expressed as

ṡ =
∂s

∂r
v +

∂s

∂t
. (2.1)
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Note that this equation relies on a simplification in notations, introduced
in [Espiau et al., 1992], that consists in considering the velocity screw
v ∈ se3 as a vector in R6. This simplification amounts to fixing the
frame in which the screw is expressed.

The term

Ls =
∂s

∂r
(2.2)

is the interaction matrix, of size p× 6, that relates the variations of the
sensor output s to the velocity screw v. The study of the interaction
matrix is a key issue in the design of visual servoing approaches. The
term ∂s

∂t
represents the contribution of scene modifications to the variation

of s. For a static environment, we have ∂s
∂t

= 0, so that the variation of
s is completely defined by the interaction matrix via

ṡ = Lsv. (2.3)

Depending on the application, it is not unusual to assume that this re-
lation holds even when the environment is not perfectly immobile, due
to the difficulty of predicting the term ∂s

∂t
. If predicting the evolution of

the environment is important, e.g., for tracking a moving object, then it
is necessary to estimate ∂s

∂t
.

2.1.3 Visual servo control

Visual servo control consists in minimizing a p-dimensional visual error
e(q, t). This visual error depends on the configuration q ∈ Rn of the
robot, and the time t. It can be defined as the difference between the
current visual feature vector s(r(q, t), t) and the desired feature vector
s∗(t), i.e.,

e(q, t) = s(r(q, t), t)− s∗(t), (2.4)

where r(q, t) ∈ SE3 is the pose of the robot’s end-effector.
From (2.1) and (2.4), we can express the variation of the visual error

as

ė = Lsv +
∂e

∂t
, (2.5)

where
∂e

∂t
=
∂s

∂t
− ṡ∗ (2.6)

represents the variation of e due to modifications of the environment and
to a change in the desired feature s∗.
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A typical approach to the regulation of the error is to enforce an
exponential decay of e. This constraint can be modeled by the first-
order differential equation

ė = −λe, (2.7)

where λ > 0 is a control gain, that determines the convergence speed of
the system. Incorporating (2.7) in (2.5) gives

− λe = Lsv +
∂e

∂t
. (2.8)

Let us first assume that the interaction matrix Ls is squared (p = 6)
and invertible. Then, the theoretic solution to (2.8) is

v = −L−1
s

(
λe +

∂e

∂t

)
. (2.9)

In practice, however, it is impossible to know perfectly the interaction
matrix Ls or the task variation ∂e

∂t
. Instead, the applied control law will

be

v = −L̂s

−1

(
λe +

∂̂e

∂t

)
, (2.10)

where the notation ·̂ denotes an approximation, or numerical estimation.
An interesting property is that the local asymptotic stability of the sys-
tem is ensured as long as the condition

LsL̂s

−1
> 0 (2.11)

is satisfied [Chaumette and Hutchinson, 2006]. As a result, local asymp-
totic stability can be guaranteed even when strong hypotheses are made
in the approximation of Ls.

If p < 6, the system has redundant degrees of freedom, so that it
is possible to define a secondary task in addition to e. This is further
detailed in section 2.1.4. If p > 6, however, the system is underactuated,
and it is in general not possible to fulfill the task, because there are
too many visual constraints. In this case, a solution consists in using
the Moore-Penrose pseudoinverse of the interaction matrix to solve (2.8)
[Chaumette and Hutchinson, 2006]. The control law is then defined as

v = −L̂s

+

(
λe +

∂̂e

∂t

)
, (2.12)

where the Moore-Penrose pseudoinverse of a matrix A ∈ Rn×m of full
rank m is defined as [Penrose, 1955]

A+ = (A>A)−1A>. (2.13)
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2.1.4 Hybrid tasks

When a task constrains less degrees of freedom than available in the
system, the system is said redundant, and it is possible to define a sec-
ondary task to be realized jointly with the first one. This is interesting,
for instance, to mix different types of sensor data. Such combination of
different tasks is addressed in the redundancy formalism [Samson et al.,
1991], where the secondary task is defined in the null-space of the first
task.

Let us consider a main task e1 = s1−s∗1 defined from a feature vector
s1 ∈ Rp1 with desired value s∗1. The variation of e1 is defined by the
interaction matrix L1, such that

ė1 = L1v, (2.14)

where, for the sake of simplicity, we have considered ∂e1
∂t

= 0. Assuming
that p1 < 6, the general form of a control law realizing this task is

v = −λ1L
+
1 e1 + v′, (2.15)

where L+
1 is the pseudoinverse of L1, v′ is an element of ker(L1), the

null-space of L1, and λ1 is a control gain.
v′ can be chosen so as to realize a secondary task e2. As long as v′

lies in ker(L1), this secondary task will not disturb the main task. This
is illustrated in a simple two-dimensional example in Figure 2.3. Let us
note L2 the interaction matrix associated to the secondary task, such
that ė2 = L2v. From (2.15), we have

ė2 = −λ1L2L
+
1 e1 + L2v

′, (2.16)

where −λ1L2L
+
1 e1 is the contribution of the main task to the variation

of e2. v′ can be defined as

v′ = P(L2P)+(−λ2e2 − λ1L2L
+
1 e1), (2.17)

where λ2 > 0 is the control gain for the secondary task e2, and

P = I6 − L+
1 L1 (2.18)

is an orthogonal projection operator on the null-space of L1, so that v′ ∈
ker(L1). One can easily check that we have L1v

′ = 0 and L2v = −λ2e2.
This framework can be extended to a hierarchical stack of tasks, where

each task is constructed on top of the previous ones in an iterative manner
[Siciliano and Slotine, 1991]. Let (ė∗i ,Li)i∈[|1,N |] be a stack of N tasks,
ordered according to priority, where ė∗i is the desired variation of the i-th
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L1

ker(L1)L2

e1

e2 Pe2

Figure 2.3 – Null-space projection of a secondary task, illustrated in a simple
2D case. By projecting the secondary task e2 onto the null-space ker(L1) of
the first task e1, the secondary task does not disturb the first task.

error, and Li its interaction matrix. A control law for this stack of tasks
can be constructed recursively as

v0 = 0, (2.19)
vi = vi−1 + Pi−1(LiPi−1)+(ė∗i − Livi−1), (2.20)

with

P0 = I6, (2.21)
Pi = Pi−1 −Pi−1(LiPi−1)+LiPi−1. (2.22)

A limitation of the redundancy formalism is that the secondary tasks
are strongly constrained by the main task. [Mansard and Chaumette,
2009] propose another solution that releases some constraints on the sec-
ondary task, by enabling motions that could contribute to first task as
well.

2.2 Ultrasound probe control
The development of robotized ultrasonography is motivated by its poten-
tial to improve the reliability and repeatability of examinations, but also
by the fact that manual manipulation of an ultrasound probe is cumber-
some. Indeed, several studies have reported a prevalence of musculoskele-
tal disorders among sonographers [Vanderpool et al., 1993; Magnavita
et al., 1999]. The first robotic ultrasound systems were developed for
the purpose of artery screening, in order to detect atheromatous plaques
[Boudet et al., 1997; Pierrot et al., 1999]. In parallel, several solutions
for robotized tele-echography have been proposed to allow specialists to
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remotely examine patients located in medically isolated sites [De Cunha
et al., 1998; Masuda et al., 2001; Vilchis et al., 2003; Delgorge et al.,
2005]. Initially, these robotic systems were designed to follow the com-
mands of a teleoperator, with only force control to maintain a desired
contact force with the patient. With the advent of sophisticated real-
time ultrasound image analysis techniques, it has then become possible
to further assist the sonographer using image-guided control techniques.

The first application of the visual servoing framework to the control
of an ultrasound probe was proposed by a team from the University of
British Columbia in Vancouver [Salcudean et al., 1999]. The authors de-
scribe a system for teleoperated ultrasound examination of the carotid
artery, where the control is shared between a human operator and the
robot controller. First, teleoperation experiments with force and velocity
control are reported. Then, the authors demonstrate the feasibility of
tracking the carotid artery using a block matching technique based on
normalized cross-correlation, and derive the interaction matrix for the
coordinates of a point in the ultrasound image. An experimental vali-
dation of ultrasound-based visual servoing is proposed in [Abolmaesumi
et al., 2002], using a phantom containing three plastic tubes. Various
methods for tracking the tubes are compared. Using the tracked center
of the tube sections, the authors servo the in-plane motion (3 DOF) of
an ultrasound probe in order to maintain a selected pipe in the center of
the image, while an operator moves the probe in the out-of-plane direc-
tion. We recall that in-plane and out-of-plane directions are defined with
respect to the plane of imaging of a 2D probe, as illustrated in Figure 2.4.

[Krupa and Chaumette, 2006] propose a 6-DOF ultrasound-based vi-
sual servoing method to calibrate an ultrasound imaging system, using
a cross-wire phantom. Geometric visual servoing is performed based on
the detection of two points, corresponding to the intersection between
the imaging plane and the two wires. [Krupa et al., 2007] use ultrasound
speckle correlation to servo the out-of-plane motion of a 2D ultrasound
probe for motion compensation. The in-plane motion tracking is based
on the estimation of the rigid displacement of a region of interest. This
method is interesting, because it allows motion compensation out of the
imaging plane. However, the proposed speckle correlation technique is
not robust to tissue deformations, and has a limited convergence domain.
[Mebarki et al., 2008] propose a visual servoing approach based on 2D
ultrasound image moments to control both the in-plane and out-of-plane
motions (6 DOF) of a 2D ultrasound probe. Image moments up to order
3 are extracted from a tracked object contour and directly used as geo-
metric features for visual servoing. [Nakadate et al., 2011] use a 1-DOF
out-of-plane visual servoing approach to track a section of the carotid
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Figure 2.4 – In-plane and out-of-plane directions for a 2D ultrasound probe.
In-plane corresponds to the x, y plane, i.e., the imaging plane of the probe.
Out-of-plane corresponds the z direction.

artery. The out-of-plane translation motion is detected using a block
matching technique based on the SSD similarity measure. The method
is validated on a human volunteer. In addition to motion compensa-
tion, it has been proposed to use visual servoing for tele-echography with
shared control, to assist the teleoperator. [Krupa et al., 2016] use visual
servoing to constrain the robot’s motion so as to maintain an object of
interest within the field of view of the probe. In this setup, the robot
is teleoperated by a clinician, an visual servoing is activated when the
object of interest gets close to the image borders, in order to keep it from
leaving the field of view. [Zettinig et al., 2016] propose a 3D registration-
based visual servoing approach. 3D to 3D registration is used to find
a transformation between the current ultrasound volume and a volume
of interest defined pre-operatively. The rigid transformation found by
the algorithm is directly used for servo control. The authors show a
submillimeter positioning accuracy on a gelatin phantom. However, this
method is limited by the low volume rate provided by the ultrasound
probe.

The methods described above belong to the class of geometric visual
servoing. These methods rely on the extraction of geometric features
from the ultrasound image, using tracking or segmentation algorithms,
or on the registration with a desired view (position-based visual servo-
ing). The robust detection and tracking of anatomical landmarks can
be challenging, in particular in the case of weakly structured ultrasound
images. In order to avoid the need for image segmentation, different
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intensity-based visual servoing approaches have been designed. [Nadeau
and Krupa, 2013] propose an intensity-based ultrasound visual servoing
method for 2D and 3D probes. The authors define the visual features
directly as the vector of the pixel intensities, and derive the interaction
matrix associated to the ultrasound image intensity. [Duflot et al., 2016]
use a shearlet decomposition [Easley et al., 2008] of the ultrasound image
instead of image intensities to design an ultrasound-based visual servoing
method. The use of shearlet coefficients provides a sparse representation
of the image contents, which increases the robustness to noise.

Thereafter, we introduce some general notations that will be used in
the description of the control laws. Then, we describe the basic frame-
works of geometric visual servoing (section 2.2.2) and intensity-based
visual servoing (section 2.2.3), for the control of an ultrasound probe.

2.2.1 Notations

Let us first introduce some general conventions for the control of an
ultrasound probe. Unless otherwise stated, we define the control velocity
screw v = (vx, vy, vz, ωx, ωy, ωz) in the probe frame Fp attached to the
imaging center of the probe, as illustrated in Figure 2.5. The terms vx
and vy correspond to in-plane translations, and ωz corresponds to the in-
plane rotation (around the z-axis). The terms vz, ωx and ωy correspond
to out-of-plane motions. The same conventions are used for the case of a
3D probe, where Fp is defined as the imaging center of the central frame.

2.2.2 Geometric visual servoing

Geometric visual servoing refers to the methods which rely on the ex-
traction of geometric features from the ultrasound image, such as points,
lines, or contours resulting from a segmentation of the image. The ex-
traction of such features can be performed by the algorithms described in
section 1.2. We start this section with the simple problem of controlling
the in-plane motion of an ultrasound probe based on the position of a
landmark.

2.2.2.1 Point-based in-plane control

The simplest approach to in-plane ultrasound-based visual servoing, ini-
tially proposed in [Salcudean et al., 1999], consists in using a point in the
ultrasound image as feature for image-based visual servoing. Let p be a
point in the image with coordinates (u, v). This image point corresponds
to a physical point P with 3D coordinates (xp, yp, zp) in the probe frame
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Fp
vx

vy
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ωzωx

ωy

in-plane
(vx, vy, ωz)

out-of-plane
(vz, ωx, ωy)

Figure 2.5 – Control frame attached to an ultrasound probe. The control
frame Fp is attached to the imaging center of the probe. The control screw
components vx, vy, ωz correspond to in-plan motions, and vz, ωx, ωy correspond
to out-of-plane motions.

(Figure 2.6). With the convention that the z-axis of the probe frame is
orthogonal to the imaging plane, we have zp = 0 and (xp, yp) = a(u, v),
where a is the image scaling factor. Therefore, the variation of the point
coordinates is linked to the velocity screw of the probe by the interaction
matrix

Lp =

[
−a 0 0 0 0 v
0 −a 0 0 0 −u

]
. (2.23)

Following the classical visual servoing framework, the point p can be
brought to a desired position (u∗, v∗) in the image with the control law

v = −λL+
p

(
u− u∗
v − v∗

)
, (2.24)

where λ > 0 is a control gain.

2.2.2.2 3D point-based control

The previous method can be easily extended in the case where 3D ultra-
sound imaging is available. Let p = (u, v, w) a point in the ultrasound
volume, expressed in voxel coordinates. This point corresponds to a phys-
ical point P = (xp, yp, zp), whose coordinates are expressed in the probe
frame. Assuming that the probe frame is defined in such a way that
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Figure 2.6 – Relation between a target detected in a 2D ultrasound image
and a physical point.

P = ap, where a is a scaling factor, the interaction matrix associated to
p is

Lp =

 −a 0 0 0 −w v
0 −a 0 w 0 −u
0 0 −a −v u 0

 . (2.25)

Noting (u∗, v∗, w∗) the desired position of the point in the volume,
the visual servoing control law can be defined as

v = −λL+
p

 u− u∗
v − v∗
w − w∗

 , (2.26)

where λ > 0 is a control gain.
However, 3D ultrasound imaging may not always be available, or its

imaging quality might be too low for the application at hand. Therefore,
the out-of-plane control of a 2D ultrasound probe is also of interest. The
main limitation of 2D ultrasound imaging is that it does not provide any
direct information on the probe positioning out of the imaging plane.
For this reason, alternative methods have been developed to control the
out-of-plane motion of the probe. In the following, we detail a method
based on 2D image moments [Mebarki et al., 2010].

2.2.2.3 Moments-based control

Let us assume that some algorithm provides a segmentation of an object
of interest in the ultrasound image. We note S the surface covered by
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Figure 2.7 – Intersection between an object and the image plane. Geometric
moments are extracted from the surface of intersection S.

the object in the image (Figure 2.7). The 2D moments of S of order i+j,
with i, j ∈ N, are defined as [Mukundan and Ramakrishnan, 1998]

mi,j =

∫∫
S
xiyjdxdy, (2.27)

where (x, y) are the image coordinates of points in S. For instance, the
moment of order 0 of S corresponds to the area

a = m0,0 =

∫∫
S

1dxdy (2.28)

of S, and the moments of order 1 are related to the coordinates (xg, yg)
of its barycenter via

xg =
m1,0

m0,0

(2.29)

and
yg =

m0,1

m0,0

. (2.30)

To control the 6 DOF of the robot-held probe, [Mebarki et al., 2010]
propose to use the visual features

s = (xg, yg, α,
√
a, φ1, φ2), (2.31)

where xg, yg and a have already been defined in equations (2.28) to (2.30).
The feature α corresponds to the main orientation of the object in the
image, and is defined as

α =
1

2
arctan

(
2µ1,1

µ2,0 + µ0,2

)
, (2.32)
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where
µi,j =

∫∫
S
(x− xg)i(y − yg)jdxdy (2.33)

is a centered image moment of order i + j. The features φ1 and φ2 are
defined from the centered moments of order 2 and 3 and are invariant to
image translation and rotation.

The interaction matrix associated to the visual feature s is of the form

Ls =



−1 0 xgvz xgωx
xgωy

yg
0 −1 ygvz ygωx

ygωy
−xg

0 0 αvz αωx αωy −1
0 0 avz

2
√
a

aωx

2
√
a

aωy

2
√
a

0

0 0 φ1vz φ1ωx
φ1ωy

0

0 0 φ2vz φ2ωx
φ2ωy

0

 . (2.34)

Without detailing the expression of all the elements in Ls, we can see
that

√
a, φ1 and φ2 are invariant to the in-plane motions (vx, vy, ωz).

The terms in the third, fourth and fifth columns of Ls depend on 3D
information about the observed object. More precisely, these terms re-
quire an estimation of the normal vector to the object’s surface along
the contour resulting from the intersection between the image plane and
the object. In practice, the normal vectors are estimated online from
successive frames, using the robot’s odometry. This method results in a
local reconstruction of the object’s surface.

2.2.3 Intensity-based visual servoing

We have seen that geometric visual servoing requires a segmentation or
tracking step to extract appropriate geometric features to be used in the
control law. An interesting alternative is to define the visual feature s
directly as a vector of ultrasound image intensities [Nadeau and Krupa,
2013]. In this case, the visual information is dense. We start by describing
the method for the in-plane control of a 2D ultrasound probe. Then,
we show how this method extends to the full control of a 3D ultrasound
probe. Finally, we present an approach to control the out-of-plane motion
of a 2D ultrasound probe.

Let I : Ω −→ R represent the current ultrasound image. We consider
a fixed region of interest R ⊂ Ω containing n pixels, and we define the
visual feature

s = (I(p))p∈R (2.35)

as the vector of ultrasound intensities I(p) for all pixels p in R, as
illustrated in Figure 2.8.
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Figure 2.8 – Dense visual feature for intensity-based visual servoing. The
visual feature s is defined as the vector of intensities in a region R. (a) Current
image. (b) Desired image, defining the desired feature s∗. (c) Image difference,
defining the feature error s− s∗.
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The derivation of the interaction matrix associated to s requires the
expression of the time derivative of I(p). The ultrasound intensity at p
corresponds to the intensity IUS(x, t) originating from a physical point P
with coordinates x = (x, y, z) in the probe frame. The total derivative
of IUS is

İUS(x, t) =

(
∂IUS(x, t)

∂x

)>
ẋ +

∂IUS(x, t)

∂t
(2.36)

where
∂IUS(x, t)

∂x
= ∇I(p)> = (∇Ix,∇Iy,∇Iz)> (2.37)

is the image gradient, ẋ is the variation of the point’s coordinates, and
∂IUS(x,t)

∂t
is the variation of the intensity originating from P. This in-

tensity variation is hardly predictable, since it depends on the physical
properties of the tissues lying on the path between the point P and the
ultrasound transducer. A standard hypothesis consists in assuming that
the ultrasound intensity reflected from a physical point is constant, i.e.,

∂IUS(x, t)

∂t
= 0. (2.38)

This hypothesis, which can seem rather strong a priori, has been vali-
dated empirically in [Nadeau and Krupa, 2013]. Using (2.38) in (2.36),
we obtain

İUS(x, t) = ∇I(p)ẋ. (2.39)

The variation of x can be obtained from Varigon’s formula for the
composition of velocities in a solid. Noting v the velocity screw of the
end-effector in the probe frame, we have

ẋ =

 1 0 0 0 z −y
0 1 0 −z 0 x
0 0 1 y −x 0

v. (2.40)

2.2.3.1 Case of a 2D probe

For a 2D ultrasound probe, the observed section lies in a plane with
z = 0. As a result, the interaction matrix associated to I(p) is obtained
from (2.39) and (2.40) as

LI(p) =
[
∇Ix ∇Iy ∇Iz y∇Iz −x∇Iz x∇Iy − y∇Iz

]
, (2.41)

where ∇Ix and ∇Iy can be computed directly from the image. The term
∇Iz, corresponding to the intensity gradient in the direction orthogonal
to the imaging plane, is not directly available. [Nadeau and Krupa, 2013]
propose two different approaches to estimate ∇Iz:
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• By applying a small back-and-forth translation motion in the out-
of-plane direction, one can compute ∇Iz from a set of parallel
frames. This approach can be useful for a motion compensation
task, when the initial image is the desired one.

• Alternatively, the gradient can also be estimated online using the
difference in intensities between successive frames that are not co-
planar. From these intensity differences and the robot’s odometry,
one can estimate the gradient via a least squares methods.

The full interaction matrix associated to s is obtained by stacking the
1× 6 interaction matrices for all pixels p1, . . . ,pn in R:

Ls =

 LI(p1)
...

LI(pn)

 . (2.42)

2.2.3.2 Case of a 3D probe

With a 3D probe, the region of interest R is a volume, and the three
components of the gradient are directly available from the ultrasound
volume. In this case, the interaction matrix for a point p with coordinates
(x, y, z) is

LI(p) = [ ∇Ix ∇Iy ∇Iz
y∇Iz − z∇Iy z∇Ix − x∇Iz x∇Iy − y∇Iz ].

(2.43)

2.3 Ultrasound-guided needle control
In section 2.2, we reviewed methods for controlling an ultrasound probe
held by a robotic system. The main applications of these methods are
tele-echography, motion compensation, and (semi-)autonomous ultra-
sound acquisition. Another useful configuration using ultrasound-based
visual servoing is to have a robotized surgical instrument guided by ul-
trasound imaging. This corresponds to an eye-to-hand visual servoing
framework. In particular, as already mentioned in chapter 1, ultrasound-
guided robotic needle guidance is of interest to improve the precision of
minimally invasive surgical procedures such as biopsy or localized tumor
ablation.

Robot-assisted needle insertion under ultrasound guidance has gained
interest from the mid 2000s, and has now become an important subject of
research in the medical robotics community. The first ultrasound-guided
robotic needle insertion method was presented in [Hong et al., 2004].
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F

α

Figure 2.9 – Schematic of a bevel-tip needle inserted in soft tissues. The
asymmetry of the contact forces at the tip results in a bending of the needle.
The radius of curvature depends on the bevel angle α, and on the stiffness of
surrounding tissues.

The authors propose a robotic system to drive a rigid needle towards the
gallbladder under 2D ultrasound guidance. The considered clinical appli-
cation is percutaneous cholecystostomy, where a precise alignment with
respect to the preoperative plan is of critical importance. This method
requires the rigid needle to be aligned with the ultrasound imaging plane.
[Wei et al., 2005] design a robot-assisted insertion system under 3D tran-
srectal ultrasound guidance for prostate brachytherapy. The use of 3D
ultrasound allows oblique needle insertion trajectories, which provides
more control on the positioning of the needle. [Novotny et al., 2007a] use
3D ultrasound-based visual servoing to guide a surgical instrument with
passive markers to ease its detection in the ultrasound images. Experi-
ments are performed in a water bath. The targeted application is cardiac
surgery.

While the previous approaches consider a straight insertion path, nee-
dles can be subject to deformation due to contact forces with the sur-
rounding tissues. This effect is particularly strong for flexible needles,
which can undergo relatively large deformations during the insertion.
An interesting case is that of bevel-tip needles (Figure 2.9), where the
contact forces at the tip are asymmetrical, leading to a natural bending
[Misra et al., 2010].

2.3.1 Needle steering

Needle steering, such as proposed in [DiMaio and Salcudean, 2005], con-
sists in taking advantage of the needle’s flexibility to follow curvilinear
insertion trajectories. The main advantage of this approach is that the
needle can be guided precisely towards its target without having to per-
form multiple retractions an re-insertions to correct its position. As a
result, the duration of the intervention can be reduced. In addition, flex-
ible needle steering allows the system to reach otherwise unattainable
targets by avoiding obstacles such as vessels or bones [Alterovitz et al.,
2005; Bernardes et al., 2014], as illustrated in Figure 2.10.
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bone

vessel
target

Figure 2.10 – Needle steering for obstacle avoidance. By steering a flexible
needle, one can reach a target that would be otherwise unattainable.

Base control The approach initially proposed to steer a flexible needle
was to manipulate it from its base, in order to induce a deformation of the
tissues and a bending of the needle [DiMaio and Salcudean, 2005]. This
method requires a model of the interaction forces between the needle and
the tissues. Such a model should also be simple enough to be updated in
real-time. [Glozman and Shoham, 2007] propose a virtual springs model
to estimate the needle-tissues interactions locally.

Duty cycling Controlling the needle from its base offers a good stear-
ability near the body surface. However, because of the deformations
applied on the tissues, this technique can potentially damage the tissues
when the needle is inserted deeper. An alternative approach consists in
exploiting the natural bending property of bevel-tip needles. The kine-
matic model generally adopted for bevel-tip needle steering is that of a
nonholonomic bicycle model [Webster III et al., 2006]. A desired nee-
dle trajectory can be achieved thanks to a duty-cycling control strategy
[Minhas et al., 2007], which enables a precise control of the needle curva-
ture. Duty-cycling consists in applying alternately two types of motions
to the needle:

• Pure insertion, where the needle follows an arc of natural curvature
K [Figure 2.11(a)].

• Simultaneous insertion and rotation around the needle axis, which
results in a helical trajectory. If the rotation velocity is fast enough
compared to the insertion velocity, then the trajectory can be ap-
proximated to a straight line [Figure 2.11(b)].

As a result, one can obtain a desired effective curvature Keff of the
needle by alternating the two phases with a specific ratio between the
duration of each phase. Noting Ttrans the duration of pure insertion and
Trot the duration of the combined insertion/rotation, the duty-cycle ratio
is defined as

DC =
Trot

Trot + Ttrans
, (2.44)
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Figure 2.11 – Insertion types for bevel-tip needles. (a) Under pure insertion,
the needle tip follows a circular trajectory with curvature K. (b) Under simul-
taneous insertion and rotation, the needle follows an helical trajectory, that
can be approximated to a straight line if the rotation velocity is high enough.

and the resulting motion can be approximated to a circular trajectory
with effective curvature

Keff = K(1−DC), (2.45)

where K is the natural curvature of the needle. Note that we always
have Keff < K, so that the duty-cycling technique cannot increase the
curvature of the insertion path. During the pure insertion phase, the
bending direction can be adjusted by controlling the orientation of the
tip bevel.

Recently, [Chevrie et al., 2016a] proposed to fuse duty-cycling with
base control to exploit the advantages of both methods. The authors
use base control at the beginning of the insertion, in order to correct the
orientation of the needle tip. When the needle reaches a certain depth,
the system switches to duty-cycling for the final approach, in order to re-
duce the risk of damaging tissues. In [Chevrie et al., 2016b], the authors
extend this method with visual feedback to estimate the displacement
of the tissues. The estimated displacement is used to update the nee-
dle/tissue interaction model, which leads to a higher robustness to tissue
motion.

Actuated needles The steering methods we have presented above
rely on the properties of conventional needles. Alternatively, some ac-
tuated needle systems have been recently proposed. These provide an
enhanced steerability of the needle, while reducing the risk of tissue dam-
age. [Okazawa et al., 2005] propose a steerable needle system based on
a curved-tip stylet embedded in a cannula. The geometry of the stylet
provides a way to steer the needle by controlling the portion of the stylet
that extends out of the cannula. [Sears and Dupont, 2006] introduce a
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concentric tubes design that allows more control on the needle shape.
Using a series of curved concentric tubes, the needle can be steered by
controlling the orientation and extension of each tube. The authors also
propose a mechanics model for estimating the needle shape and com-
puting forward and inverse dynamics. [Ko and Rodriguez y Baena, 2013]
propose a biologically-inspired steerable needle composed of adjacent seg-
ments that can slide along one another. By controlling the respective
motion of each segment, the needle can be steered along arbitrary tra-
jectories. [Roesthuis et al., 2015] present a tip actuation system that
provides control on the orientation of the needle tip. This system con-
sists in a tendon-actuated conical tip mounted on a ball joint. [Shahriari
et al., 2016] use Fiber Bragg Grating (FBG) sensor data and ultrasound
images to track the position of an actuated-tip flexible needle.

2.3.2 Path planning

Various methods have been developed using needle steering models to
plan the needle insertion trajectory. Most approaches use inverse kine-
matics for preoperative path planning [Duindam et al., 2010]. However,
preoperative path planning is subject to errors due to tissue deformations.
Some methods have been proposed to adjust the needle path intraoper-
atively. [Wood et al., 2010] use a succession of planar arc-trajectories to
steer the needle in a 2D plane. The current position of the needle tip is
estimated from camera images thanks to an extended Kalman filter. Ob-
stacle avoidance can be achieved using probabilistic methods, such as the
Rapidly-Exploring Random Tree (RRT) algorithm [LaValle and Kuffner,
1999]. [Xu et al., 2008] use the RRT algorithm and back-chaining to steer
the needle in a 3D environment with obstacles. [Bernardes et al., 2013]
combine RRT-based path planning with a duty-cycling control strategy
to steer a needle in a 2D plane with closed-loop visual feedback from
a camera. The authors have later adapted this method to steer a nee-
dle along a 3D trajectory composed of a succession of 2D planar arcs
[Bernardes et al., 2014]. This method was tested in a simulation envi-
ronment. [Dorileo et al., 2015] use a model of needle and tissue stiffness
to predict the deflection of the needle tip, and perform adaptive path
planning under CT/MRI guidance. [Krupa, 2014] proposes a new duty-
cycling approach which permits non-planar 3D trajectories. Based on
the visual servoing framework, this approach does not require any path
planning. Visual feedback was provided by an optical camera observing
the needle in a translucent phantom.
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2.3.3 Ultrasound-guided needle steering

The control strategies mentioned above have been tested in simulation,
or with visual feedback provided by a camera observing the needle in
a translucent phantom. [Dorileo et al., 2015] use CT/MRI guidance.
Recent studies have tackled the problem of using ultrasound imaging
to track the needle during robotic insertion. We can distinguish three
different approaches to ultrasound-guided needle insertion, depending on
the probe type and its orientation with respect to the needle:

• A 2D ultrasound probe oriented so as to observe the needle trajec-
tory. This configuration provides a mean to estimate the position
of the needle shaft and the target, provided that the needle has
a straight (or, at least, planar) trajectory, and that the target is
coplanar with the needle trajectory.

• A 2D ultrasound probe placed perpendicular to the needle insertion
direction, so as to visualize the needle tip. This approach has the
advantage that the detection of the needle tip is easier. However,
it requires to control the position of the probe to ensure that the
imaging plane always intersects the needle at its tip. In addition,
this technique requires a mean to estimate the shaft orientation,
and does not allow to visualize the target.

• A 3D ultrasound probe. With this type of probe, the shape of the
needle can be directly extracted from the ultrasound volume, even
for deformable needles.

Thereafter, we provide a short review of the methods proposed for
each of these configurations.

2.3.3.1 2D probe, in-plane needle

This configuration was the one initially considered in [Hong et al., 2004]
for rigid needles. [Neubach and Shoham, 2010] perform a closed-loop
insertion of a flexible needle. The authors estimate the stiffness of tissues
and model the needle with virtual springs. This physical model is used
to compute the manipulations to apply to the needle base in order to
steer it in a desired direction, based on an inverse kinematics algorithm.
[Kojcev et al., 2016] use two independent robots to control the position
of the ultrasound probe and the needle insertion.
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2.3.3.2 2D probe, out-of-plane needle

[Vrooijink et al., 2014] place a 2D ultrasound transducer perpendicular to
the direction of insertion, and automatically re-position the transducer
during insertion so that the needle tip stays in the imaging plane. In
this work, the needle is steered in 3D with moving obstacle avoidance
using the RRT algorithm and a duty-cycle controller. In this configura-
tion, the 2D ultrasound image does not display the needle shaft, so that
the orientation of the needle tip has to be estimated by integrating the
displacements of the detected tip in the ultrasound image plane and the
out-of-plane motion of the 2D ultrasound probe. [Abayazid et al., 2014]
propose an experimental evaluation of this method in a gelatin phantom
with moving obstacles, and in chicken breast. [Waine et al., 2016] use a
model of needle-tissues interactions to predict the needle deflection dur-
ing insertion. [Abayazid et al., 2016] perform three-dimensional needle
steering using the Automated Breast Volume Scanner (ABVS) [Wojcinski
et al., 2011], with obstacle avoidance. In this case, the scanning velocity
is constant, and the needle tip velocity is adapted in order to keep the
needle tip in the imaging plane. The needle trajectory is replanned every
second using the RRT algorithm.

2.3.3.3 3D probe

[Hungr et al., 2012] use 3D ultrasound imaging to track the motion of
the prostate, and propose a robotic needle manipulator to align insertion
path of the needle with a target defined in the ultrasound volume. Needle
insertion is done by iterative re-planning until the target is reached. [Ade-
bar et al., 2014] use 3D Doppler ultrasound to detect a bent-tip needle
which is vibrated, thus highlighting the needle shape in the Doppler im-
age. The needle is steered into ex vivo bovine tissues towards a fixed tar-
get using a duty-cycling controller with intraoperative replanning based
on the detected needle pose.

2.3.3.4 3D US-guided needle steering via visual servoing

Most of the methods presented above rely on an iterative replanning
strategy to update the desired needle trajectory. We now propose a
visual servoing approach, where needle steering is performed in closed
loop under 3D ultrasound guidance. We have already presented a method
for tracking a flexible needle in ultrasound images via particle filtering
(section 1.4). In this section, we detail our needle steering approach,
which relies on the detection of the needle shaft.
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Figure 2.12 – Control velocities in the needle tip frame Fn.

Duty-cycling We control continuously (at the rate of the duty-cycle
period) the two lateral angular velocities (n)ωx, (n)ωy and the insertion
velocity (n)vz of the needle in the needle tip frame Fn, represented in
Figure 2.12. These velocities are linked by the equations

(n)ωx = cos(θ)Keff
(n)vz, (2.46)

(n)ωy = sin(θ)Keff
(n)vz, (2.47)

where θ is an accumulation angle applied to the needle around its axis
during the current duty-cycle period, such that the absolute angle θt
obtained at the end of the cycle becomes θt = θt−T + 2π + θ. Therefore,
controlling the effective curvature Keff acts on the amplitude of (n)ωx and
(n)ωy, while controlling θ acts on the ratio between (n)ωx and (n)ωy.

Visual features The control task consists in guiding the needle to-
wards a user-defined target O ∈ R3 whose coordinates are expressed in
the ultrasound volume frame Fus. We use the coordinates of the needle
tip N = C

(n)
t detected by the SIR-based needle tracker described in sec-

tion 1.4, as well as the unitary direction vector ut(1) defined in (1.64), to
compute the visual features s = [ lxz lyz ]>. These features correspond to
the distance lxz (resp. lyz) between the target point O and its projection
onto the needle direction line projected on the x-z (resp. y-z) plane of
Fus [Figure 2.13(a)]. They can be computed from measurements made
in the ultrasound volume, via the relations

lxz = dxzsin(θy) (2.48)

and
lyz = −dyzsin(θx), (2.49)
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Figure 2.13 – Visual features for US-based needle steering. (a) Projections
of the needle and target in the 3D image frame. (b) Experimental setup.

where dxz and dyz denote the length of the projection of the vector
−−→
NO on

the x-z and y-z plane, respectively, and θy and θx are the projected angles
between the direction vector of the needle at its tip and

−−→
NO. Note that,

since these quantities can be measured directly in the ultrasound volume,
no calibration is required between the robot frame and the volume frame.

Control law Finally, we use the control law[
(us)ωx
(us)ωy

]
= −λJ−1

ωxy
(s− s∗) (2.50)

that was proposed in [Krupa, 2014], where s∗ = [ 0 0 ]> is the desired
value of the visual feature vector, λ > 0 is the control gain, and Jωxy is
the Jacobian that relates the variations of the visual features to the nee-
dle’s lateral velocities usωx and usωy expressed in the ultrasound volume
frame Fus. This Jacobian only depends on measures extracted from the
ultrasound volume by the needle detector:

Jωxy =

[
0 dxz cos(θy)

−dyz cos(θx) 0

]
. (2.51)

In practice, we then express the lateral control velocities (n)ωx and
(n)ωy of the needle’s tip in the frame Fn, thanks to a velocity transfor-
mation that depends on the direction vector ut(1) defined in (1.64) and
the angle θt, provided respectively by the tracking algorithm and the
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odometry of the robot. This provides the effective curvature Keff and the
accumulation angle θ to use in the duty-cycling control:

Keff =
1

(n)vz

√
(n)ω2

x + (n)ω2
y, (2.52)

θ = atan
(

(n)ωy
(n)ωx

)
. (2.53)

Since the proposed features are invariant to the insertion velocity
(n)vz, we can fix this velocity to a constant, or leave it to the appreciation
of the clinician. The insertion velocity vt = (n)vz is used to update the
tracker state model in (1.65).

Experimental results To illustrate the proposed 3D ultrasound-based
needle steering method, we conducted experiments with a home-made
gelatin phantom. These experiments were performed with a 6-DOF Viper
s650 robot (Omron Adept Technologies, Inc., CA) holding a 22 gauge
bevel-tip flexible needle (Angiotech Chiba MCN2208). Ultrasound imag-
ing was provided by a 4DC7-3/40 motorized ultrasound transducer (BK
Ultrasound, MA) maintained still [see Figure 2.13(b)].

The needle was initially inserted into the phantom until the tip was
visible in the 3D ultrasound image. The initial position of the needle
was detected manually by clicking in the x-z and y-z planes. Given
this initial detection, the target was defined 8 cm away from the needle
tip and with an offset of 7mm with respect to the direction vector of
the needle. Needle tracking was performed with the particle filtering
approach proposed in section 1.4. As parameters, we used n = 4 control
points (cubic curve),M = 1000 particles, and an isotropic Gaussian noise
model with a standard deviation σ(n) = 1.0 for the tip, σ(2) = σ(3) = 0.25
for the inner control points, and σ(1) = 0.0 for the entry point.

Then, the duty-cycling control law presented in (2.52) and (2.53) was
activated. The needle was inserted with a constant insertion velocity
v∗z = 0.5 mm s−1, and the control gain was set to λ = 0.01 s−1. The
natural curvature of the needle was estimated experimentally to K =
2 m−1. The position of the needle in the ultrasound volume at different
instants is presented in Figure 2.14. The target was successfully reached
by the needle, with a final positioning error of 1.08 mm between the
needle tip and the target. The final feature errors were 0.453 mm for
lxz and 1.07 mm for lyz. These errors are close to the resolution of the
reconstructed volume (0.65 mm). The difference of precision between
the two features can be explained by the lower resolution of the prescan
ultrasound volume in the direction corresponding to the probe sweep,
which is less than half the angular resolution of the frames.

84



2.3. Ultrasound-guided needle control

(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 2.14 – Needle steering under 3D ultrasound guidance. The needle is
represented projected onto the x-z (left column) and y-z (right column) planes.
The needle detected by the tracker is represented as a red line, and the target
as a green cross. The yellow arrow corresponds to the direction vector of the
needle at the tip, and the blue points represent the candidate position of the
needle tip for all particles.
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2.4 Conclusion
We presented a review of ultrasound-based visual servoing methods. In
particular, we described different approaches for servoing an ultrasound
probe to the image content. These approaches allow automatic motion
compensation or target tracking schemes that can assist the sonographer
in performing an exam. Then, we provided an overview of the state-
of-the-art on ultrasound-guided robot-assisted needle insertion. Robot-
assisted needle insertion has the potential to improve the flexibility and
accuracy of biopsy and drug delivery procedures. Ultrasound guidance
enables the design of adaptive insertion strategies with a real-time vi-
sual feedback. We proposed a closed-loop 3D ultrasound-guided needle
steering method, using visual servoing to perform continuous trajectory
adaptation.

In chapter 3, we will introduce a new control framework, aimed at
optimizing the quality of ultrasound images. This new framework will
build on the notions introduced in chapter 1 on ultrasound image quality,
and in chapter 2 on visual servoing.
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Chapter 3

Quality-Driven Visual Servoing

In chapter 2, we reviewed several visual servoing strategies for the con-
trol of an ultrasound probe. Various methods have been proposed to
control the position of an ultrasound probe based on geometric or pho-
tometric features extracted from the ultrasound images. These methods
typically aim at controlling the position of an anatomical target within
the image, or at compensating for soft tissue/respiratory motion. How-
ever, such methods usually assume that image quality is uniform, i.e.,
that the information contained in all pixels is equally reliable. More im-
portantly, existing ultrasound-based visual servoing methods do not take
into account the relation between the positioning of the probe and the
image quality. It is generally assumed that a good acoustic coupling is
maintained throughout the acquisition.

As we have discussed in section 1.5, the content of an ultrasound im-
age is not uniform in quality. Several factors, such as the contact force,
the probe orientation, and the presence of acoustic coupling gel, can in-
fluence the image quality. In addition, abrupt changes in the acoustic
impedance of tissues, such as between soft tissues and bones, can re-
sult in an acoustic shadow masking a part of the image. An important
concept in ultrasound imaging is that of acoustic window. The acous-
tic window for a target can be defined by the area of the body surface
covered by the ultrasound transducer and the direction through which
the ultrasound waves are transmitted towards the target. This is illus-
trated in Figure 3.1. Due to the presence of tissue interfaces, the choice
of the acoustic window affects the quality of the image. Finding a good
acoustic window is not only critical for subsequent diagnosis, but it is
also necessary for a robust ultrasound-based control, in order to ensure
that the image content remains reliable.

In this chapter, which constitutes the main contribution of this thesis,
we propose a control framework for optimizing the quality of ultrasound
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target

(a)

target

(b)

Figure 3.1 – Acoustic window in ultrasound imaging. For a given target, the
acoustic window (in blue) is defined as the surface position and orientation
from which the ultrasound waves are emitted to reach the target. (a) Sub-
optimal acoustic window: the presence of an obstacle masks the target. (b)
Good acoustic window: the path between the probe and the target is free from
strong attenuators.

images. To this end, we use the concept of confidence map, which was
introduced in section 1.5. We consider the confidence map as a new
sensory modality to design a control law aimed at improving the quality
of acquired images. More specifically, we derive from the confidence
map an angular confidence feature that indicates the optimal acoustic
window. We use this angular confidence feature as input to a control law,
following the visual servoing framework, to control the orientation of an
ultrasound probe. We first propose a general confidence-driven control
strategy, where the task is to maintain an optimal acoustic window, while
the probe is being teleoperated by a user. Second, we propose a target-
specific control strategy, where the acoustic window is optimized for a
specific anatomical target tracked in the ultrasound stream.

This chapter is organized as follows. In section 3.1, we study the dy-
namics of the confidence map. That is, the relation between the position
of the probe and the quality of the ultrasound images. We first provide
some general observations on the impact of contact force and probe orien-
tation on the image quality. Then, we propose a mathematical analysis of
the interaction for the specific case of the scan line integrated confidence
map, which we defined in section 1.5.2.

In section 3.2, we propose a definition of geometric confidence features
which are adapted to the design of a confidence-driven control law, and
we derive the relation between these features and the rotation velocity of
the ultrasound probe.
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In section 3.3, we describe a global confidence-driven control strategy,
by which the orientation of the ultrasound probe is controlled so as to
globally optimize the image quality. We combine the confidence-control
with force control, to ensure a constant contact force with the body, and
teleoperation.

In section 3.4, we propose a target-specific confidence-driven con-
trol strategy, where the acoustic window is optimized with respect to
a tracked anatomical target. We use a hybrid tasks approach to con-
trol simultaneously the contact force, the position of the target, and the
confidence.

3.1 Dynamics of the confidence map

In this section, we study the variations of the confidence map with respect
to the velocity of the ultrasound probe. We first provide some general
observations on the impact of contact force and probe orientation, which
are independent of the definition of the confidence map. Then, we pro-
pose a more detailed analysis of the dynamics of the confidence map for
the scan line integration method we introduced in section 1.5.2.

3.1.1 General considerations

Let us start with some general observations that can be made without
considering any specific definition for the confidence map. Due to the
formation process of ultrasound images, the confidence C(p) at a given
location p in the image depends on the path traveled by the ultrasound
wave to reach p, in addition to the local properties of the tissues at p. In
particular, the quality of the ultrasound image is strongly dependent on
the acoustic coupling between the probe and the patient’s skin. In order
to ensure an efficient transmission into the body, an acoustic coupling
medium (water-based gel) with controlled acoustic properties is placed
on the skin. In addition, it is necessary to apply a sufficient contact force
between the probe and the patient’s skin to minimize the attenuation of
sound amplitude at the patient’s surface.

3.1.1.1 Effect of the contact force

While force control is mainly presented as a way to ensure the safety of
the patient during robotized ultrasonography, the contact force is also
a crucial factor for ultrasound image quality. Therefore, we propose to
study the relation between contact force and image quality. This relation
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Figure 3.2 – Relation between the mean image confidence and the contact
force.

has been briefly studied in [Kuhlemann, 2013], where the sum of image
gradients is used as a measure of image quality. The author observes that
this quality measure increases with the contact force up to 7.5 N, and is
stable for higher contact forces.

We propose an experiment to evaluate the relation between contact
force and image quality, using the random walks confidence map and
the scan line integration methods described in section 1.5.2. Let C(p)
represent the signal confidence at a pixel p ∈ Ω, estimated with either of
the two methods. We measure the mean image confidence

C =
1

|Ω|

∫∫
p∈Ω

C(p)dp, (3.1)

where |Ω| is the size of the field of view Ω. We estimate C for various
contact forces ranging from 0 N to 5 N. The results obtained on phantom
are presented in Figure 3.2. We observe that the mean image confidence
increases rapidly while contact is made, from 0 N to 1 N, and varies only
slightly when the contact force continues to increase. This behavior is
consistent with what was observed in [Kuhlemann, 2013]. Note that the
force threshold beyond which the image quality is constant depends on
the characteristics of the patient’s body.
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3.1.1.2 Effect of orientation

Let us consider a 2D convex ultrasound probe. Following the notations
introduced in chapter 1, we represent a point in the image with its polar
coordinates (r, θ), where r is the distance to the imaging center, and θ
is the angle with respect to the central scan line. A rotation around
the imaging center of the probe is equivalent to a shift in the scan lines.
Indeed, if the probe is rotated by angle dθ between the times t and
t + dt, then a point with polar coordinates (r, θ) in the image at time
t corresponds to the point with coordinates (r, θ + dθ) at t + dt (see
Figure 3.3). As a result, we have

C(r, θ, t) = C(r, θ + dθ, t+ dt), (3.2)

from which we can deduce the variation of confidence for a given image
pixel at (r, θ).

Following the conventions introduced in Figure 2.5, we note ωz the
instantaneous in-plane angular velocity, such that dθ = ωzdt. Then, we
have

C(r, θ, t+ dt)− C(r, θ, t)

dt
=
C(r, θ − ωzdt, t)− C(r, θ, t)

dt
, (3.3)

which gives, when dt→ 0,

dC

dt
(r, θ, t) = −ωz

∂C

∂θ
(r, θ, t). (3.4)

Therefore, the instantaneous variation of the confidence at a pixel
under a pure rotation motion around the imaging center is proportional
to the angular confidence gradient.

3.1.1.3 Approximated interaction matrix

We will now propose a general approximation of the interaction matrix
associated to the confidence values. To this end, let us consider the
impact of translations on the confidence.

A translation in the direction normal to the surface influences the
global quality of the image, because it changes the contact force, and
so the acoustic coupling between the probe and the skin. However, as
we have seen in section 3.1.1.1, the influence of contact force on image
quality is low above a certain force threshold.

The effect of a translation at the patient’s surface is more difficult
to predict without any further assumption on the confidence map. In
the case of a 2D probe, out-of-plane motions also have an impact that
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Figure 3.3 – Relation between the in-plane orientation of a probe and the
polar coordinates of a point. The point p is located at (r, θ) in polar coordinates
at time t. At time t+ dt, after a rotation dθ around the z-axis, p is located at
(r, θ + dθ).

cannot be directly predicted. When scanning a relatively uniform region,
translations at the surface will not have a large impact on the confidence
map. However, in the presence of strong acoustic attenuators, the im-
pact of such translations could be larger. In practice, the influence of the
surface contact and near-surface interfaces is more important than that
of deeper interfaces. Indeed, a loss of signal occuring near the surface
impacts a large part of the image, while a loss of signal occuring deeper
only impacts the area located below the attenuating interface. We pro-
pose, in first approximation, to neglect the effect of surface translations
in the design of the control law.

Consequently, we use the following approximation of the interaction
matrix, where only the effect of rotation around the imaging center is
considered:

L̂C(r,θ) =
[

0 0 0 0 0 −∂C
∂θ

(r, θ)
]
. (3.5)

3.1.2 Analytic solution for scan line integration

We now propose an analysis of the confidence dynamics in the specific
case of the scan line integrated confidence map that we proposed in
section 1.5.2. Let us first recall the definition of this confidence map.
We note U : Ω −→ R an ultrasound image, where the field of view
Ω = [rmin, rmax]× [θmin, θmax] is defined in polar coordinates following the
notations of Figure 1.6. Then, the scan line integrated confidence of the
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ultrasound signal at (r, θ) is defined as

C(r, θ) = 1−
(∫ rmax

rmin

U(u, θ)du

)−1 ∫ r

rmin

U(u, θ)du. (3.6)

Interaction matrix We have already seen in section 2.2.3 that the
variation of ultrasound intensity at a position x = (x, y) in Cartesian
coordinates can be expressed as

U̇ = ∇U ẋ, (3.7)

where
∇U =

(
∂U
∂x

∂U
∂y

)
(3.8)

is the ultrasound image gradient, and

ẋ = Lxv =

[
1 0 −y
0 1 x

] vx
vy
ωz

 (3.9)

is the variation of the coordinates of the physical point located at x,
expressed in the probe frame.

Noting A(θ) =
∫ rmax

rmin
U(u, θ)du the sum of intensities along the scan

line with angle θ and a(r, θ) =
∫ r
rmin

U(u, θ)du the partial sum up to r,
the derivation of (3.6) gives

Ċ(r, θ) = Ȧ(θ)A(θ)−2a(r, θ)− A(θ)−1ȧ(r, θ), (3.10)

which we can rewrite, noticing that A(θ)−1a(r, θ) = 1− C(r, θ),

Ċ(r, θ) = A(θ)−1
(

(1− C(r, θ)) Ȧ(θ)− ȧ(r, θ)
)
. (3.11)

Using (3.7), the derivatives of A and a can be expressed as

Ȧ(r, θ) =

∫ rmax

rmin

∇U(u, θ)ẋ(u, θ)du (3.12)

and
ȧ(r, θ) =

∫ r

rmin

∇U(u, θ)ẋ(u, θ)du, (3.13)

so that we can rewrite (3.11) as

Ċ(r, θ) = A(θ)−1

(
(1− C(r, θ))

∫ rmax

rmin

∇U(u, θ)ẋ(u, θ)du

−
∫ r

rmin

∇U(u, θ)ẋ(u, θ)du

)
.

(3.14)
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Finally, we can rearrange slightly this equation using Chasles’ theorem,
to obtain

Ċ(r, θ) = A(θ)−1

(
(1− C(r, θ))

∫ rmax

r

∇U(u, θ)ẋ(u, θ)du

−C(r, θ)

∫ r

rmin

∇U(u, θ)ẋ(u, θ)du

)
.

(3.15)

As a result, the interaction matrix for the scan line integrated confi-
dence at a location (r, θ) is

LC = A−1

(
(1− C)

∫ rmax

r

∇ULx − C
∫ r

rmin

∇ULx

)
, (3.16)

where we have omitted the function arguments r and θ and the variable
of integration for the sake of readability.

In-plane rotation component In section 3.1.1.2, we demonstrated
geometrically that the ωz (sixth) component of LC is equal to −∂C

∂θ
(r, θ).

This term links the variation of confidence to the angular velocity of
the probe around the imaging center. We now propose an alternative
analytic demonstration using the expressions derived above. Let us note
LUωz

the sixth term of the interaction matrix LU that links the variation
of a pixel intensity to the angular velocity ωz around the imaging center.
From (3.7), we have

LUωz
= −y∂U

∂x
+ x

∂U

∂y
, (3.17)

which we can also express from the gradient in polar coordinates as

LUωz
= −∂U

∂θ
. (3.18)

On the other hand, the partial derivative of (3.6) with respect to θ gives

∂C

∂θ
(r, θ) = A(θ)−1

(
(1− C(r, θ))

∂A

∂θ
(θ)− ∂a

∂θ
(r, θ)

)
, (3.19)

where

∂A

∂θ
(θ) =

∂

∂θ

∫ rmax

rmin

U(u, θ)du =

∫ rmax

rmin

∂U

∂θ
(u, θ)du (3.20)

and
∂a

∂θ
(r, θ) =

∂

∂θ

∫ r

rmin

U(u, θ)du =

∫ r

rmin

∂U

∂θ
(u, θ)du. (3.21)
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From (3.16) and (3.18)–(3.21), we finally obtain

LC(r,θ)ωz
= −∂C

∂θ
(r, θ), (3.22)

which corresponds to the result (3.5) demonstrated in the general case.

3.2 Geometric confidence features
In this section, we propose the definition of visual features from the
confidence map. We consider a generic confidence map, which can be
implemented by any of the methods presented in section 1.5. These
features are inspired from the observations made, in the previous section,
on the relation between the variation of the confidence and the rotation
of the probe.

3.2.1 2D Case

Let us first consider the acquisition of a single ultrasound frame by a
convex probe. We have seen that, independently of the definition of the
confidence map, the relation between the variation of confidence at a
location (r, θ) and a rotation motion around the z-axis is given by

LC(r,θ)ωz
= −∂C

∂θ
. (3.23)

3.2.1.1 Definition

We propose to define a geometric feature that represents the angular
distribution of the confidence within the field of view. A natural choice
would be to use the direction in which the confidence is maximum. How-
ever, this feature would be unstable, due to possible discontinuities of
the argmax function. Instead, we consider the angular coordinate of the
confidence-weighted barycenter. Inspired from the definition of photo-
metric moments [Bakthavatchalam et al., 2013], this feature consists in
a weighted average of all values in the confidence map. As a result, it is
more robust to noise. We define the angular confidence feature as

θc =
1

CΩ

∫∫
(r,θ)∈Ω

θC(r, θ, t)rdrdθ, (3.24)

where
CΩ =

∫∫
(r,θ)∈Ω

C(r, θ)rdrdθ (3.25)

is the sum of the confidence values. The angular confidence feature is
represented in Figure 3.4 for three different ultrasound images.
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θc = 11.5◦ θc = 0.0◦ θc = −14.3◦

Figure 3.4 – Angular confidence feature for three different positions of an
ultrasound probe. On the top row, the B-mode ultrasound images. On the
bottom row, the corresponding scan line integrated confidence maps. The value
of the angular confidence feature θc is indicated for each image.

3.2.1.2 Experimental comparison

We have claimed above that the angular confidence feature defined in
(3.24) is more stable than the direction of maximum confidence. We
propose a comparison between the two approaches to support this as-
sertion. In addition, we also compare the angular confidence features
obtained from the Random Walks (RW) confidence map and the Scan
Line Integration (SLI) confidence map.

Direction of maximum confidence A natural approach to estimate
the best acoustic direction would be to find the direction in which the
confidence is maximized. This can be done by finding the angular coor-
dinate θmax

c of the scan line that has the highest mean confidence:

θmax
c = arg max

θ

∫
r

C(r, θ, t)dr. (3.26)

We estimated the value of θmax
c for each frame of a sequence of ultrasound

images acquired on a human subject. The resulting curve is presented in
Figure 3.5. As expected, the curve has important discontinuities.

Confidence-weighted angular feature with SLI We provide in Fig-
ure 3.6 the results obtained on the same ultrasound sequence, for the pro-
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Figure 3.5 – Estimation of the direction of maximum confidence θmax
c on a

sequence of ultrasound images. The confidence map was computed via the
scan line integration method.

posed confidence-weighted angular feature θc, estimated from the scan
line integrated confidence map. The obtained curved is much smoother
than with the direction of maximum confidence. This suggests that the
confidence-weighted angular feature is more robust. Therefore, it is more
reliable for being used as input to a control law.

Confidence-weighted angular feature with RW Finally, we report
in Figure 3.7 the results obtained with the confidence-weighted angu-
lar feature, when estimating the confidence map via the random walks
method. The shape of the curve is similar to the one obtained with the
scan line integration method, but it is noisier. We had already noted
in section 1.5.3.2 that the scan line integration method provides locally
more regular confidence estimates than the random walks method. We
now see that this property propagates to the estimation of the confidence-
weighted angular feature.

3.2.1.3 Feature dynamics

Let us now study the dynamics of the angular confidence feature θc. It
is reasonable to assume that the mean image confidence is constant, i.e.,
ĊΩ = 0. Under this assumption, derivating (3.24) yields

θ̇c =
1

CΩ

∫∫
(r,θ)∈Ω

θĊ(r, θ)rdrdθ. (3.27)

97



Chapter 3. Quality-Driven Visual Servoing

0 200 400 600 800 1,000 1,200 1,400 1,600 1,800 2,000

−10

0

10

frame index

θ c
(◦
)

Figure 3.6 – Estimation of the confidence-weighted angular feature θc on a
sequence of ultrasound images. The confidence map was computed via the
scan line integration method.
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Figure 3.7 – Estimation of the confidence-weighted angular feature θc on a
sequence of ultrasound images. The confidence map was computed via the
random walks method.
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Using the expression of Ċ given in (3.4), we can write

θ̇c = − 1

CΩ

∫∫
(r,θ)∈Ω

θωz
∂C

∂θ
(r, θ)rdrdθ, (3.28)

where ωz is the angular velocity around the z-axis. We can now rearrange
the double integral by factoring the constant terms, such as

θ̇c = − ωz
CΩ

∫ rmax

rmin

r

(∫ θmax

θmin

θ
∂C

∂θ
(r, θ)dθ

)
dr. (3.29)

Then, an integration by parts on the inner integral gives∫ θmax

θmin

θ
∂C

∂θ
(r, θ)dθ = [θC(r, θ)]θmax

θmin
−
∫ θmax

θmin

C(r, θ)dθ, (3.30)

where the term

[θC(r, θ)]θmax

θmin
=

Θ

2
(C(r, θmin) + C(r, θmax)) (3.31)

corresponds to the right and left image borders. Θ = θmax − θmin is the
angular extent of the field of view. We note that the confidence at the
limits of the field of view is typically lower than inside the field of view,
and Θ < π, so that we can safely assume

[θC(r, θ)]θmax

θmin
�
∫ θmax

θmin

C(r, θ)dθ. (3.32)

Consequently, by neglecting [θC(r, θ)]θmax

θmin
in (3.30), we can rewrite (3.29)

as

θ̇c =
ωz
CΩ

∫ rmax

rmin

r

(∫ θmax

θmin

C(r, θ)dθ

)
dr, (3.33)

where we recognize∫ rmax

rmin

r

(∫ θmax

θmin

C(r, θ)dθ

)
dr = CΩ, (3.34)

so that we finally obtain
θ̇c = ωz. (3.35)

Therefore, the time variation of the angular confidence feature is equal
to the angular velocity around the imaging center.
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Figure 3.8 – Imaging geometry of a motorized 3D convex ultrasound probe.
Left: front view, also corresponding to the imaging geometry of a 2D probe.
Right: side view, showing the range of the motor.

3.2.2 3D Case

We will now provide a generalization to 3D ultrasound imaging. Let
us consider, for instance, a wobbler probe, which sweeps the transducer
back and forth around the motor’s axis. Given the geometry of the probe,
the Cartesian coordinates (x, y, z) of a point in the field of view can be
expressed in a pseudo-spherical coordinate system (r, θ, φ) as [Lee and
Krupa, 2011]

x = r sin θ, (3.36)
y = (r cos θ −∆R) cosφ+ ∆R, (3.37)
z = (r cos θ −∆R) sinφ, (3.38)

where ∆R is the offset between the imaging center O and the axis of the
probe’s motor (see Figure 3.8).

We have seen before that a rotation around the axis Oz is equivalent
to a a shift in the angular coordinate θ for the confidence map. Similarly,
for a 3D probe, a rotation around the motor axis Mx is equivalent to
a shift in the frames. Following this observation, we define two angular
features in the same way as for the 2D case, using the pseudo-spherical
coordinates of the confidence-weighted barycenter in 3D:

θc =
1

CΩ

∫∫∫
Ω

θC(r, θ, φ, t) |det(J)| drdθdφ, (3.39)

φc =
1

CΩ

∫∫∫
Ω

φC(r, θ, φ, t) |det(J)| drdθdφ, (3.40)

where
| det(J)| = r cos2 θ cos2 φ(r cos θ −∆R) (3.41)
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is the determinant of the Jacobian of the transformation from Cartesian
to pseudo-spherical coordinates, and

CΩ =

∫∫∫
Ω

C(r, θ, φ) |det(J)| drdθdφ (3.42)

is the sum of the confidence values in the 3D field of view. Under the
same assumptions as in the 2D case, the time variation of the features θc
and φc can be written:

θ̇c = ωz, (3.43)
φ̇c = −ωx, (3.44)

where ωx and ωz are the angular velocities around the x- and y-axes,
respectively.

3.3 Global confidence-driven control

In the previous sections, we have studied the variations of the ultrasound
confidence map with respect to the velocity of the probe. We have also
defined angular confidence features, whose variations are linked to the
rotation velocity components ωx and ωz of the ultrasound probe. In
this section, we propose the design of a first control law based on the
confidence map. The aim of this control law is to optimize the orientation
of the ultrasound probe, so as to obtain the best possible image quality.
A typical application case will be tele-echography, where the physician
controls the translations of the probe along the patient’s surface, as well
as the rotation around the y-axis. In this scenario, the confidence-driven
controller aims at maintaining a high image quality globally. We present
our control framework in the generic case of a 3D ultrasound probe. It
can be easily adapted to the in-plane control of a 2D probe, by simply
omitting the components vz, ωx and ωy in the control law.

The proposed framework, illustrated in Figure 3.9, can be modeled as
a hierarchical series of three tasks. These tasks are, in decreasing order of
priority, the force control (e∗f ,Lf ), the confidence-driven control (e∗c ,Lc),
and the operator’s commands (e∗op,Lop). We have noted, following the
conventions for hybrid tasks defined in section 2.1.4, e∗i the desired evo-
lution of the feature error i, and Li the interaction matrix associated to
this error. The full control screw v can be decomposed as

v = vf + vc + vop, (3.45)
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Figure 3.9 – Overview of the global confidence-driven control framework.

where vf , vc, vop are the contributions of the control screw dedicated
to the force control task, confidence control task, and operator task,
respectively.

Following the redundancy formalism, we will build the control screw
incrementally, starting with force control.

3.3.1 Force control

Controlling the contact force applied to the body is crucial for the pa-
tient’s safety. In addition, the contact force influences the acoustic cou-
pling between the transducer and the body, which is an important factor
for the image quality. Therefore, force control is defined as the task of
highest priority. The aim is to maintain a desired contact force with the
patient. For the purpose of presenting a complete solution for our hybrid
control design, we recall in this section the force control approach pro-
posed in [Nadeau and Krupa, 2013]. This approach has the merit of in-
tegrating well with the visual servoing formulation. However, other force
control methods could be considered as well. See for instance [Gilbertson
and Anthony, 2015] or [Pappalardo et al., 2016].
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Figure 3.10 – Configuration of the probe frame, contact frame, sensor frame,
and gravity frame. (a) Ultrasound image. (b) End-effector of the robot with
the force sensor and ultrasound probe, positioned in contact with a piece of
meat.

Force sensor Let us assume that the robot is equipped with a force
sensing system, that provides a measure of the external forces f and
torques τ expressed in a sensor frame Fs. Figure 3.10 presents a possible
configuration of the force sensor and ultrasound probe attached to the
end-effector of a robot, as well as the different frames which will be used
in the design of the control law:

• The probe frame Fp is attached to the imaging center O of the con-
vex probe, such that its y-axis coincides with the central scan line,
oriented towards the body, and the plane (O, xp, yp) corresponds to
the central frame.

• The contact frame Fpc is attached to contact point between the
probe and the patient, and oriented like Fp.

• The sensor frame Fs is the one in which the measured force/torque
tensor is expressed, and is oriented as well like Fp.

• The gravity frame Fg, is attached to the probe’s center of mass,
with its y-axis in the direction of the gravity force.

We represent the wrench {f , τ} with a 6-dimensional force/torque
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vector
sHs =

(
f
τ

)
. (3.46)

Contact force The force sensor provides a sHs measure of external
forces and torques expressed in the sensor frame Fs. In order to obtain
the actual contact force between the probe and the body, we need to
convert this measure to the contact frame Fpc, and to substract the con-
tribution of the probe’s weight to the external forces. Given the twist
transformation matrices pcFs and sFg allowing the transformation of a
force/torque vector respectively from the sensor frame Fs to the probe
contact frame Fpc, and from the probe’s inertial frame Fg to Fs, the
force/torque vector in the contact frame can be written

pcHpc = pcFs(
sHs − sFg

gHg), (3.47)

where
gHg = ( 0 0 mpg 0 0 0 )>, (3.48)

is the gravity force expressed in Fg, with mp the mass of the probe, and
g ≈ 9.81m/s2 the standard acceleration due to gravity.

Since we are interested in controlling the force only along the y-axis
of the probe, we define the force feature as the y-component of the force
tensor in the probe contact frame:

sf = Sy
pcHpc, (3.49)

where Sy =
(

0 1 0 0 0 0
)
.

Elastic contact model Considering soft tissues as an elastic body, we
can approximate the force interaction between the probe and the body
using Hooke’s law, which states that the force needed to compress an
elastic body is proportional to the distance of compression. This law can
be written

Fy = kδy, (3.50)

where k is the stiffness of the body, and δy is the displacement of the
body’s surface with respect to its relaxed position (Figure 3.11). Conse-
quently, the interaction matrix for the force feature sf is

Lf = [ 0 k 0 0 0 0 ]. (3.51)
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Fy = 0

Fy = kδy

δy

Figure 3.11 – Elastic compression model following Hooke’s law. Left: relaxed
position. Right: compressed position.

Control law Let us define a constant desired contact force s∗f , and the
force feature error ef = sf − s∗f . The visual servoing formulation leads to
the following control law for the force control task:

vf = −λfL+
f ef , (3.52)

where λf is the force control gain, and

L+
f =

[
0 1

k
0 0 0 0

]>
. (3.53)

This control law, which can also be written as

vf = −λf
k

(
Sy

pcFs(
sHs − sFg

gHg)− s∗f
)

S>y , (3.54)

requires an estimation of the probe’s mass mp, the transformations pcFs

and sFg, and the contact stiffness k.
According to the redundancy formalism (section 2.1.4), the force con-

trol task can be augmented with a secondary task by adding any velocity
screw projected on the null-space of Lf , via the projection operator

Pf = I6 − L+
f Lf =


1 0 0 0 0 0
0 0 0 0 0 0
0 0 1 0 0 0
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1

 . (3.55)

In other words, the force control task defines a constraint that allows
any additional motion, except those which translate the probe along the
y-axis.
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3.3.2 Confidence control

Let us now design the secondary task, which consists in the confidence-
driven control. The aim of this task is to maintain an optimal image
quality. To this end, we define the confidence feature vector as

sc =

(
θc
φc

)
, (3.56)

where θc and φc are the angular confidence features defined in (3.39) and
(3.40). The desired value of this feature vector is

s∗c =

(
0
0

)
. (3.57)

The purpose of this choice is to balance the distribution of the confidence
within the ultrasound volume, bringing high-confidence areas towards the
center (which corresponds to θc = φc = 0).

According to (3.43) and (3.44), the interaction matrix associated to
the confidence feature vector sc is

Lc =

[
0 0 0 0 0 1
0 0 0 −1 0 0

]
. (3.58)

From (3.52), (3.55), and (3.58), we notice that

LcPf = Lc (3.59)

and
Lcvf = 0, (3.60)

which means that the two tasks are decoupled. Consequently, the con-
tribution of the confidence control task to the velocity screw can, in this
case, be defined directly as

vc = −λcL+
c (sc − s∗c), (3.61)

where λc is the confidence control gain, and

L+
c =

[
0 0 0 0 0 1
0 0 0 −1 0 0

]>
(3.62)

is the pseudoinverse of Lc.
The behavior induced by this control law is twofold:
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Figure 3.12 – 2D illustration of the system’s behavior with an homogeneous
medium. (a) Initial state, the orientation of the probe induces a low confidence
(gray area) in the left part of the image, due to a weak contact between the
probe and the skin. The confidence is high in the right part of the image. (b)
At convergence, the probe is orthogonal to the surface, so that the confidence
is balanced in the image.

• While scanning an homogeneous region, the probe will be oriented
in such a way that the contact between the transducer and the
body surface is symmetrical with respect to the depth axis (see
Figure 3.12). As a result, the probe will remain orthogonal to the
object’s surface during the navigation.

• While scanning a region which contains a strongly shadowing ob-
ject, such as a bone, the probe will be oriented in such a way
that the ultrasound beam does not go through this object (see
Figure 3.13). This provides a kind of obstacle-avoidance behavior
during the navigation.

3.3.3 Tertiary task

The projection operator on the null-space of (Lf ,Lc) is

Pf,c = Pf − L+
c Lc =


1 0 0 0 0 0
0 0 0 0 0 0
0 0 1 0 0 0
0 0 0 0 0 0
0 0 0 0 1 0
0 0 0 0 0 0

 , (3.63)
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θc
θc = 0

Figure 3.13 – 2D illustration of the system’s behavior with the presence of
a strong acoustic attenuator. Left: initial state, the presence of an attenuator
induces a low confidence (gray area) in the right part of the image, while the
left part has a high confidence. Right: at convergence, the probe is oriented
so as to avoid the obstacle.

so that three degrees of freedom remain available for the definition of a
tertiary task. These degrees of freedom correspond to the translations
along the patient’s surface, and the rotation around the y-axis. For
instance, in the case of tele-echography, these motions can be controlled
by the sonographer.

3.4 Target-specific confidence-driven control

In the previous section, we have proposed a framework for controlling
the orientation of an ultrasound probe using the confidence map, in or-
der to optimize the image quality. This quality optimization is global,
since it does not consider any specific anatomical target. It is up to the
sonographer to guide the probe towards a structure of interest, while the
orientation of the probe around the x- and z-axes is automatic. However,
it might also be interesting to optimize the image quality with respect to
a specific target. In this section, we consider a target-specific confidence-
driven control scenario, which involves three control tasks summarized
as follows:

1. Maintaining a constant contact force between the probe and the
patient.

2. Maintaining the target centered in the image.

3. Optimizing the image quality at the target location.
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Figure 3.14 – Overview of the target-specific confidence-driven control frame-
work.

This framework is illustrated in Figure 3.14
Again, these tasks are modeled by a hierarchical stack of tasks, with,

in decreasing order of priority, the force control task (e∗f ,Lf ), the target
centering task (e∗t ,Lt), and the confidence control task (e∗c ,Lc). The full
control screw v is decomposed as

v = vf + vt + vc, (3.64)

where we will build successively the contributions vf for force control, vt
for target centering, and vc for confidence control.

We have already described the force control task in section 3.3.1.
This task remains unchanged, so that we will start with the design of the
target centering task.

3.4.1 Target centering

Let us consider a physical target tracked in the ultrasound image. We
have reviewed in chapter 1 different algorithms for target tracking. Any
of those can be use indifferently, as long as it provides the position p =
(xt, yt, zt) of the target, expressed in the probe frame, in real-time. As
we have seen in section 2.2.2, the interaction matrix associated to a 3D
point p is

Lp =

 −1 0 0 0 −zt yt
0 −1 0 zt 0 −xt
0 0 −1 −yt xt 0

 . (3.65)
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The target centering task can be formalized as the regulation of the
visual feature vector

st =

(
x
z

)
(3.66)

to s∗t = 0, corresponding to the central scan line of the volume. Note that
the y-axis corresponds to the depth direction, so that it is not desirable
to constrain the y-coordinate of the target.

The interaction matrix associated to st is simply deduced from (3.65)
as

Lt =

[
−1 0 0 0 −zt yt
0 0 −1 −yt xt 0

]
. (3.67)

Projecting the interaction matrix Lt onto ker Lf , using the projection
operator Pf defined in (3.55), gives

LtPf = Lt, (3.68)

so that the two tasks are decoupled (we also have Ltvf = 0). Instead
of the Moore-Penrose pseudoinverse, let us choose, among the possible
generalized inverses of Lt,

Lg
t =


−1 0
0 0
0 −1
0 0
0 0
0 0

 , (3.69)

which corresponds to a pure translation motion. This choice is arbitrary,
and does not influence the final result. However, we will see that it allows
an intuitive illustration of the contribution of the different tasks.

Noting et = st−s∗t the target centering feature error, the contribution
of the target centering task to the control screw can be defined as

vt = −λtLg
tet, (3.70)

where λt is the control gain of the target centering task.
Using (3.55), (3.65), and (3.69), the projection operator on ker(Lf ,Lt)

is

Pf,t = Pf − Lg
tLt =


0 0 0 0 −zt yt
0 0 0 0 0 0
0 0 0 −yt xt 0
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1

 , (3.71)
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Figure 3.15 – 2D illustration of the constraints induced by the force control
and target centering tasks.

which is of rank 3. The constraints induced by the force control and
the target centering tasks are illustrated in Figure 3.15. The remaining
degrees of freedom correspond to all the motions that leave the force
contact invariant, and that keep the target centered. In other words, the
allowed motions are sliding motions along the surface that keep p in the
central scan line.

3.4.2 Confidence control

We now address the problem of optimizing the image quality for the
target p. Let us note (rt, θt, φt) the pseudo-spherical coordinates of p.
The task consists in maintaining a good image quality at the location
of the target. Therefore, we define the feature vector for target-specific
confidence control as

sc =

(
θc − θt
φc − φt

)
, (3.72)

which corresponds to the two angles between the target and the con-
fidence barycenter. The desired value of this feature vector is s∗c = 0.
With this new choice of visual features, the interaction matrix Lc has to
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be modified to account for the variations of θt and φt, so that

Lc =



cos θt
rt

0

− sin θt cosφt
rt

− sinφt
rt cos θt−∆R

− sin θt sinφt
rt

cosφt
rt cos θt−∆R

∆R sin θt sinφt
rt

∆R cos θt
rt cos θt−∆R

rt−∆R cos θt
rt

sinφt − rt sin θt cosφt
rt cos θt−∆R

∆R cos θt−rt
rt

(cosφt − 1) − rt sin θt sinφt
rt cos θt−∆R



>

. (3.73)

Then, the component of the control screw corresponding to the quality
optimization task can be written:

vc = Pf,t(LcPf,t)
g(ė∗c − Lc(vf + vt)). (3.74)

In order to simplify the resulting expression, let us consider the value of
the interaction matrix at the desired pose st = s∗t , as it is usually done
in the literature [Chaumette and Hutchinson, 2006]. We define

L∗c = Lc θt = 0
φt = 0

=

[ −1
rt

0 0 0 0 0

0 0 1
∆R−rt

∆R
∆R−rt 0 0

]
(3.75)

to replace Lc in (3.74), and we obtain the final velocity screw for the
stack of tasks:

v =



λtxt + λc(θc − θt)yt
−λf ef

k

λtzt + λc(φc − φt)yt
λc(φc − φt)

0
λc(θt − θc)

 (3.76)

Note that this is only a particular solution to the problem, to which
one can add any element of the null space ker(Lf ,Lt,L

∗
c). That is to

say, any scalar multiple of ( −zt 0 xt 0 1 0 )> can be added to v
without disturbing the three tasks. This remaining degree of freedom
corresponds to a rotation around the axis passing through the imaging
center and the target. It can be used to build a fourth control task.
For instance, in the context of ultrasound-guided needle insertion, the
rotation around the center-target axis could be exploited to align the
lateral axis of the probe with the needle shaft, in order to improve its
visibility.
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3.5 Conclusion
We proposed a general framework for controlling an ultrasound probe
based on ultrasound confidence maps. By studying the dynamics of the
confidence map, we showed that the distribution of the confidence within
the image was strongly linked to the orientation of the probe. Based on
this observation, we defined adequate visual features computed from the
confidence map, and proposed a first control law for the orientation of
the probe, aiming at optimizing the image quality. Then, we proposed a
second control law which takes into account the position of an anatomical
target of interest. We showed that, using the redundancy formalism, it is
possible to obtain a control law that simultaneously centers the target in
the image and optimizes the acoustic window for this target. The next
chapter will be dedicated to the experimental validation and analysis of
the proposed control frameworks.
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Chapter 4

Experimental Results

In chapter 3, he have proposed a control framework for optimizing the
quality of ultrasound imaging, using a visual servoing approach based on
ultrasound confidence maps. In particular, we have introduced a global
confidence-driven visual servoing method, aimed at optimizing the image
quality globally. Then, we have proposed a target-specific confidence-
driven visual servoing method, aimed at optimizing the image quality
relative to a specific target which is tracked in the ultrasound images.

In this chapter, we report some experimental results that validate
the proposed control methods, through (i) an experimental study of the
convergence of the system, and (ii) tests of the system’s reaction to dis-
turbances. We also provide experimental demonstrations of the use of
our method in tele-echography. Experiments were conducted on two dif-
ferent robotic platforms, and include both experiments on phantoms and
a validation on a human volunteer.

This chapter is organized as follows. In section 4.1, we describe the
experimental setup used in our study, and we provide some details on the
implementation of the methods introduced in chapter 3. In section 4.2,
we report the results of a series of experiments dedicated to the analysis
of the system’s convergence. In section 4.3, we present another series
of experiments, dedicated to the analysis of the system’s reaction to
disturbances such as motion and shadowing. In section 4.4, we provide
an illustration for the application of our framework to tele-echography,
and we report experimental results obtained on a human volunteer.

4.1 Experimental setup

We summarize in this section the different components used in the ex-
periments. The general setup is illustrated in Figure 4.1. It consists in
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Figure 4.1 – Experimental setup.

an ultrasound probe rigidly attached to the end-effector of a robotic ma-
nipulator. The robot is also equipped with a force sensor. A workstation
receives and processes the ultrasound images transmitted by the ultra-
sound scanner, the state of the robot, and the force measurements. The
workstation is responsible for computing the control law and sending it
to the robot. It also allows interaction with the user. We describe in
section 4.1.1 the equipment used in the experiments, and we provide in
section 4.1.2 some details on the software implementation.

4.1.1 Equipment

This thesis was conducted in the context of a collaboration between the
Université de Rennes 1 and the Technische Universität of München. As a
result, experiments could be performed in laboratories attached to both
institutions, each with a different experimental setup. This was an op-
portunity to test our framework on different platforms. To this end, the
implementation of the method was made generic enough, so that the
same applications can be run independently of the physical equipment.
Thereafter, we provide a short description of hardware components that
were used in the experiments. Then, for each experiment in the follow-
ing sections, we will recall in a table which specific equipment (robot,
scanner, probe, phantom) was used in that experiment.
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4.1.1.1 Ultrasound systems

Three different ultrasound scanners were used in the experiments:

The Sonix RP from BK Ultrasound, MA (formerly
Ultrasonix Medical Corporation, Canada). This ul-
trasound system provides an Ultrasound Research
Interface, which allows the development of custom
acquisition protocols directly on the scanner’s com-
puter. In particular, it provides access to raw data,
such as radio frequency and pre-scan converted B-
mode ultrasound. Data can be transmitted on a
local network through Ethernet.

The SonixTOUCH, another scanner from BK Ul-
trasound. This model has a touch screen interface.

The SonoSite 180PLUS (FUJIFILM SonoSite Inc.,
USA), a portable ultrasound system. The scanner’s
screen is captured on the workstation using a video
grabber.

These systems where used with the following probes:

The 4DC7-3/40 Convex 4D ultrasound probe from
BK Ultrasound. This is a motorized probe, such as
described in section 1.1.2.4. It can be used either in
2D or 3D mode. The curved array transducer has
a radius of 39.8 mm and a frequency range from
3 MHz to 7 MHz. The motor radius is 27.25 mm.

The SonoSite C60 convex ultrasound probe from
SonoSite. This is a curved array ultrasound trans-
ducer with a radius of 60 mm and a frequency range
from 2 MHz to 5 MHz.
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4.1.1.2 Robots

Two different robotic manipulators were used in the experiments:

The Viper s850 (Omron Adept Technologies, Inc.,
CA), a 6-axis industrial manipulator. This
robot does not have any integrated force sensor.
Therefore, we used a 6-axis force/torque sensor
rigidly attached to the robot’s end-effector. The
force/torque sensor was a Gamma IP65 SI-65-5
(ATI Industrial Automation, NC), with a force
sensing resolution of 25 mN and a torque sensing
resolution of 75 µN m.

The KUKA LWR iiwa R800 (KUKA Roboter
GmbH, Germany), a 7-axis lightweight manipula-
tor. This robot has internal torque sensors in each
joint, so that is was not necessary to use an addi-
tional force sensor.

The ultrasound probes were rigidly attached to the end-effector of
the robot. For the Viper s850 robot, we used a metallic mount. For the
KUKA robot, we used a 3D printed plastic mount.

4.1.1.3 Phantoms

For phantom experiments, we used the following phantoms:

A CIRS Multi-Purpose Multi-Tissue Ultrasound
Phantom (model 040GSE, Computerized Imaging
Reference Systems, Inc. (CIRS), USA), a calibra-
tion phantom.

An ABDFAN ultrasound examination training
model (Kyoto Kagagu Co., Japan), simulating a
patient’s abdomen with internal organs.
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4.1.2 Implementation details

Let us now provide some details on the implementation of the methods
proposed in chapter 3.

The image processing and control algorithms were implemented in
C++, using the Visual Servoing Platform (ViSP) library [Marchand et al.,
2005]. The application, with user interface and thread management, was
implemented using the Qt library. For the KUKA robot, communication
with the robot’s controller was achieved through the Robot Operating
System (ROS) software platform [Quigley et al., 2009].

In order to achieve a real-time behavior, we use a multi-threaded
architecture. The following tasks take place in parallel threads, as illus-
trated in Figure 4.2:

• Grabber: this thread is responsible for grabbing the prescan ul-
trasound images. For the Sonix scanners, images are acquired as
soon as they are received through the network. For the SonoSite
scanner, images are grabbed at the rate of 25 frames per second.
When a new prescan image is available, the grabber sends it to the
main thread. Thus, the visual servoing control law is updated at
the same rate as the data acquisition rate.

• Main: the main thread is in charge of user interaction, display,
computation of the visual features and control law. It also takes
care of the management of the other threads.

• Converter: this thread takes care of the conversion of ultrasound
images and confidence map from prescan to postscan format.

• Tracker: this thread is responsible for target tracking.

• Confidence: this thread performs the estimation of the confidence
map.

• Control: this thread implements the control of the robot. It trans-
lates the desired Cartesian control velocity into joint velocities, and
it is in charge of force control. In order to have a responsive force
control, the joint velocities are updated every 5 ms.

4.2 Convergence analysis
We start by presenting an experimental evaluation of the convergence of
the proposed control laws in a static environment.
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Grabber Main Converter Tracker Confidence Control

prescan
confidence()

scanConv()

tracking()

scanConv()

velocity

Figure 4.2 – Multi-threaded processing of the control application. Each
column corresponds to a different thread.

4.2.1 Global confidence control

Experimental setup
robot scanner probe phantom

KUKA iiwa SonixRP 4DC7 (3D mode) CIRS

First, let us consider the global confidence-driven control framework pre-
sented in section 3.3. We recall that the aim of this control framework
is to globally optimize the image quality, by adjusting the orientation of
the probe. No target tracking was performed in this experiment.

To assess the convergence of the proposed control law, the probe was
initially placed at an angle from the normal to the phantom surface,
barely in contact with it, as in Figure 4.3(a). Then, the control law
was activated, and we let the system converge in a static environment.
The control gains were set to λf

k
= 5.0× 10−4 m N−1 s−1 for the force

control task and λc = 0.8 s−1 for the confidence control task. The system
systematically converged to such a position that the probe was roughly
orthogonal to the surface of the phantom, as shown in Figure 4.3(b).

The evolution of the contact force and confidence feature errors dur-
ing a convergence experiment is presented in Figure 4.4. The mean ab-
solute final confidence feature errors were 0.12◦ for θc and 0.23◦ for φc.
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(a) (b)

Figure 4.3 – 3D global confidence-driven control. (a) Initial configuration
– the probe is not fully in contact with the phantom. (b) The system has
converged, and the image quality is higher.
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Figure 4.4 – Convergence of the global confidence-driven control in a static
environment. (a) Confidence feature errors eθ (—) and eφ (- - -) in degrees.
(b) Contact force sf in Newtons.

Therefore, our system successfully regulates the angular features to their
desired value with an excellent precision. From Figure 4.4(a), one can
note that the confidence feature errors are initially underestimated. At
t = 0 s, we have θc ≈ φc ≈ 2.5◦, while the probe is oriented at an angle
of approximately 10◦ from the normal to the surface. However, the es-
timation gets more precise between t = 0 s and t = 3 s, which explains
the apparent increase of the confidence feature errors during that time
interval. After t = 3 s, both feature errors decrease towards 0◦. As a
result, the proposed control law leads to the expected behavior. That is
to say, the ultrasound probe is automatically re-oriented perpendicular
to the surface of the phantom, which maximizes the image quality.
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(a) (b)

Figure 4.5 – Target-specific confidence-driven control. The green rectan-
gle displayed on the ultrasound image represents the target. The blue line
displayed on the confidence map represents the angular confidence feature.
(a) Initial configuration. (b) The system has converged. The target is cen-
tered, and the image quality is higher.

4.2.2 Target-specific confidence control

Experimental setup
robot scanner probe phantom

Viper s850 SonixTOUCH 4DC7 (2D mode) ABDFAN

Let us now study the convergence of the target-specific confidence-driven
control law, which was presented in section 3.4. For this experiment, the
probe was placed at an angle from the normal to the surface, such that
the phantom contents was partly visible in the image, as in Figure 4.5(a).
Then, a rectangular region of interest was selected manually by clicking
in the live ultrasound view, and the control law was activated. The region
of interest was tracked using the intensity-based approach described in
section 1.2.1.1. The system converged, as expected, to such a position
that the region of interest was centered in the field of view, and the
probe was roughly orthogonal to the normal of the surface, as shown in
Figure 4.5(b).

To study the convergence accuracy of the system, 25 experiments were
performed. These experiments are grouped in 5 series with different
control gain settings. The settings for each series are summarized in
Table 4.1. In all experiments, the desired contact force was set to sf =
4 N. The initial configuration was such that

• the initial contact force ranged from 3.73 N to 4.55 N,

• the initial target feature error (distance between the target and the
central scan line) ranged from 4.29 cm to 5.58 cm,
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Table 4.1 – Control gain settings used in the target-specific confidence-driven
control convergence experiment series.

series λf
k

(m N−1 s−1) λt (s−1) λc (s−1)
A 1.0× 10−3 0.2 0.3
B 2.0× 10−3 0.4 0.4
C 2.0× 10−3 0.6 0.6
D 2.0× 10−3 0.8 0.8
E 2.0× 10−3 1.0 1.0

• and the initial angular confidence feature error ranged from 1.0◦ to
7.8◦.

For each experiment, we computed the mean feature errors at con-
vergence. In order to have a common reference to compare the different
experiments, we used the characteristic time τ of the system to define
the convergence time. Specifically, τ was defined as

τ =
1

min(λt, λc)
, (4.1)

which is the characteristic time of the slowest control component. Then,
we defined the final feature errors for each feature s ∈ {sf , st, sc} as the
average of |s − s∗| in the time slot 5τ < t < 10τ , where t is the time
elapsed from the activation of the control law.

The final feature errors for each experiment are reported in Figure 4.6.
The maximum observed final feature errors were 0.3 N for the force con-
trol task, 0.16 mm for the target centering task, and 1.0◦ for the confi-
dence control task. Thus, the force control gain impacts the convergence
accuracy of the contact force feature, which was in average 0.06 N for
λf
k

= 1.0× 10−3 m N−1 s−1, and 0.23 N for λf
k

= 2.0× 10−3 m N−1 s−1.
On the other hand, the control gains for the target centering task and
the confidence control task did not appear to impact significantly the
convergence accuracy of the associated features.

The evolution of the system features during one of the convergence
experiments of series E is presented in Figure 4.7. In this particular
example, the mean final feature errors were 0.19 N for the force control
task, 0.13 mm for the target centering task, and 1.0◦ for the confidence
control task. These results indicate that our system can reach an excellent
precision simultaneously for target centering and confidence control.
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Figure 4.6 – Convergence accuracy of the target-specific confidence-driven
control. Each dot corresponds to the final feature error for one experiment.
(a) Force error ef in Newtons. (b) Target centering error et in micrometers.
(c) Confidence feature error ec in degrees.
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Figure 4.7 – Convergence of the target-specific confidence-driven control in
a static environment. (a) Confidence feature error ec in degrees. (b) Target
centering error et in millimeters. (c) Contact force sf in Newtons.
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4.3 Reaction to disturbances

In the previous section, we have reported experimental results on the
convergence of our confidence-driven control approaches in a static envi-
ronment. We will now present the results of experiments aimed at testing
the reaction of the system to disturbances such as shadowing and motion.

4.3.1 Global confidence-driven control

Experimental setup
robot scanner probe phantom

KUKA iiwa SonixRP 4DC7 (3D mode) CIRS

We start by describing an experiment that illustrates the behavior of the
global confidence-driven controller in the presence of shadows. To this
end, a band of paper was inserted manually between the ultrasound probe
and the phantom, thus generating a strong shadow in the ultrasound
image, as illustrated in Figure 4.8. During the experiment, the band of
paper was inserted and withdrawn on different sides of the ultrasound
probe. Consequently, our system automatically reoriented the probe in
order to avoid the shadowed area. The control gains were set to λf

k
=

5.0× 10−4 m N−1 s−1 for the force control task, λt = 0.8 s−1 for the target
centering task, and λc = 0.8 s−1 for the confidence control task.

The evolution of the confidence features during a shadowing experi-
ment is represented in Figure 4.9, where the 4 gray areas correspond to
the periods during which a shadow was generated:

• At t = 21 s, the band of paper was inserted on the right1 [Fig-
ure 4.8(c)], resulting in a negative shift of θc, which triggered an
in-plane rotation of the probe. Similarly, when the band of paper
was withdrawn at t = 27 s, we observed a positive shift of θc, and
the probe moved back to its original position. During this pertur-
bation, the largest absolute deviation of the features was 3.12◦ for
θc and 0.84◦ for φc.

• From t = 33 s to t = 37 s, the band of paper was inserted at the
rear of the probe [Figure 4.8(d)], inducing a perturbation of φc.

• From t = 45 s to t = 50 s, the band of paper was inserted on the
left of the probe, inducing a perturbation of θc.

1The terms right, left, rear and front refer to the viewpoint of Figure 4.8.
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(a) (b)

(c) (d)

Figure 4.8 – 3D global confidence-driven control. (a) Initial configuration
– the probe is not fully in contact with the phantom. (b) The system has
converged, and the image quality is higher. (c) A shadow is generated using
a paper band, which is inserted between the probe and the phantom by the
experimenter. The system reacts automatically by reorienting the probe.

• From t = 57 s to t = 61 s, the band of paper was inserted at the
front of the probe, inducing a perturbation of φc.

The results of these 4 perturbations are summarized in Table 4.2. We
observe that the absolute deviation is significantly higher for the feature
which corresponds to the direction of the perturbation (highlighted in
bold). Thus, this experiment validates the discriminative power of the
chosen features.

Table 4.2 – Maximum absolute deviation of the angular confidence features
during 4 different perturbations of the system. Values in bold correspond to
the main direction of the perturbation

direction start end max |eθ| max |eφ|
right 21 s 27 s 3.12◦ 0.84◦

rear 33 s 37 s 1.42◦ 6.55◦

left 45 s 50 s 4.51◦ 1.60◦

front 57 s 61 s 0.74◦ 4.02◦
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Figure 4.9 – Evolution of the confidence feature errors θc (—) and φc (—),
in degrees, during a shadow avoidance experiment under global confidence-
driven control. The four gray areas corresponds to the periods of disturbance,
during which a band of paper was manually inserted between the probe and
the phantom’s surface in order to generate a shadow.

4.3.2 Target-specific confidence-driven control

Experimental setup
robot scanner probe phantom

KUKA iiwa SonixRP 4DC7 (2D mode) CIRS

Let us now consider the target-specific confidence-driven control. In order
to test the tracking capability of the system, we disturbed the equilib-
rium of the system by manually moving the phantom, as illustrated in
Figure 4.10(c). In addition, we used the same method as previously,
with a paper band, to generate a shadow in the ultrasound image [Fig-
ure 4.10(d)]. The control gains were set to λf

k
= 5.0× 10−4 m N−1 s−1

for the force control task, λt = 0.8 s−1 for the target centering task, and
λc = 0.8 s−1 for the confidence control task.

The evolution of the confidence and target centering errors during an
experiment is represented in Figure 4.11, where the gray areas correspond
to periods of disturbance:

• Motion: The phantom was manually moved [Figure 4.10(c)] for-
ward (24 s < t < 33 s) and backward (34 s < t < 47 s). The robot
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(a) (b)

(c) (d)

Figure 4.10 – Target-specific confidence-driven control. The green rectan-
gle displayed on the ultrasound image represents the target. The blue line
displayed on the confidence map represents the angular confidence feature.
(a) Initial configuration. (b) The system has converged. The target is cen-
tered, and the image quality is higher. (c) The system tracks the moving
target, while maintaining a constant image quality. (d) The system adapts to
a manually generated shadow, while keeping the target centered.

automatically compensated by moving the probe along, while keep-
ing an optimal orientation. The maximal target centering error was
11.25 mm, and the maximal confidence feature error was 1.04◦.

• Shadowing (53 s < t < 62 s) and (70 s < t < 79 s): Similar to sec-
tion 4.3.1, a band of paper was manually inserted between the probe
and the phantom [Figure 4.10(d)] in order to generate an impor-
tant shadow. The robot automatically compensated by changing
the orientation of the probe, while keeping the region of interest
centered. The maximal confidence feature error was 3.89◦, and the
maximal target centering error was 0.18 mm.

The maximal feature errors of the 3 tasks for each perturbation are re-
ported in Table 4.3. We observe a good decoupling of the different tasks.
In particular, the effect of shadow compensation on the target positioning
task is negligible, with a maximum displacement of 0.18 mm.
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Figure 4.11 – Evolution of the features during target-specific confidence-
driven control, in a dynamic environment. The gray areas correspond to peri-
ods of disturbance (moving phantom, shadowing). (a) Confidence feature error
θc in degrees. (b) Target centering error et in millimeters.

Table 4.3 – Maximum absolute feature errors during 4 different perturbations
of the system. Values in bold correspond to the feature which was specifically
excited by the perturbation

perturbation start end max |ec| max |et| max |ef |
motion right 24 s 33 s 1.04◦ 11.26 mm 1.47N
motion left 34 s 47 s 0.77◦ 8.34 mm 0.95N
shadow left 53 s 62 s 2.35◦ 0.18mm 0.95N
shadow right 70 s 79 s 3.89◦ 0.18mm 0.86N
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4.3.2.1 Evaluation of target tracking quality

In order to evaluate the benefit of performing confidence-driven control
during target tracking, we propose an investigation of the impact of our
confidence-driven control scheme on the tracking quality. To this end,
we use the normalized correlation between the intensities strack in the
tracked region of interest and those of the initial template, s∗track. Let
us recall the expression of the normalized correlation, which was already
introduced in section 1.2.1.1:

ρ(strack, s
∗
track) =

∑
i

(strack(i)− s̄track)(s
∗
track(i)− s̄∗track)

σ(strack)σ(s∗track)
, (4.2)

where s̄track and σ(strack) are the mean and standard deviation of strack,
respectively. The normalized correlation ρ takes values in [−1, 1], where
1 denotes a perfect correlation. Note that the normalized correlation can
account both for tracking errors and for a decrease in the signal quality.
Therefore, it is an interesting tool to measure the tracking quality.

To assess the impact of confidence control on the quality of target
tracking, we compared the evolution of the normalized correlation dur-
ing two region tracking experiments, first without confidence control, and
then with confidence control. In both experiments, the target was ini-
tialized manually in a region with high confidence. Results are displayed
in Figure 4.12, where the gray areas correspond to external disturbances.
We observe that, in the experiment with confidence control, the normal-
ized correlation was high and stable, at 0.78± 0.02. On the other hand,
without confidence control, the normalized correlation took significantly
lower values and varied greatly (0.53 ± 0.15) when the phantom was
moved. This is because nothing prevented the target region from being
shadowed.

To better visualize the evolution of the normalized correlation, we
colored the target region according the the value of ρ in the live ul-
trasound display. The color of the rectangle is set, in RGB format, as
(1−max(ρ, 0),max(ρ, 0), 0), so that the rectangle is red when ρ ≤ 0, green
when ρ = 1, and its color varies continuously in between. Figure 4.13
illustrates the target tracking experiment without confidence control. As
nothing prevents the target from being shadowed, the template correla-
tion drops significantly in Figure 4.13(b), which leads to a failure of the
tracking algorithm.
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Figure 4.12 – Evolution of the normalized correlation between the tracked
target and the initial template, (a) without and (b) with confidence control.

(a) (b)

Figure 4.13 – Target tracking without confidence control. The rectangle
displayed on the ultrasound image represents the target. Its color indicates the
tracking quality, with green corresponding to a high correlation with the initial
template, and red a low correlation with the template. (a) Initial configuration.
(b) Without confidence control, the visibility of the target is not guaranteed,
which can result in a tracking failure.
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4.4 Confidence-optimized tele-echography

In the previous sections, we have reported experimental results which
illustrate the behavior of the proposed control laws in a well-controlled
environment. In particular, we have investigated the convergence ac-
curacy of the different features, and we have tested the reaction of the
system to specific disturbances, such as motion and shadowing.

We now illustrate the use of the global confidence-driven control
scheme for teleoperation. The objective of this control scheme is to ease
the manipulation of the probe, by optimizing its orientation during the
teleoperated examination. The robotic system is controlled according to
(3.45), so that the control is shared between the computer and the human
operator.

4.4.1 Phantom experiment

Experimental setup
robot scanner probe phantom

Viper s850 SonixTOUCH SonoSite ABDFAN

During teleoperation, the user has the control over the two translation
motions of the probe along the surface. Translation along the y-axis
(depth direction) is managed by the force controller. The orientation
of the probe is automatically adapted by the confidence controller to
provide a good global image quality. As a result, high image quality is
maintained even when scanning shadowed areas such as behind the ribs
(Figure 4.14).

The evolution of the system’s features during a teleoperation exper-
iment is represented in Figure 4.15. Between the frames presented in
Figure 4.14(c) and (d), the probe was guided by the operator towards
the side of the phantom, over the ribs. The peak in feature error ob-
served around t = 40 s in Figure 4.15(a) corresponds to the instant when
the probe reached the rib cage. A peak in the contact force, due to the
salient ribs, occured at the same instant. The feature error then quickly
decreased thanks to our confidence-based control scheme. As a result,
although the ribs are strongly shadowing, our confidence-based visual
servoing method allowed the probe to be automatically re-oriented in a
way that maintained the visibility of inner tissues.
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(a) (b)

(c) (d)

Figure 4.14 – Confidence-optimized tele-echography on an ABDFAN phan-
tom with a 2D ultrasound probe. (a) Initial contact with the phantom. (b)
Position at convergence (t = 23 s). (c) The operator moves the probe towards
the ribs (t = 171 s). (d) The probe is placed between the ribs (t = 209 s)
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Figure 4.15 – Tele-echography with the global confidence-driven control. (a)
Confidence feature error θc in degrees. (b) Contact force sf in Newtons. The
gray parts correspond to the periods during which the teleoperation was active.
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4.4.2 In vivo experiment

Experimental setup
robot scanner probe subject

KUKA iiwa SonixRP 4DC7 (3D mode) human

In the previous section, we have presented a teleoperation experiment
on phantom. The purpose of this experiment was to validate the shared
control framework, with a human operator controlling the translation
motion along the x- and z-axes (along the surface). We now present a
demonstration of teleoperation on a human volunteer, aimed at validating
the proposed control framework in real conditions. In particular, the
system now has to cope with breathing and tissue motion.

For these experiments, we used the force controller provided by the
KUKA software in order to guarantee the safety of the procedure. The
desired contact force was set to 2 N, which was sufficient to obtain a
satisfying image quality. The confidence control law was the same as
previously, with a force control gain of λc = 0.8.

We describe thereafter the results of three experiments: frontal ab-
dominal scan under normal breathing, frontal abdominal scan under
heavy breathing, and lateral abdominal scan under normal breathing.

Normal breathing For our first test on a human subject, the volun-
teer was asked to breath normally. The probe was placed vertically above
the abdomen [Figure 4.16(a)]. Force control was first activated, followed
by the global confidence-driven control law. After initial convergence,
the feature errors were 0.58◦ ± 0.31◦ for θc (in-plane orientation), and
−0.33◦ ± 0.02◦ for φc (out-of-plane orientation) [Figure 4.16(b)]. Then,
the operator moved the probe towards the right side of the patient. Con-
sequently, the system automatically tilted the probe in order to follow
the curvature of the body surface. As a result, a good image quality
was maintained [Figure 4.16(c)]. Finally, the operator moved the probe
back towards the center of the abdomen, and the robot titled back in
the opposite direction [Figure 4.16(d)]. During the teleoperation, the
maximum confidence feature errors were 3.0◦ for θc and 2.6◦ for φc. The
evolution of the confidence feature errors during the experiment is rep-
resented in Figure 4.17. These results show that our confidence-driven
controller is able to adapt the orientation of the probe in order to main-
tain a good global image quality. The maximum confidence feature error
(3◦) was small compared to the field of view of the ultrasound probe and
the rotation applied to the probe.
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(a) (b)

(c) (d)

Figure 4.16 – Confidence-optimized tele-echography on a human volunteer –
frontal abdominal scan – normal breathing. (a) Initial position. (b) Position
at convergence (t = 11 s). (c) The operator moves the probe towards the right
side of the patient (t = 21 s). (d) The operator moves the probe back to the
center of the torso (t = 51 s)
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Figure 4.17 – Evolution of the confidence feature errors θc (—) and φc (—),
in degrees, during a tele-echography on a human volunteer – frontal abdominal
scan – normal breathing.
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(a) (b)

Figure 4.18 – Confidence-optimized ultrasound acquisition on a human vol-
unteer – frontal abdominal scan – heavy breathing. (a) Exhalation. (b) In-
halation.
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Figure 4.19 – Position of the probe along the z-axis (altitude) during heavy
breathing.

Heavy breathing In a second experiment, the volunteer was asked to
breath heavily. The purpose of this experiment was to assess the system’s
capability to adapt the orientation of the ultrasound probe when large
motions occur. The probe was placed vertically above the abdomen (Fig-
ure 4.18). Again, force control was activated first, followed by confidence
control. The patient had a breathing period of approximately 6 s, with an
amplitude of 4 cm along the elevation axis (Figure 4.19). Breathing also
impacted the optimal scanning direction, so that the system automati-
cally re-oriented the probe, following the breathing pattern. We report in
Figure 4.20 the confidence feature errors during the experiment. Thanks
to confidence control, the confidence feature errors were kept below 3.2◦

for θc, and 1.6◦ for φc. Therefore, we did not observe any significant
increase in the confidence feature error, compared to the experiment per-
formed under normal breathing. This shows that our system is able to
compensate for large motions.
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Figure 4.20 – Evolution of the confidence feature errors θc (—) and φc (—),
in degrees, during an ultrasound acquisition on a human volunteer – frontal
abdominal scan – heavy breathing.

Lateral scan Finally, we present an experiment where the probe is
placed on the right side of the patient’s abdomen (Figure 4.21). In this
experiment, the volunteer was asked to breath normally. After initial
convergence, the confidence feature errors were −0.45◦ ± 0.11◦ for θc,
and 0.13◦ ± 0.27◦ for φc [Figure 4.21(b)]. Then, the operator moved
the probe down along the side of the patient. Consequently, the system
automatically tilted the probe in order to follow the curvature of the
body surface, maintaining a good image quality [Figure 4.21(c)]. Finally,
the operator moved the probe back up, and the robot titled back in the
opposite direction [Figure 4.21(d)].

During teleoperation, the maximum confidence feature errors were
1.4◦ for θc and 4.6◦ for φc. The evolution of the confidence feature
errors during the experiment is represented in Figure 4.22. As in the
previous experiments, the maximum confidence feature errors remained
acceptable, and the image contents was clearly visible throughout the
experiment.

4.5 Conclusion

In this chapter, we presented the results of a series of experiments that
illustrate our framework. We tested the confidence-driven control meth-
ods presented in chapter 3 in terms of convergence and reaction to distur-
bances. The results show that the proposed control schemes effectively
yield a simultaneous convergence of the force contact and visual features.
In addition, confidence control allows the robotic system to efficiently
compensate for disturbances such as shadowing and tissue motion.
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(a) (b)

(c) (d)

Figure 4.21 – Confidence-optimized tele-echography on a human subject –
lateral abdominal scan – normal breathing. (a) Initial position. (b) Position
at convergence (t = 11 s). (c) The operator moves the probe towards the right
side of the patient (t = 21 s). (d) The operator moves the probe back to the
center of the torso (t = 51 s)
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Figure 4.22 – Evolution of the confidence feature errors θc (—) and φc (—),
in degrees, during a tele-echography on a human volunteer – lateral abdominal
scan – normal breathing.
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4.5. Conclusion

Then, we presented an illustration of our framework in the context
of tele-echography, where the control was shared between the automatic
controller and a teleoperator. In particular, we performed a series of
experiments on a human volunteer. These experiments validate the use
of our methods in realistic conditions. In that regard, they constitute an
initial step towards a clinical validation of our framework.
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In this dissertation, we discussed several issues in the field of robotized
ultrasound imaging. In chapter 1, we provided an introduction to ultra-
sound imaging, and a review of real-time tracking methods for ultrasound
images. Then, we addressed the issue of ultrasound image quality, and we
presented different methods for estimating the quality of the ultrasound
signal. In chapter 2, we introduced the state-of-the-art visual servoing
approaches for the control of an ultrasound probe and ultrasound-guided
instrument manipulation. In chapter 3, we proposed a study of the in-
teraction between image quality and probe positioning. We developed a
framework for controlling a robot-held ultrasound probe from the con-
fidence map, in order to optimize the image quality. In chapter 4, we
presented the results of experiments illustrating the proposed confidence-
driven control methods. Thereafter, we draw the conclusions of this thesis
on the topics of soft tissue tracking, ultrasound image quality, ultrasound-
based visual servoing, and confidence-driven visual servoing. Then, we
provide some perspectives for further developments of the work presented
herein.

Soft tissue tracking

We started this dissertation with an introduction to ultrasound imaging,
and a review of tracking algorithms. Localizing anatomical landmarks is
a key prerequisite in the design of ultrasound-guided control strategies.
The segmentation, detection, and tracking of structures in ultrasound
image are active subjects of research, with a wide corpus of approaches
originating from the communities of medical image analysis and com-
puter vision. In our review of the literature, we focused on methods
with real-time tracking capability, which is essential when considering
image-guided control schemes. In this regard, template tracking and ac-
tive contour approaches currently provide a good trade-off in terms of
robustness, accuracy, and speed. However, template tracking algorithms
are limited to rigid motions, and cannot cope with the deformations that
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occur in living tissues. Deformable block matching is a promising solution
to overcome this limitation, but it is more computationally expensive. In-
corporating anatomy-specific shape priors could help designing a faster
and more robust tracking.

Ultrasound image quality

Estimating the quality of the ultrasound signal is important for the de-
velopment of robot-assisted ultrasound acquisition systems, in order to
ensure an optimal image quality. A measure of ultrasound signal quality
also provides a mean to assess the reliability of the image content, which
is useful to subsequent image analysis steps. Among the different ap-
proaches that we presented, the concept of confidence map seems to be
the most promising. It provides a real-valued measure of signal quality
for each pixel in the ultrasound image. The confidence map estimation
approach originally presented by [Karamalis et al., 2012], which is based
on the random walks algorithm, incorporates a simplified model of ultra-
sound propagation properties. However, its computational complexity
is relatively high, and the results present temporal discontinuities. We
proposed a simpler method, based on the integration of ultrasound inten-
sity along the scan lines, which is much faster to compute, and provides
smoother results. We are convinced that alternative methods can still be
found, that incorporate the advantages of both approaches.

Ultrasound-based visual servoing

In chapter 2, we presented a review of ultrasound-based visual servoing
methods. We addressed two main topics: the control of an ultrasound
probe, and needle insertion under ultrasound guidance. For the control
of an ultrasound probe by visual servoing, the main challenge consists in
the modeling of the interaction between the motion of the probe and the
image content. The topic has been widely covered in the literature, and
consists of geometric approaches and intensity-based approaches. Nee-
dle insertion is an other important topic in the field of robot-assisted
ultrasound-guided procedures. We provided an overview of needle track-
ing methods for ultrasound images, which are necessary to the design
of robotic assistance systems for needle insertion. Then, we presented
a review of robotized needle insertion techniques, and in particular nee-
dle steering. We proposed a new 3D ultrasound-guided needle steering
method based on visual servoing.
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Confidence-driven visual servoing
In chapter 3, we covered the main topic of this thesis. We proposed a vi-
sual servoing framework for controlling the orientation of an ultrasound
probe based on the confidence map. The issue of controlling the im-
age quality had not been addressed in the literature on ultrasound-based
visual servoing. First, we provided an analysis of the dynamics of the
confidence maps, and we proposed a model of the interaction between
the probe’s motion and the confidence values. Then, we introduced two
different confidence-driven control schemes, aimed at (i) globally opti-
mizing the image quality, and (ii) optimizing the image quality for a
specific anatomical target. In particular, we showed how to obtain a
decoupled control of contact force, target positioning, and confidence.
We presented experimental results that validate the proposed methods.
Through experiments on phantom, we studied the convergence accuracy
of the system, and its behavior in the presence of disturbances such as
motion and shadowing. Then, we presented an application of our global
confidence-driven control method to tele-echography, with a shared (hu-
man/computer) control configuration. In particular, we presented a vali-
dation of our framework on a human volunteer. The results confirm that
the proposed method is applicable in real conditions.

Perspectives
In the following, we discuss possible further developments that could be
made in the continuity of the work presented in this thesis, both in terms
of theoretical research and clinical integration. We first present short-
term perspectives, that could be attained in the next few years. Then, we
propose long-term perspectives, which may require longer developments
because of technical challenges or clinical constraints.

Short-term

Theoretical perspectives

Confidence estimation We presented a review of quality estimation
methods for ultrasound images. From these methods, the concept of
confidence maps, providing a pixel-wise measure of ultrasound signal
quality, is a promising direction. In our implementation, we used two
versions of the confidence map. The random walks confidence map, based
on a simplified model of sound propagation in soft tissues, and the scan
line integration method. The second one is very simple, and may not
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reflect precisely the actual sound attenuation profile, but it is very time-
efficient. In addition, it presents a better temporal continuity than the
random walks confidence map. Surely, alternative methods could be
designed, that better model the physics of ultrasound propagation, while
maintaining a reasonable computational cost. In order to obtain a fine
estimation of ultrasound signal quality, it would be desirable to go away
from B-mode ultrasound, and to work directly on the radio-frequency
data. Indeed, this would allow to be closer to the raw physical signal, and
thus to avoid the deformations applied to the signal by post-processing
steps. The use of the RF signal was recently investigated in [Klein and
Wells III, 2015], where a measure of similarity in the distribution of RF
intensities is used in the definition of the weights for the random walks
algorithms.

Servoing schemes In addition to improvements in the estimation of
the ultrasound signal quality, there is still room for research in the mod-
eling of the interaction between the quality and the positioning of the
probe. In particular, the methods we proposed are based on the ser-
voing of angular confidence features. It would be interesting to have
a direct control from the confidence map values. For instance, the vi-
sual servoing control law could be designed in a dense manner, similar to
intensity-based visual servoing as proposed in [Nadeau and Krupa, 2013].
This could allow one to have a finer control on the quality of a precise
target. On the control aspect, we proposed an hybrid control strategy,
to fulfill simultaneously different control tasks. We presented an exam-
ple with force control, target positioning, and confidence control. Other
types of tasks could be considered as well. Indeed, the confidence-driven
control method that we have introduced is generic, and it aims at be-
ing integrated in other ultrasound-based visual servoing frameworks. In
our target-specific confidence-driven control method, we used the redun-
dancy formalism as presented in [Siciliano and Slotine, 1991] to combine
the different tasks. This framework was sufficient in our case, where a
perfect decoupling of the tasks could be found. Other task redundancy
approaches have been proposed, that allow the fusion of tasks that are
more strongly coupled [Mansard and Chaumette, 2009].

Contact modeling Moreover, a precise modeling of the acoustic trans-
mission at the surface would be desirable. As is it defined, the confidence
map mainly models the sound propagation in the tissue. This model
could be coupled with a model of sound transmission between the probe
and the skin, to have a precise estimate of acoustic attenuation at the
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surface. Such a model would allow, for instance, an automatic detection
of a lack of acoustic gel. Indeed, the issue of acoustic gel was not di-
rectly addressed in this thesis. In the future, one could imagine having
a gel dispenser on the robot, autonomously applying gel when needed to
maintain a good acoustic coupling with the patient’s skin.

Clinical perspectives

Tele-echography The contributions we presented in this dissertation
ranged from the modeling of the system to its practical implementa-
tion and validation on a human volunteer. The next step will consist in
the integration of the proposed method in a clinical setup. In particular,
the main application we considered was robotized tele-echography, where
confidence control could assist the teleoperator by maintaining automat-
ically a good image quality. This application could be transferred easily
to the clinic, since it does not involve any invasive procedure. The robot
is used as a tool to hold the probe, and partial automation is used to
ease the task of the physician, who remains in control of the procedure.
Clinical integration will require an extensive interaction with physicians,
in order to build a solution that best answers their specific needs.

Autonomous screening In addition to tele-echography, our frame-
work could be used in different scenarios. The proposed target-specific
confidence-driven control allows the system to automatically maintain
a good image quality while tracking an anatomical target. This opens
perspectives towards autonomous screening of a region or organ, in or-
der to obtain a high-quality 3D scan of a structure of interest. Initial
steps in this direction were recently proposed in [Virga et al., 2016] for
screening the aorta. Ideally, a preoperative scan from the patient, or an
anatomical atlas, could be used to select a desired region of interest to
be scanned autonomously by the robotized ultrasound system. In this
scenario, confidence-driven control would be useful to ensure an optimal
image quality.

Long-term

Clinical integration The first long-term perspective of the work pre-
sented in this thesis is a full clinical integration of the proposed methods.
To this end, all aspects of the solution should be carefully considered,
from the design of the robot to the user interface. There again, continu-
ous interaction with the clinical staff is primordial. In addition, attention
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must be paid to all the requirements for a smooth integration of the sys-
tem to the operating room, such as described in [Navab et al., 2016].
An important challenge in the translation of a new technology into clin-
ical practice is the acceptance of the system by the medical staff. This
necessitates, on one hand, a careful design of the system and the hu-
man/machine interface. On the other hand, it also requires the develop-
ment of education and training solutions to form the medical staff to the
use of this technology. In this regard, immersive simulation environments
could help prototyping and testing new technologies, and allow a faster
translation of experimental systems into clinical applications [Wucherer
et al., 2013; Promayon et al., 2013].

Intraoperative imaging In terms of clinical applications, we have
mainly discussed the use of our method for diagnostic purposes, in the
context of tele-echography. Eventually, our methods could also be of use
in robot-assisted surgery, to improve needle placement during biopsy or
drug delivery. Indeed, controlling the image quality during ultrasound-
guided needle insertion could be a key to improve the reliability and
precision of such procedures. We presented a method for controlling
simultaneously the position of a target within the image and the quality
of the image, using the redundancy algorithm. With this approach, an
additional degree of freedom (the rotation around the depth direction)
remains available. It could be used, for instance, to automatically align
the needle shaft with the longitudinal axis of the probe, as was proposed
in [Chatelain et al., 2013]. This way, one would ensure that the needle
shaft is visualized in a direction where the image resolution is the highest,
thus improving its visibility. While such a method could be developed
and tested experimentally in the next years, we classify it in the long-
term perspectives, because the translation of intraoperative solutions to
the clinic is more challenging than for diagnostic imaging. In addition, it
would be desirable to fuse multiple imaging modalities for the guidance
of interventional procedures, in order to leverage the advantages of the
different modalities. For instance, fusing ultrasound with CT or MRI can
help performing a precise needle insertion towards a target that is not
directly detectable in the ultrasound images [Crocetti et al., 2008; Mauri
et al., 2014]. In the context of MRI or CT imaging, it is also important
to design robotic systems that are compatible with the imaging device
[Shahriari et al., 2015; Hungr et al., 2016].

Therapeutic ultrasound In the introduction, we have mentioned the
use of high-intensity focused ultrasound for thermal ablation of tissues.
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Ultrasound-based visual servoing has recently been proposed to improve
the accuracy of HIFU by performing motion compensation [Seo et al.,
2011; Chanel et al., 2015]. In this context, the confidence-driven control
framework we proposed could be use to ensure the visibility of the target.

Clinical workflow optimization Finally, a more general perspective
is the closed-loop integration of quality optimization into the clinical
workflow. In this thesis, we have focused on the optimization of image
quality. In order to obtain optimal results for a clinical task, it would
be necessary to consider the procedure in its entirety, and to optimize
all components with respect to the expected outcome. For instance, if
the aim is to obtain a high-quality 3D ultrasound image of an organ, the
acquisition procedure should be designed so as to optimize the quality
of the final reconstructed 3D image, and not solely of each individual
image. This could imply predicting the quality of the reconstruction
from the data that has been acquired, and predicting how to acquire new
data to improve the reconstructed image. Similarly, for target tracking, it
should be possible to use the confidence map to predict the quality of the
tracking, and to take actions to guarantee the success of the tracking. In
addition, such an indicator on the confidence of the measures extracted
from the image could provide useful information to the medical staff. In
this regard, machine learning algorithms could help predicting the long-
term outcome of the procedures, and optimizing each step so as to get
the best possible outcome.
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We provide the abstracts of those publications which were not discussed
in the dissertation.

Real-Time Needle Detection and Tracking Using a Vi-
sually Servoed 3D Ultrasound Probe

P. Chatelain, A. Krupa, M. Marchal

In this paper, we present a method to localize and track manually inserted
needles in real-time using a three-dimensional ultrasound probe mounted
on a robotized arm. The system tracks the needle in real-time using
image processing. We first propose a new algorithm capable of robustly
detecting a needle from the moment it is inserted, without any a priori
information on the insertion direction. By combining the random sample
consensus (RANSAC) algorithm with Kalman filtering in closed loop, we
achieve robust real-time tracking of the needle. In addition, we propose
a control scheme to automatically guide the ultrasonic probe in order to
keep the needle within the field of view, while aligning its axis with the
ultrasound beam. This method will ease the insertion of the needle by
the operator, and allow the development of autonomous needle insertion
by medical robots.
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Learning fromMultiple Experts with Random Forests:
Application to the Segmentation of the Midbrain in
3D Ultrasound

P. Chatelain, O. Pauly, L. Peter, A. Ahmadi, A. Plate, K.
Bötzel, N. Navab

In the field of computer aided medical image analysis, it is often difficult
to obtain reliable ground truth for evaluating algorithms or supervising
statistical learning procedures. In this paper we present a new method for
training a classification forest from images labeled by variably performing
experts, while simultaneously evaluating the performance of each expert.
Our approach builds upon state-of-the-art randomized classification for-
est techniques for medical image segmentation and recent methods for
the fusion of multiple expert decisions. By incorporating the performance
evaluation within the training phase, we obtain a novel forest framework
for learning from conflicting expert decisions, accounting for both inter-
and intra-expert variability. We demonstrate on a synthetic example that
our method allows to retrieve the correct segmentation among other in-
correctly labeled images, and we present an application to the automatic
segmentation of the midbrain in 3D transcranial ultrasound images.

Leveraging Random Forests for Interactive Exploration
of Large Histological Images

L. Peter, D. Mateus, P. Chatelain, N. Schworm, S. Stangl, G.
Multhoff, N. Navab

The large size of histological images combined with their very challenging
appearance are two main difficulties which considerably complicate their
analysis. In this paper, we introduce an interactive strategy leveraging
the output of a supervised random forest classifier to guide a user through
such large visual data. Starting from a forest-based pixelwise estimate,
subregions of the images at hand are automatically ranked and sequen-
tially displayed according to their expected interest. After each region
suggestion, the user selects among several options a rough estimate of
the true amount of foreground pixels in this region. From these one-click
inputs, the region scoring function is updated in real time using an online
gradient descent procedure, which corrects on-the-fly the shortcomings of
the initial model and adapts future suggestions accordingly. Experimen-
tal validation is conducted for extramedullary hematopoesis localization
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and demonstrates both the practical feasibility of the procedure as well
as the benefit of the online adaptation strategy.

Scale-Adaptive Forest Training via an Efficient Fea-
ture Sampling Scheme

L. Peter, O. Pauly, P. Chatelain, D. Mateus, N. Navab

In the context of forest-based segmentation of medical data, modeling the
visual appearance around a voxel requires the choice of the scale at which
contextual information is extracted, which is of crucial importance for the
final segmentation performance. Building on Haar-like visual features,
we introduce a simple yet effective modification of the forest training
which automatically infers the most informative scale at each stage of
the procedure. Instead of the standard uniform sampling during node
split optimization, our approach draws candidate features sequentially
in a fine-to-coarse fashion. While being very easy to implement, this
alternative is free of additional parameters, has the same computational
cost as a standard training and shows consistent improvements on three
medical segmentation datasets with very different properties.
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Résumé
La manipulation robotique d’une sonde échographique a été un important sujet
de recherche depuis plusieurs années. Plus particulièrement, des méthodes d’as-
servissement visuel guidé par échographie ont été développées pour accomplir
différentes tâches, telles que la compensation de mouvement, le maintien de la
visibilité d’une structure pendant la téléopération, ou le suivi d’un instrument
chirurgical. Cependant, en raison de la nature des images échographiques, ga-
rantir une bonne qualité d’image durant l’acquisition est un problème difficile,
qui a jusqu’ici été très peu abordé.

Cette thèse traite du contrôle de la qualité des images échographiques ac-
quises par une sonde robotisée. La qualité du signal acoustique au sein de
l’image est représentée par une carte de confiance, qui est ensuite utilisée
comme signal d’entrée d’une loi de commande permettant d’optimiser le posi-
tionnement de la sonde échographique. Une commande hybride est également
proposée pour optimiser la fenêtre acoustique pour une cible anatomique qui
est détectée dans l’image. L’approche proposée est illustrée dans le cas d’un
scénario de télé-échographie, où le contrôle de la sonde est partagé entre la
machine et le téléopérateur.

Mots-clés — Robotique médicale, échographie, asservissement visuel, qualité
de l’image

Abstract
The robotic guidance of an ultrasound probe has been extensively studied as a
way to assist sonographers in performing an exam. In particular, ultrasound-
based visual servoing methods have been developed to fulfill various tasks,
such as compensating for physiological motion, maintaining the visibility of
an anatomic target during teleoperation, or tracking a surgical instrument.
However, due to the specific nature of ultrasound images, guaranteeing a good
image quality during the procedure remains an unaddressed challenge.

This thesis deals with the control of ultrasound image quality for a robot-
held ultrasound probe. The ultrasound signal quality within the image is rep-
resented by a confidence map, which is used to design a servo control law for
optimizing the placement of the ultrasound probe. A control fusion is also pro-
posed to optimize the acoustic window for a specific anatomical target which is
tracked in the ultrasound images. The method is illustrated in a teleoperation
scenario, where the control is shared between the automatic controller and a
human operator.

Keywords — Medical robotics, ultrasonography, visual servoing, image qual-
ity
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