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A B S T R AC T

Motion plays an important role in machine perception to automatically analyze
the content of sceneries which have been captured by video cameras. The
information obtained from moving objects and surfaces allows the dynamical
behavior of entities on different abstraction levels to be analyzed and is a
decisive element for the understanding of the scenery. The technical concept
of optical flow was first presented in 1980 as a powerful low-level feature for
the capture of motion. The on-going improvements in this area have led to
very precise and reliable motion estimation algorithms. Thus, the analysis
of motion information have become an important part in most video-based
surveillance, classification and video processing systems.
In this thesis, the estimation and analysis of motion in video is investigated.
In the context of motion estimation, an advanced local optical flow approach
with outstanding run-time characteristics is described. This approach is characterized by its accuracy and a scalability with respect to computational load.
As for many video analytic systems, computational efficiency, i.e. real-time
capability, plays a crucial role and scalability is a solution for overcoming
obstacles in the application of estimating motion. The developed algorithm
is further extended by an image-based interpolation scheme for fast dense
motion estimation. Compared to other state-of-the-art methods, it is the most
accurate optical flow method which performs beyond 1 frame per second.
In the context of motion analysis, this work presents a novel Lagrangianbased framework to understand and compactly characterize dynamic motion
phenomena. The proposed approach tailors Lagrangian concepts with respect
to optical flow and introduces the Lagrangian fields. These fields are the
basis for a novel scalable motion representation that allows one to capture
and quantify complex time-dependent motion features on variable temporal
ranges.
As proof of concept, the Lagrangian framework is integrated in four selected
video-based surveillance applications: crowd motion visualization, people carrying baggage recognition, human action recognition and violence detection.
The described applications show how easy it is to deploy the proposed concept
to existing image and video-based methods and advance them towards the
Lagrangian notion. The experimental results demonstrate the improved performances of the Lagrangian-based applications due to their ability to describe
complex long-term and short-term motion features.
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Z U S A M M E N FA S S U N G

Bewegung spielt eine wichtige Rolle im Bereich des maschinellen Sehens und
insbesondere der automatischen Analyse von Videodaten. Die Information, die
sich aus der Bewegung von Objekten und Oberflächen in einer Videosequenz
ergibt, erlaubt es Rückschlüsse über das dynamische Verhalten von Entitäten
in verschiedensten Abstraktionsebenen zu ziehen. Sie ist somit ein wichtiges
Werkzeug für das Verständnis der beobachteten Szenerie. Die Bewegungserfassung kann dabei durch das in 1980 in die Videoverarbeitung übertragene
Prinzip des Optischen Flusses ermöglicht werden. Nicht zuletzt durch die
hohe Präzision und Zuverlässigkeit moderner Optischer Flussalgorithmen ist
die Analyse von Bewegungsinformation ein wichtiger Bestandteil heutiger
Videoüberwachungs-, Klassifikations- und Verarbeitungssysteme.
In dieser Arbeit werden die Berechnung und die Analyse von Bewegung in
Videos beleuchtet. Im Rahmen der Bewegungsberechnung wird ein erweiterter lokaler Optischer Flussansatz beschrieben, der sich durch seine hohe
Genauigkeit, sein effizientes Laufzeitverhalten und seine gute Skalierbaren in
Bezug auf dem Rechenaufwand auszeichnet. Der entwickelte Ansatz wird in
ein bildbasiertes Interpolationskonzept integriert, welches die schnelle Berechnung von dichten Flussfeldern unter einer Sekunde ermöglicht. Dabei übertrifft
die Qualität der Ergebnisse jene aktueller Methoden, die eine Laufzeit von
über 1 Bild pro Sekunde besitzen.
Im Rahmen der Bewegungsanalyse wird ein neues Framework basierend
auf der Lagrange-Methodologie beschrieben, mit dem dynamische Bewegungsphänomene kompakt charakterisiert und verarbeitet werden können. Mit
diesem Ansatz findet eine Übertragung von Konzepten aus der LagrangeMethodologie auf das Anwendungsgebiet des Optischen Flusses statt, und
führt so zu den Lagrange-Feldern. Diese Felder bilden die Basis für eine neue
skalierbare Bewegungsrepräsentation, die es erlaubt komplexe zeitveränderliche Bewegungsmerkmale aus variierenden Zeiträumen zu erfassen.
Für den Proof of Concept wird das Lagrange-Framework für vier Anwendungen im Bereich der Videoüberwachung integriert: der Visualisierung von
Menschenströmen, Erkennungen von Personen mit Gepäckstücken, Erkennung von menschlichen Aktionen, Erkennung von Gewalt. Die Beispiele
zeigen, wie einfach das entwickelte Konzept in bestehende Algorithmen integriert und diese hinsichtlich der Lagrange-Methodologie erweitert und damit
verbessert werden können. Dadurch sind die entwickelten Anwendungen
nun in der Lage, komplexe Langzeit- und Kurzzeitbewegungsmerkmale zu
verarbeiten, wodurch eine deutliche Verbesserung der Ergebnisse erreicht
wird.
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Chapter 1

INTRODUCTION

1
INTRODUCTION

1.1

M O T I VAT I O N

The amount and availability of video data has massively increased in the last
decade. The main reasons for this development are the rapid evolution of
acquisition technology, i.e. sensors and storage systems, and an extensive
availability of video data. The amount of uploaded data to one of the largest
online-video providers may be considered as an indicator for this development:
the material uploaded per minute has increased by more than a factor of 30
from 13 hours per minute in 2008 to 400 hours per minute in 20151 . At the
same time, video surveillance systems have experienced a rapid development
in the recent decades, leading to the fact that they have become a part of our
daily lives. Nowadays, video surveillance systems are being deployed not only
for safety and security applications but also at department stores in order to
provide advertising assessment and quality of service, on highways for traffic
monitoring purposes, and even in houses for elderly people to assist them in a
non-invasive manner. The 24/7 availability and accessibility of closed-circuit
television (CCTV) footage poses major social challenges in vast domains,
including privacy, ethical and juridical objections. From a technical point
of view, due to the extensive availability of video data, the demand for an
effective processing of video data is growing rapidly, as are the challenges
posed by its future applications. As a complement to the advanced retrieval
of information from static imagery, the retrieval and processing of dynamic
motion patterns from video data is about to become an equally important field
and imposes the necessity of efficient, versatile and scalable approaches.
The information brought by the dynamical behavior of objects, surfaces
and/or the camera itself is a decisive element for the interpretation of motion
phenomena in many computer vision tasks. With the introduction of the
concept of optical flow to computer vision in 1980, the optical flow field was
presented: a novel, powerful, low-level feature to capture motion. In the
domain of computer vision, optical flow was introduced by Horn and Schunck
[PS81] and exploits two constraints: data conservation and spatial coherence.
Data conservation is generally based on the intensity constancy constraint,
a formalization of the observation that corresponding pixel intensity values
of a moving object remain constant in time, and defines under-determined
systems of equation. To solve this system, two kinds of spatial coherence
1 http://de.statista.com/statistik/daten/studie/207321/umfrage/
upload-von-videomaterial-bei-youtube-pro-minute-zeitreihe/
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conditions have been introduced and established: the techniques of global
and of local optical flow. In [PS81], Horn and Schunck proposed the origin
of the global method by presenting a soft spatial coherence, assuming the
partial derivatives of neighboring motion vectors to be minimal over the whole
vector field. The optical flow field is a minimum of a coupled energy term
based on the intensity changes of the whole image. In [LK81], Lucas and
Kanade introduced a strong spatial coherence, a local constraint expecting the
motion in a small region around the motion vector to be constant. The optical
flow vector estimated with a local method thus only depends on the intensity
changes of local spatial domains.
After the first decade of research on optical flow, the applicability of optical
flow methods was questionable. In 2001, McCane et al. argued that "[...] the
results for the real sequences are disappointing" [MNCG01]. In addition, the
computational load for the hardware of the period was very high. Since the midnoughties, global optical flow methods have been drastically improving and
have thus gained importance for the analysis of video data. The developments
were driven by three major challenges: the precise estimation of motion
discontinuities, i.e. motion boundaries at moving objects; the robust estimation
in environments with multiple error sources, e.g. changing illuminations or
motion blur; and the estimation of long-range object and/or camera movements.
In controlled environments, recent optical flow methods perform with motion
estimation errors of less than one pixel. However, the main disadvantage
of global approaches is the high computational load that still limits their
application for analytics with the requirement for a fast run-time.
In contrast, local optical flow methods have not changed substantially since
the pyramidal Lucas Kanade (PLK) method described by Bouguet [Bou00]
in 2000, and in general they are less accurate concerning the estimation of
dense motion fields. The main advantage of local methods is their computational complexity that is scalable towards the number of motion vectors to
be estimated, which is not the case for global methods. This allows for fast
computing by adjusting the number of flow vectors to be estimated and makes
local methods favorable for a large variety of computer vision applications.
As a consequence, in the literature the PLK approach is one of the most
frequently applied optical flow techniques for many applications in the fields
of video-based surveillance, video coding, robot navigation, augmented reality
or medical imaging.2 For these applications, computational efficiency, i.e.
real-time capability, plays a crucial role, and increasing the sparsity of the
motion information can be used to loosen the bottleneck of estimating motion
and thus to accelerate the overall system. The broad dissemination of the
relatively old PLK method shows its importance for applications in the field
of video analytics.
Motivated by the constant popularity of local methods, in particular the
PLK, this thesis aims to develop a new local optical flow approach to improve
2 In the literature, a widespread notion for PLK is Kanade Lucas Tomasi tracker (KLT) which, to
be precise, has used the PLK to track feature points detected by the Good Features To Track
method.
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motion estimation accuracy while being able to perform at a low run-time,
maintaining the applicability for a wide range of video analytic algorithms.
Due to improvements in optical flow research, the analysis of motion information has become an important part of today’s computer vision systems. The
processing of optical flow fields with up-to-date machine learning techniques
in terms of the convolutional neural network (CNN) and deep learning allows
distinct motion features to be automatically trained and applied and thus improves sole image-based video classification methods. However, the optical
flow field is limited to capturing motion events on a temporal scale between
two frames only. In many areas, long-term models such as long-term trajectories have been shown to outperform simple flow field-based models which
are able to capture events occurring at longer temporal scales. These models
strongly depend on suitable time intervals for optimal performance. Working
in a 3D+t domain can be very storage- and time-demanding, in particular for
content with a high resolution.
Lagrangian methodology is an alternative approach to represent and analyze
motion on variable temporal scales. its origins are in the analysis of general
dynamical systems and they have proven to be a powerful tool for analyzing
computational fluid dynamics systems. Ali and Shah [AS07] were the first
to apply this technique on video-based surveillance. The main idea is to
assume the movements of people in highly dense crowds, similar to theoretical
massless particles in a fluid flow. The flow direction can be defined by optical
flow. The main advantage of such a system is that the problem of detecting
and tracking individual persons, which is still unresolved for dense crowds,
can be avoided. Different aspects of crowd motion can be described over an
adjustable temporal scale, based on specific Lagrangian fields, i.e. scalar fields.
In the context of video analysis, the Lagrangian fields represent features in
an unsteady vector field which is given by a sequence of optical flow fields
describing a time-dependent dynamical system. Ali and Shah applied the
finite-time Lyapunov exponent (FTLE) field, a scalar field capturing the rate of
separation of particles moving in the crowd flow, to segment different moving
groups of people.
Besides representing crowd motion, the Lagrangian methodology is a
promising candidate for a novel motion representation describing complex
motion phenomena at variable temporal scales in videos. The methodology offers a smooth transition from temporally local, i.e. single frame, to a global,i.e.
time interval, description, wherein the Lagrangian fields may serve as lowlevel input to advanced processing systems. The concept of Lagrangian fields
allows observable patterns to be consistently quantified and a more global
and structural understanding of the underlying processes to be obtained. The
second part of this thesis aims to propose a general Lagrangian framework for
video analysis and shows its applicability to a selection of video-surveillance
applications.
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1.2

MAIN OBJECTIVES AND CONTRIBUTION

The main focus of this thesis is the estimation and analysis of motion in videos.
In the first part of the thesis, a novel optical flow based motion estimation
approach will be proposed. The proposed method will be based on the wellestablished PLK local optical flow method that has an excellent run-time
characteristic and scalability. This allows a run-time efficient method to be
developed that is versatile for a wide range of video analytics. The main
objective of the first part of this thesis is to advance the current accuracy of
local optical flow methods and to maintain or further improve the excellent
run-time performance. The main contributions of the novel local optical flow
method developed are as follows:
1. A robust statistical framework to enhance the robustness of the motion
estimation in uncooperative environments, i.e. underlying assumptions
are not met due to specific boundary conditions such as intensity constancy constraints in the occurrence of shadows [SEHS11, SES12].
2. An adaptive support region and an enhanced intensity constancy constraint to improve the precision for motion discontinuities and varying
illuminations. Two strategies have been proposed and compared to
automatically adjust the shape and the size of the support region in order
to make it fit better to the underlying motion structure [SES12, SBS14].
In addition, an extended intensity constancy constraint based on a linear
illumination model has been proposed to address environmental changes
in illumination, e.g. due to varying degrees of solar radiation [SGS16].
3. A novel scheme for an iterative refinement and initialization approach to
accelerate the motion estimation. The proposed scheme proves that the
motion increment can be found directly for a subset of solutions which
reduces the overall computational effort [SGKS13]. The proposed
initialization based on prediction obtained from the global motion of
the scene allows for further acceleration of the convergence speed and
improves the precision of estimates for long-range motions [SGS16].
4. Finally, the proposed local optical flow method has been embedded into
a dense and sparse motion estimation framework. For each strategy, an
in-depth quantitative evaluation and validation with the state-of-the-art
optical flow benchmarks, i.e. Middlebury, KITTI 2012, KITTI 2015
and MPI-Sintel, has been performed.
In the second part, a new approach for motion-based video analysis systems
based on the Lagrangian methodology will be presented. The Lagrangian
methodology opens up novel directions for understanding dynamic motion
patterns and compactly characterizing time-dependent features in video data
for supervised video analysis and perception. The objective of the second part
is to tailor Lagrangian concepts for the context of optical flow fields and to
propose an effective, competitive and transparent motion analysis framework
which is capable of capturing and quantifying complex time-dependent motion
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patterns in video data. It will be shown that Lagrangian features can be easily
deployed to a variety of existing image and video processing methods by
substituting low-level inputs such as gray-valued or RGB image or optical
flow fields and thus advancing existing methods towards a Lagrangian notion.
The proposed Lagrangian video analysis comes along with several application specific challenges: the handling of occlusion, noise, perspective
distortion and the limitations of the optical flow methodology. In order to provide an understanding of the limitations and interplays of the new Lagrangian
features and to provide a proof of concepts, a set of selected video surveillance
applications based on the new Lagrangian framework has been developed
and validated in state-of-the-art benchmarks. The main contributions of the
Lagrangian framework for video analytics and its application are as follows:
1. An introduction to basic concepts of time-dependent flow analysis methods with the focus on Lagrangian concepts, followed by the introduction
of the Lagrangian framework for video analytics, including Lagrangian
measures for optical flow fields, i.e. Lagrangian fields, and visualization
techniques [KSK+ 12]. A detailed discussion summarizes the challenges
and expected benefits regarding the video processing of the proposed
methodology.
2. A new approach for the detection of people carrying objects has been
presented which demonstrates the applicable elements of the Lagrangian
measure for the extraction of motion structures related to the appearance,
i.e. the silhouette, of a moving person and the carried luggage [SKTS12].
By substituting image gradients with the Lagrangian FTLE fields, a
novel histogram of gradients (HoG)-based Lagrangian descriptor has
been proposed. A major focus of this use case has been the robustness
of Lagrangian features against erroneous motion estimates.
3. A Lagrangian-based human action classification has been presented
to investigate the discriminative power of fusing multiple Lagrangian
fields representing different aspects of motion, e.g. rate of separation
and speed [ASK+ 12].
4. A novel Lagrangian-based local feature and video-level description
for the detection of violence in a crowd has been presented [SES15].
By substituting the optical flow field with the Lagrangian direction
fields, the scale invariant feature transform (SIFT) feature has been
advanced towards a Lagrangian notion outperforming the state-of-theart in violence detection. The application has been validated with
datasets containing extremely challenging environmental conditions and
allows the performance of the baseline optical flow-based and advanced
Lagrangian-based video-level descriptions to directly compared.
The Lagrangian framework for video analytics has been developed in a
cross-disciplinary cooperation with my fellow researcher Alexander Kuhn
from the Visual Data Analysis group of the Zuse Institute in Berlin. This cooperation involves the two research fields of automated video-based surveillance
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and visual data analysis. As a consequence, there is an overlap between the
content of this thesis and the thesis published by Alexander Kuhn [Kuh13].
The main contribution of Alexander Kuhn in this cooperation comprised the
theoretical foundation and formalization of Lagrangian methods as presented
in Section 4.2. My main contribution in this cooperation has been the integration of the Lagrangian concept presented in this thesis and the development
of video-based surveillance applications. Obviously, there has been an active
exchange of feedback and expertise between Alexander Kuhn and myself,
which has led to the presented Lagrangian concept.
1.3

T H E S I S S T RU C T U R E

The remainder of the thesis is structured as follows:
Chapter 2 provides a comprehensive review of motion estimation and motion representation approaches in video analysis. After a brief theoretical
introduction to the concept of optical flow, the most relevant technical innovations in the field will be discussed, followed by a summary of representative
low-level motion representations used in video analytics. The chapter concludes with the analysis of today’s challenges in the respective research areas
which motivated the development of a novel motion estimation method and
video analytic framework.
In Chapter 3, the proposed improved local optical flow is presented. The
improved local optical flow consists of five major innovations: a robust statistical framework, adaptive support region, linear illumination model, global
motion prior initialization and an accelerated iterative refinement, summarized in three sections. For each section, experimental evaluations have been
performed on selected sequences of optical flow benchmarks to validate the
performance of each particular part. Finally, the proposed local optical flow
method will be integrated for a sparse and dense motion estimation. As a
result, the precision of the novel local-based dense optical flow approach is
shown to be competitive against state-of-the-art global methods. Both systems
are evaluated by using current optical flow benchmarks.
The Lagrangian approach on motion-based video analysis will be presented
in Chapter 4. After a brief introduction to time-depending vector field analysis
for the computational fluid dynamics (CFD) system, the proposed Lagrangian
framework for video analytics which has its origin in that research area will be
presented. The Lagrangian framework is based on the analysis of path-lines, i.e.
integral curves describing unsteady vector fields which are given by the optical
flow fields. The properties of these path-lines are represented by Lagrangian
fields which are able to capture different aspects of motion in various temporal
scales. After the definition of Lagrangian fields as well as the analysis of
the challenges and expected benefits of the Lagrangian methodology for the
special context of optical flow, the concept of Lagrangian analysis will be
implemented for three video-based surveillance applications. The application
comprises motion analysis of dense crowds and individuals’ behaviors as well
as long-term and short-term approaches and demonstrates the interoperability
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with existing image and optical flow descriptors. the experiment evaluation
on several public datasets validate the advantages of the Lagrangian approach,
allowing complex motion patterns to be efficiently assessed.
Chapter 5 concludes this thesis, highlights the main findings obtained during
the elaboration of the presented work and summarizes the main achievements.
An overview of the datasets and performance metrics used to evaluate the
proposed algorithms is provided in the Appendix.
1.4

L I S T O F P U B L I C AT I O N S

Several methods and results presented in this thesis which contain the major
contributions have been published in scientific publications and are listed
below. They are sorted in chronological order and properly cited in the
corresponding chapters.
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1. T. Senst, V. Eiselein and T. Sikora
Robust Local Optical Flow for Feature Tracking
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22, no. 9, 2012
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12, 2017
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4. T. Senst, V. Eiselein, M. Pätzold and T. Sikora
Efficient Real-Time Local Optical Flow Estimation by Means of Integral Projections
In Proceedings of the IEEE International Conference on Image Processing, Brussels, Belgium, 2011
5. T. Senst, B. Unger, I. Keller and T. Sikora
Performance Evaluation of Feature Detection for Local Optical
Flow Tracking
In Proceedings of the International Conference on Pattern Recognition
Applications and Methods, Vilamoura, Portugal, 2012
6. A. Kuhn, T. Senst, I. Keller, T. Sikora and H. Theisel
A Lagrangian Framework for Video Analytics

21

In Proceedings of the IEEE Workshop on Multimedia Signal Processing,
Banff, Canada, 2012
7. E. Acar, T. Senst, A. Kuhn, I. Keller, H. Theisel, S. Albayrak and T.
Sikora
Human Action Recognition using Lagrangian Descriptors
In Proceedings of the IEEE Workshop on Multimedia Signal Processing,
Banff, Canada, 2012
8. T. Senst, A. Kuhn, H. Theisel and T. Sikora
Detecting People Carrying Objects utilizing Lagrangian Dynamics
In Proceedings of the IEEE International Conference on Advanced
Video and Signal-Based Surveillance, Beijing, China, 2012
9. T. Senst, J. Geistert, I. Keller and Thomas Sikora
Robust Local Optical Flow Estimation using Bilinear Equations for
Sparse Motion Estimation
In Proceedings of the IEEE International Conference on Image Processing, Melbourne, Australia, 2013
10. T. Senst, T. Borgmann, I. Keller and T. Sikora
Cross based Robust Local Optical Flow
In In Proceedings of the IEEE International Conference on Image
Processing, Paris, France, 2014
11. T. Senst, V. Eiselein and T. Sikora
A Local Feature based on Lagrangian Measures for Violent Video
Classification
In Proceedings of the IET International Conference on Imaging for
Crime Detection and Prevention, London, UK, 2015
Best Paper Award
12. J. Geistert, T. Senst and T. Sikora
Robust Local Optical Flow: Dense Motion Vector Field Interpolation
In Proceedings of the Picture Coding Symposium, Nuremberg, Germany,
2016
13. T. Senst, J. Geistert and T. Sikora
Robust local optical flow: Long-range motions and varying illuminations
In Proceedings of the IEEE International Conference on Image Processing, Phoenix, AZ, USA, 2016
I had the privilege of working together with Volker Eiselein, Dr. Rubén
Heras Evangelio and Michael Pätzold, who granted me some insights in their
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2.1

I N T RO D U C T I O N

Over the last 35 years, motion estimation based on the principle of optical flow
has given rise to a tremendous quantity of works and still is an extremely active
research domain. With the continuous improvements in that area, motion
information has become accessible and has gained significant importance
in vast fields of analyzing video data for computer vision. Nowadays, the
performance of optical flow methods is a crucial limitation in a broad spectrum
of applications in terms of accuracy and run-time efficiency. Beside estimation,
the representation of motion is another important aspect when it comes to the
capturing, storing and assessing of motion information.
The following literature review provides a brief appraisal on both aspects. In
Section 2.2, an overview of relevant approaches on optical flow-based motion
estimation will be presented. The selection of the presented approaches has
been made to provide an overview of the wide field of optical flow estimation
and to set a basis for understanding the underlying techniques. A particular
focus will be on the research field of local optical flow estimation and provides
an introduction to the motion estimation approach proposed in Chapter 3.
Section 2.3 will present an overview of relevant motion representation used
in video analysis. This topic in that explicit form has not been the focus of
attention in recent research activities. However, Section 2.3 will highlight the
most common concepts of assessing and extracting motion in video data to
provide a basis for understanding the characteristics and limitations of recent
techniques.
Section 2.4 will provide a summary of state-of-the-art motion estimation
and representation approaches, paying special attention to the trends followed
in the video analytics domain and the identified needs which motivate the
work on a motion estimation and Lagrangian-based motion representation and
analysis.
2.2

O P T I C A L FL O W

The research on optical flow in computer vision and video processing deals
with the problem of estimating motion from a set of consecutive image sequences. The first significant work was published in 1981 by Horn and
Schunck in [PS81]. They invented the intensity constancy assumption which
is the basis for most current optical flow approaches. The history of research
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on optical flow shows that the accessibility of public benchmarks provided
the strongest impetus for significant innovation in the field. From the first
benchmark proposed by Barron et al. [BFB94] in 1994 to the latest proposed
by Butler et al. [BWSB12] in 2012, the community has benefited greatly from
the possibility of a measurable progress in which the limits of technology have
been constantly pushed with new and more challenging datasets towards next
generations of optical flow algorithms.
In 2001, McCane et al. [MNCG01] assessed the performance of optical
flow methods as a tool for motion estimation in real-world applications as
disappointing. In the mid-noughties, a renewal of the optical flow topic took
place which has led to the success that optical flow methods experience today.
A first breakthrough was achieved by Bruhn et al. with [BBPW04] 2004, and
with the Middlebury dataset launched in 2007, the first online optical flow
benchmark was published.
In this section, a brief review of optical flow methods will be presented. This
review will emphasize the relevant phases in the development of today’s optical
flow technology and provide a snapshot solely of the rich field of optical flow
methods. For more extensive coverage of the older work of the post-noughties,
please refer to the following surveys: [AN88, ON94, BFB94, SK99]. For
a more detailed review on recent methods, please refer to Baker et al. in
[BSL+ 09] for global optical flow methods in particular, and to Fortun et al.
[FBK15] for a more general perspective.
This condensed state-of-the-art review will contain an introduction to the
terminology of optical flow from a psychological and mathematical perspective
in Section 2.2.1, a review of significant innovations with a limited selection of
recent highly accurate methods in the field of global optical flow estimation in
Section 2.2.2, and a more detailed review on local optical flow techniques that
are related to the robust local optical flow proposed in this thesis in Chapter 3.
2.2.1

Definition

The concept of optical flow was introduced by Gestalt psychologist James
J. Gibson. Gibson formulated a psychological theory of visual perception
[Gib50a]. At that time, the greatest contribution of the Gestalt theorists was
that they provided an unprejudiced look at the visual world they were trying
to explain while they formulated problems for space perception which where
genuinely relevant. Questions about the characteristics of the visual world
arose, such as: What is a surface? What is a contour? How is the phenomenal
ego located in it? And why do things appear to have nearly their true size and
color despite the variations in their retinal images?
In Gibson’s theory, there is a distinction between the visual field and the
visual world. The visual world is what can be described as scenery. Each part
of the scene has its fixed relative to every other part, while in the visual field
objects are depth-less and shapes are deformed during locomotion. The visual
world is an Euclidean space and is oriented with reference to gravity while the
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Optical Flow - A
Gestalt Psychology
Perspective

visual field is a scene submitted to perspective distortion and oriented with
reference to its margins, i.e. the viewer’s focus.
This is what we shall call the visual world. It is the familiar, ordinary
scene of daily life, in which solid objects look solid, square objects
look square, horizontal surfaces look horizontal, and the book across
the room looks as big as the book lying in front of you. [...] Next
look at the room not as a room but, insofar as you can, as if consisted
of areas or patches of colored surface, divided up by contours. [...]
The attitude you should take is that of the perspective draftsman.
[...] If you persist, the scene comes to approximate the appearance
of a picture. You may observe that it has characteristics somewhat
different from the former scene. That is what will here be called the
visual field [Gib50b].
The concept of optical flow is mentioned in the investigation of the perspective of visual motion for projective terrains by describing the stimulus
variables for visual depth and distance for an active observer who is moving
parallel to the ground. In this context, Gibson talks about a flow that ...
... is not like that of a river as it would appear from a bridge but rather
as it would appear in perspective from the bank; it is a continuous
deformation of the surface, not a movement in the ordinary sense of
that term. In whatever direction one looks, forward, to the side, or
behind, the flow decreases upward in the visual field and vanishes at
the horizon. There exists [...] a perspective of this motion which is
fundamentally similar to the perspective of the density of texture and
the size of objects [Gib50b].
This definition shows that this concept of flow or optical flow is thought of
as an observation in the visual field and not in the physical visual world, as
under the same locomotion it changes for different visual fields.

Optical Flow - A
Mathematical
Perspective

The mathematical definition of optical flow is a technical implementation
of the Gestalt psychology principle of optical flow. It became popular with the
pioneering work of Horn and Schunck [PS81] who defined optical flow as the
apparent motion of brightness patterns in an image wherein the optical flow
gives a motion direction and the velocity of an image point in consecutive
frames. The goal of optical flow estimation is to obtain these optical flow
vectors from the content of a series of adjacent images.
In the domain of computer vision, optical flow is often used as a synonym
for a motion field. However, a motion field is a vector field that results from
the two-dimensional projection of the tri-dimensional moving surfaces in the
world. In many cases, both fields are similar enough to preserve qualitative
properties [VP89], but a vector of the motion field relates to a projected motion
in the visual world whereas the optical flow vector only relates to an image
pattern motion. For example, the rotating barber’s pole [Wal35] generates
an optical flow which is orthogonal to the motion field. Another example is
provided by a rotating Lambertian sphere which is illuminated by a spotlight
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Figure 1.: Difference between optical flow and motion field. Left: the rotating
Lambertian sphere with a static light source results in a static optical
flow field and a non-static motion field, whereas the stationary
sphere with a moving light source on the right produces a non-static
optical flow field and a static motion field.

Figure 2.: Example of arrow visualization (left) and color code visualization
(right) for optical flow fields.

as shown in Figure 1. This sphere has a motion field that is a result of the
perspective projection of the tridimensional rotation. The optical flow field
contains zero motion as there is no movement of the brightness patterns. In
contrast, a static Lambertian sphere with a moving spotlight generates a nonconstant optical flow field, while the motion field is zero. This difference
between the motion and the optical flow field should be kept in mind when
benchmarking or generating optical flow ground-truth data. For example,
recent optical flow benchmarks equate the optical flow with the motion field
and this has a significant impact on the research activities in the optical flow
estimation area.
Figure 2 shows two main techniques to visualize the optical flow field: the
arrow and color code visualization. The arrow visualization offers a good
intuitive perception of the flow field but it shows a coarse display, only in order
for the arrows not to overlap. The color code allows a dense visualization and
a better visual perception of subtle differences between neighboring motion
vectors. The color code associates the color hue with the motion vector
direction and the saturation with the velocity. In [GLU12], a slightly different
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Visualization

implementation was proposed in which the vector magnitude affects the color
saturation and brightness.

Dense and Sparse
Optical Flow

In the literature, the optical flow is used as a synonym to the optical flow
two-dimensional vector field which is dense, i.e. a motion vector has to be
defined for each pixel in the image domain. In this thesis, the notation of the
dense optical flow field will follow Baker et al. [BSL+ 09] with v ∈ R2 . The
dense optical flow field is a vector field given by:


u(x)
v(x) =
,
(1)
v(x)
with u(x) and v(x) being the horizontal and vertical motion functions of the
position x ∈ R2 . In addition, the term sparse optical flow will be used in
this thesis for a set of motion vectors representing the apparent motion of
brightness patterns for scattered pixel locations in the scene. The sparse optical
flow in this work is defined as a set of vectors {d|d ∈ R2 } with d = [u v]T and
u and v being the horizontal and vertical components.

Global and Local
Methods

In [PS81], Horn and Schunck presented the mathematical basis for most of
the current optical flow methods, the intensity constancy assumption (ICA).
The ICA denotes that the image intensity value of a certain position undergoing
a certain motion is assumed to be constant in consecutive frames. A practical
solution of the non-linear ICA has to be found by its linearization based on the
first-order Taylor approximation, known as an optical flow constraint equation,
named by Horn and Schunck, c.f. [ON94].
In general, the optical flow constraint equation denotes the data term or data
conservation of optical flow methods and is an under-determined system of
equations. Optical flow methods can be categorized in two classes: global and
local methods, which differ in the way a second spatial constraint or spatial
coherence is implemented to solve the data term. The spatial coherence of
global methods interconnects all the pixels of the image and thus requires the
optimization of the objective energy to be solved globally. The global energy
function is a weighted sum of two terms:
EGlobal = EData + λ · EReg ,

(2)

the data term EData and the regularization term,also known as prior term EReg .
The first regularization term was introduced by Horn and Schunck with the
smoothness constraint [PS81], a flow-driven regularization.
The local motion constancy constraint introduced by Lucas and Kanade
[LK81] is the spatial flow constraint that distinguishes local optical flow
methods. The local constancy constraint expects the motion in a local patch
or support region Ω to be constant. Local methods pose the problem as an
optimization of a local energy function of the form:
ELocal = ∑ EData

(3)

Ω

In contrast to global methods, the solution of the energy function results in
one motion vector instead of a vector field wherein Ω restricts the location of
the data used to estimate that vector.
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2.2.2

Global Methods

Since the mid-noughties, the research on optical flow has been focused on
global methods. At that time, the work groups around J. Weickert, A. Bruhn
and T. Brox developed substantial gain in the quality and applicability of
optical flow fields. This first wave of innovations treated the challenge of
preserving motion discontinuities along object boundaries.
The main disadvantage of the Horn and Schunck smoothness constraint is
how quadratic penalization is unable to capture motion discontinuities. To
overcome the problem, sub-quadratic penalty functions were presented in
earlier works [Ana89, DKA96]. A breakthrough was achieved by applying
the
√
2
L1 norm which is approximated with the differential version |x| ≈ x + ε 2 ,
wherein ε is a small constant. The L1 data term is robust to outliers and L1
regularization terms allow for flow discontinuities along the edges. Moreover, when L1 and the flow gradient regularization are used, the formulation
is to be classified as a total variation (TV) method. The TV framework
yields a convex constraint facilitating optimization and can be associated
with the class of proximal splitting minimization methods. As a result, TV
involves solving several Rudin-Osher-Fatemi models for which very efficient
algorithms are known. Besides the classical TV, the prime-dual [WPB+ 08]
and Split-Bregman [CCLX16] algorithms performed well in solving the L1
regularization-based energy term. Its integration came up with a series of
fast and accurate optical flow methods [BBPW04, PBB+ 06, ZPB07] and has
become a baseline approach in optical flow estimation.
The application of the robust L1 norm provided a first step towards optical
flow results that accurately preserve flow discontinuities. Further improvements were achieved by taking image gradient information into account. Under
observation, it was shown that motion boundaries coincide with image patterns delineating moving objects. To incorporate these image patterns, the
regularization term is multiplied with a weighting function:
w(x) = e

−||∇I (x)||2
σ

,

(4)

with the spatial gradients ∇I at position x and σ being a parameter to adjust
the influence of the image gradient regularization. This so-called isotropic
principle was applied e.g. by Wedel et al. [WPZ+ 09] since the smoothing is
applied independently from the orientation of the underlying edges.
In contrast, anisotropy takes the structure of the underlying texture into
account. In [WTP+ 09], Werlberger et al. presented an anisotropic Huber a
regularization to substitute the isotropic TV. The anisotropic regularization
can be defined with regularization axis based on the eigenvector of the structure
tensor or a so-called regularization [ZBW11] that has been designed to be
complementary with the data term.
The discussed advanced regularization terms and their particular specifications have led to significant improvements when considering the precision
of motion discontinuities. The research was primarily motivated by the challenges in the generation of the Middlebury dataset [BSL+ 07]. As a result, the
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Total Variation

Isotropic and
Anisotropic
Weighting

Middlebury challenge has almost been solved by modern methods. In 2012,
two new datasets , the KITTI 2012 [GLU12] and MPI-Sintel [BWSB12], were
published and pushed the boundaries of motion estimation challenges. The
new datasets opened new issues, mostly related to very large displacements,
occlusion, illumination changes, blurring and defocusing effects. As a matter of fact, methods that perform well on the Middlebury, e.g. proposed in
[BBPW04], show tremendous problems when applied on the new datasets.
For example, Brox et al. [BBPW04] was shown to be less accurate on KITTI
2012 than the primitive PLK [Bou00] implementation.

Illumination
Robust Data Terms

Sparse Descriptor
Matches

Dense
Correspondence
Fields

Robustness against varying illumination has always been an issue but became more relevant and measurable with the new datasets. To overcome the
limitation of the ICA, some algorithms use a gradient constancy assumption,
as in [BBPW04]. More recently, more expressive patch-based and descriptor
data terms were proposed to replace the ICA, e.g. Local Directional Pattern [MRM+ 14], Census signatures [MRR+ 11] or histogram of gradients
[RM+ 13]. In [VRS13], Vogel et al. presented an evaluation framework that
showed significant performance gains of the patch-based data terms for the
KITTI dataset.
Patch-based data terms have shown to beneficially perform for estimating
very large displacements too. One of the first approaches was presented by
Brox et al. [BM11] with the large displacement optical flow (LDOF). By
extending the variational model to a matching data term based on histogram of
oriented gradients [DT05], Brox et al. were the first to utilize sparse descriptor
matches to avoid local minima. Excellent results for large motion estimation
were also obtained by Weinzaepfel who presented DeepMatches, a sparse
correspondence technique akin to deep convolutional networks [WRHS13].
The DeepMatches were integrated into a variational model with a data term
penalizing color and gradient constancy assumptions, a smoothness term
and the matching term. With the EpicFlow method [RWHS15] Revaud et
al. proposed a different strategy to integrate the sparse DeepMatches. In
the EpicFlow method, a dense motion field is retrieved based on an edgepreserving interpolation of the sparse DeepMatches and refined by a variational
framework.
On the recent MPI-Sintel benchmark, there is an ongoing competition between sparse descriptor matches and modern dense correspondence fields,
so-called approximate nearest neighbor fields (ANNF). One of the first correspondence fields was proposed by Liu et al. [LYT11]. The SIFTFlow relies
on a dense correspondence field of SIFT [Low04] descriptors. An important
milestone in that field was the Patchmatch method [BSGF10] and its application to optical flow in [BYJ14]. More recently, [BTS15] presented a novel
dense correspondence field-based approach that does not rely on explicit regularization, smoothing or a new data term. Instead, the method focuses on a
purely data-based search strategy to generate the ANNF that efficiently avoids
finding outliers. At the moment, the FlowFields outperform the EpicFlow, and
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the FlowFields+, an improved but not published version, determines the recent
state-of-the-art in optical flow estimation.
For a long time, feature matching was considered to be unable to produce
dense motion fields [FBK15]. The reasons were that the optimization of the
feature association problem is often performed with an exhaustive search, that
the matching process can generate large errors due to similar textures and
the accuracy is usually limited to integer displacements. However, modern
methods such as the StereoScan [GZS11] which performs on approx. 5 msec
per frame, are very run-time efficient which is not least due to the local
approach of feature matching in general. Furthermore, it has been shown that
feature matching is a key element for coping with the estimation of long-range
motions. Therefore, in recent methods, e.g. [CCLX16], feature matching is a
pre-processing step to initialize the global variational frameworks.
The newest trends show that point correspondences obtained from feature
matching methods have emancipated from global optimization frameworks.
Although the EpicFlow still applies a variational post-processing step to refine
a sparse-to-dense edge-preserving interpolation of DeepMatches, the major
technology that leads the significant improvements in terms of run-time and
robustness to large displacements is the interpolation based on a sparse set of
matches. The most emancipated method was proposed by Wulff and Black
[WB15]. With the focus on fast computation and high accuracy, Wulff and
Black presented two algorithms based on the StereoScan features correspondence that apply a sparse-to-dense scheme based on principle component
analysis-based reconstruction and a layered principle component analysis
reconstruction.
The run-time is the least considered measure of the optical flow algorithm
when it comes to ranking. While in the KITTI datasets the feature is a part
of the evaluation table, in the Middlebury dataset it is just a footnote and
the MPI-Sintel does not address the run-time at all. Although providing a
fair comparison based on the run-time with today’s evaluation structures is
very challenging, run-time is an important characteristic for assessing the
applicability of an optical flow method. Even for applications with no realtime requirements, a run-time of e.g. 35 minutes per frame (AggregFlow on
KITTI 2012 [FBK16]) is a clear exclusion criterion when processing huge
amounts of video footage. That emphasizes the importance of propagating
run-time efficiency as a challenge in optical flow estimation.
Nevertheless, the fast computation of dense optical flow fields has been
addressed by a few authors in the past. Early approaches focused on parallelization techniques in order to increase the processing times. Most commonly, they are based on GPU frameworks. For example Zach et al. [ZPB07]
achieved real-time performances for small resolutions at 320 × 240 pixels.
Less common in the computer vision community is parallelization for specialized hardware such as FPGAs. GPU implementation has been provided for
various methods, e.g. by Werlberger et al. [WTP+ 09] with a run-time of 2
seconds for an image pair of 1024 × 436 pixels. With 250 milliseconds per
frame for a resolution of 1024 × 436, Bao et al. provided a very accurate and

33

Sparse-to-Dense
Scheme

Run-Time
Optimization

run-time efficient GPU implementation in [BYJ14]. Faster approaches were
presented e.g. by Yu et al. [YHD16] whose approach is based on CNNs and
performs in 30 milliseconds on a GPU, generating results with a significantly
reduced accuracy.
With the PCA-Flow [WB15], Wulff and Black presented a fast-single core
CPU-based method that performs about 106 milliseconds per frame at the
KITTI data with a moderate accuracy. Furthermore, in [KTDV16] Kroeger et
al. presented an ultra-fast single CPU core approach based on the PLK and
refined with a variational global framework. Kroeger et al. proposed different
operational points of their methods. For example, with the fast setting the
method generates a very rough, sparsely accurate but practicable flow field in
only 2 milliseconds, and with the slow setting a moderately accurate flow field
can be estimated in 100 milliseconds.
2.2.3

Local Methods

Compared to global approaches, very little attention has been paid to research
on local methods in the recent decades. One reason could be the scope of
application for local methods which lies usually in the estimation of sparse
motion information. Local methods cannot be compared directly to common
optical flow benchmarks as most recent benchmarks have not been designed
to deal with sparse motion fields. Thus, local methods could not benefit from
the innovation driving effect that the several public optical flow benchmarks
had for the global methods. However, local methods, notably the PLK method,
still play an important role in many video processing and analytic applications
in which the motion estimation denotes the bottleneck in terms of run-time
requirements due to their good scalability between run-time and the sparsity
of the motion vectors. Consequently, run-time efficiency is an important issue
in the development of local optical flow methods.

Parametric Models

The local constancy constraint leads to a parametric motion model and
the objective energy shown in Eq. (3) to be minimized. Low-order motion
models, e.g. the translation model [Bou00] and the affine [Far03], are usually
only valid for small neighborhoods. More complex models such as higherorder polynomial [FBK15] or free-form deformation [RSH+ 99] models reflect
more complex motion structures in larger neighborhoods up to the whole
image. However, the field of application of higher-order models rather use
template-based tracking [YJS06], image registration [RSH+ 99], or global
motion estimation for video coding [KGT+ 12] than the estimation of optical
flow fields or vector sets.
The more complex the models get, the more computationally expensive they
become, which limits their application. Su et al. [SSH05] have shown that
for the application of global motion estimation, higher-order motion models
can be efficiently estimated from sparse sets of point correspondences too,
i.e. based on the translational model. In this thesis, the focus will be on the
translational model which can then be used as a starting point for higher-level
features.
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The set of neighboring pixels, the so-called support region, defines the
area where the motion is assumed to be constant. The parametrization of the
support region can become critical in the presence of motion discontinuities.
On the one hand, a large support region is advocated since a minimal quantity
of bidirectional gradients is needed to overcome the aperture problem. On
the other hand, large support regions tend to violate the motion constancy
assumption, especially at motion discontinuities in the original flow. This
dilemma is known as the Generalized Aperture Problem stated by Black and
Anandan in [BA96].
A direct approach to deal with the Generalized Aperture Problem is to
reduce the influence of the image content away from the support region center,
e.g. by low-pass and band-pass filters [SMB05], to adapt its location and
shift it away from sharp edges [JM09] or to adapt the support region size.
The last approach will be the subject in Section 3.4, in which the adaptive
strategy is based on the evaluation of the residual energy [SEHS11, SES12]
or an efficient color-based segmentation [SBS14].
An indirect approach to deal with the Generalized Aperture Problem is to
apply robust statistical techniques to cope with spatial motion discontinuities.
In the indirect approach, an additional motion component which violated
the motion constancy assumption in a support region is considered to be an
outlier. Due to the least-square estimation, the Lucas Kanade method (LK)
method is very sensitive to such outliers and thus error-prone. The idea of
this second approach is to reformulate the least-square estimation problem
and use techniques that are robust in a statistical manner in order to limit
the influence of these outliers. Different robust estimation techniques have
been applied, e.g. the iteratively reweighted least square was applied by
Odobez and Bouthemy in [OB95], the least median of squares by Kim et al.
in [KMK04] and Dowson and Bowden proposed a mutual information-based
formulation [DB08]. However, the advantage of robust estimation comes
along with considerable additional computational costs. This trade-off will be
a topic in Section 3.3 in which an efficient M-estimation framework based on
the shrinked Hampel norm will be introduced.
The violation of the ICA caused by illumination changes is another source
of errors that can be interpreted as outliers in a statistical manner. In contrast
to global approaches, only a few methods overcome this limitation of the
ICA. Besides outlier-filtering, Kim et al. successfully substituted the intensity
constancy constraint by a linear illumination model in [KMK04]. In [ZGF08],
Zach et al. estimated a global gain parameter to compensate changes in the
camera exposure. Due to its global character, this method is a local-global
hybrid approach.
In contrast to global methods, run-time efficiency is an impetus for many innovations of local methods. Besides GPU-based parallelization techniques of
the KLT or PLK [SFPG06, FRSB09], new numerical schemes were proposed.
In previous works, approximation of the LK framework was presented in
order to apply computationally less complex techniques based on integral im-
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ages [SES10] and integral projection [SEPS11]. However, the approximation
results in a significant precision loss.
A detailed study of different numerical schemes to solve the iterative refinement was presented by Baker and Matthews with [BM04]. In their study,
they showed that the inverse compositional formulation is computationally
the most efficient and accurate method. In [RAP06], Rav-Acha and Peleg
further improved that iterative scheme for the LK method by accelerating the
warping of the intermediate results based on a bilinear system of equations
under the assumption that warping is implemented with a bilinear interpolation.
In Section 3.5.3, this idea will be further extended for the robust framework.
Finally, in [MYLL10] Mainali et al. proposed an idea of joint tracking for the
KLT by utilizing a global motion model to initialize the iterative refinement
of the LK framework in order to improve the accuracy. As a side effect, they
observed that this approach also reached a faster convergence.
2.3

M O T I O N R E P R E S E N TAT I O N

The quantification of motion phenomena in video data is a major challenge
in the development of video analysis applications. There are numerous approaches to represent motion in order to optimally assess motion features. The
objective of motion representation is to capture discriminative motion features
required for the specific demands of the analysis task, e.g. for motion-based
segmentation, motion-based object modeling or to distinguish the content
of videos. The following sections will provide a review of relevant motion
representation techniques with the focus on low-level concepts. This selection
has been made so as to provide an overview of and to set a basis for understanding the properties, challenges and limitations of recent motion representation
techniques. The review will be restricted to concepts that acquire motion from
video sources, i.e. a set of consecutive images. It is divided into implicit and
explicit representations. Implicit concepts are only based on the processing
of image data, i.e. pixel values, and have an intrinsic assessment of motion
features, while the explicit concepts are based on the processing of motion
data which has previously been estimated.
2.3.1

Implicit Motion Representations

All paradigms that use motion information in video data assume that a moving
object projected into the image plane causes changes in the pixel values. Many
applications do not retrieve explicit motion information in terms of movement
direction and magnitude but use the changes in the video data and retrieve
meaningful information, e.g. moving object contours, or analyzing the pattern
in a three-dimensional space spanned by consecutive images.

Foreground Mask

Foreground masks are implicit representation of moving objects and have
become a fundamental prerequisite in many computer vision applications, e.g.
video-based surveillance applications. Foreground masks are binary masks

36

Figure 3.: Example of an application exploiting motion via foreground masks.
Static-object detection (left) [HSS11] is based on classification
of foreground pixels (yellow – static, green – moving foreground
pixels). Privacy preserving filtering (right) [ESKS13b] process
blends out information retaining an individual’s privacy based on
foreground masks while allowing important actions and semantic
content in the scene to be assessed.
obtained from change detection methods denoting pixel-wise classification results which determine that the respective pixel belongs to a foreground or background object. The most common techniques to compute foreground masks
are background subtraction methods as proposed in [Her14], an overview of
state-of-the-art approaches which can be found within the ChangeDetection
benchmark [GJP+ 12]. The strengths of these techniques are the low computational load and their capability to operate in real-time. The information
content of foreground masks is limited as it provides only the location of the
moving region but no information about the direction or speed. In addition,
those methods typically require a static camera setup and cannot cope with
dynamic scenes. However, foreground masks have been applied to a wide area
of video-based surveillance tasks. Most commonly, they are the basis for object detection and tracking techniques as proposed in [PAHSM09, ESKS13a],
and interestingly, also for static-object detection tasks as in [HSS11]. Figure 3 shows the exemplary application of foreground masks for static-object
detection [HSS11] and privacy-preserving filters [ESKS13b]. The motion
histogram image or the temporal template are foreground mask-based descriptors to represent the motion dynamic of a tracked individual, e.g. for action
recognition [Dav01] or backpack detections [DH12].
By combining the spatial and temporal components, a video sequence can be
defined in a three-dimensional space-time, as illustrated in Figure 4. Features
in the space-time are related to motion. The space-time interest points (STIP)
feature detector [Lap05] exploits this relation in order to extract salient features
in the space-time domain for human motion analysis. Moreover, Lange et al.
[LVS16] proposed video representation encoding spatio-temporal correlation
based on a sparse steered mixture-of-experts network. The approach has
been developed with regard to a novel video coding methodology [VSL+ 16].
At its core, a video sequence is represented by a sparse set of steered threedimensional kernels and, according to the authors, the steered kernels allow
motion-like features to be derived.
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Space Lifting

118

Laptev

(a) local interest point detection

(b) global video representation

Figure 4.: Exemplary representations exploiting motion information by spacelifting: a) for the detection of local spatio-temporal interest points
(source: [Lap05]), and b) for the spatio-temporal video representation (source: [LVS16]).

Figure 10. Local spatio-temporal neighborhoods of interest points corresponding to the first four most populated clusters obtained from a
sequence of walking person.

In the recent past, CNNs have drawn attention due to their outstanding performance in automated image processing and video-based classification and
recognition. CNN-based methods impose a shift of design and engineering
efforts from hand-crafted features towards the design of network connectivity
structures and suitable optimization strategies. The C3D [TBF+ 16] is an
exemplary network that performs in the space-time domain for video-based
human action recognition. The strength of the domain of lifting representations is the completeness of information which can be used for further
processing. However, the extended dimension comes along with an increase of
computational complexity and memory demands. As a result, current practical
implementation only performs on rather small space-time domains.

The term temporal fusion denotes techniques that combine higher-level
features extracted at different points in time, e.g. spatio-temporal pooling. In
Figure 11. Interest
points detected for sequences
persons. First row: systems
the result of clustering
spatio-temporal
interest points in training
traditional
videoof walking
classification
such
as [LMSR08],
spatio-temporal
data. The labelled points correspond to the four most populated clusters; Second row: the result of classifying interest points with respect to the
clusters found in the
first sequence. are applied on bag-of-word descriptors. The bag-of-word descriptor
poolings
represents the frequency of local features detected at a set of images. Within
the spatio-temporal pooling, the area of gathering local features can include
a large set of consecutive images. As a result, the bag-of-word descriptor
reflects the movements of the local features and underlying image patterns.

Temporal Fusion

In the pioneering work on the application of CNNs for video-based human action classification, Karpathy et al. [KTS+ 14] proposed taking motion
information into account by interconnecting deeper layers, e.g. decision or
convolution layers, of CNNs trained with single frames. In [NHV+ 15], Ng et
al. proposed a recurrent network structure to better represent the dynamic
properties of structures in video sequences. These approaches are similar
to the more traditional higher-level models to capture temporal dynamics in
video sequences, e.g. hidden Markov models and dynamic programming. The
performance of these higher-level representations is strongly dependent on the
previously applied feature extraction techniques. In general, due to the high
complexity and the manifold interaction and inference of the pre-processing
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methods with this representation level, it is difficult to identify the influence
of specific motion patterns.
2.3.2

Explicit Motion Representations

Techniques based on the concept of optical flow and block matching are the
most relevant approaches to estimate explicit motion information in video
processing applications. In particular, block matching methods are the most
frequently applied techniques in practice since nowadays each video codec
such as H.264 [WSBL03] depends on motion estimation based on block
matching. However, in video analytics, optical flow motion representations are
most common since the concept of block matching has several disadvantages
in that area. In contrast to optical flow, the objective of block matching is
to find a correlation of the spatio-temporal signal without considering any
physical relation between the correlates. As a result, a block matching can
find reference and target areas with patterns that are mostly similar but belong
to unrelated objects in real-world environments. Furthermore, block matching
vector fields have a lower level of detail than optical flow fields - in detail,
a minimal block size of 4 × 4, which is the maximal level of granularity as
specified in H.264 [WSBL03] - whereas optical flow fields are defined on the
same resolution as the input images.
To describe the dynamic characteristics of the scene and its components,
explicit motion representations have been used in a short-term and long-term
manner. In the literature, the optical flow field of two-frame optical flow
is the most common explicit motion representation. The optical flow field
contains short-term motion information and is used as a low-level feature in a
variety of applications, inter alia: the analysis of crowd motion [KB11], human action classifications [WUK+ 09], violent video classification [HIKG12],
super-resolution [MPSC09] and segmentation [WRHS15]. For instance, the
motion boundary histogram (MBH) or the histogram of flow (HoF) [LMSR08]
are extensions of the well-known HoG descriptor for person detection as well
as the motion enhanced scale invariant feature transform (MoSIFT) [CH09]
which have been applied in a variety of human action classification applications. The tremendous speed in the development of two-stream CNNs
[WXWQ15], i.e. deep neuronal networks using optical flow fields and color
channel images as input, over the last two years emphasizes the on-going
relevance of this motion representation.
In many applications, a dense representation of motion is not required to
assess the relevant motion information in a scene. In that case, the sparse sets
of motion vectors which are most commonly computed by sparse optical flow
methods can be more efficient and reduce the computational load of the motion
estimation and the post-processing methods. As a result, this representation is
used in combination with strict run-time constraints for real-time applications,
e.g. for image registration in sports events [LGKNN13], for video-based
surveillance applications such as object tracking [KMM10] or people counting
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[ASAM09], visual odometry [KZ07] or medical imaging [ASSP13]. The
challenge in applying motion vector sets is to find an optimal distribution of
the vectors in the video image. On the one hand, the representation should
cover the relevant motion in the scene. On the other hand, the motion vector set
should contain as little redundant information as possible in order to obtain a
high computational efficiency. However, in practice it is difficult to determine
a general concept of an optimal distribution as it depends on the requirements
of the final application. E.g. in Section 3.6.2, uniform sampling has been
found to be optimal for the application of dense motion interpolation.

Global Motion
Models

Motion Trajectories

Compact motion representations are global motion models that describe the
motion in the scene in a parametric form. These models are usually the base for
image registration and video stabilization e.g. [MOG+ 06] but also for video
descriptors in MPEG-7 [CSP01] and MPEG-4 Sprite [GKS+ 10]. Various
parametric global motion models of different complexities are proposed for
video processing, e.g. in [SSH05], whereas lower-order models are special
cases of complex motions. The most common model is the eight-parametric,
i.e. homography, model that can represent translational, affine and perspective
motions. However, higher-order models with 12 parameters representing
parabolic transformations have also been implemented [SSO99]. The main
advantages of global models are the compact representation and robustness
against local motion estimation errors, e.g. at homogenous areas. However,
these models are very restricted to certain classes of motion and are not capable
of describing arbitrary flow fields. Yet the description of two different moving
objects can max out the capability of global motion models.
The above-mentioned approaches can only capture short-term motion between two consecutive frames. These representations typically fail to model
actions to their full temporal extent since informative motion signatures of
objects may be non-static, non-local and inhomogeneous over time. Hence,
to discover more complex temporal phenomena such as motion patterns of
articulated objects, persons or crowd motions, long-term information has to be
taken into account. In the literature, optical flow-based long-term information
is most commonly processed in a 2D+t space-time domain. A less common
approach is to create a dense 2D+t input space based on stacked dense optical
flow fields. In [VLS16], Varol et al. proposed a two-stream space-time CNN,
taking into account up to 100 frames. However, the computational loads and
memory demands of these dense approaches are very large due to the huge
input space. More common are long-term representations by means of sparse
or semi-dense trajectories. Those trajectories are created by point-tracking
algorithms based on optical flow [SBK10].
Typical examples for the use of motion trajectory representations are video
segmentation methods [FS11, OMB14], applications analyzing crowd motion
[LCW+ 15] or the detecting, tracking [FED+ 15] or counting of [SEKS14]
individuals in crowds. In the field of video-based human action classification,
the implementation of trajectory-based motion representation has led to a
first breakthrough with the improved dense trajectory approach [WS13]. In
2013, Wang et al. for the first time achieved an accuracy above 90% for the
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UCF50 dataset consistent of sport clips from 50 different classes. In the recent
development of CNNs for human action classification, the improved dense
trajectories proposed by Wang et al. still play an important role in aligning
the CNN kernels along the long-term movements [WQT15]. Although more
efficient and less memory-demanding than stacked representations, the computational effort and memory demand to analyze and store trajectories still
depends on the addressed temporal interval and can be a limiting factor.
An alternative technology to capture motion information on variable temporal scales is based on tools which have been developed for visualization
and analysis techniques for unsteady vector fields in computational fluid dynamics (CFD) systems. Transferring these tools to video analysis means
interpreting optical flow fields as unsteady vector fields. One of the first applications towards video analysis is the utilization of the finite-time Lyapunov
exponent (FTLE) field for crowd scene analysis by Ali and Shah [AS07]. For
this application, the FTLE field has been extracted for average motion fields
where the motion fields have been estimated by temporal averaging up to ten
consecutive optical flow fields. The FTLE is a Lagrangian measure, i.e. a
scalar field, that contains ridge-like features describing repelling structures in
the flow. In the context of crowd dynamics, these structures indicate different
motion boundaries of different moving crowds. In the recent past, the perspective of optical flow-based motion through the fluid dynamic lens has shown
its benefits for crowd analysis [MAMS11]. In particular, for the analysis of
crowd dynamics, e.g. as in [MGC15], different Lagrangian measures of the
unsteady vector field analysis which allow specific aspects of motion to be represented, e.g. degree of separation [WMS10] or convective forces [MKPM15],
increasingly gain interest [LCW+ 15]. The objective of the second part of this
thesis will be to present the concept of a generic Lagrangian framework for
video analysis and to demonstrate its good performance and benefits for a
variety of video analytics [KSK+ 12, ASK+ 12, SKTS12, SES15].
2.4

C H A P T E R S U M M A RY

This chapter presented an overview of relevant techniques in the field of optical
flow and motion representation for the analysis of video data. Both research
areas are crucial for the extraction, assessment and quantification of motion
phenomena captured by video camera devices.
In summary, the developments of optical flow algorithms have been driven
by four challenges: i) the precise estimation of discontinuities in the motion
field, in particular those with underlying boundaries of moving objects, ii)
for environments with multiple error sources such as changing illuminations
or motion blur and iii) for very large object and camera movements. Finally,
iv) it is intended to perform optical flow estimation in real-time. The first
challenge has motivated a large number of early works in that area, and
due to the publishing of the Middlebury benchmark, a first breakthrough
has been achieved that set the direction of research towards global optical
flow approaches. With an average error being less than a half pixel under
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a controlled environment with small moving objects for most of the recent
algorithms, the challenges provided by the Middlebury benchmark can be
considered as solved. The total variation framework with robust norms for the
data and regularization is the key technique that led to this first breakthrough
and made optical flow popular for a large variety of following applications. The
developments in the recent past are driven by the second and third challenges
which are key features in the MPI-Sintel benchmark. In this way, the matching
of local features became a new key technique to estimate accurate motion
fields for long-range motions in the scene.
Taking into account the real-time requirements, this trend has slowly been
growing in recent years. It can be seen that there is an increasing acceptance
in relation to the optical flow field to tolerate lower precision for the sake of a
correspondingly lower run-time. In that field, the sparse-to-dense approaches
and thus local methods have gained growing interest. However, a low run-time
is still one of the most practical limitations for the application of optical flow
methods. This need for a fast and precise optical flow algorithm was the main
motivation for the development of the Robust Local Optical Flow with regard
to the application of dense and sparse motion estimation.
The second part of this chapter provided an overview of motion representation for video analytics. It has been shown that implicit approaches, i.e.
motion representation that intrinsically assesses motion features without extracting explicit motion in terms of a motion vector such as a foreground mask,
are standard techniques for many video-based surveillance applications. But
with the development of reliable optical flow methods, explicit motion representations based on optical flow fields have become popular in the domain
of video analytics. Most of these applications are based on the analysis of
temporal local features, i.e. short-term motion, captured by an optical flow
field between two consecutive frames. Short-term motion has become the
basis for a variety of motion descriptors on an object- and video-level and
is still the most common representation for video analysis applications. Not
least due to the breakthroughs in deep learning in the last ten years, CNN have
gained significant importance in the field of video analysis. The two-stream
CNN architecture is the leading technique in the field of video classification.
This network implements the two-frame optical flow field to extract temporal
local features showing the topicality of short-term motion representations.
However, the temporal scope of many motion phenomena is beyond the
period of two consecutively captured frames. To take into account the full temporal extent of complex motions captured in a series of video frames, sparse or
semi-dense trajectories have been proposed in the recent past. Such trajectories
have been created based on optical flow by point-tracking algorithms over a
longer temporal range. A prominent example is a video-level descriptor based
on improved dense trajectories that leads to significant improvements in the
field of video classification by demonstrating high discriminative power on
long-range motion. In the field of deep learning, first approaches have been
proposed that are based on features on a temporal global scale, i.e. long-term
manners, from stacked consecutive optical flow fields in a 2D+t space-time.
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The major drawbacks in using 2D+t long-term representations are the poor
scalability, the high memory demand and the computational complexity when
processing high resolution video data.
Interpreting the series of consecutive optical flow fields estimated from
video data as a time-dependent vector field and using the motion representations provided by Lagrangian methods is a promising approach that may
overcome these limitations. The Lagrangian methods which have been popular
in the field of analyzing and visualizing CFD systems allow distinct motion
features on a variable temporal scale to be extracted, i.e. in a short- or longterm manner. These methods capture different modalities of motion and allow
complex motion phenomena to be represented in an efficient manner by a
set of two-dimensional scalar fields. For example, the FTLE field of optical
flow-based unsteady vector fields, which have been implemented for crowd
motion video analysis, is related to boundaries of different moving objects.
The availability of capturing motion for adjustable temporal scales and the
compact representation are only some of the advantages of the Lagrangianbased representation. The motivation was to develop the concept of a generic
Lagrangian framework for video analysis in the second part of this thesis. With
this framework, the thesis aims to contribute to a novel scalable motion representation that is deployable to a variety of novel and existing video analytic
methods.
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MOTION ESTIMATION - ROBUST LOCAL OPTICAL FLOW

3.1

I N T RO D U C T I O N

Although in the past 15 years research on optical flow primarily has been
focused on dense, i.e. global techniques [BSL+ 09], the pyramidal Lucas
Kanade (PLK) approach, which is the most prominent representative of the
gradient-based local optical flow methods, is still one of the most applied
algorithms for various types of motion estimation. A comparison between
the citations of the Horn Schunck method (HS) [PS81], the baseline for the
global optical flow methods, and the LK [LK81], the baseline for the local
ones, on Google Scholar shows that after more than 10 years, local optical flow
algorithms are still as popular as global methods and play a very important role
when it comes to motion based application (cf. Figure 5). More importantly,
Figure 5 shows that also the representative implementations such as Bouguet’s
efficient implementation of the PLK [Bou00] and the high accuracy optical
flow (HAOF)1 proposed by Brox et al. [BBPW04] are similarly significant
for the research community.
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Figure 5.: Citation trends of local and global optical flow methods shown by
the number of new citations per year. Local methods are represented by the LK [LK81] and PLK [Bou00] algorithm. Global are
represented by HS [PS81] and HAOF [BBPW04] algorithm (source:
scholar.google.com).
At a first glance, the widespread distribution and usage of the PLK method
seems to be inconsistent with the overall low performance in recent optical
1 The paper received the Jan Koenderink Prize for Fundamental Contributions in Computer
Vision at the ECCV 2014
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flow benchmarks [BSL+ 09, GLU12]. But the unique property of being able
to scale run-time behavior by adjusting the sparsity of the motion field to be
estimated allows to overcome the bottleneck of motion estimation for many
video analysis systems.
Nevertheless, the accuracy of local optical flow methods is highly limited
by their local textural information. In homogenous regions, this may lead to
mathematical singularities of the system where the motion vector can not be
defined. In addition, the local optimization scheme does not sufficiently reflect
the underlying motion discontinues due to its rigid motion constancy assumption. If the local support region contains more than one moving structure, the
estimated resulting motion will be a mixture of all of them. Especially at motion boundaries, this leads to an over-smoothing called the coronal effect. In
general, accuracy of state-of-the-art local approaches suffer from the violation
of their underlying assumption: the intensity constancy constraint fails due to
changes of illumination, the constant motion assumption at motion boundaries
and least squares estimator fails at non-Gaussian distributed noise.
The objective of this chapter is to introduce a novel highly performant local
optical flow technique which exceeds the state-of-the-art in terms of run-time
and accuracy. The particular development is driven by the following current
challenges in the domain of gradient-based local optical flow estimation:
1. Aperture Problem: Stumpf [Stu11] is credited with being the first to
describe the aperture problem in motion perception. The aperture problem describes ambiguity of the direction and magnitude of motion that
is locally available from a moving homogeneous straight contour. For
such a contour, only the motion component in the direction orthogonal
to the contour is available. The second component along the contour is
not determinable as there is no spatio-temporal change in the texture. In
the field of optical flow estimation, the aperture problem is located at
an optical flow constraint equation that provides just one constraint on
the two unknowns, resulting in a non-singular solution. The aperture
problem remains if all data at local support region are interdependent,
so that the solution of the optical flow equation is singular. This mainly
occurs in homogenous areas but also in areas with unidirectional edges.
As a consequence, the existence of edge-like textures, i.e. gradients in
both spatial directions, is required in the support region in order to get a
valid motion estimate.
2. Generalized Aperture Problem: The aperture problem and the local
motion constancy assumption represent a dilemma that Jepson and
Black described as generalized aperture problem [JB93]. On the one
hand, the local support region may not be too small in order to avoid the
aperture problem and to increase the possibility to gather bidirectional
contours. On the other hand, a support region which is too big increases
the risk to span over motion boundaries and to violate the local motion
constancy constraint. One solution to cope with this dilemma is to use a
support region that is large enough and respects the underlying motion
structure, e.g. by an adaptive shape.
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3. Violated Intensity Constancy: The intensity constancy assumption
can be violated in various ways. In practice, changes in illumination,
e.g. cast shadows or disappearing clouds or appearing, disappearing and
mutually occluding objects cause erroneous motion estimates. To cope
with these violations, not only a robust illumination model is needed but
also a reliable confidence measure to detect these erroneous samples.

4. Long-Range Motions: The difficulty of estimating long-range motion
caused by the nonlinearities of the ICA as the residual error of the firstorder Taylor approximation is increasing for large motion scales. To
cope with large displacements, the standard is to use the coarse-to-fine
pyramidal scheme. However, this approach is limited as the maximal
motion range depends on the maximal level of the pyramidal scheme
which is limited by the size of the video sequence. An undesirable effect
is the loss of small and fast moving objects small object can get lost if
its size is smaller than its covered distance due to the low-pass filtering
applied at the top levels.

5. Computational Complexity: The low computational complexity within
the area of application is the main advantage of local optical flow methods. This challenge does not only address the optimization of the
algorithm due to the theoretical computational complexity. To improve
the final run-time , optimized parallelization strategies and efficient
implementation have to be considered. Finally, the scalability is an
essential aspect of local optical flow methods.

After briefly reviewing the fundamental in local optical flow estimation, a set
of innovations to improve recent local optical flow techniques will be presented.
Section 3.3 introduces the implementation of a statistical robust framework
based on the M-estimator, leading to a higher robustness against errors due to
non-Gaussian distributions. Section 3.4 presents the developments regarding
data-term: the adaptive support regions leading to improved precision for
motion discontinuities and an extended illumination model that improves the
robustness against illumination changes addressing the limitations of generalized and aperture problem and violated intensity constancy assumption.
Section 3.5 addresses the challenge of estimating long-range motion by introducing an efficient global motion-based initialization and performing on a low
computational complexity by presenting a fast iterative refinement scheme. In
each section, experimental evaluations will be performed on a selected set of
sequences of current optical flow datasets in order to validate the proposed
improvements. Finally, the robust local optical flow (RLOF) will be integrated
into a dense and sparse motion estimation framework. For both sections, a
thorough quantitative analysis and a comparison to state-of-the-art will be
presented in Section 3.6. Section 3.7 summarizes the chapter.
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3.2

F U N D A M E N TA L S : L O C A L O P T I C A L FL O W

The task of sparse motion estimation is to compute a set of n motion vectors
S = {d0 , . . . , dn−1 ∈ R2 } at given image positions P = {p0 , . . . , pn−1 ∈ R2 }
by using an arbitrary motion estimation function f : P → S. In the literature,
the motion vector position p is also called feature in terms of tracking [ST94].
The challenge is to design a motion estimation function f (p) that has a low
computational complexity and produces highly accurate results. In this thesis,
f (p) will be based on the concept of the optical flow.

Intensity
Constancy

The intensity constancy assumption (ICA) or intensity constancy constraint
proposed by Horn and Schunck [PS81] is the fundamental assumption for
most optical flow methods. Derived from the observation that an observed
moving object generally persists, Horn and Schunck postulated that pixel
intensity values I (x, y,t ) that undergo a certain motion d = (u, v)T during a
small time interval δt remain constant. The ICA can be written as:
I (x, y,t ) = I (x + u · δt, y + v · δt,t + δt ).

Linearization

(5)

To solve Eq. (5), it is approximated and linearized by a first-order Taylor
approximation. This approximation is known as the optical flow equation and
given as follows:
∂ I (x) ∂ I (x)
∂ I (x)
fOFC (x, d) = u
+v
+
∂x
∂y
∂t
T
= ∇I (x) · d + It (x)

= 0.

(6)

The optical flow equation is an underdetermined system of equation and thus
an ill-posed problem. It reveals that the motion estimate d only depends on
the spatial ∇I (x) and temporal It (x) derivatives at the position x = (x, y).

Local Motion
Constancy

Within the local motion constancy constraint introduced by Lucas and
Kanade [LK81], the problem is transformed into an overdetermined system of
equations which has the form of a linear regression problem. The local motion
constancy constraint requires that each pixel in the local neighborhood has the
same motion. In practice, a square-shaped support region of size sΩ × sΩ is
used. Ω denotes the support region that is centered around the motion vector
position p. Lucas and Kanade proposed the least square estimator to estimate
the motion vector. The motion vector d is a solution of the Lucas Kanade
method (LK), if it minimizes:
min
d

∑

fOFC (x, d)2

(7)

x∈Ω

The notation of this thesis is based on Bouguet’s [Bou00] definition of terms
so that motion vector d is given by:
d = G−1 · b
b =

∑ ∇I (x) · It (x)
x∈Ω

G =

∑ ∇I (x) · ∇I (x)T .
x∈Ω
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(8)

and depends on the inverse Gradient matrix G−1 and the mismatch vector b.
In practice, this solution is not very accurate due to the approximation
error that arises from the first-order Taylor approximation. To deal with
small approximation errors, Bouguet [Bou00] proposed a scheme that iterates
multiple times in a Newton-Raphson fashion to get a more accurate result. In
the scheme, the motion estimate is updated by an increment di :
di+1 ← di + ∆di .

(9)

For each iteration the image intensities are warped towards the interim
results. In [BM04], several variations to perform the warping of the image
intensities have been investigated. Some methods such as the additive compositional algorithm [SS98] perform the warping on the spatial and temporal
gradient on each iteration. Other approaches such as the inverse compositional method [BM01] perform the warping only on the temporal gradient. In
[BM04], Baker and Matthews found the inverse compositional approach to be
most accurate and computationally efficient approach. The inverse compositional algorithm updates the temporal gradient by warping only the intensities
of target image I (x,t + 1) towards the intensities of the source image I (x,t ).
For that scheme, the incremental motion vector ∆di is given by:

Inverse
Compositional
Algorithm

∆di = G−1 · bi
bi =

∑ ∇I (x) · It,i (x)
x∈Ω

It,i (x) = I (x,t ) − I (x + di ,t + 1),

(10)

i.e. in each iteration bi has to be updated, but ∇I and G−1 are constant and
need to be computed only once.
The iterative schemes such as the inverse compositional algorithm can deal
with small approximation error if the motion to be estimated is rather small,
in practice lower than two pixels. To cope with long-range motion, a coarseto-fine strategy based on Gaussian image pyramids has been implemented as
presented by [Bou00], known as the pyramidal Lucas Kanade (PLK). The
image pyramid consists of a set of repeatedly down-sampled and blurred
images so that large distances at the original image become low distances on
the coarsest (top) level that can be handled by the LK. On this pyramidal
scheme, the motion estimation is started on the top level where the interim
results are propagated to the next level and used to initialize the warping.
The minimization framework in Eq. (7), the iterative and pyramidal schemes
describes the mathematical fundamentals of the PLK as it has been used in
most video processing applications. However, to introduce the proposed robust
local optical flow (RLOF) and to provide the mathematical background, a
more generalized formulation of the local optical flow motion estimation
problem will be proposed as follows:
min
p

∑ w(x) · ρ ( fGOFC (x, p), σ ) .

(11)

x∈Ω
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Pyramidal Scheme

Generalized Local
Optical Flow
Formulation

This generalized gradient-based local optical flow equation is based on an
arbitrarily norm ρ, its scale parameters σ and a spatial prior weighting function
w(x). p = [dT p0 . . . pn−1 ] is an extended parameter vector of size n + 2 and
fGOFC the first-order Taylor approximation of an extended intensity constancy
constraint which can be written as follows:
g(I (x,t ), p0 · δt, . . . , pn−1 · δt ) + I (x,t ) = I (x + d · δt,t + δt ),

(12)

wherein g(I (x,t ), p0 , . . . , pn−1 ) will denote the illumination modeling function.
The LK algorithm is a special case of Eq. (11) wherein a quadratic norm, i.e.
ρ (y) = y2 , a constant non zero weighting function w(x) = 1 and the standard
ICA i.e. g = 0 are used.
The application of specific norms ρ allows to apply different estimation
frameworks. For example, the LK method applies the least-square estimator
with the quadratic norm which is optimal for Gaussian distributed noise. To
improve the robustness against non-Gaussian error sources, more robust norms
allow to control the influence of strong outliers which will be addressed in
Section 3.3. The prior term w(x) provides an opportunity to favor specific
samples in the support region over others or to modify the support region shape
as described in Section 3.4.3. The extension of the ICA with the function g
allows to integrate illumination-dependent parameters pi in order to deal with
varying illumination conditions as described in Section 3.4.4.
3.3

R O B U S T L O C A L O P T I C A L FL O W E S T I M AT I O N

The content of this section was partially published in Robust Modified L2
Local Optical Flow Estimation and Feature Tracking in the Proceedings of the
IEEE Workshop on Motion and Video Computing (WMVC), 2011 [SEHS11]
and Robust Local Optical Flow for Feature Tracking in the IEEE Transactions
on Circuits and Systems for Video Technology, 2012 [SES12].
3.3.1

Linear Regression Model

A systematic treatment of the local optical flow estimation can be performed
by considering the theory of robust statistics. In the statistical model used
in the following, it is assumed that the outcome of a set of n observations yi
depends on the true value of a set of p unknown parameters θ j and an additive
random error process with the error ui . The relation between the observed
data and unknown parameters are assumed to follow a linear model that can
be defined as:
yi = fi (θ ) + ui , i = 0, . . . , n − 1

(13)

with fi being known functions assumed to be linear in θ so that:
p−1

f i (θ ) =

∑ xi j θ j

j =0

50

(14)

and xi0 , . . . , xip−1 being predictor variables. This model is known as linear
regression.
In the context of the local optical flow estimation, the temporal gradients
It (xi ) denote the observation yi that depends on two unknown parameters
θ = d, the horizontal and the vertical components of the motion estimate.
The relation between the observed data and the unknown parameter has been
defined as linear in d, i.e.θ , by the optical flow constraint. Referring to
Eq. (14), the spatial gradients ∇I (xi ) denote the predictor variable xi0 and
xi1 . It follows that the estimation of local optical flow is congruent to a linear
regression where n samples are gathered from xi positions where ∀i, xi ∈ Ω.
The linear regression model assumes that errors ui are random variables
which are independent from each other and have the same distribution function
F0 . It follows that the observations y0 , . . . , yn−1 are independently identically
distributed by the distribution function F (y) = F0 (y − f (θ )). If the distribution function of the errors ui has a density f0 = Ḟ0 , the joint density of the
observation, i.e. likelihood, can be written as:

Maximum
Likelihood
Estimator

n−1

L(yi ; fi (θ )) = ∏ f0 (yi − fi (θ ))

(15)

i=0

and θ̂ is the maximum likelihood estimate that maximizes the likelihood
function:
θ̂ = arg max L(yi ; fi (θ ))

(16)

θ

or, equivalently
n−1

θ̂ = arg min − ∑ log( f0 (yi − fi (θ ))).
θ

(17)

i=0

If the distribution function of the error F0 is exactly known, the maximum
likelihood estimate would be optimal in the sense of attaining the lowest
possible asymptotic variance among the estimates.
A prominent example is the special case of the unbiased normal distributed
error F0 = N (0, 1) with the density
1
f 0 (x) = √ e
2π

2
− x2

,

(18)

In this case, it can be shown that maximum likelihood is equivalent to the least
square estimate
n−1

θ̂ = arg min
θ

∑ (yi − fi (θ ))2

(19)

i=0

and that thus the least square estimator is an optimal estimator for normal distributed observations. In the context of local optical flow estimation, Eq. (19)
denotes exactly the solution defined by the original Lucas Kanade method
in [LK81]. Consequently, motion estimated with the Lucas Kanade method is
an optimal solution for Gaussian distributed noise.
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Least Square
Estimate

3.3.2

Robust Estimation

The estimation of the unknown parameter θ̂ is not exclusively based on
observations but also on assumptions of noise and parameter models. These
models are not supposed to be exactly true as they are merely mathematically
convenient formulations of some general prior information. The obvious
solution is to choose an estimator that promises the optimal estimation based
on assumptions of data and noise models as done by Lucas and Kanade
with the least square estimator. However, the existence of outliers, i.e. data
points with different distributional characteristics than the assumed model,
will produce erroneous estimates. When the assumptions of the data and noise
models do not exactly describe the measured data, the estimator performance
degrades. As a result, a method which promises optimality for a limited class
of data and noise models may not be the most effective choice. Suboptimal
estimation methods which are not as sensitive to modeling data errors may
produce better and more stable results.

Real-world Error
Distributions

M-Estimators

Figure 6 shows the frequency distribution of the observations, i.e. the
temporal gradients It (xi ), at four positions in the RubberWhale sequence of
the Middlebury dataset. Details on the Middlebury dataset on be found in
Appendix A.1. The frequency distribution has been created with samples
from a 17 × 17 pixel large region at the respective positions and is related to
the noise distributions. If the local optical flow should be estimated at these
locations, the intensity constancy constraint will be violated at the positions
shown in Figure 6c and Figure 6d and the motion constancy constraint at
position Figure 6b. Figure 6c points to a shadow that appears in the support
region in the next frame, Figure 6d points to pixels of the wooden fence that
disappear in the following frame and Figure 6b points to a region of the objects
moving in different directions. The exemplary distribution shows that the local
optical flow estimate is affected by outliers inter alia through violations of the
underlying constraints. Consequently, a suboptimal but robust method that is
less sensitive to outliers is needed to produce more stable motion estimates.
A first basis for a theory of robust estimation and robust regression has been
formed by Huber. In [Hub64], Huber proposed to generalize the maximum
likelihood estimation Eq. (17) to the minimization of:
n−1

θ̂ = arg min
θ

∑ρ

i=0



ri ( θ )
σ


(20)

with σ being an auxiliary scale estimate that is required to make θ̂ scale
equivariant and ri (θ ) = yi − fi (θ ) denoting the residuals. ρ is assumed to be
a convex and symmetric positive definite unimodal function. Huber called
this solutions maximum likelihood-type or M-estimators as a short form. In
contrast to the maximum likelihood estimate, ρ is not assumed to be of the
form −log f0 so that the robustness of the estimator depends on its ρ-function
and not the assumed error distribution.
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Figure 6.: Frequency distributions of observation data gathered at regions at
different locations in the RubberWhale sequence. Related to local
optical flow constraints, at these location there is a violation of (a)
no underlying assumption, (b) the motion constancy assumption
or (c, d) the intensity constancy assumption. The enlargements
show a magnification of the relevant area and a magnification of the
color-coded ground-truth of the optical flow field.
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(b) Huber
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Figure 7.: Common ρ-functions with piecewise linear ψ-functions.

Breakdown Point
and Efficiency

Influence Function

Robust regression is concerned with developing estimators that are not
strongly affected by outliers and are insensitive to the underlying noise distribution. In the literature, there are several measures proposed to describe the
robustness of an estimator [MMY06]. The most common measure is the breakdown point [Rou86]. It represents the minimum fraction of outlying data that
can contaminate an estimate to diverge arbitrarily far from the true estimate.
For example, the breakdown point of the least square estimator is equal to
zero because a single outlier xi → ±∞ can upset the estimate completely. The
theoretical maximum breakdown point is 0.5 which means that up to half the
data can be outliers. For example, the median with ρ (x) = |x| has a breakdown
point of 0.5 and hence is robust. However, although it is not a measure of
robustness, the efficiency of a robust estimator is significant, too [MMY06].
The efficiency is defined as the ratio of the minimum possible variance of an
estimate to the actual variance of a robust estimate, wherein the minimum of
possible variance is determined by a target distribution such as the normal
distribution. A low efficiency indicates that more data points are required to
obtain precise estimates. It shows that robust estimators which have lower
breakdown points than median tend to have low efficiency [MMY06].
An approach to describe the robustness of an estimator based on the influence function was introduced by Hampel [HRRS81]. The influence function
ψ is the derivative of the ρ-function and characterizes the bias that a particular
measurement has on the estimate as a function of the distance from the uncorrupted estimate. For example, Figure 7a shows the ψ- and ρ-functions of
the least squares estimator. An estimator is called robust if the influence of a
measurements, indicated by the ψ-function, is not increased with its distances
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to the real estimate. With this in mind, the least square estimate can be denoted
as not robust. Since the general minimization of Eq. (20):
1 n−1
0= ·∑ψ
σ i=0




∂ ri (θ )
ri (θ )
·
σ
∂θ

(21)

depends on the influence function, a robustness analysis based on influence
functions will be of special interest in this thesis.
With the Huber functions, Huber proposed a design of possible norms ρ
that is quadratic for small values and linear to infinity. The Huber functions
are defined as follows:
 1 2
, |x| ≤ c
2x
ρ (x, c) =
1 2
c|x| − 2 c , else

x
, |x| ≤ c
(22)
ψ (x, c) =
c · sign(x) , else

Huber Functions

and exemplarily plotted in Figure 7b. At the limit cases for c → ∞ the Mestimates are the mean values and for c = 0 the solution is the median. The
advantage of the Huber functions are that the asymptotic variances of the Huber
M-estimate are reduced and thus the efficiency is higher than the efficiency of
the median by being more robust than the least square estimate. In addition,
the influence of large outliers to the estimate is limited as shown in Figure 7b.
Ideally, the influence of extremely large outliers should be reduced to zero
which implies a bounded ρ-function and a redescending ψ-function. The Mestimator using this family of functions is called redescending M-estimator and
known to be more robust towards large outliers. It can be shown that for heavytailed distributions, e.g. for the Student distribution, the maximum likelihood
estimate has a ψ-function that tends to zero when x → ∞. The numerical
computation of the redescending M-estimates is not more difficult than for
the M-estimates and can be obtained in the form of Eq. (20). However, some
solutions of Eq. (20) may converge to local mimima and not correspond to
the absolute minimum of the criterion which defines the M-estimate. Typical
application of redescending M-estimates for the estimation of parametric
optical flow models are proposed by Odobez and Bouthemy [OB95] with
the Tukey biweight or Black and Anandan [BA96] who applied inter alia the
German & McClure function for optical flow. German & McClure functions
are e.g. defined as follows:
ρ (x, a) =

2xa
x2
, ψ (x, a) =
.
2
a+x
( a + x2 ) 2

(23)

Apart from exceptions with strict boundary conditions, redescending Mestimates cannot be solved analytically. To solve Eq. (20) for these ρ-functions,
a common solution is to introduce a weight function w(·) and iteratively solve:


1 n−1
ri ( θ )
∂ ri ( θ )
0= 2·∑w
· ri (θ ) ·
.
σ i=0
σ
∂θ

(24)
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Redescending
M-estimates

This solution is known as iteratively reweighted least square (IRLS) and the
weights are estimated in each step with the estimates of the previous iteration.

Shrinked Hampel
Functions

In [Hub77], Huber proposed to apply Newton’s method to solve Eq. (21).
This approach has the remarkable property that it reaches the theoretically
exact solution in one single step if the ρ-function consists of quadratic and/or
linear functions and the initial estimate is so close that it induces the same
partition of the residuals for each partition. These criteria are fulfilled by
the Huber functions for the M-estimates and by the Hampel functions for
the redescending M-estimates. The Hampel redescending M-estimate with a
reduced number of partial functions will be the basis of the proposed robust
estimation framework for local optical flow estimation in this thesis. The
Hampel functions are reduced by shrinking the high and low flat segments of
the ψ-functions and are therefore denoted shrinked Hampel functions, given
by:

ρ (x, c) =


2

 x

c0 (|x|−c1 )2
c0 −c1

+ c0 c1


c0 c1


 2x
c (x−sign(x)c )
ψ (x, c) =
2 · 0 c0 −c1 1

 0

, |x| ≤ c0
, c0 < |x| < c1
, else
, |x| ≤ c0
, c0 < |x| < c1 .
, else

(25)

Figure 7c shows an exemplary plot of the shrinked Hampel ρ- and ψ-function.
With the shrinked Hampel estimator, we have found a robust estimator that
has a high efficiency and is efficient to compute.

Scale Estimation

In general the M-estimates and redescending M-estimates are not scaleequivariant. Considering the linear model with scaled error distribution:
yi = fi (θ ) + σ ui , i = 0, . . . , n − 1 .

(26)

There is a scaling problem with the shrinked Hampel and Huber estimates.
While the mean and median estimates are independent from σ , the partition of
the residuals towards the ρ- and ψ-functions section depends on this scaling
factor. The scale or dispersion values may be provided a priori e.g. from
analysis of the sensor or process from which the data are obtained or have
to be estimated in addition. Alternatively, the dispersion has to be estimated
which has to be robust itself. A common choice to estimate the scale parameter
is the MAD estimator [MMY06].
σ̂ = MAD(y) = median(|y − median(y)|).

(27)

However, the estimation of the median can cause an undesirable computational
load because it requires the sorting of the observed samples. At best, the
complexity of sort algorithms is O (n log n), e.g. Quicksort. If it can be
assumed that yi are distributed with zero-mean, the MAD can be simplified to

56

the median of the absolute values of yi . Furthermore, the approximation of the
median is defined by:

 ε , xi − σ̃i > 0
(28)
σ̃i+1 = σ̃i + −ε , xi − σ̃i < 0

0
, else
can be used which has a reduced complexity of O (n).
The discussed robust redescending M-estimator based on the shrinked
Hampel functions leads to a variation of the LK: the RLOF, which has been
proposed in [SEHS11, SES12]. The motion vector d estimated with the RLOF
is minimized by the following function:


ĉ0 (| fOFC (x, d)| − ĉ1 )2
2
min ∑ fOFC (x, d) + ∑
+ ĉ0 ĉ1 + ∑ ĉ0 ĉ1
d
ĉ0 − ĉ1
x∈Ω1
x∈Ω0
x∈Ω2

Robust Local
Optical Flow
Estimate

, (29)
wherein (ĉ0 , ĉ1 ) = σ · (c0 , c1 ). Ω0 is the subset of data in Ω fulfilling | fOFC | ≤
ĉ0 , Ω1 denotes the subset fulfilling ĉ0 < | fOFC | < ĉ1 and Ω2 holds | fOFC | ≥ ĉ1 .
The scale parameter only affects the assignment of the data to each subset
Ω0 , Ω1 and Ω2 . If the partition is stable, the RLOF motion estimates are
scale independent. To estimate an accurate motion vector, the iterative inverse
compositional algorithm, see Eq. (9), will be applied. Therefore, the inverse
compositional algorithm has to be adapted. The new motion increment ∆di
for the shrinked Hampel functions is computed by Eq. (21) as the solution of
Eq. (29) and given by:
∆di = G−1
sHampel · bsHampel,i
bsHampel,i =

∑ ∇I (x) · It,i (x)
x∈Ω0

+
GsHampel

=

ĉ0
∇I (x) · [It,i (x) − ĉ1 · sign(It,i (x))]
ĉ
x∈Ω1 0 − ĉ1

∑

∑ ∇I (x) · ∇I (x)T
x∈Ω0

+

ĉ0
∇I (x) · ∇I (x)T .
ĉ
−
ĉ
1
x∈Ω1 0

∑

(30)

Similarly, local optical flow using the robust M-estimator based on the
Huber functions can be defined as:
min
d

∑

fOFC (x, d)2 +

x∈Ω0

∑ ĉ (| fOFC (x, d)| − 0.5ĉ) ,

(31)

x∈Ω1

wherein ĉ = σ · c. Ω0 is the subset of data in Ω fulfilling | fOFC | ≤ ĉ and Ω1
contains the remaining data. The inverse compositional motion increment is
then given by:
∆di = G−1 · bHuber,i
bHuber,i =

∑ ∇I (x) · It,i (x) + ∑ ∇I (x) · c · sign(It,i (x)).
x∈Ω0

x∈Ω1
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(32)

Huber Local
Optical Flow
Estimate

Generalized Local
Optical Flow
Estimate with
Piecewise Linear ψ
and Linear g

The concept of robust statistics can further be applied to the general form
of gradient-based local optical flow defined in Eq. (11). If ψ is a piecewise
linear function and g a linear illumination modeling function, see Eq. (12), a
class of general gradient-based local optical flow solutions for the incremental
motion vector is given by:
∆di = G−1 · bi

bi =

∑ w(x)
x∈Ω


G =

∑ w(x)
x∈Ω

∇I (x)
T(x)



∇I (x)
T(x)



· ψ (It,i (x))

·ψ

∇I (x)
T(x)

T !
,

(33)

wherein T(x) ∈ Rn is a vector containing the partial derivatives of the g with
respect to all parameters p0 , . . . , pn−1 , see Eq. (12). The LK, the RLOF as well
as the Huber method are solutions of this general form for g = 0 and specific
ψ-functions.
3.3.3

Experimental Evaluation

The objective of the proposed robust estimators is to improve the motion
estimation accuracy while maintaining a low computational complexity. A
focus will be on the evaluation of areas that contain corrupted data, i.e. areas
where the intensity and local constancy assumptions are violated. These
motion estimates can inter alia be found at motion boundaries and areas of
occlusion. Therefore, evaluation has been conducted by using the training
sequences of the Middlebury dataset which contains various scenes with
occluded and differently moving objects. A thorough description of the
datasets is provided in Appendix A.1.
In order to investigate the robustness and run-time of the optimal least square
estimator and suboptimal but robust M- and redescending M-estimator, the
estimators have been implemented with the inverse compositional algorithm
on an image pyramid-based scheme. In this setting, the least squares estimator
corresponds to the PLK method [Bou00] that has been taken as reference
system2 . A second objective is to compare the proposed direct solution of the
M- and redescending M-estimator having composed linear ψ-functions with
the more general IRLS solver. Therefore, an estimator based on German &
McClure function (see Eq. (23)) has been implemented as reference method.
Finally, the performance of different scale estimation methods will be evaluated with σ̂ denoting the MAD scale estimate, σ̃ the approximated median
scale estimate and σ = 1 the constant scale.

2 available online at http://opencv.org/
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The reference and the proposed algorithms have been compared with identical configurations. The parameters are as follows:

Configuration

• L = 3,
• I = 30, and
• sΩ = 17, wherein Ω is a quadratic region of size sΩ
wherein L is the number of image pyramids and I the maximal number of
iterations used for the inverse compositional scheme. These are commonly
used values in papers reporting the use of the PLK method.
The IRLS solver takes 4 rounds at each iteration to estimate the motion
increment. The configurations of the different ρ- and ψ functions have been
chosen so that the samples with limited influences that depend on the bend
points of the influence functions are similar. For the shrinked Hampel estimator, the function parameters are set to c0 = 3.2 and c1 = 7. The Huber
functions have been configured so that the influence boundary is the same as
c = c0 . The same should apply for the German & McClure functions which
√
have their positive bend point at a. According to German & McClure, the
parameter has been chosen so that a = c20 . The only exception is the parameter setting of the shrinked Hampel functions under the constant scale where
c0 = 32 and c1 = 160. The ψ-functions parameters depend on the underlying
data distribution, but as for this experiment this distribution is assumed to be
unknown and should not be estimated, they are set to the default values.
Table 1 presents the results obtained. Apart from the average end-point
error (AEE) that is the most common accuracy measure, the truncated average
end-point (tAEE) has been reported. The AEE is disproportionately influenced
by gross outliers since it is a least square estimate. These gross outliers are
motion estimates with very high errors that occur if the determinant of the
gradient matrix becomes extremely small, i.e. near zero. Gross outliers will
appear most likely at homogenous regions and the image border. As the focus
of this investigation does not lie on the evaluation of gross outliers if they
appear rarely, the tAEE is listed, too. In this configuration, the tAEE does
not consider the values with an error on the 98th percentile of the overall
measures.
Table 1 summarizes the three experiments; the comparison between the
statistical optimal least squares with the robust M-estimates and redescending
M-estimates, the comparison between the redescending M-estimator with
German & McClure functions solved with IRLS and the redescending Mestimator directly solved with shrinked Hampel functions, and the comparison
between the proposed scale estimation methods. The results show that the
estimation of the scaled parameter with the MAD, i.e. σ̂ , or the approximated
median, i.e. σ̃ , improves the accuracy of the M-estimates and redescending
M-estimates and reduces outlier-estimates. On average, the error is reduced
by 0.52 pixels for the German & McClure, 0.20 for the Huber and 0.27 for
the shrinked Hampel functions when comparing the average AEE. The results
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Error Measures

Numerical Results

Method
Least Square
German & McClure
MAD
approx. median
σ =1
Huber
MAD
approx. median
σ =1
shrinked Hampel
MAD
approx. median
σ =1
0.33
0.34
0.57
0.32
0.36
0.39

0.30
0.32
0.42

0.31
0.26
0.30

0.28
0.28
0.30

0.28
0.28
0.38

0.24
0.24
0.27

0.25
0.26
0.27

0.25
0.25
0.31

0.82
0.81
1.83

1.05
1.06
1.92

0.99
1.04
2.99

0.59
0.59
0.66

0.65
0.65
0.67

0.61
0.61
0.71

1.22
1.16
1.85

1.17
1.16
1.65

1.16
1.14
2.26

0.85
0.82
0.90

0.85
0.85
0.90

0.83
0.80
0.93

0.72
0.62
0.66

0.65
0.63
0.68

0.64
0.62
0.90

0.54
0.53
0.53

0.53
0.52
0.53

0.52
0.51
0.53

Venus
AEE
tAEE
0.94
0.50

0.60 ± 0.39
0.57 ± 0.37
0.85 ± 0.69

0.63 ± 0.40
0.63 ± 0.40
0.83 ± 0.66

0.61 ± 0.39
0.61 ± 0.39
1.13 ± 1.00

AEE
1.33 ± 1.32

0.49 ± 0.29
0.48 ± 0.28
0.53 ± 0.31

0.51 ± 0.30
0.51 ± 0.30
0.54 ± 0.32

0.49 ± 0.29
0.49 ± 0.28
0.58 ± 0.31

tAEE
0.52 ± 0.30

all

0.96
0.96
1.11
0.39
0.39
0.47

0.28
0.28
0.38

Urban3
AEE
tAEE
2.97
0.83

1.00
1.00
1.26
1.00
1.01
1.07

0.30
0.29
0.46

Urban2
AEE tAEE
3.71
0.65

0.27
0.27
0.37
1.03
1.05
1.16
0.93
0.92
1.04

RubberWhale
AEE tAEE
0.30
0.26

0.27
0.28
0.40
0.28
0.28
0.30
0.98
0.95
1.19

Hydrangea
AEE tAEE
0.68
0.38

0.19
0.19
0.28
0.28
0.29
0.31
0.25
0.25
0.29

Grove3
AEE tAEE
1.47
1.05

0.19
0.19
0.29
0.18
0.18
0.18
0.26
0.26
0.30

Grove2
AEE
tAEE
0.36
0.30

0.18
0.18
0.19
0.19
0.19
0.18

Dimetrodon
AEE
tAEE
0.19
0.19

0.20
0.19
0.19

Table 1.: Comparison of the motion estimation errors between optimal least square estimate, robust Huber M-estimate and robust redescending German &
McClure and shrinked Hampel M-estimates with the scale parameter assumed to be constant σ = 1, estimated with the approximated median σ̃
and estimated by MAD σ̂ .
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show that there is no significant difference between the accuracy of the vector
field computed with the MAD and the approximated median scale estimation
expected for the shrinked Hampel functions. The combination of the shrinked
Hampel function and the MAD scale estimation differs from the approximated
median as it generates more gross outliers for the Urban3 and Venus sequences.
Comparing the results of the least squares estimate with the M-estimate and
redescending M-estimate shows a clear improvement and outlier reduction
of the robust methods. On average, an accuracy improvement of 0.72 for the
German & McClure, 0.70 for the Huber and 0.76 for the shrinked Hampel
functions can be reported considering the AEE.
Figure 8 and Figure 9 show some examples of the optical flow field and an
error map. The error map shows the local distribution of the end-point error.
Pixels corresponding to motion vectors with low end-point error are displayed
in white and motion vector errors above 3 in black. In order to preserve the
contrast, the map is limited and only shows error of up to 3 pixels.
The comparison between the least square, Figure 8(b), and the robust,
Figure 8(c-e), optical flow results shows that the motion vectors around motion
boundaries are more accurate for the robust estimates. This is clearly visible at
different areas, e.g. at the rotating orange wooden wheel, at the orange letter
e and at the top border of the yellow box on the right. At other areas such
as the area around the border of the letter Z and the shell at the bottom of
the image, the motion boundary of the optical flow field is rather blurry. At
such edge regions, data samples of both motion components lie in increasing
influence regions or limited regions of the influence function. The contribution
of each data point to the final motion estimate then depends on the related
spatial gradients. At the region around the letter e, Figure 8(e) shows how the
shrinked Hampel is susceptible to scattered gross errors. Such outliers appear
because the shrinked Hampel influence function denotes that gross outliers
are weighted with zero. It is possible that too many data points are assigned
to zero weight if the scale estimate is too inaccurate. In that case, the final
estimate depends on a very low number of data points and can be prone to
errors.
Regardless of the estimator type, it was not possible to estimate the correct
motion at the region containing the shadow mentioned in Figure 6(c). The
moving shadow relates to an additional bias in the statistic which has not
been integrated in the linear model. To deal with changes in illumination, the
model and not the estimation framework has to be adapted. The comparison
between the least square and robust optical flow fields shown in Figure 9
demonstrates the error-proneness at regions with violated intensity constancy
assumption caused by disappearing areas. Figure 9 shows the Urban2 example
which is a sequence of a virtual city with ground-truth motion. There are three
main regions of occlusion and disclosure in that sequence: between the left
buildings on top, the gap is closing, on the right border, parts of the center
building appear, and at the bottom, parts of the center building disappear. As
in Figure 6(d), the motion estimate is affected by outliers that are caused
by the abrupt value changes of the corresponding pixel. The abrupt pixel
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Violated Local
Constancy

Violated Intensity
Constancy

(a) ground-truth

(b) least square

(c) German&McClure

(d) Huber

(e) shrinked Hampel

Figure 8.: Optical flow fields (left) and end-point error (right) of the RubberWhale sequence computed with the optimal least square estimator
(b), the robust M-estimator (c) and the robust redescending Mestimator (c, e). Dark areas denote high values and white areas
zero-values in the end-point error visualization.
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(a) ground-truth

(b) least square

(c) German&McClure

(d) Huber

(e) shrinked Hampel

Figure 9.: Optical flow fields (left) and end-point error (right) of the Urban2
sequence, computed with the optimal least square estimator (b), the
robust M-estimator (c) and the robust redescending M-estimator (c,
e).
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Method
MAD
approx. Median
constant

Huber
42.1 ± 4.2
18.2 ± 1.3
10.7 ± 0.8

shrinked Hampel
45.5 ± 4.4
20.9 ± 1.4
10.2 ± 1.0

German & McClure
146.6 ± 18,.
123.2 ± 8.6
411.4 ± 25.5

Least Square
7.0 ± 0.3

Table 2.: Average processing time in seconds needed to estimate dense optical
flow fields with VGA resolution for the Middlebury dataset.
value change influences not only corresponding motion results but also the
surrounding motion estimates. Figure 8 shows clearly that the erroneous
motion vectors are distributed spatially larger around the infected area than
the erroneous motion vector estimated with the robust estimation methods.
Computational
Effort

Discussion

The processing time needed varies significantly between the least square,
the direct solver for the M-estimator and redescending M-estimator and the
IRLS solver. From the algorithmic point of view, the most complex method
is the IRLS solver. In contrast to the least square and the direct solvers, it
requires an additional set of IRLS cycles, to update the mismatch vector in
each iteration. Less complex are the Huber and shrinked Hampel methods as
they can estimate the update in each iteration directly. However, for the direct
solution of Huber and shrinked Hampel there is still the overhead that requires
additional computational load to partitioning the data with respect to the sets
Ω0 , Ω1 or Ω2 by the evaluation of the respective residuals, see Eq. (30) and
Eq. (32). The method with the lowest computational complexity is the least
square solver that in each iteration only updates the mismatch vector directly.
To provide an idea of the computation times, Table 2 reports the run-time
in seconds averaged over the sequences of the Middlebury dataset with a
resolution of 640 × 480. The run-times were measured on an Intel Core i7
CPU at 3.40GHz without any parallelization. The results show that scale
estimation accounts for the major share in the computational load. This load
can be reduced significantly by applying the approximating median estimator
instead of the MAD. A lower run-time has been measured for experiments
with a constant scale parameter. Compared to the approximated median, the
constant scale needs around half the time to estimate the dense optical flow
field. However, the run-time not only depends on the algorithmic complexity
but also on a fast convergence of the inverse compositional algorithm. This
can be seen in the constant German & McClure experiment. The complexity
of constant scale parameters is the lowest but leads to a slow convergence, i.e.
on average this configuration needs more iterations to fulfill the termination
criteria and thus has a higher computational load.
It is apparent that the application of robust estimators outperforms the least
square solution in terms of accuracy. Considering the dispersion of the data
by estimating the scale parameter further improves the accuracy of the robust
motion estimates. However, these improvements have to be weighted against
the disadvantage of a high computational load. This computational load could
be reduced by applying the proposed direct solution instead of the IRLS and
the application of an efficient approximated median scale estimator. The
more accurate results come along with a higher run-time that is still around
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four times higher than in the least square solution. However, that additional
computational load scales with the number of motion vectors which relativised
the drawback for the real world applications, where local methods are usually
used to estimate sparse motion vector sets.
The experiments have shown that the major improvements in terms of
accuracy are achieved on the reduction of the influence of unbiased gross
outliers. Such outliers occur especially at regions containing disappearing or
newly appearing image content.
Moderate improvements have been achieved at motion boundaries. The
results show that the robust estimation reduces the coronal effect only in some
cases. In other cases, the robust framework is not able to suppress the second
or third motion component if from a statistical point of view these motion
components are no outliers. This may happen at locations where the inferring
moving object contains the more dominant texture. Then, the overall data
distribution is dominated and determined by the data related to this inferring
motion component and not by the motion components located at the center of
the support region. Consequently, the data corresponding to the true motion
component are treated as outliers and the motion vector estimation fails.
No improvements have been achieved at regions that contain shadows or
are effected by flat changes of the illumination over time. In these cases, the
data contains a biased error distribution which is not handled in the actual
model. The motion results could be improved by considering these changes of
illumination e.g. as in Section 3.4.4 by taking advanced illumination models
into account.
3.4

S PAT I A L LY A D A P T I V E D ATA T E R M

The content of this section was partially published in Robust Modified L2
Local Optical Flow Estimation and Feature Tracking in the Proceedings of the
IEEE Workshop on Motion and Video Computing (WMVC), 2011 [SEHS11],
in Robust Local Optical Flow for Feature Tracking in the IEEE Transactions
on Circuits and Systems for Video Technology, 2012 [SES12], Cross based
Robust Local Optical Flow in the IEEE International Conference on Image
Processing, 2014 [SBS14] and in Robust Local Optical Flow: Long-Range
Motions and Varying Illuminations in the IEEE International Conference on
Image Processing, 2016 [SGS16].
3.4.1

Introduction

The previous section has shown that robust statistics is a useful tool to improve
the robustness of local optical flow methods. However, the robust framework
still has its limits if the conditions differ too much from the assumed model.
In particular, this is caused by the violation of the motion constancy and the
intensity constancy assumption. To further improve the quality of the motion
estimates, the model itself needs to be modified. This section discusses the
modification of the data term. The approaches proposed in subsections 3.4.2
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and 3.4.3 will utilize prior information in order to change the shape of the
support region to make it fit better to the underlying motion structure. This
decreases the probability of appearing motion constancy violations. In subsection 3.4.4, a model for illumination changes will be discussed. This leads
to an extended intensity constancy equation that can less likely be violated in
realistic scenarios.
3.4.2

Residual-based Adaptive Support Region

Recent state-of-the-art local optical flow methods such as the PLK or its
derivatives [BM04, KMK04, ZGF08] use rectangular fixed support region
sizes. An advantage of this choice is its simplicity for parallelization and
implementation. This applies especially for parallelization techniques based
on single instructions and multiple data architectures such as streaming SIMD
extensions instruction set (SSE). An investigation of fixed support regions with
varying shapes was discussed by Blümling [Blü13]. In this study, Blümling
found that the circular shape led to most accurate results but with only minor
improvements concerning the rectangular shape.

Figure 10.: Optical flow fields for estimated with different support region sizes.
From left to right: ground-truth Grove3 sequence of Middlebury
dataset, estimated using RLOF with a small support region of 9 × 9
pixels and a large support region of 21 × 21 pixels.
The approach discussed in this subsection and published in [SEHS11,
SES12] is to adapt the support region size depending on interim results and to
operate within the boundaries given by the generalized aperture problem. The
concept is motivated by two observations that come along with the generalized
aperture problem and are exemplarily shown in Figure 10. By applying a small
support region, the optical flow method can retrieve fine motion structure more
properly. However, due to the lower number of samples in a support region,
there is a higher number of motion estimates which are affected by the aperture
problem or noise. In these areas, the appearance of erroneous flow vectors is
increased. Considering large support regions, these outliers are reduced, but
the flow field is rather smooth. There are less fine motion structures and a
stronger coronal effect. In summary, the motion vectors obtained by the large
support regions are more robust than the motion vectors obtained by the small
support regions but less precise in terms of motion boundaries and motion
structure.
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The idea of the residual adaptive support region is to use a region size that
is as small as possible and adapt it online during the iterative refinement. If
the region size is too small, it has to be increased successively. The upper
max
and lower bounds of the region size are given by [smin
Ω , sΩ ]. To increase the
robustness of the method, an initial motion guess will be used to start the
iteration. The guess has been estimated by a single iteration using sΩ = smax
Ω .
Then, the region size is reduced to smin
to
achieve
a
better
performance
at
the
Ω
motion boundaries. In the next step the region size is increased successively
based on the quality of the interim motion and the appearance of bidirectional
edges in the current support region. The quality of an interim motion estimate
is measured by the relative residual error E (di ), defined as:
E (di ) =

1
∑ ρ ( fOFC (x, d), σ ) .
|Ω| x∈Ω

(34)

E (di ) measures the similarity between the current and the target template
defined by the support region, wherein large values indicate an erroneous
motion estimate. The region has to be increased if:
E (di ) − E (di−1 ) > εE ,

(35)

λmin < ελ ,

(36)

or

wherein εE is a threshold that ensures a small tolerance and λmin is the minimum of the eigenvalues of the gradient matrix G. λmin measures the appearance of bidirectional edges, based on the method proposed by Shi and
Tomasi [ST94]. These image structures are important to avoid the aperture
problem.
If needed, the support region is being increased until smax
Ω is reached. Independently from the enlargement of the support region size, the iteration is
continued until final convergence or a maximal number of iterations has been
reached.
3.4.3

Segmentation-based Adaptive Support Region

Shrinking and enlargement is an appropriate method to find an appropriate
solution for the support region size under the generalized aperture problem.
However, this approach is limited to a static support region shape. In this
subsection, a segmentation-based approach that has been published in [SBS14]
will be discussed. The concept of this work is based the on the following
assumptions:
1. The trade-off described by the generalized aperture problem can be
solved if the support region has an optimal shape that fits to the underlying motion structure in shape.
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Resizing the
Support Region

Figure 11.: Schema of the construction of the adaptive support region for the
anchor pixel p. Green areas denote exemplary support regions.
2. Object boundaries correspond to motion boundaries and the local distribution of the intensity values corresponds to object boundaries.
Since this optimal support region shape depends on the motion estimate and
vice versa, the first assumption is a chicken-and-egg problem. To overcome
these cycling implications, the second assumption is introduced which can be
derived from the intensity constancy constraint.

Cross-based
Segmentation

Therefore, if the optical flow computation is based on the ICA then the
existence of a motion boundary requires the existence of object boundaries,
i.e. the image intensity difference. In order to detect object boundaries, the
cross-based method proposed by Zhang et al. [ZLL09] which utilizes the
color similarity for generation of a variable support region will be used. The
construction of the local support regions is performed in two stages and shown
in Figure 11. Firstly, two horizontal and two vertical arms are created for
every pixel. Secondly, the support region is built by a combination of all
horizontal arms defined by the pixels within the vertical arm of the center
pixel, respectively. The definition of the horizontal and vertical arms for a
given pixel depends on a threshold value εRGB that defines the maximum
absolute intensity difference between the center pixel at position p and the
respective pixel at pn located on the corresponding arm. The resulting arm
length r∗ is then defined to consist of all pixels directly connected to the center
pixel for which the absolute intensity difference does not exceed εRGB . The
definition of r∗ is formulated as follows:
!
r∗ =

max

r∈[1,slarge
Ω ]

r·

∏

δ ( p, pn ) ,

(37)

n∈[1,r ]

wherein smax
Ω denotes the maximum arm length and δ ( p, pn ) is computed
considering all three RGB color channels by:
(
1,
max (|Ic ( p) − Ic ( pn )|) < εRGB
c∈[R,G,B]
(38)
δ ( p, pn ) =
0, otherwise
+ − +
The resulting four arms lengths h−
p , h p , v p , v p can then be stored efficiently
in the four channels of a dedicated image used as a lookup table during
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the second stage to define the resulting adaptive support region. Following
[ZLL09], the support region is defined by the combination of all horizontal
+
H ( p) = {x = (x, y)|x ∈ [x p − h−
p , x p + h p ], y = y p } and vertical arms V ( p) =
+
{x = (x, y)|x = x p , y ∈ [y p − v−
p , y p + v p ]}. The integration of the adaptive
support region into the minimization function given in Eq. (11) is applied by
the weighting function which is then given by:

1, x ∈ U ( p)
w(x) =
(39)
0, otherwise
with the support region
U ( p) =

[

H (q).

(40)

q∈V ( p)

In order to improve the robustness of the motion estimation, a minimal support
region size of smin
Ω is forced.
3.4.4

Linear Illumination Model

The intensity constancy assumption is the fundamental assumption for most
optical flow methods although it almost never holds in real-life scenarios. For
example, in sequences that contain varying illuminations caused by shadows,
moving light sources or changing weather conditions, the ICA is violated.
Section 3.3 shows that the first case can be handled through a robust estimation
framework. However, the second and third cases are different as they lead to a
biased data distribution. As discussed in section 3.3, biased data distributions
lead to erroneous results even for the robust M-estimators.
In this subsection, the extension of the intensity constancy-based optical
flow equation for local methods will be discussed in order to deal with these
illumination variations. In the field of global optical flow, several extended
intensity constraints have been proposed: Brox et al. [BBPW04] introduced
an additional gradient constancy constraint that is more robust to varying
illuminations. Mileva et al. [MBW07] combined Brox’s approach with photometric invariances. Wedel et al. [WPB+ 08] proposed a texture structure
decomposition as a preprocessing step. Kumar et al. [KTWC13] used a data
term-based approach on the decoupled reflectance and illumination models.
However, each extension comes along with an additional parameter. As stated
by Kim et al. in [KMK04], these parameters have to be tuned carefully in
order to obtain desirable results.
For local approaches, the effects of varying illumination for all pixels in a
small area can be represented by a simple parametric model. The parameter
of that extended model can then be estimated by the set of overrelaxed linear
equations. The extended model that will be used in this thesis is based on
Gennert and Negahdaripour’s varying illumination model [GN87] and was
previously applied by Kim et al. [KMK04] for local optical flow. Gennert and
Negahdaripour proposed an illumination model given by:
I (x, y,t ) + m · I (x, y,t ) + c = I (x + u, y + v,t + 1).
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(41)

Illumination Model

In terms of the proposed taxonomy for the generalized local optical flow
(Eq. (12)) the model by Gennert and Negahdaripour describes a linear illumination modeling function g given as:
g(I, p0 , p1 ) = p0 · I + p1 ,

(42)

wherein y = I (x, y,t ), p0 = m and p1 = c. The solution of this model can be
found by a linearization using first-order Taylor approximation given by:

T 

∇I (x)
d
fIM (x, d, m, c) =  −I (x)  ·  m  + It (x) = 0.
(43)
−1
c

Robust Local
Optical Flow
Solution

In order to apply this model for the local optical flow, the motion constancy
assumption has to be extended by assuming that the whole extended parameter
vector [dT m c]T is constant in a small support region Ω. The resulting
parameter vector minimizes:
min

d,m,c

∑ w(x) · ρ ( fIM (x, d, m, c), σ ) ,

(44)

x∈Ω

and solves the following equation:


T 
 

d
∇I (x)
∇I (x)


0̄ = ∑ w(x) ·  −I (x)  · ψ  −I (x)  ·  m  − It (x), σ  .
x∈Ω
c
−1
−1
(45)
If ψ is a composite of linear functions which holds for RLOF and PLK, the
new motion and illumination parameter increment is given by:
 T
T
= G−1
∆di ∆mi ∆ci
IM · bIM,i
bIM,i =

∑ w(x) [∇I (x) − I (x) − 1]T · ψ (It,i (x))
x∈Ω

T 
 
∇I (x)
∇I (x)


= ∑ w(x) ·  −I (x)  · ψ  −I (x)  
x∈Ω
−1
−1


GIM
,

(46)

with the iterative update of the second image:
It,i (x) = I (x,t ) − (I (x + di ,t + 1) + I (x,t ) · m + ci )
and the updated parameters:
 T
 
 

di+1 mi+1 ci+1 = dTi mi ci + ∆dTi ∆mi ∆ci .

(47)

(48)

Eq. (46) shows that the solution of the new illumination model is straightforward and can be applied to the previously proposed techniques of robust
estimation and adaptive support regions. However, due to the estimation of
the additional illumination parameter, the computational complexity for each
iteration has been doubled.
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3.4.5

Experimental Evaluation

The objective of the modifications introduced in this section was to deal
with errors that could not be filtered by the robust estimation framework.
The modifications refer to error sources caused by the violation of the motion
constancy assumption and the problem of changing illuminations of the objects
or the environment. The experiments shown in this section are designed to
demonstrate the new behavior under these conditions and will focus on the
estimation of motion boundaries and environmental illumination changes.
Therefore, experiments with the training sequences of the Middlebury dataset
and selected sequences of the KITTI 2012 dataset were performed. As seen
in the previous section, the Middlebury sequences contain a rich variety of
motion boundaries leading to miscellaneous violations of the motion constancy
constraint when applying a fixed size large support region. The KITTI subset
consists of scene 11, 15, 44 and 74 that have been proposed in the Robust
Optical Flow special session [BFGK13] as being concise and realistic samples
for the problem of illumination changes. A thorough description of this dataset
is provided in Appendix A.2.
The proposed modification has been implemented based on the RLOF,
wherein Residual-based RLOF denotes the adaptive support region approach
described in Section 3.4.2, Cross-based RLOF denotes the segmentation-based
support region described in Section 3.4.3 and IM represents the implementation
of the linear illumination model discussed in 3.4.4. The approximated median
which has been found to be a good compromise between run-time and accuracy
in Section 3.3.3 is applied to estimate the scale parameter. The reference and
the proposed algorithms were compared with the identical configurations,
wherein:

Configuration

• L = 3, I = 30, c0 = 3, 2 and c1 = 7 parametrizes the RLOF,
max
• smin
Ω = 9 and sΩ = 21 the support region intervals,

• εE = 1 and ελ = 10 the residual and
• εRGB = 25 the segmentation based approach.
The numerical results of the Middlebury sequences will be presented using
the AEE and the tAEE measure. The second measure will be the tAEE
that ideally estimates the statistics of the motion vector field with a local
gross outlier filtering, see Section 3.3.3 for details. The outlier filtering
will be needed because the errors of interest are rather small and caused by
wrong convergence behavior due to one or more additional irritation motion
components in the support region. Without filtering gross outliers the change
of the errors of interest will be overlay by the influence of other error sources
such as violations of the ICA.
The errors expected from the illumination changes are more diverse. Due
to the violation of the intensity constancy constraint, these errors can become
gross or small outliers. Therefore, the numerical evaluation of the KITTI
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Error Measures

sequences was performed using the AEE and the R3 measure. R3 is the
baseline measure for the KITTI dataset and has been chosen for a better
comparability of the results to other methods. These measures will be provided
for the whole image and a subarea called non-occluded area, which is an area
that contains only the positions of pixels that are visible in both source images.
The non-occluded area for most KITTI sequences does not contain the image
borders as they contain a zoom-in global motion due to the fact that the dataset
was captured by a driving car.

Numerical Results
Middlebury

Numerical Results
KITTI

Table 3 summarizes two experiments. The first experiment compares the
accuracy of the dense motion fields estimate by cross and residual support
region approaches with three baseline RLOF configurations having support
regions with constant sizes. The support region sizes of these baseline conmax
figurations have been set to sΩ = smin
Ω and sΩ = sΩ which corresponds to
the boundaries of the adaptive approaches and sΩ = 17 which was the default
value in Section 3.3.3. For the second experiment, the linear illumination
model has been implemented on top.
The numerical results between small and large fixed support region sizes
demonstrates again the dilemma of choosing the right sΩ . Small support
regions are favorable for sequences containing rich structures such as Grove3
as they preserve the motion boundaries better, while large support regions
increase the robustness for lower textured content such as Dimetrodon and
Hydangea. Accordingly, the tAEE value of the baseline method with sΩ = 9
is lower than the tAEE for the large fix support region. On the other hand,
the AEE results indicate that using a small support region preserves motion
boundaries better but is less robust in terms of resulting outliers.
The results of the adaptive support region approaches outperform all baseline configurations in terms of tAEE. For the Middlebury training sequences,
the average tAEE of the cross-based method are reduced by 0.02 compared
to the residual approach and are thus slightly better. The implementation of
the linear illumination model has led to a performance which has on average slightly improved in terms of AEE for the cross-based method and has
a deteriorating effect on the residual-based method. Since RLOF with the
linear illumination model has two more degrees of freedom than the intensity
constancy model, the modified local optical flow equation is determined by
four instead of two independent data samples. Consequently, the IM solution
is more sensitive to noise. Furthermore, there can be ambiguities that lead
to additional minima for the solution. Comparing the residual-based method
with the cross-based method shows that the adaptive shape of the cross-based
methods is a better prior in order to filter disturbing data samples with a second
motion component while being less sensitive when estimating the illumination
parameters.
Table 4 summarizes the results of experiments performed on KITTI sequences for illumination changes. The comparison with the baseline methods
shows a different relation of small and large sΩ observing the average motion
errors. The increasing accuracy by increasing sΩ is reasoned by the design
of the KITTI dataset. The dominant motion component in the motion fields
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Dimetrodon
AEE
tAEE
0.23
0.22
0.19
0.19
0.20
0.19
0.20
0.19
0.19
0.19
0.19
0.18
0.18
0.18

Grove2
AEE
tAEE
0.29
0.26
0.26
0.25
0.27
0.27
0.25
0.24
0.23
0.22
0.28
0.26
0.25
0.23

Grove3
AEE
tAEE
0.97
0.86
0.95
0.92
0.99
0.96
0.92
0.85
0.84
0.78
0.97
0.90
0.93
0.80

Hydrangea
AEE tAEE
0.49
0.33
0.29
0.28
0.29
0.29
0.32
0.28
0.27
0.26
0.31
0.29
0.26
0.25

RubberWhale
AEE tAEE
0.38
0.21
0.26
0.24
0.28
0.26
0.26
0.21
0.31
0.20
0.29
0.20
0.37
0.20

Urban2
AEE tAEE
1.61
0.54
0.81
0.59
0.77
0.61
0.82
0.54
0.83
0.47
0.85
0.60
0.82
0.48

Urban3
AEE tAEE
2.33
0.75
1.16
0.82
1.18
0.88
1.62
0.73
1.40
0.74
1.84
0.87
1.28
0.73

Venus
AEE tAEE
2.59
0.49
0.62
0.53
0.77
0.56
0.75
0.48
1.92
0.50
0.70
0.48
1.58
0.46
AEE
1.11 ± 0.95
0.57 ± 0.37
0.60 ± 0.38
0.64 ± 0.49
0.75 ± 0.63
0.68 ± 0.55
0.71 ± 0.53

all
tAEE
0.46 ± 0.25
0.48 ± 0.28
0.50 ± 0.30
0.44 ± 0.25
0.42 ± 0.24
0.47 ± 0.29
0.42 ± 0.24

RLOF (sΩ = 9)
RLOF (sΩ = 17)
RLOF (sΩ = 21)
Residual-based RLOF
Cross-based RLOF
Residual-based RLOFIM
Cross-based RLOFIM
28.04
13.80
12.09
13.75
19.27
15.67
17.55

44.18
42.48
45.98
39.33
43.48
38.73
40.66

Frame 11
AEE
R3
45.45
54.21
24.95
52.73
21.47
55.67
23.56
50.23
33.00
53.63
25.34
49.67
29.32
51.21
67.38
34.28
24.51
33.88
43.41
12.81
15.98

77.70
63.60
59.94
66.31
70.08
41.43
35.60

Frame 15
AEE
R3
88.43
81.49
53.24
69.79
41.66
66.77
55.11
72.04
62.73
75.16
22.88
51.25
28.20
46.26
AEE
71.13 ± 34.23
44.66 ± 25.99
36.48 ± 20.72
45.25 ± 26.97
49.37 ± 23.67
23.52 ± 1.30
26.92 ± 2.24
57.40 ± 36.13
33.50 ± 26.42
26.43 ± 20.81
33.43 ± 25.90
37.34 ± 23.86
14.91 ± 1.59
17.12 ± 1.31

Frame 74
AEE
R3
110.83
90.73
77.65
84.51
63.62
82.73
78.95
84.73
75.67
86.63
23.51
60.77
25.73
62.98

Non-Occluded Area (NOC)
29.91
54.57
104.28
89.36
15.33
47.87
70.58
82.16
12.69
48.09
56.44
80.09
16.21
48.06
69.88
82.46
18.11
51.11
68.56
84.61
14.66
37.78
16.51
54.84
16.17
37.66
18.79
57.35

Frame 44
AEE
R3
39.82
61.64
22.83
55.94
19.16
56.12
23.39
55.75
26.09
58.74
22.36
47.11
24.42
47.08

all

66.45 ± 20.73
59.03 ± 17.84
58.53 ± 15.64
59.04 ± 19.24
62.32 ± 18.59
43.20 ± 7.91
42.82 ± 9.91

R3
72.02 ± 16.98
65.75 ± 14.54
65.32 ± 12.69
65.69 ± 15.71
68.54 ± 15.16
52.20 ± 5.96
51.88 ± 7.71

Table 4.: Comparison of the accuracy between dense motion vector fields estimated by the RLOF with constant support region sizes, adaptive size (residual
based) or adaptive support region shape and size (cross based) for KITTI 2012 training sequences. IM denotes the implementation of the extended
linear illumination model.

-

RLOF (sΩ = 9)
RLOF (sΩ = 17)
RLOF (sΩ = 21)
Residual-based RLOF
Cross-based RLOF
Residual-based RLOFIM
Cross-based RLOFIM

Method

Table 3.: Comparison of the accuracy between dense motion vector fields estimated by the RLOF with constant support region sizes, adaptive size (residual
based) or adaptive support region shape and size (cross based) for Middlebury training sequences. IM denotes the implementation of the extended
linear illumination model.

RLOF (sΩ = 9)
RLOF (sΩ = 17)
RLOF (sΩ = 21)
Residual-based RLOF
Cross-based RLOF
Residual-based RLOFIM
Cross-based RLOFIM

Method

is a zoom-in caused by the motion of the car from which the data has been
captured. In contrast to Middlebury, the KITTI samples do not contain many
different moving objects. Besides illumination changes, most motion errors
are caused by the challenge of estimating long-range motion. Here, a large sΩ
is preferable. In these experiments, the residual-based method is more accurate
than the cross-based approach and tends to deal better with large motions and
the illumination changes. However, due to the nature of the dataset these
results should be taken with care.
Table 4 shows a significant improvement by applying the linear illumination
model. With an average increase of 15.6% for the non-occluded area and
13.23% for the whole frame to the best RLOF without illumination model,
the improved cross-based method provides the lowest R3 measure. The
lowest AEE has been achieved for the improved residual-based RLOF with
an average increase of 8.57 for the non-occluded area and 9.39 for the whole
image domain. The difference between the improved residual- and cross-based
approach is around 3 pixels and 0.4% and thus rather small. This comparison
also indicates that the cross-based method tends to be more accurate on
movements smaller than 3 pixels and the residual based on movements larger
than 3.
Local Motion
Constancy

Varying
illuminations

A subjective impression can be found in Figure 12. The figure shows the
dense optical flow results for the baseline, Figure 12(a), and the adaptive
strategies, Figure 12(b,c). It can be seen that the motion vectors of the adaptive
approaches are more accurate around the motion boundaries of the objects in
the scene. This can be seen at various areas, e.g. around the branch at the front
and at the tree in the background on the top left. These motion structures seen
in Figure 12(b) and (c) are less blurry than in (a). Looking at the end-point
error visualizations, it shows that the dark areas around the leafs and branches
that indicate the false estimates caused by the coronal effect are reduced in (b)
and (c). There are areas in the background at the top left of the scene where the
residual approach is more accurate than the cross-based one, but on average
the cross-based approach provides the best visual results for this approach,
especially at the motion boundaries. Significant improvements compared to
the residual approach have been achieved e.g. at the leafs located at the top
middle. These results of the Grove3 are exemplary for the observations made
in the whole dataset and confirm the numerical evaluation in Table 3.
A qualitative comparison between the classical intensity constancy constraint based RLOF and the proposed RLOF using the linear illumination
model is shown in Figure 13. The figure shows two examples captured from a
car that enters a shadowed region which leads to extensive areas of changing
illuminations. In both examples, the classical intensity constancy assumption
and the motion estimation fails for almost the whole image. Especially in homogenous areas such as the central area in Figure 13(b) on the left, the motion
estimates are practically useless. In contrast, Figure 13(c) shows tremendous
improvements in these areas. The most apparent improvements are located at
the homogenous areas on the street at sequence 15. The results are far from
being perfect, especially at areas near the image border where the content is
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(a) fixed support region sΩ = 17

(b) residual-based adaptive support region

(c) cross-based adaptive support region

Figure 12.: Optical flow fields (left) and end-point error (right) of the sequence
Grove3 estimated by RLOF with a support region of a fixed size
(a), an adaptive size (b) and shape adaptive size (c). Dark areas
denote high values and white areas denote zero values in the endpoint error visualization.
disappearing due to the car motion. A possible explanation is that errors are
generated at the borders on the coarsest level of the pyramidal scheme and
move with the propagation to the lower levels into the center of the scene.
Another reason is related to the problem of estimating long-range motions.
Due to the repeated low-pass filtering of the image pyramid, details of the
scene can get lost and more homogenous areas can appear on the coarsest
level. This makes the estimation of large motions error-prone as intermediate
results are propagated through the image pyramid. At such areas which are
wrong in the coarsest levels, erroneous estimates occur due to the aperture
problem and are propagated and multiplied during the up-scaling to the next
level. This causes gross outliers.
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(a) ground-truth

(b) intensity constancy constraint

(c) linear illumination model

Figure 13.: Comparing ICA and linear illumination model based on training
sequence 15 (left) and 74 (right) of KITTI dataset. The first rows
in (b) and (c) show the optical flow field and the second rows show
the average end-point error map, wherein blue denotes zero and
red large errors.

Computational
Effort

The advantage of being more robust against varying illuminations and an
optimized support region size and shape comes along with an additional computing effort. Although the computational complexity of all RLOF derivatives
is still linear to the number of computed motion vectors, the computational
effort is rising. Most of all, the linear illumination model comes along with
a doubled computational effort for each iteration since four instead of two
parameters have to be estimated for each iteration. The cross-based RLOF
comes along with additional effort caused by the cross-based segmentation
step that is done once for each level and motion vector, and the residual-based
RLOF comes along with an indirect additional effort because the decision of
shrinking or enlarging the support region size during the iterative refinement
can lead to a slower convergence. However, computation can be saved as a
counterbalance to the additional effort if the size of the adaptive support region
is smaller than smax
Ω .
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Method
RLOF(sΩ = 9)
RLOF(sΩ = 17)
RLOF(sΩ = 21)
Residual-based RLOF
Cross-based RLOF
Residual-based RLOFIM
Cross-based RLOFIM

I¯
3.86 ± 0.89
3.76 ± 0.80
3.76 ± 0.73
7.16 ± 0.67
3.81 ± 0.95
9.15 ± 1.30
4.05 ± 1.26

Middlebury
s̄Ω
9
17
21
13.42 ± 0.41
16.72 ± 1.35
12.69 ± 0.49
16.72 ± 1.35

t¯ in sec
7.5 ± 0.5
22.0 ± 1.5
32.4 ± 2.1
31.2 ± 1.0
23.5 ± 4.7
49.7 ± 3.0
36.4 ± 7.9

I¯
8.64 ± 1.19
8.11 ± 1.10
7.91 ± 1.01
13.25 ± 1.42
8.14 ± 1.03
14.14 ± 0.79
7.60 ± 0.65

KITTI
s̄Ω
9
17
21
17.69 ± 0.40
16.81 ± 0.82
15.75 ± 0.30
16.92 ± 0.76

t¯ in sec
15.4 ± 1.0
44.8 ± 2.3
66.1 ± 3.1
70.9 ± 4.1
48.7 ± 6.8
103.2 ± 1.6
78.0 ± 2.7

¯ and support region
Table 5.: Average run-time (t¯), number of iteration (I)
size (s̄Ω ) of RLOF implementing static and adaptive support regions
strategies and the linear illumination model (IM) estimating dense
optical flow fields of Middlebury sequences with VGA resolution
and KITTI training sequences 11,15,44 and 74 by a resolution of
1250 × 380 pixels.

To provide an idea of the computational times and background, Table 5
shows the average numbers of applied iterations I¯ and s̄Ω , the average support
region sizes, supposing that Ω is a square, and the average run-time in seconds
measured for the four Middlebury sequences with VGA resolution and the
four KITTI training sequences on an Intel Core i7 CPU at 3.40GHz without
any parallelization. The table shows that the final support region sizes in the
residual- and cross-based methods are about 13 and 17 for the Middlebury
sequences and 17 for the KITTI sequences. Reducing s̄Ω leads to a lower
computational effort. However, for the residual approach this is accompanied
by a rising number of iterations which work in the reverse direction and lead to
a very high run-time. For the cross-based approach, I¯ is similar to the I¯ of the
baseline RLOF methods. The segmentation step does not affect the number
of iterations needed but comes along with a one-time cost. In summary, the
run-time of the cross-based approach is nearly the same as baseline RLOF
with sΩ = 17. The implementation of the illumination model tends to lead to
a slightly faster convergence for the cross-based approach but is accompanied
by rising run-time due to the additional computational effort.

The experiments have shown that the proposed adaptive support region
strategies further improve the motion results located at motion boundaries.
Though not being perfect, these modifications automatically find good support
region sizes and shapes whereby the resulting motion vectors are more precise
at motion boundaries. For the residual-based approach, it has been shown
that in practice the improvements achieved have to be weighted against the
disadvantage of a higher computational load. This higher load is caused by
additional effort due to the slower convergence behavior. As a result, the
saved computational effort per iteration due to the smaller support region
is neglected by the increased number of total iterations which are needed
to converge. Therefore, this approach will not be considered hereinafter in
this thesis. In contrast, the cross-based method saves computational effort
by maintaining similar convergence speed and requires only an acceptably
small amount of additional effort to compute an adequate support region
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Discussion

shape. Compared to the three baselines, the cross-based method improves the
accuracy significantly and, in comparison to the maximum support region, this
method significantly reduces the run-time.
It is apparent that the data-term based on the linear illumination model outperforms the data-term based on the intensity constancy constraint, especially
for environments with varying illuminations. However, in these experiments
the improvements come along with an additional computational effort of about
35% for the run-time. Besides, dealing with small sΩ can result in unstable
estimates because the solution has four instead of two degrees of freedom. For
example, this happened for the residual adaptive results on the Middlebury
dataset in which the precision is decreased with the illumination model. In
contrast, the cross-based method that on average operated on larger support
regions had the same accuracies with and without the illumination model.
In general, applying the illumination model enlarges the scope of application for the RLOF method towards environments with varying illuminations,
e.g. motion estimation in the outdoor area, and will be used in the further
implementations.
3.5

P E R F O R M A N C E O P T I M I Z AT I O N

The content of this section has been partially published in Robust Local Optical
Flow estimation using bi-linear equations for sparse motion estimation in the
IEEE International Conference on Image Processing, 2013 [SGKS13] and in
Robust Local Optical Flow: Long-Range Motions and Varying Illuminations
in the IEEE International Conference on Image Processing, 2016 [SGS16].
3.5.1

Introduction

The RLOF as well as the PLK are embedded in two numerical schemes: a
coarse-to-fine and an iterative refinement scheme. The coarse-to-fine scheme
applies the Gaussian image pyramids and has been implemented by Bouguet
[Bou00] for the LK, but previously it also was a main component for other
optical flow algorithms, e.g. [Ana89, BA96]. For optical flow-based motion
estimation methods, the main purpose of this scheme is to deal with nonlinearities caused by the data-term. Another scheme that deals with small
linearization errors is an iterative refinement, e.g. the inverse compositional
algorithm that is used in most common versions of the PLK. The purpose of
this scheme is to get an accurate solution by solving the optical flow equation
in a Newton-Raphson fashion. This section will focus on these schemes and
discuss modifications in order to improve the run-time and accuracy of the
local optical flow method. Subsection 3.5.2 addresses the initialization of
the coarse-to-fine scheme. In order to improve the accuracy of estimates of
long-range motions, the coarse-to-fine scheme will be initialized with predictions obtained from the global motion of the scene defined by a perspective
global motion model. This model can be efficiently computed from a sparse
set of motion vectors. The peculiarity is that this model allows to predict
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long-range motion scales from small motion estimates. Besides the precision
of the motion vectors, the run-time will be the main focus of investigation.
Subsection 3.5.3 will take a closer look at the iterative refinement and propose
a new numerical scheme. This scheme proves that for a subset of solutions the
minimum can be found directly without applying the iterative refinement and
thus the overall computational effort is reduced.
3.5.2

Global Motion Prior

A major challenge for local optical flow methods is to deal with nonlinearities
of the ICA (Eq. (5)) or respectively the nonlinearities of the linear illumination
model (Eq. (42)). To achieve accurate motion estimates, the residual error of
the first-order Taylor approximation has to be small, i.e. the linearization has
to be reasonable for the data. In real-world scenarios, this holds on average
for rather small displacements around a few pixels. As a result, there is a
subsequent difficulty in dealing with long-range motion.
The standard approach to deal with long-range motion is to embed the motion estimation in a coarse-to-fine scheme. The scheme is shown in Figure 14.
At first, a pyramid of L − 1 repeatedly low-pass filtered and down-sampled
images is built by:
I l +1 = D ( B ∗ I l ) ,

(49)

wherein B is a Gaussian blurring matrix, D a down-sampling function with the
down-sampling factor 1/s and l = 0 . . . L − 1 the index of the current level. In
[SRLB08], a down-sampling factor of 0.8 and in [BBPW04], a down-sampling
factor of 0.95 have been reported for recent global optical flow methods. But
traditionally, s = 0.5 is used for PLK and RLOF. Sun et al. found in [SRB13]
that this factor produces nearly identical performances as the previous ones.
For each level, the optical flow estimation is performed based on the iterative
refinements described in Eq. (9) and Eq. (48) wherein the spatial ∇I = ∇I l and
l gradients are computed from the respective image and used
temporal It,i = It,i
to estimate the incremental solution, e.g. as defined in Eq. (46). Therefore, the
iterative refinement at the coarsest level is initialized by dL−1
= 0̄, mL−1
=0
0
0
0
and cL−1 = 0 and performed until convergence occurs. The intermediate
motion vector on each level dlI¯ is then multiplied by the scale factor s and used
to initialize the iterative refinement at the next level. Although this technique
has proven to be very effective, a disadvantage is that errors of the intermediate
results are multiplied during the up-scaling to the next level.
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Pyramidal Scheme

Figure 14.: Coarse-to-fine scheme and pyramidal representation. The downscaling allows to estimate long-range motions. On each level,
the motion vectors are estimated by the iterative refinement. The
intermediate results are multiplied by the up-scaling factor s and
used to initialize the refinement of the next level. GME can be used
to initialize the estimate on the coarsest level instead of zero-based
initialization.

Pyramidal Scheme
Limitations

Erroneous intermediate results occur on the top level due to various reasons,
e.g. image details can get lost and more homogenous areas can appear due
to the repeated low-pass filtering which results in wrong estimates due to
the aperture problem and/or the limited linearization ability of the pyramidal
scheme. Assuming that the linearization with the Taylor-approximation is
suitable for motion up to 2 pixel which is a very optimistic guess especially
for small support region, a motion vector is likely to be correct if:
||d|| ≤ 2 · sL .

(50)

On the other hand, a maximal suitable level can be defined if the coarsest
image size is at least (2 · sΩ ) × (2 · sΩ ). With W and H being the width and
the height of the original image, the number of levels L is suitable if:


min(W , H )
L ≤ logs
.
(51)
2 · sΩ
This means there is a theoretical upper bound of motion vector ranges that
depends on the image size and is given by:
l
m
min(W ,H )
logs 2·s

||d|| ≤ 2 · s

Ω

,

(52)

whereas d e are Gaussian brackets that denote the rounding up operation. For
example, the maximal possible level of the KITTI sequences is L = 3 since
the source image is of resolution 1241 × 376 pixels. Following Eq. (50), it
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(a) ground-truth

(b) intermediate results at level 3

(c) final results

Figure 15.: Example from KITTI 2012 training set containing large displacement. The average ground-truth motion of sequence 147 (left) is
25 and 17 for the sequence 117 (right). In addition to the groundtruth (a) and the estimated dense motion field and error map (c),
the intermediate results of the coarsest level and the down-scaled
gray-valued images are shown in (b). The tremendous motion
errors originate at the top level.

can therefore be assumed that only motion ranges up to 16 pixels can be
robustly estimated. The mean motion in the sequence 147 is approximately
25 pixels. As a result, the motion estimation fails even with the pyramidal
scheme. Figure 15 shows the erroneous intermediate result for the coarsest
level and the final result of the dense motion field. Such long-range motions
are a major limitation for local optical flow methods.
To overcome this limitation, an initial guess that is more reliable than 0̄
is needed. It was found that the global motion is a good candidate for the
initialization problem if the long-range motion vectors are caused by camera
or ego motion. If a video sequence contains camera motion, a parametric
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Perspective Global
Motion Model

(a) global motion prediction

(b) final results

Figure 16.: Color-coded motion fields and error maps for sequence 147 (left)
and 117 (right) of a motion field predicted with GME (a) and
RLOF using the predicted field (b).
transform of the image that corresponds to this global motion can be found.
The process of estimating the transform parameters is called global motion
estimation (GME) and should not be confused with global optical flow estimation. There are various practical 2-D parametric global motion models a
detailed evaluation of which can be found in [SSH05]. The most general one
is the eight-parameter perspective model which can be derived from 3-D affine
motions of objects under a perspective camera model. The eight perspective
parameters m = [m0 , . . . , m7 ] can be estimated from a small set of motion
vectors, at least four. If the transform parameters m are known, this model can
be used to predict an optical flow field by the following function:
#
"
m0 ·x+m1 ·y+m2
GM
GM
m6 ·x+m7 ·y+1 − x
(53)
d (x, y) = f (x, m) = m3 ·x+m4 ·y+m5
m6 ·x+m7 ·y+1 − y
wherein dGM (x, y) denotes a predicted motion vector at a position x = (x, y).
The Figure 16(b) shows an example of a predicted dense motion field using
GME. This predicted motion vector can be used to initialize the iterative
refinement on the top level of the pyramidal scheme as presented in Figure 14.
Especially for sequences with a global motion that contains large and small
motion components, e.g. zooming or rotations, this approach can be used
to predict long-range motion from a sparse set of short-range motion estimates. Figure 16(c) shows the resulting motion field. The examples show a
tremendous improvement for the two scenes containing long-range motions.
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In order to estimate a set S = {d0 , . . . , dn−1 ∈ R2 } of n motion vectors at
defined locations P = {x0 , . . . , xn−1 ∈ R2 } with a motion estimation function
f : P → S and the pyramidal scheme initialized by the perspective global
motion model, the following steps have to be performed:

Motion Estimation
Procedure

1. Estimate motion vectors on a coarse grid. A small regularly sampled
set SR of motion vectors with the grid size sgrid will be estimated using
PLK with extended illumination model.
2. Remove erroneous motion vectors. Motion validation will be performed on SR based on forward-backward confidence. If the confidence
value is above one pixel, the motion vector will be removed.
3. Estimate global motion model parameters. The random sample consensus (RANSAC) [FB81] will be applied in order to robustly estimate
m representing SR .
4. Predict initial guess motion vectors. Predicted motion vectors SGM =
GM
{dGM
0 , . . . , dn−1 } will be estimated using the perspective global motion
GM
model f
: P → SGM .
5. Estimate motion vectors. The motion vector set S will be computed
with RLOF and the initialized pyramidal scheme using dL−1
= dGM /sL
0
which is the initial guess value.
An important feature of the proposed approach is the estimation of the
perspective parameters m. Therefore, additional motion estimation (step 1-2)
is indispensable. However, the additional computational load can be kept
relatively small as only a few regularly sampled motion vectors (≈ 1000) are
needed to estimate the model. At first glance, the outlier filtering in step 2 and
the intern RANSAC outlier filtering seem to be redundant, but step 2 reduces
the number of erroneous motion vectors in advance and the experiments have
shown that this pre-filtering by forward-backward confidence improves the
GME significantly. An important parameter of the RANSAC method is the
re-projection threshold. The re-projection threshold defines the tolerance
in which samples belong to the inlier for a given model. The optimal reprojection threshold depends on the error distribution of the inliers. This
distribution depends on a variety of influencing factors, e.g. it differs for
sequences with small and large motion magnitudes as the motion estimation
error is increasing for large motions. This inlier error distribution will be
assessed by the distribution of the length of the valid motion vectors in SR so
that the re-projection threshold is adaptively computed by the n-th percentile
RXRANSAC of the motion vector length distribution.
A limitation of this procedure lies in the usage of a global motion model.
This model can only be used to predict a single motion structure. That is,
the structure can be described by the perspective model and covers most of
the image surface. In general, this will be the background and the global
motion model will represent the camera motion. However, if the background
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is occluded by a large object, the model will fit to the object’s motion. For
the motion estimation it is uncritical from which entity the motion guess
originates.
3.5.3

Iterative refinement using bilinear interpolation

The computational complexity of the local optical flow numerical schemes
depends on four factors:
• the number of motion vectors to be estimated with a complexity of
O (n),
• the size of the support region with a complexity of O (n2 ) (considering
a quadratic support region),
• the number of pyramidal levels with a complexity of O (n),
• and the number of iterations on the iterative scheme with a complexity
of O (n).
In order to reduce computational effort, at least one of these factors needs to
be reduced. The number of motion vectors is application-specific and have to
be assumed as given. The maximal number of levels depends on the maximal
expected motion range, and since in general there is no prior knowledge
about the expected motion range, the parameter has to be set to the maximal
limit which depends on the video size (Eq. (51)). The size of the support
region, i.e. the reduction of the elements to be computed for the mismatch
vector, can be reduced by the proposed support region adaption techniques as
discussed in Section 3.4.2 and Section 3.4.3. Although additional computation
for the segmentation was needed, this has led to an improved run-time and
accuracy for the cross-based approach. Another approach to reduce the effort
on computing the mismatch vector is to apply additional approximations in
order to estimate the mismatch vector more efficiently, e.g. in [SES10] by
using integral images or in [SEPS11] by using integral projections. However,
these approaches come along with significant approximation errors.

Sub-Pixel
Interpolation

In this section, an optimization of the iterative refinement scheme will be
discussed that allows to speed up the convergence without losses of accuracy.
In order to get an accurate result, it is absolutely essential to keep all computations on a sub-pixel level. That means it is necessary to get values of the
spatial gradients ∇I (x), the temporal gradients It,i (x) and the mismatch vector
bi (x) at the sub-pixel locations. Therefore, the bilinear interpolation kernel is
applied to the image intensity and gradients. In the literature, other kernels, e.g.
bicubic or splines [SC97], were also used. Figure 17 illustrates the application
of bilinear interpolation for estimating sub-pixel intensity values. The figure
shows that the interpolated value only depends on the interpolation function
and the four adjacent pixels within the sub-pixel domain.
For the inverse computational [BM04] algorithm which is the base for the
iterative refinement in this work, the only mismatch vector bi i.e. It,i (x) has
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Figure 17.: Illustration of bilinear interpolation. In the sub-pixel domain
εx , εy ∈ [0, 1), the intensity value I only depends on the interpolation kernel function and four constant intensity values at the
adjacent positions x00 , x10 , x01 and x11 .
to be updated for each iteration. Following Eq. (10), this update is done by
warping the second image towards the displacement vector using the bilinear
interpolation. The changes in bi only depend on the changes in the second
image, and if the new sampling point is in the same sub-pixel domain, these
changes only depend on the interpolation kernel. Consequently, the changes
in bi and thus ∆di are analytically described by the interpolation kernel if the
incremental solution stays in the same sub-pixel domain. The idea of this
section is to use this analytical relation to obtain direct solutions.
Rav-Acha and Peleg [RAP06] reported similar findings and proposed a
method to update bi without warping the second image while being in the
same sub-pixel domain. The following lemma which has been published
in [SGKS13] will prove that ∆di estimated with the PLK and the bilinear
interpolation is determined by the solution of a system of bilinear equations.
The general form of a system of m bilinear equations [JL09] is given by:
yT · Ai · x = gi , i = 1, . . . , m

(54)

for the two dimensional bilinear interpolation y = [εx , εy ]T , x = [1 − εx , 1 −
εy ]T and Ai ∈ R2×2 . The system of bilinear equations for the bilinear interpolation is defined by Eq. (55).
Lemma 1. Let εx and εy be the decimal fraction with bdi c + (εx , εy )T = di
and x00 ∈ Z2 the respective integer value of the position bx + bdi cc with its
adjacent pixel positions x01 , x10 , x11 ∈ Z2 . Assuming that εx , εy ∈ [0, 1), then
equation (10) can be formulated as the following system of bilinear equations,
and if the sub-pixel intensity values I (x,t ), I (x + di ,t + 1) are estimated with
the bilinear interpolation:
f (εx , εy ) = εx εy k1 + εx k2 + εy k3 + k4 ,

(55)

with kk , f ∈ R2 .
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Proof. To estimate the incremental update defined in Eq. (10), the bilinear
interpolation is applied to the mismatch vector bi as follows:

bi = ∑ ∇I · (1 − εx )(1 − εy ) · It,i (x00 ) + εx εy · It,i (x11 )
x∈Ω


+ (1 − εx )εy · It,i (x01 ) + εx (1 − εy ) · It,i (x10 ) .

(56)

If εx , εy ∈ [0, 1), then the values of the temporal gradients are constant and εx
and εy can be excluded.
bi = (1 − εx )(1 − εy )

∑ ∇I · It,i (x00 ) + εx εy ∑ ∇I · It,i (x11 )
x∈Ω

+ (1 − εx )εy

∑

∇I · It,i (x10 ) + εx (1 − εy )

x∈Ω

x∈Ω

∑ ∇I · It,i (x01 ).

(57)

x∈Ω

Using the following auxiliary variables ck ∈ R2 :
c1 = c3 +

∑ ∇I · (It,i (x11 ) − It,i (x10 ))
x∈Ω

c2 = c4 −

∑ ∇I · It,i (x10 )
x∈Ω

c3 = c4 −

∑ ∇I · It,i (x01 )
x∈Ω

c4 =

∑ ∇I · It,i (x00 ),

(58)

x∈Ω

we can insert the inverse gradient matrix which is a coupled term between the
two components of the mismatch vector:
kk = G−1 · ck .

(59)

The insertion of Eq. (58) into Eq. (59) and Eq. (59) into Eq. (55) results in
Eq. (10) with bi substituted by Eq. (56). Consequently ∆di = f .
Lemma 1 shows that while ∆di is in the same sub-pixel domain it only
depends on the interpolation function and the four adjacent partial solutions
kk .
Generalization for
M-Estimates with
Piecewise Linear
ψ-Functions

The following theorem will generalize these findings for the robust Mestimation framework based on the subclass of ψ-functions that are piecewise
linear functions in order to extend the field of application towards RLOF.
Theorem 1. Let I (x,t ), I (x,t + 1) be the sub-pixel intensity values estimated
by a bilinear interpolation and ∆di ∈ R2 estimated by the generalized gradientbased local optical flow equation defined in Eq. (11) implementing the ICA,
and ψ being a piecewise linear function, then the solution in the interval
εx , εy ∈ [0, 1) depends on the following system of bilinear equations:
f (εx , εy ) = εx εy k1 + εx k2 + εy k3 + k4 ,
with kk , f ∈ R2 .
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(60)

Proof. According to Eq. (33), the incremental motion vector ∆di for the ICA
can be computed by:
∆di = G−1 · bi
G =

∑ w(x)∇I (x) · ψ (∇I (x))
x∈Ω

bi =

∑ w(x)∇I (x) · ψ ((1 − εx )(1 − εy ) · It,i (x00 ) + εx εy · It,i (x11 )
x∈Ω

+

(1 − εx )εy · It,i (x10 ) + εx (1 − εy ) · It,i (x01 )) .

(61)

G−1 is a constant matrix and the partition of the data to piecewise linear
functions is assumed to be constant so that εx and εy can be excluded:
bi = (1 − εx )(1 − εy ) ∑ w(x)∇I (x) · ψ (It,i (x00 ))
x∈Ω

+ (1 − εx )εy ∑ w(x)∇I (x) · ψ (It,i (x10 ))
x∈Ω

+ εx (1 − εy ) ∑ w(x)∇I (x) · ψ (It,i (x01 ))
x∈Ω

+ εx εy ∑ w(x)∇I (x) · ψ (It,i (x11 )).

(62)

x∈Ω

As a result, Eq. (62) has the same form as Eq. (56) and follows Lemma 1
∆di = f . A detailed calculation for this theorem can be found in appendix
A.11).
Theorem 1 shows that variation of the solution of RLOF in the same subpixel domain depends on the bilinear interpolation. Consequently, the iterative
scheme can be rewritten in an analytical formulation of Eq. (60). It is important
to note that one assumption of theorem 1 is that the partition of the data to the
piecewise linear functions remains constant in the interval εx , εy ∈ [0, 1). As a
result, the solution obtained is an approximation. The advantage of the new
analytical formulation is that ∆di can be found by evaluating its two zeros
εx0[1,2] , εy0[1,2] . Initially, a zero is a valid candidate if it fulfills the necessary
break condition:
!

∆di = f (εx0[1,2] , εy0[1,2] ) = (0, 0)T

∀εx0[1,2] , εy0[1,2] ∈ [0, 1),

(63)

that is in the base sub-pixel domain. The zeros are critical points in the vector
field defined by the system of bilinear equation which can be of different
classes, e.g. attracting or saddle points. Figure 18 gives an example of
attracting and saddle points. For the convergence center, a second sufficient
condition has to be fulfilled which ensures the specific zero is an attracting
point. In order to validate that the convergence center is located at the critical
point, four auxiliary motion vectors within a very small distance around the
critical point are estimated. If one of these vectors is pointing outside the
small domain around the critical point, the zero is discarded. It seems that
both zeros can be attracting points. In that case, they are discarded, too. If
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Figure 18.: Illustration of the planes spanned by the two bilinear interpolation
functions estimating the ∆u and ∆v motion component (left) and
the resulting motion vector field (right) with the zeros, i.e. critical
points. These critical points can be attracting points (top) or e.g.
saddle points (top). Attracting points are classified by evaluating
the direction of vectors in a small domain around the critical points
and are valid solutions.
only one zero fulfills the necessary and sufficient conditions, the result of the
motion vector can be estimated directly by:
d = bdi c + (εx0 , εy0 )T ,

(64)

wherein di is the result of the previous iteration. If both zeros have been
discarded, ∆di will be estimated following Eq. (62).
Linear Illumination
model

The mathematical conversion of Theorem 1 was possible because there is
a linear dependency between the warped image I (x,t + 1) and the mismatch
vector. As shown in appendix A.11, this dependency holds for PLK and RLOF
which applies the extended intensity constancy constrain, see Eq. (12), if g is
a linear illumination modeling function, too. For the more accurate Gennert
and Negahdaripour illumination model, Eq. (60) will be extended so that:

∆d
 ∆m  = f (εx , εy ) = εx εy k1 + εx k2 + εy k3 + k4 ,
∆c


(65)

with kk , f ∈ R4 . The mismatch vector based on and defined in Eq. (46) leads
to the adjacent mismatch vectors (see Eq. (102)) and the solution of the motion
and illumination parameters is the one given by Eq. (103).
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3.5.4

Experimental Evaluation

The objective of the new numerical schemes proposed in this section was to
improve the ability to estimate long-range motion and to improve the run-time
by optimizing the iterative refinement scheme. The following experiments
will be performed to analyze the performance of these modifications. The
experiments will be run on the training sequences of the Middlebury dataset to
provide a baseline comparison and an additional focus will be on the evaluation
of the ability to estimate long-range motions by performing on a subset of
training sequences of the challenging KITTI 2012 dataset that contains large
displacements. This subset has been defined by the Robust Optical Flow
special session [BFGK13] and consists of the sequences 117, 144, 147 and
181.
The experimental results of the proposed modification will be reported for
the cross based robust local optical flow (CBRLOF), see Section 3.4.3, since
this method shows superior performance. The original CBRLOF method will
be the reference. During the tests, the maximal number of image pyramid levels will be set automatically according to Eq. (51). The remaining parameters
are as follows:
• I = 30, c0 = 3, 2 and c1 = 7 parametrizes the RLOF,
max
• smin
Ω = 9 and sΩ = 21 the support region intervals,

• εRGB = 25 the segmentation based approach and
• RXRANSAC = 90 the global motion outlier threshold.
All experiments will be processed with an ICA-based optical flow model and
the linear illumination model proposed by Gennert and Negahdaripour which
will be reported using the notation IM. The notation GME indicates if a global
motion prior has been used to initialize the iterative refinement as discussed in
Section 3.5.2.
Furthermore, four different iterative refinement and update algorithms will
be compared. The notation iterative defines the standard iterative refinement.
This iterative process ends after the predefined maximal number of iterations
I or if the convergence criterion is fulfilled, i.e. the change between two
consecutive motion increments ∆d is less than 0.01. The notation BE defines
the refinements that are based on Theorem 1. Algorithm BE + reuse directly
estimates the motion and illumination parameters, if possible. If there is no
valid solution, the incremental update is computed following Eq. (65) using
the precomputed vectors kk which will be updated only if the interim result
leaves the current sub-pixel domain. Practice shows that the assumption about
the consistent partition of the data to the piecewise linear functions during the
update is wrong in some cases. This results in less robust motion estimates by
extensive reuse of the interim vectors kk . The algorithm BE + iter. similar to
BE + reuse applies Theorem 1 but forces the re-estimation of the mismatch
vector and kk on each step if no valid zero was found. This improves the
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robustness but introduces additional computational effort since now each of
the four vectors kk has been re-computed if no direct solution could be found.
Algorithm BE + altern. is a compromise between BE + iter. and BE + reuse
as it alternates between reusing and re-computing kk .

Numerical Results
Middlebury

Numerical Results
KITTI

Computational
Effort

Table 6 shows the numerical results obtained for the training sequences of
the Middlebury dataset. The comparison of the reference with no prior and the
prior obtained by the GME shows very similar results. A slight deterioration
for the Urban and RubberWhale sequences occurs when using the GME prior
and the ICA or IM illumination model. A slight improvement can be found
for the Venus and Hydrangea. On average, the tAEE using the GME prior is
increased by 0.02 and the AEE is increased by 0.02 for the ICA. With the IM
model the average tAEE is increased by 0.03 while AEE is decreased by 0.07.
These numerical results for the iterative refinement algorithms show that the
tAEE values decreased about 0.01 in total for the application of the direct solutions BE + iter. and BE + altern. This slight deterioration comes along with
generally slightly lower AEEs which results in particular from the reduction of
gross outliers in the Urban3 and RubberWhale sequences. In other sequences,
the AEE is slightly decreased. However, these differences are not substantial,
nor are the differences between BE + iter. and BE + altern.. More considerable deteriorations have been observed for the BE + reuse implementation
with a 0.03 and 0.05 higher average tAEE value which is a result of the errors
caused by violation of the assumption about the constant partition of the data
to the piecewise linear functions. For the BE + reuse implementation, these
errors are propagated during the iteration cycles. Updating the kk vectors
shows improved robustness for this dataset.
The numerical results obtained for the training sequences of the KITTI
dataset containing long-range motions are shown in Table 7. The table shows
a clear improvement when applying the global motion prior. Especially the
combination with the IM illumination model shows significantly reduced
motion errors. The R3 is reduced to about 38.7% and the AEE to about
66.95%.
In comparison to the Middlebury experiments, the results of the new BE
refinements are different for the standard ICA and IM model. In both cases,
the BE solution improves the accuracy of the motion vectors, but decreases
for the ICA R3 and AEE and increases for the IM the R3 and AEE when the
interim vectors kk are not updated. Providing a clear general explanation for
this behavior is difficult since the results are mainly affected by gross-outliers.
These outliers can be caused by various effects, e.g. low texture of the street
and content of the image that disappears at the image border due to the egomotion of the car and in case of varying ICA model illuminations. For the
KITTI sequences, the BE solution reduces the number of these gross-outliers.
In Figure 19, the computational effort for the new numerical schemes is
evaluated using the number of cycles used in the iterative refinement strategies.
There are three different iterative components of the iterative process that have
been monitored: iter. update denotes the standard update following Eq. (46),
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GME

none

GME

Prior
none

Refinement
iterative
iterative
BE + iter.
BE + altern.
BE + reuse
iterative
iterative
BE + iter.
BE + altern.
BE + reuse

Dimetrodon
AEE
tAEE
0.20
0.19
0.20
0.19
0.20
0.20
0.21
0.20
0.23
0.21
0.20
0.19
0.20
0.19
0.20
0.20
0.21
0.20
0.26
0.22

Grove2
AEE
tAEE
0.24
0.22
0.24
0.22
0.26
0.23
0.26
0.23
0.28
0.24
0.27
0.24
0.27
0.24
0.28
0.25
0.28
0.25
0.33
0.27

Grove3
AEE tAEE
0.86
0.75
0.86
0.75
0.89
0.75
0.90
0.75
0.94
0.77
1.01
0.79
0.96
0.79
1.00
0.79
1.01
0.79
1.08
0.82

Hydrangea
AEE tAEE
0.27
0.26
0.27
0.26
0.27
0.27
0.27
0.26
0.28
0.27
0.30
0.24
0.29
0.23
0.31
0.25
0.32
0.25
0.36
0.28

RubberWhale
AEE tAEE
0.24
0.20
0.73
0.20
0.24
0.20
0.26
0.21
0.32
0.22
0.31
0.20
0.70
0.20
0.27
0.20
0.31
0.21
0.45
0.23

Urban2
AEE tAEE
0.84
0.46
0.82
0.48
0.83
0.50
0.84
0.50
0.91
0.54
0.76
0.45
0.78
0.48
0.78
0.50
0.79
0.50
0.87
0.54

Urban3
AEE tAEE
1.24
0.71
1.23
0.73
1.15
0.72
1.16
0.72
1.23
0.74
1.42
0.72
1.28
0.76
1.21
0.78
1.23
0.78
1.40
0.85

Venus
AEE tAEE
0.84
0.50
0.67
0.50
0.75
0.50
0.79
0.51
0.93
0.53
1.53
0.47
0.99
0.47
0.74
0.48
0.83
0.49
1.06
0.54
AEE
0.59 ± 0.40
0.63 ± 0.37
0.58 ± 0.37
0.59 ± 0.38
0.64 ± 0.40
0.73 ± 0.54
0.68 ± 0.40
0.60 ± 0.38
0.62 ± 0.39
0.73 ± 0.43

all
tAEE
0.41 ± 0.23
0.42 ± 0.23
0.42 ± 0.23
0.42 ± 0.23
0.44 ± 0.23
0.41 ± 0.24
0.42 ± 0.25
0.43 ± 0.25
0.43 ± 0.25
0.47 ± 0.26

GME

none

GME

Prior
none

Refinement
iterative
iterative
BE + iter.
BE + altern.
BE + reuse
no
none
BE + iter.
BE + altern.
BE + reuse

Frame 117
AEE
R3
27.80
52.95
14.58
43.58
14.43
43.39
14.43
43.46
14.50
43.39
25.35
37.27
4.08
16.92
4.38
17.85
4.46
18.02
4.61
18.96

Frame 144
AEE
R3
20.04
50.97
9.43
44.96
9.27
43.89
9.31
43.88
9.38
43.80
19.02
47.35
9.36
41.98
9.33
41.55
9.34
41.62
9.39
42.23

Frame 147
AEE
R3
56.87
70.38
18.68
41.49
15.65
41.83
15.68
41.86
15.71
41.90
51.93
57.21
3.58
11.52
2.99
11.41
3.02
11.50
3.18
12.54

Frame 181
AEE
R3
39.07
71.01
27.76
62.75
27.44
59.84
27.44
59.69
27.38
59.36
37.55
63.95
27.24
55.58
27.15
55.06
27.06
54.70
27.17
55.00

AEE
35.94 ± 15.99
17.61 ± 7.75
16.70 ± 7.68
16.72 ± 7.66
16.74 ± 7.60
33.46 ± 14.52
11.06 ± 11.10
10.97 ± 11.13
10.97 ± 11.06
11.09 ± 11.05

all
R3
61.33 ± 10.85
48.19 ± 9.81
47.24 ± 8.45
47.22 ± 8.36
47.11 ± 8.20
51.44 ± 11.65
31.50 ± 20.83
31.47 ± 20.38
31.46 ± 20.18
32.18 ± 19.85

Table 7.: Comparison of the accuracy between dense motion vector fields estimated with CBRLOF with ICA and IM optical flow model, global prior
(GME) and different iterative refinement algorithm for KITTI training sequences containing long-range motions.

IM

ICA

Model

Table 6.: Comparison of the accuracy between dense motion vector fields estimated with CBRLOF with ICA and IM optical flow model, global prior
(GME) and different iterative refinement algorithm for Middlebury training sequences.

IM

ICA

Model

Middlebury

KITTI

Figure 19.: Comparison of the number of cycles needed to converge between
different numerical schemes applied on the CBRLOF with ICA
and IM models for Middlebury sequences with VGA resolution
and KITTI training sequences 117, 144, 147 and 181. Numerical
schemes comprise the standard iterative refinement, the global
motion prior (GME) and iterative refinements based on bilinear
equations (BE).

iter. reuse denotes the update of the motion and parameter vector based on
the previous vectors kk where no re-computation of the vectors kk and the
corresponding mismatch vectors is needed if the interim result stays in the
same sub-pixel region, and solve denotes the direct solution which is applied
if one of the zeros of the system of bilinear equations is a valid solution. The
computational load between the steps iter. update and solve is similar if the
numerical scheme is based on BE. In both cases, the four vectors kk and thus
the four adjacent mismatch vectors have to be computed for each cyclops.
The complexity of this estimation is O (n2 ) related to the support region size
while the computational load to evaluate and estimate the zeros is negligible.
The computational load for the step iter. reuse is less than the evaluation and
estimation of the zeros of the system of bilinear equations and therefore it is
negligible, too.
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Model

ICA

Prior
none
GME
none

IM

GME

Refinement
iterative
iterative
BE + iter.
BE + altern.
BE + reuse
iterative
none
BE + iter.
BE + altern.
BE + reuse

Middlebury
t¯ in sec
23.46 ± 5.39
22.77 ± 5.25
24.06 ± 5.47
22.22 ± 4.89
21.59 ± 4.66
35.13 ± 8.80
33.08 ± 7.70
29.87 ± 7.80
28.57 ± 7.07
27.68 ± 6.71

KITTI
t¯ in sec
45.94 ± 4.31
42.42 ± 5.71
53.41 ± 8.17
46.57 ± 6.44
39.89 ± 4.38
76.34 ± 6.51
69.57 ± 11.03
74.54 ± 14.07
63.66 ± 10.64
52.92 ± 7.41

Table 8.: Comparison of the average run-time ( t¯ ) between different numerical schemes applied to the CBRLOF with ICA and IM model for
Middlebury sequences with VGA resolution and KITTI training
sequences 117, 144, 147 and 181 by a resolution of 1250 × 380 pixels. Numerical schemes comprise the standard iterative refinement,
the global motion prior (GME) and iterative refinements based on
bilinear equations (BE).
The results show that the new proposed numerical schemes, the global motion prior and Theorem 1-based refinements achieve significant improvements
by reducing the number of cycles for the time-consuming iterations. With
the global motion prior, on average 0.8 iterative update cycles (iter. update)
could be saved for the KITTI sequences and on average 0.2 cycles could be
saved for the Middlebury sequences. The applied prior is very effective in
the presence of long-range and strong ego-motions. The total number of directly solved cycles is with an average of 0.47 cycles for the KITTI sequences
considerably less than the 0.74 for the Middlebury sequences which indicates
that non-cooperative conditions such as the long-range motions reduce the
likelihood to obtain valid solutions of the bilinear equations.
Between the BE-based implementation, the number of cost-intensive cycles,
i.e. iter. update and solve, decreases from the iterative to the alternating and to
the approach reusing all possible interim vectors kk . Although for BE + altern.
and BE + reuse the number of total cycles is increasing, the computational
effort is reduced as the effort per cycle reusing the interim vectors is negligible.
This is reflected by the run-time measures, too, which are shown in Table 8
where the BE + reuse implementation achieves the lowest run-time .
Similar to the number of cycles, the global motion prior with the standard
refinement has a lower run-time compared to the reference implementation,
wherein the run-time savings for the IM implementation with 2.05 seconds for
the Middlebury and 6.77 seconds for the KITTI sequences are higher than for
the ICA with 0.69 for the Middlebury and 3.52 for the KITTI sequences. The
relative saving for the number of iterations are nearly the same for ICA and
IM, but as the IM is based on the higher dimensional kk , the run-time savings
per cycle to re-compute the vectors are higher, too.
Despite the iteration savings between the BE + iter. and the standard iteration refinement, the run-times for the KITTI sequences and the Middlebury
ICA sequences are higher when using BE + iter. While the complexity of the
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update iter. between the proposed BE refinement and the standard iterative
refinement are the same, the computational load for the BE is four times higher
than the reference because for each cycle four mismatch vectors instead of one
have to be computed at the integer positions. Since on average CBRLOF needs
more iterations to converge for the KITTI than for the Middlebury sequences,
the reduced number of cycles for the KITTI sequences is not high enough to
compensate the additional computation effort for BE + iter.. Another factor is
the dimensionality of the mismatch vector which is two times higher for the
IM model and thus decreases the number of iteration needed to compensate
the effect of the additional effort to get the BE results. However, this computational effort has been further reduced by the alternate and reuse modes,
leading to a maximal run-time reduction of 1.2 and 2.5 seconds for the ICA
model and 5.4 and 16.7 seconds for the IM model on Middlebury and KITTI
sequences.

Discussion

From the experiments it is apparent that the application of the global motion prior improves the performance in terms of accuracy and run-time for
sequences with strong ego- and long-range motion components significantly.
The results show tremendous improvements in terms of accuracy. For the
Middlebury sequences, the applied prior produces slightly worse results which
are comparable to the deterioration when applying the IM model instead of
the ICA. A second advantage of the prior approach is the improved run-time
due to a faster convergence based on the better initialization of the iterative
refinement. It has been shown that for the estimation of dense vector fields
the computational effort saved by the faster convergence is much higher than
the additional effort spent to estimate the global motion model. However,
regarding sparse motion estimation, this effort will be independent from the
number of computed motion vectors so that the additional effort can increase
the overall run-time if only a small number of motion vectors has to be estimated. A further limitation of the approach is given by the global motion
model which only considers the dominant global motion of the scene. With
the proposed model, a good prior for the long-range motions from objects in
the scenes that do not move within the global motion component could not be
estimated. To improve the scope of the prior, a prior based on partial global
motion models, e.g. [ZJM13], could be considered.
The outcome for the iterative schemes based on the bilinear equations is not
that straight-forward. On the one hand, it could be shown that the proposed
model reduces the number of iteration performed to refine the motion estimate.
By efficiently reusing the interim results, a reduction of the overall run-time
could be achieved for a variety of scenarios. It has been shown that the
proposed semi-direct solution reduces in particular the run-time of the newly
applied linear illumination model. On the other hand, it has been shown that the
solution applied with Theorem 1 is only an approximation as the assumption
that the partition of the data to the piecewise linear function of the robust
norm is constant is only conditionally valid. As a result, the BE approaches
introduce approximation errors which are propagated and thus magnified by
reusing the interim auxiliary kk variables. However, the BE + altern. has
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shown to be a good compromise between run-time improvement and accuracy
losses due to the alternating reusing and re-estimation of the interim auxiliary
values.
3.6

G E N E R A L C O M PA R I S O N T O T H E S TAT E - O F - T H E - A RT

In the previous sections, experimental evaluations have been performed on
selected sequences of the Middlebury and KITTI 2012 datasets to demonstrate the improvements made by each invention leading to the RLOF step by
step. In this section, a comprehensive evaluation and comparison to state-ofthe-art optical flow methods will be presented, using the recent Middlebury
[BSL+ 09], KITTI 2012 [GLU12] and KITTI 2015 [MG15] as well as MPISintel [BWSB12] optical flow benchmarks. The evaluation will be focused
on two fields of application: sparse and dense motion estimation. Sparse
motion estimates are the basis for feature tracking methods such as the KLT
[TK91]. For these application, run-time efficiency is an important attribute
and requirement. In Section 3.6.1, a feature tracking system based on RLOF
will briefly be discussed, and the RLOF will be evaluated towards the sparse
motion estimation use case. In Section 3.6.2, vector field interpolation will
be applied to sparse RLOF estimates. This allows to estimate dense motion
fields while maintaining an overall low run-time. The tested RLOF will be
based on the shrinked Hampel norm applying the linear illumination model,
the segmentation-based adaptive support region, the global motion prior and
the alternating bilinear iterative refinement scheme.
3.6.1

Sparse Motion Vector Sets

There are two major scenarios for the application of local optical flow methods
for sparse motion estimation. In both fields of application, the goal is to find
motion vectors that correspond to a set of points in an image sequence wherein
highly accurate results and a good scalability on the run-time with respect to
the number of motion vectors to be estimated are on demand.
In the first scenario, local optical flow methods are used to estimate local
motion information at predefined positions in order to estimate the local motion
characteristic of an object or area of interest. Examples for applications can
be found in the field of object tracking, wherein the update of the tracker
is based on the estimated motion vectors [KMM10, KMM11] or a single
motion vector located at the center of a region of interests is used to obtain
the objects trajectory [SCC+ 14], e.g. the taxonomy of Yilmaz et al. classifies
the KLT [TK91] to be a kernel tracker. In other applications, motion vectors
are located around one or multiple objects of interest to their behavior e.g. for
face expression [KP07] or human action [MHS09] recognition. In the second
scenario, point correspondences estimated by local optical flow methods
are used to determine global models for the motion characteristic of the
scene. In many applications for video processing, parametric global motion
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models are used [SSH05] in order to describe the transformation of the image
content of the corresponding consecutive frames by a parametric model. The
estimation of the transform parameters is the so-called GME. The GME is
a tool commonly used for image segmentation [QGA08], video stabilization
[MOG+ 06], and video descriptors in MPEG-7 [CSP01] and MPEG-4 Sprite
coding [GKS+ 10]. In the field of autonomous robotics for visual odometry
applications, the point correspondences are used to determine the 3D motion of
a given camera model in order to estimate the vehicle’s ego-motion [CSNP05].
Besides such model-based approaches, i.e. ego-motion or camera motion,
globally distributed local motion vector sets are used to observe the global
motion behavior of objects in the scene, e.g. to analyze crowd movement
[LCW+ 15] in the field of video surveillance.
Whether local motion information in an area of interest or globally gathered
motion information are used, for all fields of application for sparse motion
estimation it is difficult to define a common benchmarking strategy that reflects
all requirement of each particular application since the position of the estimated
motion vector varies from application to application. In addition, the motion
estimation error highly depends on its location in the scene.

Role of Feature
Detectors

Especially for the second field of application, the local optical flow methods
have to be combined with local feature detectors. A local feature is a salient
image pattern and is usually associated with a change of an image property or
several properties simultaneously [TM08]. The applications using local optical
flow benefit from the fact that these salient pattern most likely corresponds to
image locations containing textured gradients at which the motion vector can
most likely be estimated accurately. The good feature to track (GFT) [ST94]
is the most prominent detector for the local optical flow methods. The GFT
detects features at locations that ensure a high stability of the mathematical
solution for the LK method, referring to Eq. (8), by evaluating the minimal
eigenvalue of gradient matrix G at the corresponding locations. The investigations published in [SUKS12] have shown that feature detectors developed
for feature matching such as SIFT [Low04] and maximally stable extremal
regions (MSER) [MCUP02] are suitable for optical flow too, and it also shows
that the choice of feature detectors plays a significant role for the quality of the
motion estimates. Indeed, the features from accelerated segment test (FAST)
[RD06] detector provides superior performance in terms of run-time and accuracy of the corresponding flow field for the experiments performed on the
Middlebury training sequences. Consequently, this detector has been applied
in [SES12, SGKS13].
An important aspect is the spatial distribution of the feature detections which
is very difficult to quantify as optimal spatial distribution hardly depends on
the applications. For example, Geistert evaluated the FAST detector for the
application of interpolating sparse motion vectors to dense motion fields in
[Gei16]. He found that the results achieved with FAST features are similar
to results achieved for motion vectors sampled at nodes of a regular grid.
Moreover, as reported in [GSS16], the regular grid significantly outperforms
the GFT and the FAST detector in terms of accuracy. For that reason, the
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following experiments are performed on regularly samples grids which are not
optimal. However, the experience shows that this provides a good compromise
between good coverage, uniform distribution and sparsification of the motion
information.
It is unavoidable that the motion estimates contain errors. Therefore, today’s optical flow-based feature tracking methods implement post-filter-based
confidence measures. Confidence measures are indicators of corrupted motion
estimates and are used to automatically post-filter unreliable results. In the
literature, confidence measures were proposed for dense motion fields, taking
into account neighboring flow vectors: either algorithm-independently by
spatio-temporal feature vectors [AHPB13] learned in a supervised manner,
linear subspace projections [KKJG07] or statistical test theory [KMG08], or
algorithm-dependently for the total variation framework by evaluating the
dense motion field with respect to the energy functional [KKNW06]. In sparse
motion fields, the direct neighboring flow vectors are not available. Therefore,
confidence measures have been developed that take into account the local
structure at the position of interest. Prominent confidence measures are based
on the normalized sum of squared distance (nSSD) error measures which
can be retrieved without effort from the residual error when applying the LK
method and the evaluation of the minimal eigenvalue of the gradient matrix
G [ST94]. Baker et al. [BSL+ 07] proposed the normalized-gradient sum of
squared distance (gSSD) similar to the nSSD but assigns weights based on
image gradient. A confidence measure related to the numerical stability (NST)
of the gradient-based local optical flow algorithm was introduced by MárquezValle et al. [MVGHS12]. The NST confidence evaluates the ratio between the
minimal and maximal eigenvalue of G and was reported to show a reliability
superior to the minimal eigenvalue alone. Finally, the forward-backward confidence [KMM10] is a well-established confidence measure although it requires
the dual estimation of the motion vectors.
In order to represent the performance of confidence measures, Bruhn et al.
invented the sparsification plot (SP) [KKNW06]. This plot is created by measuring the mean error of remaining motion vectors, filtered with successively
applied increasing confidence measures. The SP is similar to the tracking performance plot when applying frame-to-frame optical flow vectors. The tracking performance motivated by the tracking efficiency introduced in [SMB05]
was proposed to compare the RLOF ability to estimate long-term trajectories
and was used in the previous work to compare [SEHS11, SBS14, SGS16]
to frame-to-frame flow fields, too. Due to its establishment, the SP will be
used in the following evaluations. Figure 20 shows the comparison of the
previously discussed confidence measures for the RLOF. Taking into account
the RLOF-adaptive support region based on the weighting function w(x), the
nSSD and gSSD error measures have been adapted as follows:
1
(66)
· ∑ w(x) · (I (x,t ) − I (x + d,t + 1))2
nSSD(Ω) =
|Ω| x∈Ω
gSSD(Ω) =

1
(I (x,t ) − I (x + d,t + 1))2
· ∑ w(x) ·
,
|Ω| x∈Ω
||∇I (x)||2 + 1
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(67)

Confidence
Measure

Sparsification Plot

Middlebury

MPI-Sintel

Figure 20.: Sparsification plots of confidence measures performed on the Middlebury and MPI-Sintel sequences.
with
|Ω| =

∑ w(x).

(68)

x∈Ω

The normalized residual error measure has been computed by:
εRLOF (Ω) =

1
∑ w(x) · ρ ( fIM (x, d, m, c), σ ),
|Ω| x∈Ω

(69)

which can be retrieved from the RLOF estimation without effort. The forwardbackward confidence is based on end-point error of the forward and backward
motion estimation (EPFB ). The confidence reflects the relation between the
motion vector d estimated for the forward path from I (x,t ) → I (x,t + 1) and
the motion vector dB estimated for the backward path I (x,t + 1) → I (x,t )
with:
EPFB (x) = ||d(x) + dB (x + d(x))||.

(70)

The main disadvantage and unique feature of the forward-backward confidence
is that it requires to perform the motion estimation twice. In addition, a confidence based on the end-point error (EEGT ) between d and the corresponding
ground-truth dGT will be reported.
EPGT (x) = ||dGT (x) − d(x)||

(71)

This graph denotes the theoretically optimal SP curve for the AEE error
measure.
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Comparing the SP graphs of each confidence measure in Figure 20 shows
the outstanding accuracy of the EPFB . Interestingly, the gSSD shows good
performance compared to the sum of squared distances (SSD) and the residual measure for the MPI-Sintel and Middlebury dataset. This indicates that
gradient-based normalization improves the accuracy of data containing strong
motions and changing illuminations. The λmin/max confidence is the least
reliable measure for the RLOF method. This experiment demonstrates that
a precise motion vector error prediction cannot be derived from the second
statistical moment of texture only. The appearance of edge-like structures only
determines the minimum requirement to apply local optical flow methods, but
the appearance of strong edge-like features is also related to object-motion
boundaries where local optical flow methods fail with a high probability.
The low performance of SSD, gSSD and the residual measure can be explained by systematic error sources. As these measures rely on the RLOF
or LK error term, they undergo the same systematic errors that are coupled
to the RLOF or LK error term, e.g. the violation of the motion constancy or
intensity constancy constraint, and thus are not able to detect them. In contrast,
the EPFB is less coupled to these errors as the backward estimation is based
on different boundary conditions. The comparison with the optimal EPGT
measure motivates further research on highly performant confidence measures,
especially because of the current need for double computation.
In order to evaluate the ability of the proposed RLOF to estimate accurate sparse motion information, in the following experiments the SP will be
used. Therefore, each particular enhancement will be compared with the PLK
and the IRLS solver based on the German & McClure function, referring to
Section 3.3.3, that denotes the baseline. The evaluation will be performed
on the training sequences of the Middlebury, KITTI 2012, KITTI 2015 and
MPI-Sintel dataset as most recent optical flow benchmarks. The partial enhancements are the adaptive support region CB, the illumination model IM,
the global motion prior GM and the altering iterative refinement denoted by
BE + altern.. To compare the results, the following parameters have been
used:
• sΩ = 17 parametrizes the PLK,
• L = 4, I = 30 PLK and RLOF,
• c0 = 3, 2 and c1 = 7 the RLOF,
max
• smin
Ω = 9, sΩ = 21 and εRGB = 35 set CB parameters and

• RXRANSAC = 75 the GM.
These parameters have been determined experimentally and found to be optimal for all datasets. Figure 21 and 22 show the SP curves of all four datasets.
For each dataset, SP graphs based on ground-truth EPGT and the forwardbackward confidence EPFB are reported. While the EPGT plot allows to
investigate the theoretically optimal performance when using the proposed
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RLOF methods, the EPFB plot indicates the performance in real applications
that include additional errors caused by the EPFB confidence.

Results Middlebury

Results KITTI
2012/2015

Results MPI-Sintel

Figure 21 shows that two approaches lead to major improvements for the
Middlebury dataset: the implementation of a robust norm and the adaptive
support region, highlighted by the dotted red line, which is occluded by
the dotted blue line. As shown in Section 3.3.3 and Section 3.4.5, both
approaches improve the motion estimation at object boundaries with motion
discontinuities, and this use case is the primary challenge in the Middlebury
benchmark. This explains the SP for the optimal curves for which there are
no significant performance differences for large removed fractions between
all tested methods either, as the error-prone areas, i.e. object boundaries,
are only small fractions of the sequences. In the section of 0-30% of the
removed motion vectors confidence, only robust norms lead to a significant
performance gain when using EPGT . In the EPFB experiment, the use of a
linear illumination model, the green curve that is occluded by the blue line
achieves only minor and global motion priors achieve no further improvements
as the dataset does not contain sequences with drastic illumination changes or
large motion components.
In contrast, the optical flow data from KITTI 2012 and 2015 datasets are
dominated by the forward camera motion as it was captured from a driving car.
KITTI 2012 is more affected by the camera motion than the 2015 since 2015
contains additional sequences of the car waiting on a crossroad and passing
cars. This should be considered when evaluating the SP curves in Figure 21
and 22. For the theoretical use case, the implementation of a robust norm
has only a slight (KITTI 2012) or no performance gain (KITTI 2015). No
performance gain has been measured for the adaptive support region in KITTI
2015. As a matter of fact, the implementation of the adaptive support region
leads to a slight reduction of the motion estimate accuracy. The results are
similar to Table 4.
In practice, the robust norm and especially the implementation of the adaptive support region leads to a reduced performance. For the sparse motion
vector set, the accuracy is less than the accuracy of the PLK. As previously
discussed in Section 3.4.5, this observation should not be hastily generalized
due to the special nature of the dataset, but for the KITTI datasets the combination of the EPFB -based convergence and the RLOF (CB) is less accurate
than PLK.
The two approaches that lead to significant improvements in terms of accuracy are the global motion prior and the linear illumination model for the
KITTI datasets. Both techniques are important enhancements and affect both
the theoretical and the practical performance of the sparse motion estimation
application.
Although the MPI-Sintel dataset is a fully artificial dataset, it includes a
rich set of challenges such as long-range motion and illumination changes. In
contrast to the KITTI dataset this dataset contains different kinds of tracking
shots and various objects with different sizes and moving patterns that affect
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Middlebury - EPGT

Middlebury - EPFB

KITTI 2012 - EPGT

KITTI 2012 - EPFB

Figure 21.: Sparsification plots for RLOF with each particular innovation,
PLK and IRLS solver implementing the German & McClure function based on ground-truth (EPGT ) and forward-backward confidence (EPFB ).
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KITTI 2015 - EPGT

KITTI 2015 - EPFB

MPI-Sintel - EPGT

MPI-Sintel - EPFB

Figure 22.: Sparsification plots for RLOF with each particular innovation,
PLK and IRLS solver implementing the German & McClure function based on ground-truth (EPGT ) and forward-backward confidence (EPFB ).
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Out-Noc
2.48 %
3.14 %
3.31 %
3.80 %
5.29 %
5.76 %
5.77 %
5.79 %
5.93 %
6.03 %

Out-All
2.64 %
3.39 %
3.60 %
7.69 %
14.17 %
10.57 %
14.01 %
13.70 %
11.96 %
13.08 %

Avg-Noc
0.8 px
1.0 px
1.0 px
1.0 px
1.3 px
1.3 px
1.4 px
1.3 px
1.6 px
1.6 px

Avg-All
1.0 px
1.2 px
1.2 px
2.3 px
3.3 px
2.9 px
3.5 px
3.2 px
3.8 px
4.2 px

Density
11.84 %
14.76 %
15.26 %
100.00 %
100.00 %
100.00 %
100.00 %
100.00 %
100.00 %
100.00 %

Runtime
3.7 s
0.488 s
0.231 s
TBA s
50 s
800 s
23 s
4.2s
16 s
1 min

Environment
4 core @ 3.4 Ghz (C/C++)
GPU @ 700 Mhz (C/C++) GeForce GTX 680
GPU @ 700 Mhz (C/C++) GeForce GTX 680
1 core @ 2.5 Ghz (C/C++)
GPU @ 2.5 Ghz (Python)
1 core @ 3.5 Ghz (Matlab + C/C++)
4 cores @ 3.5 Ghz (C/C++)
1 core @ 3.5 Ghz (C/C++)
GPU @ 2.5 Ghz (Matlab + C/C++)
1 core @ 2.5 Ghz (Matlab + C/C++)

Table 9.: Top 10 and ranking of the KITTI 2012 benchmark for sparse optical flow (evaluation area set to: estimated pixel, Error threshold: 3 pixels,
date: 30.08.2016). The table contains only methods that use no additional information, i.e. no stereo, multiview or epipolar geometry-based
information. The rankings of RLOF(IM-GM), RLOF and BERLOF have been submitted in conjunction with each related publication and are
based on different optimized configurations. Furthermore, the implementation of the RLOF and BERLOF are slightly different since they have
been implemented in OpenCL for GPU support.

Method
RLOF(IM-GM) [SGS16]
RLOF [SES12]
BERLOF [SGKS13]
SDF [BLKU16]
PatchBatch [GW16]
PH-Flow [YL15]
FlowFields [BTS15]
CPM-Flow [HSL16]
NLTGV-SC [RBP14]
DDS-DF [WLF14]

the resulting motion field differently. The SP curves in Figure 22 show that all
introduced enhancements improve the accuracy of the sparsified motion vector
field step by step, however only up to a value of 60% of removed motion
vectors. After that, the adaptive support region has no further effect on the
theoretical part and introduces errors for the practical case. The global motion
prior has no further effect. The linear illumination model, however, shows
constant improvement for all sparsity levels. In contrast to the Middlebury
experiments in which the altering refinement (BE+altern.) introduces slight
errors, a significant reduction of the AEE has been measured for lower percentages of removed motion vectors. It may be inferred that the altering refinement
reduces the generation of gross-outliers.

Top 10 Ranking
KITTI 2012

Computational
Effort

In the course of the publications [SES12, SGKS13, SGS16], three RLOF
variations have been evaluated and ranked against the algorithms provided by
the KITTI 2012 benchmark at time of the respective paper published. The
evaluation and ranking were performed by submitting sparse motion vector
fields estimated for the KITTI 2012 test data to the benchmark website. In
contrast to the Middlebury or the MPI-Sintel benchmark, the unique design
of the KITTI 2012 online benchmark allows to evaluate sparse motion vector
fields using the configuration "evaluation area" set to "estimated pixel". Table 9
shows the results of the top 10 out of 39 methods that use no additional
information, e.g. obtained from stereo images. It should be noted that RLOF
and BERLOF reported in the table denote the RLOF based on a constant
scale estimator and the residual-based adaptive support region (Section 3.4.2).
BERLOF iterative refinement is similar to BE+iter. Both methods were
implemented for GPU support based in OpenCL. In the table, RLOF(IM-GM)
denotes the RLOF (CB-IM-GM-BE+altern.). However, the configuration of
all three methods which includes also the feature detector and confidence
measure differs from the configuration discussed in this section as it has been
optimized for the KITTI 2012 dataset . The particular configuration can be
found on the web page3 .
For the sparse evaluation setup, all three RLOF versions rank at the top 3
of the dataset. It should be mentioned that the comparison should be interpreted with care as sparse motion vector sets of 11% to 15% density are
compared with 100% dense motion fields. However, this evaluation shows
that the proposed methods in the domain of sparse motion estimation is highly
competitive in terms of accuracy. Moreover, when comparing the run-time and
accuracy, the propose approaches outperform most other competitors. Only
the CPM-Flow [HSL16] shows similar performance.
Figure 23 shows the results of the experiments by comparing the run-time
of the proposed innovations based on the Grove3 sequence. All methods were
implemented based on two parallelization techniques: the SSE instructions
and multi-threading. This allows to present realistic run-time scores for recent
CPU. The experiments were run on a Intel Core i7 CPU at 3.40 GHz using
3 http://www.cvlibs.net/datasets/kitti/eval_stereo_flow.php?
benchmark=flow
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Figure 23.: Run-times with respect to scalability between RLOF with each
particular innovation, PLK and IRLS solver implementing the
German & McClure function based on the Middlebury Grove3
VGA sequence. Right plot shows a magnification of the left.

Figure 24.: Run-time comparison for RLOF(CB-IM-GM-BE+altern.) with
respect to scalability between different resolutions. Right plot
shows a magnification of the left.

8 threads. The graphs show that the relation between the run-time and the
number of estimated features, i.e. motion vectors, is linear. This property is
very important as it justifies the importance and frequent use of local optical
flow methods in many applications.
Assessing the use case of estimating relatively dense motion vector sets as
shown in the left plot in Figure 23, two approaches significantly increase the
overall run-time: the shrinked Hampel norm and the linear illumination model
which is overlapped by the blue line. With 1.5 seconds on 50% of the features,
the RLOF(CB-IM) is twice as slow and the RLOF(CB) being 1.0 seconds
is 1.35 times slower than the PLK. However, the additional computational
effort is marginal compared to the IRLS. For the relatively dense use case, the
additional run-time used to estimate the global motion prior of 30 msec and
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Figure 25.: Dissemination statistics of the RLOF library published in 2012.
42 msec for the adaptive support region is negligible. The altering refinement
leads to a run-time saving of 202 msec, i.e. 13.3 % of the RLOF based on
IM model and GM prior run-time. Only for applications that use very sparse
motion vector sets as shown in the right plot in Figure 23 the global motion
prior is the most time-consuming add-on. With the increasing number of
motion vectors, this additional effort becomes marginal.
Figure 24 shows the run-time of the RLOF (CB-IM-GM-BE+altern.) for
video data with varying spatial resolutions. The plots show that sparse motion
vector sets can be computed efficiently even for high resolution. However, it
is difficult to determine a specific relation between resolution and run-time as
the run-time highly relies on the number of iterations needed for convergence
which itself highly relies on the actual content of the video. This can be seen,
for example, from the fact that the run-time of the RubberWhale sequence is
higher than the Grove3 sequence, unless the resolution is lower.

Dissemination

Summary

In 2012, the RLOF library has been published4 for research purposes based
on the work presented in [SES12]. The library is compiled in C++, supports
Windows and Linux OS operating systems and contains Matlab and Python
interfaces. In the second version, optional the shape adaptive support region
as introduced in [SBS14] and the fast iterative refinement based on bilinear
equations [SGKS13] has been made available. Figure 25 shows the number
of downloads per month since 2012 where duplicates have been eliminated
based on the user’s email addresses. Since dissemination, the library has been
downloaded 352 times. With an average of 5.5 downloads per month there is
an ongoing demand for the RLOF method proposed in this chapter.
The previous experiments show that a post-filtering based on a confidence
measure provides a powerful tool that significantly improves the accuracy of
the motion estimates. The forward-backward confidence has been found to
provide most accurate filter characteristics. The application of the confidence
measures results in a sparsified motion vector set which can be evaluated using
4 available at www.nue.tu-berlin.de/rlof
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the SP graphs. Comparing the SP curves between the forward-backward confidence and a theoretical optimal sparsification graph which has been estimated
by using the ground-truth optical flow data as backward flow shows that the
RLOF accuracy can be further improved. In addition, the forward-backward
confidence requires a dual estimation of the motion vectors. However, this is
the most accurate confidence but it highly motivates to further concentrate on
research activities on finding more accurate and less computationally complex
confidence measures.
The comparison between the introduced RLOF add-ons using the SP graphs
shows significant improvements for the robust norm, the adaptive support
region, the linear illumination model and the global prior. Most significantly,
the linear illumination model and the global prior lead to an enhanced accuracy on MPI-Sintel and KITTI datasets and not to any changes, i.e. not to
any deterioration, on the Middlebury datasets either. The adaptive support
region, however, can deteriorate the accuracy on a special application such as
automotive, as shown by the KITTI experiments. However, the experiments
with the Middlebury and MPI-Sintel data indicate that the support region is a
significant feature, too.
As shown in the previous sections, the improvements come along with
additional computational effort. However, it has been shown that although
the relative additional run-time is twice as high compared to the PLK, the
absolute run-time is still low and the RLOF still applicable for the same fields
of applications as the PLK method. It is necessary to mention that the SP
curves could not directly relate with the run-time plots that show the number of
features. The SP curves were derived from dense motion vector field whereas
the run-time plots were gathered from different sampled sparse motion vector
sets. Both plots are guiding values as in each application the feature detector
or video content can differ significantly affecting both graphs.
Finally, the ability of the proposed RLOF-IM-GM-BE+altern. to deal with
long-range motions and illumination changes encourages to use this method
for new fields of application. Furthermore, the still low computational effort
and good scalability for estimating sparse motion vector sets made the RLOF
competitive to the state-of-the-art.
3.6.2

Dense Motion Fields

Estimating dense motion fields is the most research-encouraging field of
application in the optical flow domain. Recent optical flow benchmarks
[BSL+ 09, GLU12, BWSB12, MG15] have been designed to provide an academic platform for comparing methods that generate dense optical flow fields.
Dense motion fields are the basis of computer vision systems in a wide
range of application fields as they allow to capture and analyze dynamic
characteristics of objects and complex scenes. Motion fields have become
an indispensable low-level feature for most automated video-based analytics.
For example, implementing motion has improved the performance in the
domain of video segmentation [OMB14], super-resolution [MPSC09], video
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classification [WK11] and video surveillance [LCW+ 15]. In interdisciplinary
areas, dense motion fields also play an important role, for example in the
biomedical context to measure automatically myocardial motion [XLW+ 12] or
blood flows [HCLH13], in microscopy to estimate the motion of chemotactic
cells [PDA+ 11] or cellular structures [DJS+ 12], meteorology [HMPS07],
film sector [LWA+ 12] etc. In most of these areas, optical flow methods that
generate highly accurate dense motion fields for heterogeneous video footage
are required, wherein low run-time is not a critical requirement at the moment.
However, with the ongoing trend towards growing content of high resolution
video data, run-time requirements will become more and more important.

Sparse-to-Dense
Methods

As discussed in Section 3.5.2, dealing with long-range motion is still an
unsolved problem in the optical flow community to a large extent as the major
drawback of multi-scale schemes is the error-propagation between the scales.
A promising approach of handling large displacements presents optical flow
methods that are based on point correspondences based on feature matches.
For example, Brox et al. [BM11] and Weinzaepfel et al. [WRHS13] extended
the variational framework, i.e. the global energy term; Brox et al. based
on HoG descriptors and Weinzaepfel et al. based on local information of
point correspondences. Both approaches show the potential of using point
correspondences although their computational complexity is still high.
Recent highly accurate approaches go a step further and rely on these
feature-matching correspondences only. Instead of estimating the optical flow
by minimizing a complex global energy term, these methods take advantage of
sparse-to-dense interpolation schemes. Revaud et al. [RWHS15] proposed an
edge-preserving interpolation filter to retrieve a dense motion field from sparse
point correspondences estimated with the DeepMatches method introduced
by Weinzaepfel et al. [WRHS13]. At the time of publication, the method
was rated the most accurate one for the MPI-Sintel benchmark, but with 15
seconds per frame with a resolution of 1226 × 370 (KITTI 2012) the run-time
is still high.
The potential of this technique to efficiently compute dense motion fields
from feature matching has motivated Wulff and Black. With the focus on fast
computation and high accuracy, Wulff and Black proposed a sparse-to-dense
scheme based on a layered principle component analysis reconstruction instead
of interpolation in [WB15]. This work is based on the highly performant
real-time StereoScan [GZS11] feature matching, and with 3.2 seconds on a
1226×370 frame, the overall approach significantly improves the performance
in terms of the accuracy-run-time relation.

Dense RLOF

These new trends in the optical flow domain have encouraged the following
proposal to extend the RLOF field of application towards developing a dense
motion estimation approach. First results of this approach have been published
in [GSS16]. The main contributions are to integrate the sparse RLOF into a
sparse-to-dense interpolation scheme in order to obtain an optimal accuracy
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run-time relation. In this approach, the dense optical flow field is computed by
interpolating a sparse motion vector set MV that can be defined as follows:
MV = {d(x)∀x ∈ P, EPFB (x) < tFB }.

(72)

P is given by a feature detection and denotes the location of the motion vectors
in the sparse vector set which will be filtered applying the forward-backward
confidence with tFB being the reliability threshold.
Different interpolation methods such as geodesic interpolation, edge preserving interpolation [WRHS13], principle component analysis and layered principle component analysis reconstruction [WB15] were evaluated in [GSS16].
As a result, the edge-preserving method showed to be the most performant
one. It applies a homography-based reconstruction by considering k nearest
neighbor motion vectors that are rated by the geodesic distance [CSRP10].
The advantage of this method is that the homography model is able to additionally deal with outliers and the use of the geodesic distance allows to
efficiently consider objects boundaries, i.e. image gradients for selecting the
nearest neighbor candidates.
As discussed in Section 3.6.1, the sampling of locations P of the motion
vectors to be estimated, i.e. feature detection, is a crucial step. An optimal
sampling strategy has to ensure that the sparse motion vectors contain all
motion components of the scene and their spatial distribution. On the other
hand, the size of the motion vector set should be as small as possible in
order to reduce the computational complexity of the RLOF motion estimation
step. Finally, the sampling method itself should be computationally efficient.
Figure 26 shows an example of an experiment in which the GFT and the
FAST feature detectors were compared to a sampling based on a regular grid.
The figure shows the dense vector field interpolation results for the alley_1
sequence from the MPI-Sintel dataset. The green dots highlight starting
points of motion vectors that have been processed further while the red dots
highlight motion vectors that have been filtered based on the forward-backward
confidence. The configurations of GFT and FAST have been set in order to
generate high numbers of features. The overall configuration, i.e. RLOF and
interpolation setup, has been optimized by minimizing the overall AEE of the
whole MPI-Sintel dataset.
The results on the GFT and FAST features show typical results. Due to the
property of both methods to detect strong bi-directional gradients, the features
are mainly located at top regions of the image. On account of lower contrast
caused by the shadow, the bottom area has only weak edge-like textures and
thus only a few features are detected. This results in a low run-time, but the
computed motion vectors miss a lot of motion information in the low-textured
regions which e.g. results in cropping a shoulder in Figure 26(b). In contrast,
the simple grid-based sampling causes a uniform distribution of the motion
vectors. This set contains more redundant information and needs more time to
be estimated, but the run-time is still low and there is a huge improvement in
terms of accuracy. It shows that the appropriate distribution of the features is
an important requirement.
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Feature Sampling

a) ground-truth

b) GFT feature detector: AEE = 1.3543, t = 327 msec

c) FAST feature detector: AEE = 0.7572, t = 267 msec

d) uniform sampled grid (8) : AEE = 0.2457, t = 427 msec

Figure 26.: Example of dense optical flow interpolation results. Source motion
vectors have been sampled with different feature detection methods. Left column shows the starting points of the motion vectors
applied to the interpolation (green) and invalid vectors filtered
using forward-backward confidence (red).

Feature Sampling
Numerical Results

Figure 27 shows the numerical results when applying the GFT, the FAST
and the uniform sampling with increasing sampling distances on the training
sequences of the four optical flow benchmarks. For all benchmarks, GFT- and
FAST-based optical flow fields are less accurate. This applies notably for the
MPI-Sintel dataset where the AEE of both being 6.0 and 9.1 is larger than
the least accurate grid-based sampling with 5.2. The experiments show that
increasing the sampling distances reduces the run-time significantly. They
are diminished from 377 msec to 125 msec for the Middlebury and approx.
1 second to 350 msec for the MPI-Sintel and KITTI datasets with higher
resolution. The quality of the motion field remains accurate to a similar level.
For the Middlebury sequences, there is an AEE increase of 0.06 pels, for the
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Figure 27.: Comparison of the accuracy and run-time between different sampling methods based on the training sequences from the Middlebury, MPI-Sintel, KITTI 2012 and KITTI 2015 optical flow
benchmarks.

MPI-Sintel sequences of 0.41 pels, for the KITTI 2012 sequences of 0.5% and
for the KITTI 2015 sequences of 2.6%.
During the last years, a tremendous amount of new dense optical flow
methods has been proposed. The Middlebury benchmark counts 121 and the
MPI-Sintel 70 different evaluated methods. Most of these methods neglect
the time complexity so that only a few achieve run-times below 1 second per
frame. The most relevant methods that address the problem of optimizing the
performance in terms of run-time and accuracy and that are efficient on CPU
hardware are the PCA-Layers and their derivative PCA-Flow [WB15] as well
as the fast optical flow method using dense inverse search (DIS) [KTDV16].
Both PCA-Flow and PCA-Layers are, as previously discussed, based on
sparse feature matches. At the time of publication, PCA-Flow has been
proposed as the fastest CPU-based method. While the PCA-Flow assumes
that any flow field can be approximated by a decomposition over a learned
basis of flow fields, PCA-Layer extends this approach by modeling the flow
field as a composition of a given set of simpler motions layers, wherein each
layer is represented by a previously learned basis. The PCA-Layer model
increases the accuracy of the reconstructed flow field at the cost of additional
computational load. For the evaluation, the PCA-flow and PCA-Layer source
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Related Methods

codes and libraries5 published by the authors have been used as well as the
respective dataset-related parameter.
More recently, Kroeger et al. [KTDV16] proposed the DIS method, a
very fast CPU-based optical flow method. The DIS method constructs a
dense motion field from point correspondences estimated at the nodes of
a uniform sample. The method highly relates to the RLOF-Dense because
the point correspondences are estimated based on an iterative LK technique.
Kroeger et al. name this step fast inverse search which is similar to the
inverse compositional algorithm, see Section 3.2. In order to deal with large
motions, a coarse-to-fine approach has been implemented. This approach
differs from the RLOF in that on each level an own grid is sampled from which
a dense intermediate flow field is computed for each level. The computational
load to extract such intermediate flow fields is very low on the coarse levels.
On each level, the low field is then filtered and used to initialize the fast
inverse search on the next level. Finally, a global variational refinement
is performed on the current scales. In the following experiments, the DIS
OpenCV implementation6 will be used. As this implementation is under
development, two configurations similar to the one described in [KTDV16]
will be evaluated. These configurations were predefined by the implementation
and showed a stable performance. The first one which will be denoted as
DIS (UFAST) performs on an operation point with a very low run-time. The
parameters referring to [KTDV16] are: finest scale θs f = 2, patch size θ ps =
8, patch overlap θov = 0.5 and number of iterations θit = 12. The second
configuration denoted as DIS (MED) performs at medium run-time but at a
higher accuracy. The parameters of DIS (MED) are: finest scale θs f = 1, patch
size θ ps = 8, patch overlap θov = 0.375 and number of iterations θit = 25.
Finally, RLOF-Dense will be compared with the FlowFields method [BTS15].
The FlowFields is a dense correspondence field-based approach and is among
the top ten on the MPI-Sintel benchmark (6th place ranking including 2 anonymous submissions, date 06 June 2016). The method has been optimized
towards a high accuracy. With 18 seconds per frame it is rather slow and thus
not in the same field of application as addressed by RLOF-Dense. However, it
provides a comparison towards most accurate state-of-the-art results. For the
evaluation, the FlowFields source code and libraries7 provided by the authors
as well as the different parameter settings for the Middlebury, KITTI and
MPI-Sintel datasets were used.
Results Middlebury

For the following evaluation, a genetic algorithm-based parameter search
[DRFG+ 14] was performed for each of the four optical flow benchmarks in
order to find the optimal RLOF-Dense parameter sets. The genetic algorithm
was performed on the training sequences of the respective benchmarks. The
RLOF is run with the adaptive support region, the new illumination model, the
global motion and the altering iterative refinement BE + altern. As a result,
the following parameters were found for the Middlebury dataset :
5 https://ps.is.tuebingen.mpg.de/research_projects/pca-flow
6 https://github.com/opencv/opencv_contrib
7 https://www.dfki.de/web/forschung/publikationen?pubid=7987
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Average End-point Error (AEE)

2,5
FlowFields

2

RLOF-Dense (4)
RLOF-Dense (10)

1,5

PCA-Flow

PCA-Layers

1

DIS (UFAST)
DIS (MED)

0,5
0

Dimetrodon

Grove2

Method
FlowFields
RLOF-Dense (4)
RLOF-Dense (10)
PCA-Layers
PCA-Flow
DIS (UFAST)
DIS (MED)

Grove3

all
0.270
0.268
0.332
0.674
0.704
0.882
0.609

Hydrangea RubberWhale

R0.5
8.71
7.61
10.50
38.44
35.14
37.64
18.42

R1.0
4.71
4.16
5.77
14.07
16.76
20.27
10.31

Urban2

R2.0
2.50
2.33
3.35
4.46
7.45
9.71
5.78

A50
0.080
0.092
0.105
0.398
0.387
0.385
0.172

Urban3

Venus

time [msec]
18000
378
126
1884
109
4
40

Table 10.: Quantitative comparison on Middlebury training sequences with
the breakdown of the average end-point error for all sequences on
the top.
• I = 28, c0 = 3, 2 and c1 = 7 for the M-Estimator,
max
• smin
Ω = 8, sΩ = 10 and εRGB = 77 set CB parameters,

• RXRANSAC = 79 the GM parameters and
• t f b = 0.58 the confidence threshold.
The RLOF-dense will be evaluated for two operation points. In the first case,
the grid size will be set to a small value of four wherein the run-time should
be less than 1 second per frame to achieve highly accurate but slow results. In
the second case, the grid size will be set to 10 to perform on minimal run-time.
Table 10 shows the results of the quantitative comparison on the Middlebury training sequences. The evaluated RLOF-Dense configuration performs
very accurately on this dataset. The achieved accuracy is very similar to the
FlowFields results. In two of eight sequences, the RLOF-Dense improves the
precision compared to Flowfields.
Figure 28 which exemplary shows the results for the RubberWhale sequence
provides a visual impression of the flow field quality. The figure is arranged
so that the run-time-efficient configuration of the fast methods PCA, DIS
and RLOF-Dense are shown at the left column and the configuration used to
focus on high accuracy on the right column. Compared to computationally
efficient methods, the RLOF-Dense reduces the error more than 2 times. With
a run-time of 4.5 msec, the DIS (UFAST) configuration is extremely fast,
followed by the DIS (MED). Both results produce a very rough optical flow
field while the DIS (UFAST) shows strong block-like artifacts caused by the
underlying grid sampling. The PCA-Flow generates a very blurry optical flow
field. The next fast method is the RLOF-Dense with a grid size of 10 which is
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80
FlowFields

70
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1
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0

Method
FlowFields
RLOF-Dense (4)
RLOF-Dense (10)
PCA-Layers
PCA-Flow
DIS (UFAST)
DIS (MED)

NOC-AEE
1.819
2.169
2.404
2.225
2.492
4.559
2.756

NOC-R3
7.450
8.02
9.49
8.81
13.99
24.12
12.34

OCC-AEE
4.552
4.876
5.063
5.637
5.836
9.077
7.168

OCC-R3
16.52
13.69
15.54
16.25
23.19
32.62
22.03

time [msec]
23000
633
248
1788
104
9
44

Table 11.: Quantitative comparison on KITTI 2012 training sequences with
the breakdown of the R3 measure for each sequences on the top.
34 msec slower than PCA-Flow. However, the resulting optical flow field is
significantly more precise. This can be seen especially at motion discontinues
where sharp details can be maintained due to the edge-preserving interpolation.
The main difference between the accuracy of RLOF-dense (4) and the (10)
version is that due to the larger grid, details such as the hole at the letter e
and details from the fence in the background got lost while the sharp motion
boundaries remain. In contrast, the DIS (MED) generates a still blurred motion
field. In comparison to RLOF-dense (10), this causes a higher overall AEE.
Figure 28(f) shows a typical result obtained by the PCA-Layer method. The
flow field is composed by different layers. The total AEE is relatively high
for this dataset, but Wulff and Black have not provided trained data for this
dataset, i.e. MPI-Sintel training data has been used. It is likely that these
results can be further improved by adapting the training.
The following parameters have been found for the KITTI 2012 dataset :
Results KITTI 2012

• I = 30, c0 = 3, 2 and c1 = 7 for the M-Estimator,
max
• smin
Ω = 9, sΩ = 9 and εRGB = 35 set CB parameters,

• RXRANSAC = 14 the GM parameters, and
• t f b = 0.79 the confidence threshold.
In this dataset, the ego-motion of the car is a particular feature which has
a strong influence on evaluation results. For example, algorithm capacities
that lead to accurate object boundaries won’t have a strong effect on the total
result, including the adaptive support region method of the RLOF. As a
result, the genetic algorithm has found a configuration with a small constant
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(a) ground-truth

(b) FlowFields : AEE = 0.101

(c) RLOF-Dense (10): AEE = 0.138

(d) RLOF-Dense (4): AEE = 0.104

(e) PCA-Flow : AEE = 0.399

(f) PCA-Layers : AEE = 0.466

(g) DIS (UFAST) : AEE = 0.537

(h) DIS (MED) : AEE = 0.222

Figure 28.: Sample results for Middlebury training sequence RubberWhale.
Images (c, e, g) show the results of the run-time efficiency and (d,
f, h) the highly accurate configuration of the respective methods.
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Method
OFH∗
SRB∗
HS∗
FlowFlied
RLOF-Dense (4)
RLOF-Dense (10)
PCA-Layers
PCA-Flow
DIS (UFAST)
DIS (MED)

Illumination Changes
Average OCC-R3
38.89
40.74
55.94
30.37
29.85
33.56
27.82
37.49
48,03
37,98

Large Displacements
Average OCC-R3
34.30
39.27
48.52
30.08
27.66
30.87
30.80
36.82
46,45
37,75

Table 12.: Quantitative comparison on KITTI 2012 subset of training sequences selected and evaluated for the Special Session on Robust
Optical Flow [BFGK13] with the focus on illumination changes
and large displacements. Baseline results for OFH∗ [ZBW11],
SRB∗ [SRB10] and HS∗ [PS81] have been taken from the session
webpage.

support region to be most precise for this dataset. The main reason is that
the motion fields undergo a perspective distortion of the locomotion. As a
consequence, there are motion variations in a support region which are not
caused by different moving objects. The major challenge of this dataset is to
estimate long-range motion. Table 11 shows the total numerical results and
the graphs of the particular results for each sequence number. It can be seen
that the KITTI 2012 dataset has a large number of challenging sequences with
over 25% of the motion vectors having AEE larger than 3 pels. In Figure 29
which visualizes the optical flow fields for the sequence 15, it can be seen
that most of the large motion estimation errors occur at the image borders
which contain the largest motion due to the large locomotion. From a visual
perspective, the central regions of the flow fields of FlowFields, PCA-Flow,
PCA-Layer, DIS-FAST (MED) and RLOF-Dense are very similar.
The most run-time efficient method is the DIS flow followed by PCAFlow, both RLOF-Dense configurations and the PCA-Layer. However, with
33% of motion vectors having larger AEE than 3 pels and an AEE of 9, the
estimate of DIS (UFAST) is rather a rough result. Like for the Middlebury
experiments, the DIS (MED) flow field is more precise than PCA-Flow while
being computationally less complex. In comparison to the PCA-Flow and DIS
(MED), the accuracy of both RLOF-Dense approaches is with an R3 decrease
of approx. 10% significantly improved while maintaining a run-time of less
than 1 second. Most of the improvements affect especially large motion located
at the occluded region as the improvement of the NOC R3 error is less strong.
It shows that for the overall OCC measures the RLOF-Dense approaches and
the PCA-Layers even outperform the highly accurate FlowFields. In terms of
AEE, the improvement achieved by the RLOF-Dense is not as strong as for
the R3 measure. However, the publishers of the KITTI benchmarks focused
on the R3 measure for the major ranking which they found to be more robust
against gross-outliers than AEE.
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(a) ground-truth

(b) FlowFields: OCC-R3 = 19.33

(c) RLOF-Dense (10) : OCC-R3 = 20.31

(d) RLOF-Dense (4) : OCC-R3 = 15.91

(e) PCA-Flow : OCC-R3 = 26.17

(f) PCA-Layers : OCC-R3 = 26.02

(g) DIS-FAST (0) : OCC-R3 40.22

(h) DIS-FAST(2) : : OCC-R3 31.36

Figure 29.: Sample results for KITTI 2012 training sequence 15 containing
significant illumination changes. Images (c, e, g) show the results of the run-time efficiency and (d, f, h) the highly accurate
configuration of the respective methods.
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NOC-AEE
6.292
8.743
10.438
6.475
7.837
11.029
8.283

NOC-R3
25.62
20.56
24.42
20.73
31.34
39.01
26.30

OCC-AEE
12.396
15.157
17.567
14.003
15.049
18.851
16.427

OCC-R3
33.22
27.39
31.15
28.14
38.59
45.05
34.19

Runtime
23000
683
260
1851
106
10
69

Table 13.: Quantitative comparison on KITTI 2015 training sequences with
the breakdown of the R3 measure for each sequences on the top.
Table 12 gives an overview of the subset of sequences that were used for
the Robust Optical Flow special session [BFGK13] with the focus on footage
with illumination changes and large displacements. For sequences containing
illumination changes, PCA-Layers achieves the best results due to the used
feature matching that is designed to be robust against illumination changes,
followed by the RLOF-Dense (4) when taking into account the fast methods
only. For the sequences containing large displacements, RLOF-Dense (4)
significantly outperforms all benchmark methods. This shows that the sparse
RLOF provides at least competitive point correspondences for sequences
containing long-range motion and thus is able to outperform matching-based
methods.
Interestingly, the total difference between the precision of the optical flow
between the RLOF-Dense based on a small and a large sampled grid for the
whole dataset is very small. For the R3 measure, the RLOF-dense (10) values
are slightly better. This is mainly due to the dataset content. Since there are
only a few different moving objects, the potential loss of detail in the optical
flow field that comes along with a larger grid size is negligible.
The following parameters have been found for the KITTI 2015 dataset :
Results KITTI 2015

• I = 24, c0 = 3, 2 and c1 = 7 for the M-Estimator,
max
• smin
Ω = 7, sΩ = 8 and εRGB = 32 set CB parameters,

• RXRANSAC = 28 the GM parameters and
• t f b = 1.27 as the confidence threshold.
Similar to the KITTI 2012 configuration, the parameter optimization led to
small and nearly constant support regions. The reason for this optimum can
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Average End-point Error (AEE)
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FlowFields
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40
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Method
FlowFields
RLOF-Dense (5)
RLOF-Dense (10)
PCA-Flow
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all
3.398
4.870
5.203
5.394
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6.434
5.808

s0-10
1.934
2.269
2.547
2.647
2.741
3.412
2.929

s10-40
3.742
5.084
5.765
5.990
5.6383
6.88
6.154

s40+
11.980
17.398
18.734
18.272
16.72
17.407
16.376

time [msec]
18000
847
384
190
3200
8
52

Table 14.: Quantitative comparison on MPI-Sintel training sequences with the
breakdown of the AEE measure for each sequences on the top.

be found in the similar structure of the video footage which contains a large
number of sequences with the locomotion as the dominant characteristic of the
scenarios. As a difference, the KITTI 2015 footage includes sequences with
different moving objects, i.e. cars, cf. Figure 30, which raises the difficulty of
the dataset as being reflected in the numerical results, see Table 13.
The experimental results shows that the distribution of the run-time measure is similar to the previous experiments. The fastest method is the DIS
(UFAST) followed by DIS (MED), PCA-Flow, RLOF-Dense, PCA-Layers
and FlowFields. For this dataset, the rough estimates of the DIS (UFAST) and
the PCA-Flow result having an R3 measure of 45% and 38% result in a higher
error, and as shown in Figure 30(e, g) not only located at the objects silhouette
but also on the lanes. This is most likely due to homogenous regions and the
resulting matching and motion estimation errors.
The expansion of the sampling distance of the sparse RLOF motion estimation leads to a noisier dense motion field as shown in Figure 30(c) and (d).
The impact on the experimental results with a difference of approx. 4% for the
R3 measures is significant. However, even with the large sampling distance of
RLOF-Dense (10), the resulting motion field is more precise than DIS (MED)
and PCA-Flow. Compared to PCA-Layers, RLOF-Dense (4) achieves slightly
better results by running at less than half of the time. However, comparing
the AEE shows that both RLOF-Dense configurations are more affected by
outliers.
For the MPI-Sintel dataset, the following parameters have been estimated
with the genetic search:
• I = 30, c0 = 3, 2 and c1 = 7 for the M-Estimator,
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Results MPI-Sintel

(a) ground-truth

(b) FlowFields : OCC-R3 = 3.30

(c) RLOF-Dense (10) : OCC-R3 = 5.08

(d) RLOF-Dense (4) : OCC-R3 = 4.26

(e) PCA-Flow : OCC-R3 = 12.17

(f) PCA-Layers : OCC-R3 = 3.31

(g) DIS-FAST (0) : OCC-R3 8.87

(h) DIS-FAST(2) : : OCC-R3 5.93

Figure 30.: Sample results for KITTI 2015 training sequence 15. Images (c,
e, g) show the results of the run-time efficiency and (d, f, h) the
highly accurate configuration of the respective methods.
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max
• smin
Ω = 9, sΩ = 21 and εRGB = 35 set CB parameters,

• RXRANSAC = 67 the GM parameters and
• t f b = 0.99, k = 128 and the interpolation parameters.
The benchmark data is generated from synthetic data and has been published
for three rendering modes. The mode albedo provides the rawest rendered
data and shows the 3D models with textures only. The mode clean adds light
sources, illumination models and specular reflections. The final mode involves
additional motion blur, defocus blur and atmospheric effects. The following evaluation will be focused on the final mode only as this represents the
configuration with the most challenges that will occur in real-world scenarios.
Table 14 shows the numerical results and an overview of the AEE distribution for the training data. It shows that the MPI-Sintel dataset contains some
very challenging sequences, e.g. ambush_2, cave_2 and market_5, which
generate very erroneous results even for highly accurate optical flow methods.
The particular challenges in these sequences are the fast moving objects, a very
fast moving camera in combination with motion blur, low contrast and variety
of occlusions. In contrast to the Middlebury dataset , the authors used metrics
that allow to rank a method on different challenges [BWSB12] including flow
accuracies, in particular besides the overall AEE-based ranking, comparison
for fast (s40+, above 40 pels), medium (s10-40) and small (s0-10) motions.
Figure 31 gives an impression of the optical flow result for one of the
challenging sequences. It should be noted that RLOF-Dense (5) was reported
for the MPI-Sintel training data, as a prerequisite for the RLOF-Dense methods
is to achieve run-times under 1 second. Even the results of the highly accurate
FlowFields method, which ranked on place 7 out of 71 MPI-Sintel participants
on 28.10.2016 , shows significant problems on dealing with such a sequence.
In particular, the estimation of the fast-moving blade in front of the scene
and the appearing homogenous background represent great challenges. The
uncovered torso of the woman results into motion estimation errors that appear
as blue or cyan areas in nearly all examples. However, for the FlowFields,
PCA-Layer and both RLOF methods, there are still areas such as the left part
of the image, the hand and the head of the protagonist which is visually similar
to the ground-truth. For the DIS methods, this holds only for some isolated
areas as parts of the head and the background on the very top on the left.
An example for sequences with slowly moving content is given by Figure 32.
The bamboo_2 sequence contains slow motions but different moving objects
of various sizes, e.g. large and small butterflies, as well as motion discontinuities at the bamboo boundaries due to the tracking shot. For this sequence,
FlowFields significantly outperforms all other approaches. PCA-Flow and DIS
(UFAST) generate very blurry and coarse motion fields. The result for DIS
(Med) optical flow fields is a little blurry but visually appealing. It shows some
errors at the top section of the actress figure but contains most of the objects.
In contrast, the RLOF-Dense results generate very sharp motion boundaries
that lead to a visually attracting result. Some details, e.g. the butterfly in the
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(a) ground-truth

(b) FlowFields : AEE = 64.183

(c) RLOF-Dense (10) : AEE = 74.974

(d) RLOF-Dense (5) : AEE = 72.120

(e) PCA-Flow : AEE = 77.243

(f) PCA-Layers : AEE = 73.163

(g) DIS (UFAST) : AEE = 70.455

(h) DIS (Med) : AEE = 70.879

Figure 31.: Sample results for MPI-Sintel training sequence ambush_2 frame
14 containing fast motion components, atmospheric effects and
large homogenous areas. Images (c, e, g) show the results of the
run-time efficiency and (d, f, h) the highly accurate configuration
of the RLOF, PCA and DIS methods.
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Method
FlowFields+ (3)
FlowFields (7)
EpicFlow (12)
DeepFlow (19)
PCA-Layers (32)
RLOF-Dense (41)
PCA-Flow (47)
LDOF (53)
DIS-Fast (64)

all
5.707 (3)
5.810 (7)
6.285 (12)
7.212 (19)
7.886 (32)
8.286 (41)
8.652 (47)
9.116 (53)
10.127 (64)

s0-10
1.131 (14)
1.157 (22)
1.135 (15)
1.284 (37)
1.672 (53)
1.097 (10)
1.961 (65)
1.485 (47)
2.174 (68)

s10-40
3.330 (4)
3.739 (11)
3.727 (9)
4.107 (20)
4.276 (23)
4.125 (21)
4.524 (29)
4.839 (39)
5.925 (59)

s40+
34.167 (4)
33.890 (3)
38.021 (12)
44.118 (22)
47.449 (35)
54.018 (54)
51.844 (47)
57.296 (57)
59.698 (60)

Table 15.: Selection of the official MPI-Sintel ranking (date: 28.10.2016 ) comparing the result of the fast DIS-Fast, PCA-Layers, PCA-Flow and
RLOF-Dense to the pioneering LDOF [BM11] and recently high
accurate methods: FlowFields+, FlowFields [BTS15], EpicFlow
[RWHS15] and DeepFlow [WRHS13]. Numbers in brackets denote
the ranking for each measure.
front, got lost due to the absence of motion vectors in these areas which were
removed by the forward-backward confidence measure.
The overall numerical results listed in Table 14 show the PCA-Layer to
be the most accurate one when taking into account all the data and the DIS
(MED) for the fast motions (> 40). For the slow and medium motion, the
RLOF-Dense (5) significantly outperforms the PCA and DIS approaches.
The RLOF-Dense results have been evaluated and submitted to the KITTI
and MPI-Sintel online benchmarking. The participating optical flow results
were generated using the RLOF-Dense (4) configuration. Table 16 shows a
selection of the public KITTI 2012 results and Table 15 the corresponding
public results for the MPI-Sintel benchmark. The detailed results containing
all participants are publicly available at the KITTI 20128 and MPI-Sintel 9
web pages. Both tables allow to compare the RLOF-Dense in relation to the
fast approaches, DIS-FAST, PCA-Flow and PCA-Layer, and to the highly
accurate FlowFields+, EpicFlow, DeepFlow and LDOF. The LDOF has been
chosen as being representative for one of the first baseline methods which was
able to deal with long-term motions.
Comparing the R3 measures with the ranking for the KITTI 2012 shows
similarities with the results obtained for the training sequences. With rank
46 out of 79 submitted results, the RLOF-Dense significantly outperforms
PCA-Flow on rank 54 and the DIS-Fast on rank 73, and slightly outperforms
PCA-Layers on rank 48. The total rank may be misleading as the official
ranking contains about 16 non-published results. However, when taking into
account the results for the occluded and non-occluded areas, the quality of
the flow field is indeed comparable to the most recent highly accurate but
computationally complex methods such as FlowFields and DeepFlow. Similar
results can be found on the public MPI-Sintel benchmark results where the
RLOF-Dense reached rank 41 which is significantly better than the PCA-Flow
8 http://www.cvlibs.net/datasets/kitti/eval_stereo_flow.php?
benchmark=flow
9 http://sintel.is.tue.mpg.de/results
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Official Ranking
KITTI 2012 and
MPI-Sintel

(a) ground-truth

(b) FlowFields : AEE = 0.364

(c) RLOF-Dense (10) : AEE = 0.720

(d) RLOF-Dense (5) : AEE = 0.551

(e) PCA-Flow : AEE = 0.867

(f) PCA-Layers : AEE = 0.882

(g) DIS (UFAST) : AEE = 0.728

(h) DIS (Med) : AEE = 0.636

Figure 32.: Sample results for MPI-Sintel training sequence bamboo_2 frame
11 containing small and medium fast motion components. Images
(c, e, g) show the results of the run-time efficiency and (d, f, h) the
highly accurate configuration of the respective methods.
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Out-Noc
5.77 %
7.22 %
7.88 %
11.01 %
12.02 %
15.67 %
21.93 %
38.58 %

Out-All
14.01 %
17.79 %
17.08 %
17.67 %
19.11 %
24.59 %
31.39 %
46.21 %

Avg-Noc
1.4 px
1.5 px
1.5 px
2.6 px
2.5 px
2.7 px
5.6 px
7.8 px

Avg-All
3.5 px
5.8 px
3.8 px
5.6 px
5.2 px
6.2 px
12.4 px
14.4 px

Density
100.00 %
100.00 %
100.00 %
100.00 %
100.00 %
100.00 %
100.00 %
100.00 %

Runtime
23 s
17 s
15 s
0.5 s
3.2 s
0.19 s
1 min
0.023

Environment
4 cores @ 3.5 Ghz (C/C++)
1 core @ 3.6Ghz (Python + C/C++)
1 core @ 3.6 Ghz (C/C++)
4 cores @ 2.5 Ghz (C/C++)
1 core @ 2.5 Ghz (Python + C/C++)
1 core @ 2.5 Ghz (Python + C/C++)
1 core @ 2.5 Ghz (C/C++)
1 core @ 4 Ghz (C/C++)

Table 16.: Ranking of the KITTI 2012 benchmark for dense optical flow (evaluation area set to: All pixel, Error threshold: 3 pixels, date: 28.10.2016 ).
The table contains only methods using no additional information, i.e. no stereo, multiview or epipolar geometry-based information. The selected
methods compare the fast DIS-Fast, PCA-Layers, PCA-Flow and RLOF-Dense to the pioneering LDOF [BM11] and recent high accurate
methods: FlowFields [BTS15], EpicFlow [RWHS15] and DeepFlow [WRHS13]. Numbers in brackets denote the respective place.

Method
FlowFields (23)
DeepFlow (32)
EpicFlow (33)
RLOF-Dense (46)
PCA-Layers (48)
PCA-Flow (54)
LDOF (62)
DIS-FAST (73)

Figure 33.: Accuracy vs. run-time on MPI-Sintel (left) and KITTI 2012 benchmark. Magenta region highlights ultra-fast (> 25 fps), green fast
and blue slow (> 1 fps) implementations. The timings and accuracy results have been taken from the publication or benchmark
web pages.

on rank 47 and DIS-Fast on rank 64. In the overall ranking, PCA-Layers on
rank 32 reaches a better place than RLOF-Dense since the PCA-Layers can
deal better with fast motions (s40+). For slow (s0-10) and medium (s10-40)
motions, RLOF-Dense shows superior performance. In particular, RLOFDense on place 10 achieves very accurate results on slow motions and thus
outperforms most highly accurate methods.

Summary

In this section, it has been shown that from the sparse set of motion vectors
estimated by the RLOF, a dense optical flow field can be interpolated that
achieves very accurate results under various scenarios. Besides the RLOF
parametrization, the motion vector sampling has shown to be crucial in order
to get precise dense flow fields. The sampling strategy is accountable for the
richness and distribution of motion information in the sparse motion vector set
and the run-time of the RLOF tracker. By considering current feature detection
methods, the uniform sampling must be found to be the best compromise
between run-time and accuracy. The experimental evaluations showed the
potential for optimization since especially for large sampling distances details
can get lost in the flow field. This can encourage further research on that
topic in order to find fast feature detectors that help to better adopt the feature
distribution for the different motion characteristics. However, varying the
sampling distances allows to regulate the operation point of the algorithm and
to tune it, to a certain extent, towards fast or precise processing. This is a
major advantage as it improves the flexibility when applying the RLOF-Dense.
In order to compare the performance of the RLOF-Dense with the state-ofthe-art, the run-time has to be considered as shown in Figure 33 wherein the
optical flow methods are divided into three classes. The ultra-fast algorithms,
i.e. the DIS-Fast [KTDV16], perform at a run-time above 25 fps. The fast
algorithm with the PCA-Flow [WB15], the GPU implementation of the EPPM
[BYJ14] and the proposed RLOF-Dense perform above 1 fps. The slow
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algorithms perform with a run-time of less than 1 second per frame. The
last class contains the most accurate optical flow methods and the figure
shows a selection of them such as the recently proposed FlowFields [BTS15],
EpicFlow [RWHS15], DeepFlow [WRHS13] and PCA-Layers [WB15], but
also the pioneering work of Brox (HOAF) [BBPW04] and Horn and Schunck
[PS81], the LDOF [BM11] as on of the first methods that take into account
long-range motions, and the Huber-L1 [WTP+ 09] which was one of the
frequently applied methods due to the relatively short run-time. The proposed
RLOF-Dense is a novel method that can be categorized as sparse-to-dense
optical flow method such as EpicFlow, DeepFlow and the PCA methods.
Compared to the state-of-the-art, it is the most accurate optical flow method
which performs beyond 1 fps, not least due to the high performance of the
sparse RLOF.
3.7

C H A P T E R S U M M A RY

In this chapter, the RLOF approach, a novel gradient-based local optical flow
method based on the well-known PLK method has been presented. For many
video analysis applications with strict run-time requirements applying the PLK
is still the best choice as it allows to define a specific run-time behavior by
controlling the sparsity of the motion to be estimated. However, the precision
of the PLK is still limited in real-world environments, e.g. in the presence of
illumination changes for the estimation of long-range motion. The objective in
this chapter was: i) to improve the performance of local optical flow methods to
become competitive with recent global optical flow approaches, ii) to achieve
robust results on challenging scenarios as provided by recent optical flow
benchmarks and iii) to maintain an efficient run-time performance.
Five major innovations have been proposed: i) a statistical framework based
on the M-estimator to improve the robustness in the presence of non-Gaussian
noise, ii) a size and shape-adaptive support region approach to improve the
precision for motion discontinuities, iii) an extended illumination model to
deal with the problem of changing lighting conditions, iv) improvement of the
capability of estimating long-range motion by introducing a prior-based initialization from global scene motion information, v) the mathematical analysis
of the influence of the sub-pixel interpolation to the iterative refinement which
lead to a computationally less complex refinement strategy by proving that for
defined cases the iteration can be substituted by the solution of a system of
bilinear equations.
Finally, the RLOF has been integrated into a sparse and dense motion
estimation framework. A thorough quantitative evaluation has been provided,
showing a general improvement over the state-of-the-art for both fields of
applications. For sparse motion estimation a, forward-backward confidencebased post-filtering has been applied. The experiments showed that this postfilter can additionally improve the accuracy of the sparse motion estimates. In
summary, the RLOF significantly outperforms the PLK in terms of accuracy
and is able to deal better with long-range motions and illumination changes.
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The improvements come along with an additional relative computational effort
that may be twice as high compared to the PLK. However the absolute
computational effort is still low because of the maintained scalability of the
run-time in respect to sparsity of the motion estimate. Furthermore, with a
top 10 ranking on the KITTI 2012 benchmark for sparse motion, the proposed
approach has proven to be competitive to the state-of-the-art. For dense
motion estimation a sparse-to-dense interpolation scheme based on RLOF
sparse motion estimates has been presented. The experiments show that the
dense RLOF is competitive to most global optical flow approaches. Moreover
compared to the state-of-the-art, it is the most accurate optical flow method
which performs beyond 1 fps, not least due to the high performance of the
sparse RLOF motion estimation.
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LAGRANGIAN-BASED MOTION ANALYSICS
IN VIDEOS

4
LAGRANGIAN-BASED MOTION ANALYSIS IN VIDEOS

4.1

I N T RO D U C T I O N

Vector fields are a common concept for the representation of motion phenomena in videos. In most cases, the concept of optical flow is used to capture the
local state of the dynamical process related to manifold motion phenomena.
This can be the motion of the entities as well as the locomotion of the reference
system. The dynamic characteristic of these entities and the reference system
is an important feature in the field of video analytics. Various applications in
the areas of tracking, object segmentation, behavior analysis and video coding
benefit from the ability to obtain and process motion features.
To describe the dynamic characteristics of the scene and its components,
optical flow fields are commonly used by considering short-term, i.e. local,
motion or long-term trajectory, see Section 2.3. Local motion is retrieved
by two-frame optical flow of consecutive frames and provides an efficient
way of processing and studying steady motion features in 2D. However, most
informative motion signatures may be unsteady, i.e. non-static, non-local
and inhomogeneous in time. For instance, the motion signatures occurring
when performing a punch has several phases composed by multiple individual
long-term motion pattern sequences. To discover more complex temporal
phenomena, long-term motion information is used to comprise optical flow
fields of multiple frames. In the literature, long-term motion information is
generally processed in a 2D+t space-time domain by means of sparse or semidense trajectories and constitutes a significant step towards better performances
for many video analysis areas.
Prominent examples of long-term approaches can be found in the field of
video segmentation, e.g. [OB12] where the use of longer time intervals decreases the motion’s intra-object variance, or in the field of action recognition,
e.g. the improved dense trajectories [WS13] where the densely sampled trajectories have the advantage of high discriminative power on a variety of datasets.
However, such recent long-term representations have a high computational
complexity and memory demand.
In this chapter, a novel framework on Lagrangian methods for video analytics as a generic concept for integrating motion information over multiple
temporal scales will be proposed. The origins of Lagrangian methodology
are in the analysis of general dynamical systems described by a series of
time-dependent or unsteady vector fields. Lagrangian methods have already
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Figure 34.: Example of flow visualizations for CFD systems. Both examples
show Monte Carlo rendering of FTLE fields from [GKT16]. Red
to blue indicates high to low values of separation. Left example
shows MCFLTE for a flow passing a cylinder that leads to the
so-called Káráman vortex street. Right example shows high quality FTLE visualization of a European Centre for Medium-Range
Weather Forecasts reanalysis simulation of the wind velocity field
of the northern hemisphere on 10th of April 2010 in 3D top and
bottom view.

been established in the flow visualization and dynamical systems theory where
they provide powerful tools for analyzing computational fluid dynamics (CFD)
systems, for instance to design fluid-dynamics systems, medical devices or
meteorological application [PH13, Hal15]. For the addressed challenge of
quantifying complex motion in videos, the Lagrangian approach delivers
a powerful, efficient and consistent methodology to access low-level local
features as well as high-level global motion patterns on variable spatial and
temporal intervals. In the field of video analysis, the Lagrangian methodology
opens up novel directions for visualizing and understanding dynamic motion
patterns in video data.
The pioneering work by Ali and Shah [AS07] has shown that in particular
the finite-time Lyapunov exponent (FTLE) is a useful feature in the field of
video-based crowd analysis. Although FTLE provides an excellent starting
point to assess motion information in video data of variable temporal scales.
Attention has to be payed on the design and application of Lagrangian measures in the video domain due to fundamental differences between optical flow
fields and real physical flows. The objective of this chapter is to extend this
early work by providing a more general concept of Lagrangian dynamics for
video analysis based on compact sets of Lagrangian measures which capture
core aspects of motion behavior within the time-dependent optical flow fields.
After briefly reviewing fundamentals in vector field analysis, the Lagrangian
framework for video data will be introduced in Section 4.2. Based on this
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framework, Section 4.3-4.5 will introduce novel approaches for People Carrying Baggage Recognition, Human Action Recognition and Violence Video
Detection. Besides, a proof of concept Section 4.3-4.5 will demonstrate the
manifold applications for analyzing single individuals and crowd behaviors as
well as prospects of fused modalities from different Lagrangian measures.
4.2

L A G R A N G I A N F R A M E W O R K F O R V I D E O A N A LY T I C S

The content of this section has been published in A Lagrangian Framework
for Video Analytics in the Proceedings of the IEEE International Workshop
on Multimedia Signal Processing (MMSP), 2012 [KSK+ 12]. The following
evaluation studies have been conducted in close collaboration with Alexander
Kuhn from the Visual Data Analysis group of the Zuse Institute in Berlin.
4.2.1

Introduction

In this section, the Lagrangian framework, a concept of Lagrangian dynamics
for video analytics, will be introduced. Lagrangian methodology has its origin
in the unsteady flow visualization and analysis where it has been proven to be a
powerful tool for CFD systems. The proposed framework adopts the concepts
of the Lagrangian methodology to characterize motion dynamics in videobased data on a sequence of optical flow fields. The aim is to introduce new
ways of processing and using dynamic patterns in video motion to quantify
salient motion features and thus improve the performance of computer vision
methods.
In the following, a brief introduction to the fundamentals of unsteady flow
visualization and analysis will be presented. This includes Lagrangian and
topological methods to provide an overview of the research area. Compared
to traditional CFD applications, Lagrangian video analysis comes along with
several application-specific challenges: the handling of occlusion, noise, perspective distortion and the limitations of optical flow methodology, e.g. estimation errors or apparent motion by lighting effects. This section contains
a detailed discussion of benefits and limitations of the Lagrangian approach
compared to the analysis of optical flow methods. Furthermore, a compact
set of Lagrangian measures will be introduced to capture the essential motion
characteristics within time-dependent optical flow fields.
4.2.2

Fundamentals: Unsteady Flow Visualization and Analysis

Topological and Lagrangian methods play an important role in the visualization
and understanding of complex phenomena in CFD systems, e.g. of flow in
turbines of power plants, the blood flow in vessels or weather simulations.
During the last decade, in particular topological methods for flow visualization
have been researched. In general, topological and Lagrangian methods are
defined for any vector field v, interpreting it as the rate of change of a certain
quantity, wherein the vector field represents the status of a dynamical system
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(a) stream-lines

(b) path-lines

(c) streak-lines

Figure 35.: Examples of different field line types (green) for a two-dimensional
unsteady vector field.
that can be described mathematically as the solution of the differential equation
[PPF+ 10]:
ẋ(t ) = v(x(t ),t ).

(73)

The vector field v is referred to as flow because of the tight relation of this
model to fluid dynamics.
A vector field is defined as the mapping of an n-dimensional subset of the
Euclidean space to an m-dimensional space f(x) : Rn 7→ Rm . A vector of
dimension m is associated with each point in the subset of the Euclidean space.
If the vector field does not depend on time, the vector field is called steady.
For example, a steady two-dimensional vector field can be written as:

v(x, y) =

u(x, y)
v(x, y)




or v(x) =

u(x)
v(x)



, x ∈ R2

Flow Vector Fields

(74)

If the vector field depends on time t, it is called unsteady or time-depended
and Eq. (74) becomes:

v(x,t ) =

u(x,t )
v(x,t )


.

(75)

In the field of flow visualization of simulated fluid flows, these vector fields
are assumed to describe dense, compressible or incompressible media which
are filling up and continuously move in the Euclidean space, whereas v(x,t )
and its components are assumed to be smooth, differentiable functions.
To capture the characteristics of a vector field, a set of integral curves or
field-lines has been defined. These integral curves are solutions of ordinary
first-order differential equations. The solution of this integral for the interval
τ ∈ R, wherein τ will be denoted as integration interval and can be negative if
it describes a backward integration, is a continuous, parametrized curve that
inherits its properties from the underlying vector field.
Stream-lines are such integral curves introduced for steady vector fields. In
unsteady vector fields, stream-lines are computed for fixed time steps t = t0 .
Figure 35(a) shows a set of stream-lines which are examples of optical flow
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Stream-lines

fields, i.e. 2D time-dependent vector fields. For each fixed time step, the
stream-line can be interpreted as the trajectory of massless particles moving
within a constant velocity field being at time t0 for an infinite time. Mathematically, stream-lines are computed as a solution of the following differential
equation:
ẋ(s) = v(x(s),t0 ) with x(t0 ) = x0 ,

(76)

wherein the parameter s is the integration parameter and a virtual time with
no physical interpretation. The curve x(s) is a smooth, differentiable curve
that describes the path of the particle through the starting point x0 . The
stream-line is the asymptotic curve for the integration with τ = ±∞. In steady
vector field analysis, stream-lines are an established tool to capture certain
characteristics, e.g. to identify recurrent motions or to extract topological
skeletons. In unsteady vector fields, however, stream-lines do not have direct
physical relations as they connect the traces of different particles in a particular
time.
Path-lines

In contrast, path-lines directly characterize the transport of a massless
particle through the flow. As shown in Figure 35(b) for the application of
optical flow, path-lines can be associated with real object trajectories. Pathlines are computed as a solution of the following differential equation:
ẋ(t ) = v(x(t ),t ) with x(t0 ) = x0 ,

(77)

t being the integration parameter. The solution of the integration is the curve
x(s) which varies in space and time. In contrast to stream-lines, the integration
interval τ is limited to the domain borders and becomes a parameter of the application based on these curves. If the vector field is not cyclic or defined over
an infinite time interval, the asymptotic behavior of such curves is unknown.

Streak-lines

Streak-lines are field lines that have their origins in real flow visualization
where traces of a moving fluid have been captured by continuously injecting a
medium, e.g. dye, at a fixed position before capturing the trajectories. Streaklines can be interpreted as the resulting pattern when the trajectory is formed.
Figure 35(c) shows exemplary streak-lines for a set of optical flow fields.
Streak-lines are a solution of the following differential equation:
xt (τ ) = xτ (t ),

(78)

wherein xτ is the solution for the initial problem:
ẋ(s) = v(x(s), s) with x(τ ) = x0

(79)

which has to be evaluated at s = t. That means that for each point xt (τ ) of the
streak-line curve, a path-line integration seeded at x0 and t0 is performed over
the duration τ. Then, the streak-line is the concatenation of the end-points of
the path-line curves.
While the concept of the stream-line has been developed for analyzing
steady vector fields, path- and streak-lines are essentially different concepts
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which focus on the behavior of particles moving in time. These concepts can
be classified as Lagrangian methods. However, path- and streak-lines applied
to steady flow fields yield the same trajectories as stream-lines.
Topological methods have become a standard tool in the study of steady
flow fields, not least due to the excellent tutorial by Asimov [Asi93] and the
TOPO module [GLL91] for NASA’s FAST visualization software. The vector
field topology has been introduced to the visualization community by Helman
and Hesselink [HH89] in 1989. The technique is based on the extraction and
identification of local extremal structures, e.g. critical points and separatrices,
forming the topological skeleton of a vector field. For instance, critical points
are points in the field with a zero velocity vector and a regular velocity gradient
tensor. Within the concept of integral curves, a critical point is an isolated
singular stream-line, whereas the sufficient condition for isolation is that the
velocity gradient tensor is regular. Separatrices are stream-lines, converging to
a saddle point in either positive or negative time. The topological skeleton is a
concise characterization of a static vector field. Separatrices distinguishing
regions of different flow behavior often have physical relevance by indicating
phenomena like flow separation or vortex axes.
In the literature, topological methods have been shown to be a valuable
tool to understand flow phenomena and have been used in a wide range of
tasks to process vector fields. For instance, Theisel et al. [TRS03] proposed
a vector field compression technique that achieves high compression ratios
even for vector fields with complex topologies while maintaining coincidence
with critical points and with the connectivity of separatrices of the topology
of the original and the compressed field. Another task addresses the problem
of comparing multiple fields in which topological-based distance functions
relying on critical points are used. In [TWHS07], the application of this
approach on real data sets has been demonstrated.
Despite the excellent performance of topological methods for steady flow
fields, they are not able to extract meaningful structures when directly applied
to time-dependent vector fields since stream-lines do not capture the temporal
aspects of the flow fields. To apply the stream-lines to unsteady vector fields,
the field is converted into a higher dimensional domain wherein the time is
an explicit state variable. The dynamical systems in Eq. (73) can then be
reformulated in the space-time domain as follows:
  

∂ x
v(x,t )
=
.
(80)
1
∂t t
The stream-line in the space-time domain is then defined as:


v(x,t )
s(x,t ) =
.
0

(81)

In practice, the topological methods are applied to discrete slice of the unsteady
flow field at time t. Time-dependet features are then extracted by tracking the
singularities over time. However, Perry and Chong [PC94] stated that meaningful information can only be extracted if a Galilean reference frame in which
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Vector Field
Topology

Vector Field
Topology
Limitations

the velocity field is nearly steady exists. Shadden et al. [SLM05] showed that
extracted features in unsteady flow fields may be displaced significantly.

Lagrangian
Methods

Most natural flow phenomena are based on unsteady motions. By taking
into account the temporal evolution of these motions, Lagrangian methods
are a promising candidate to overcome the limited applicability of classical
vector field topology for realistic scenarios [Kuh13]. The Lagrangian methods
describe time-dependent motion phenomena using a perspective which is
linked to the view of a theoretical massless particle moving with the flow.
A quantitative description is based on trajectories of one or several of these
theoretical particles. A core aspect is the concept of the flow map
φtτ0 = φv (x,t0 , τ ),

(82)

with x, φtτ0 ∈ Rn , which satisfies
φtτ0 : D → D : x0 7→ φtτ0 = x(t : t0 , x0 ).
The flow map defines the mapping of an initial point x at the reference time
t0 to its final position after an integration over a finite time τ. It is spanned
by the set of all trajectories in the vector field v and captures translations and
deformations a particle undergoes while moving in the flow field. It should
be noted that τ directly controls the size of the temporal interval and the
complexity of the resulting mapping function.

Lagrangian Fields

Based on the flow map, Lagrangian measures can be defined capturing the
behavior of motion components in the unsteady vector field by means of one
or more representative scalar functions denoted as Lagrangian field. In the
literature, various Lagrangian measures have been defined which reflect different aspects of motion patterns such as direction of movement, acceleration or
separation. Pobitzer et al. [PLMH12] state that a small subset of attributes is
sufficient to capture the most important aspects of dynamic motion clusters.
Lagrangian measures can be found by means of integration or local gradients.
For example, integral-based or advection measures are estimated by integrating specific properties such as motion magnitude or trajectory curvature along
the field line. Gradient-based measures such as separation are estimated by
evaluating the spatial gradient of the flow map.
Advection [STW+ 08] is a generalized formulation to extend any type of
scalar measure defined by a scalar function f (x) towards a Lagrangian notion.
Finite-time advection can be defined as:
A(x0 ,t0 ) =

1
·
τ

Z t0 +τ
t0

k(t ) · f (φv (x,t0 , τ ))∂t,

(83)

wherein k(t ) denotes a scalar weighting function usually set to k(t ) = 1.
Following Shi et al. [STW+ 08], the resulting fields tend to converge against
dominant flow features, but also allow for a more precise characterization
of the long-term flow behavior. A rich set of Lagrangian measures, e.g. the
arc-length, can be derived from the advection if f (x) denotes the magnitude
of the vector v(x) at the space-time position in the unsteady vector field.
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Figure 36.: Conceptual representation of the gradient-based FTLE (a) and
the integral-based arc-length measure (b) computational schemes.
Blue and red arrows denote the motion vectors of the unsteady
field.

The most common and best examined Lagrangian measure is the separation
described by using the notion of finite-time Lyapunov exponent (FTLE). The
FTLE is derived from the spatial gradient of the flow map and measures the
rate of separation in an infinitesimal neighborhood along a finite segment of a
flow trajectory. Let
∇φv (x0 ,t0 , τ ) =

∂ φv (x0 ,t0 , τ )
∂ x0

(84)

denote the gradient of the flow map for the integration time τ starting from x0
with the reference time t0 . Then, the Cauchy-Green deformation tensor field
can be computed by:
Ctτ0 (x0 ) = ∇φv (x0 ,t0 , τ )T ∇φv (x0 ,t0 , τ ).

(85)

Evaluation of the maximal eigenvalue λmax of the Cauchy-Green deformation
tensor field at x0 allows to quantify the rate of local separation of trajectories
in the infinitesimal neighborhood of x0 . The FTLE scalar field is defined as:
1
FTLEtτ0 (x0 ) = ln λmax (Ctτ0 (x0 )).
τ

(86)

In general, the measure FTLE can be computed in the forward and backward
direction. High values which appear mostly as ridges describe repelling
structures during integration in forward direction, whereas attracting structures
are described during backward integration.
Intersections of ridges in the forward and backward FTLE fields segment
regions of coherent movement and group invariant moving areas within the
field.
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Finite-Time
Lyapunov
Exponent

Figure 37.: Conceptional overview of the Lagrangian approach for Video
Analytics. First, a sequence of optical flow fields as 2D timedependent vector field is estimated for a video sequence. Path-lines
are used to derive Lagrangian measures over a given interval τ to
characterize trajectories and describe areas of coherent motion w.r.t.
to that property. For example, the forward FTLE and backward
FTLE Lagrangian fields contain ridge-features that describe the
object trace motion boundary.

Lagrangian
Coherent
Structures

The theory of Lagrangian coherent structures (LCS) seeks to isolate root
causes of flow coherence by uncovering special surfaces of fluid trajectories
that organize the rest of the flow, creating ordered patterns [Hal15]. LCS are
robust features for characterizing Lagrangian fluid motion and for enabling
systematic comparison of models with experiments and with each other. The
acronym LCS was introduced by Haller and Yuan [HY00], but it is not necessarily a precise notion since the visualization community has not reached
a clear consensus so far. In general, LCS are described by material lines
or surfaces that represent barriers of varying strength and their evolutions
within the time-dependent system. The FTLE is often associated with LCS.
For example, Haller identified ridges in the FTLE field as LCS in [Hal02].
However, the extraction of LCS, e.g. for volume rendering, is challenging as
the result depends on the respective ridge extraction method.
4.2.3

Lagrangian Dynamics in Optical Flow Fields

In the application of video analytics, the goal of the Lagrangian framework
is to describe and extract complex motion phenomena in video data based
on motion information. The root causes of these motion phenomena are
two-dimensional projections of the three-dimensionally moving surfaces in
the world. The movements can be manifold, solid moving objects such as
airplanes cause affine motion signatures, and deformable objects such as trees
may cause more complex motion patterns. The motion of a surface can be
caused by the locomotion of the camera, too.
The objective of the Lagrangian framework is not to explicitly retrieve the
three-dimensional surfaces and their movements but to provide a powerful
set of data-driven descriptors to access local features, e.g. time-dependent
counterparts, of edges in images and high-level global motion patterns, e.g.
regions of coherent motion on variable spatial and temporal intervals. At its
core, the proposed framework is based on characterizing motion as a sequence
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of optical flow fields to assemble a time-dependent vector field by a set of
Lagrangian fields. These Lagrangian fields are designed to encode specific
properties of the dynamics of the sequence in space-time as illustrated in
Figure 37.
The proposed Lagrangian framework for video analytics will be based on
the notion of path-lines. In contrast to streak-lines referring to Figure 35,
path-lines ideally stay on the objects during the integration. Path-lines are
related to object trajectories and have relevant physical interpretation. In the
ideal case, a path-line only describes the movement of the object on which it
was seeded. Streak-lines seed points are fixed to a static location in the scene.
A streak-line may contain the motion information of different objects if they
pass the seeding location during integration. Especially for dynamic camera
setups, e.g. hand-held devices or cameras mounted at vehicles, path-lines
directly reflect the observed motion, use less samples, and do not require
additional refinement schemes.
Path-lines in optical flow fields are defined as tangent curves determined
by the discrete optical flow in the space-time domain, restricted by the video
size and the number of captured frames. Path-lines computation implicitly
applies a reconstruction of the continuous time-dependent vector field from
the discrete vector field. The optical flow fields which are discrete in space and
time can be interpreted as the measured data obtained by uniform sampling
from the continuous vector field, wherein the measured data contains a certain
amount of noise. Since the optical flow estimates in many computer vision
tasks are rough approximations of the real field fast reconstruction methods
are preferred to precise once. Therefore, trilinear interpolation is used to
obtain motion vectors in the sub-pixel domain and a lower-order integration
scheme, i.e. Runge-Kutta 2, to estimate the path-lines. However, to deal
with the impact of noise, more sophisticated approaches such as kernel-based
regression [TFM07] or the probabilistic integration [OGHT10], [Kre12] may
improve the accuracy of the reconstructed path-lines.
The path-lines have to be discretized in time to store them within the discrete
flow map φv (x,t0 , τ ). In general, the path-line starting points [x0 ,t0 ] spanning
the flow map are independent from the video resolution and not restricted
to uniform sampling. Typically, the resolution of the flow map is similar to
the video resolution. But the continuous definition of the path-line allows
to define sub- or oversampling, thus leading to a scalable approach. For
example, Lagrangian fields can be estimated in sub-grid scale accuracy within
and/or across subsequent frames. Furthermore, the oversampling and the
accumulation of motion information over several frames lead to a motion
description with implicit super-resolution.
The choice of the integration interval τ is a crucial aspect since it defines
the number of frames used to integrate the path-line and thus the temporal
scale of the motion properties of interests and the complexity of the derived
Lagrangian fields. The path-line integration can be computed in the temporal
forward and backward direction, describing complementary information about
the sequence in the past and future.
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Figure 38.: Visual overlay of three descriptive Lagrangian fields over an interval of τ = 12, representing the integral speed of motion via
path-line arc-length (large magnitudes as bright areas).
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Direction
change x-direction (ΛX )

Figure 39.: Visual overlay of three descriptive Lagrangian fields over an interval of τ = 12, representing the rate of separation via FTLE+ (red)
/ FTLE- (blue) for repelling/attracting LCS features and direction
(right motion as red, left motion as blue).
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Lagrangian
Measures for
Optical Flow Fields

The core aspect of the proposed Lagrangian framework is the analysis of
Lagrangian dynamics in videos based on the following basic set of Lagrangian
fields. These fields are explicitly designed to be robust against error sources
which are specific for optical flow fields and to be versatile in order to describe
a large variety of motion phenomena. The proposed Lagrangian fields capture
global aspects of the flow behavior of a theoretical particle moving in the
scene.
• FTLE field: The FTLE field represents separation between neighboring
path-lines. This field is obtained by evaluating the maximal eigenvalue
of the Cauchy-Green tensor which is computed based on the spatial
flow map derivatives (see Eq. (86)). The ridges in an optical flowbased FTLE field bound regions of coherent motion are assumed to be
related to object-motion boundaries and traces of moving objects. FTLE
can be estimated based on forward (FTLE+) and backward (FTLE-)
path-line integration. The forward and backward ridges can be used
as illustrated in Figure 37 to extract closed motion boundaries of a
moving solid object. The FTLE ridges must be interpreted with care
as occlusion and noise may cause artificial features in the FTLE field
on larger temporal intervals. A specific feature of the FTLE field is the
Galilean invariance, meaning that the FTLE field is not sensitive against
linear, non-accelerated global camera motion, i.e. a moving frame of
reference.
• Arc-length field: This field provides an efficient representation of
regions with a similar speed during a time-span τ. The arc-length field
is computed by integrating all velocity magnitudes over the path-line.
ΛarcL (x,t0 , τ ) =

Z

||v(φv (x,t0 , τ ))||2 ∂t

(87)

Since it is based on the path-line elongation, it does not allow distinguishing objects moving with the same speed but in different directions.
In contrast to FTLE field, the arc-length field is based on path-line integration rather than flow map gradients and thus less prone to motion
estimation errors.
• Direction field: The direction field ΛX /Y ∈ R2 is a vector field that
offers a good tradeoff between discriminative efficiency and computational simplicity. This measure consists of the two scalar fields: the
vertical ΛX and the horizontal ΛY direction field


ΛX (x,t0 , τ )
ΛX /Y (x,t0 , τ ) =
(88)
ΛY (x,t0 , τ )
with
ΛX (x,t0 , τ ) =
ΛY (x,t0 , τ ) =
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Figure 40.: Space-time visualization of x-direction field for τ = 12 capturing
the temporal progression, occurrence and duration of salient events,
like dominant changes in direction (e.g. five "‘step"’ events in this
case).
with u and v being the vertical and horizontal motion components of the
optical flow field v(x,t ). The direction fields are obtained by estimating
the vertical and horizontal elongation of a path-line.
The mathematical structure of the direction field is equal to the optical
flow field. If τ = 1, both are the same. This relation allows to extend
optical flow-based methods towards a Lagrangian notion by substituting
the optical flow with the direction field.
Figure 38 and 39 gives an example of the proposed Lagrangian fields. The
figure shows a sequence of Lagrangian fields for a dancing couple. Each
particular Lagrangian measure represents a different modality and captures
characteristic information about object motion across multiple frames. For
example, the arc-length field indicates regions with fast motion such as the
twisting of the woman. The pattern of the accumulated x-direction field shows
the direction of the dancing step, and the FTLE fields represent repelling and
attracting LCS features related to the persons’ silhouettes and their motion
boundary which are unique patterns for the dancing couple.
The choice of a specific field or the combination of multiple fields depends
on the video analytic task. In general, the fields can be used as low-level input
feature for further descriptive methods, similar to the optical flow field and
in combination to other modalities such as texture or color information. For
example, in Section 4.3 and 4.4, HoG is used to extract the local pattern of a
FTLE without explicitly extracting the ridges to analyze a moving person’s
silhouette. In Section 4.5, a video-level representation based on the direction
field and the SIFT detector and descriptor will be introduced. The resulting
LaSIFT descriptor combines Lagrangian dynamics and texture information.
Besides, in the automated evaluation of the Lagrangian field, e.g. by classification, retrieval, segmentation or detection framework, visualization techniques such as isocontours, isosurfaces and volume rendering allow for visual
exploration of Lagrangian fields in their spatio-temporal context. Therefore,
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Application of
Lagrangian Fields

Speed (arc-length)

X-direction

(a) Perspective distortion

(b) Camera ego-motion

Separation (FTLE+)

Separation (FTLE+)

(c) Occlusion

(d) Erroneous flow fields

Figure 41.: Challenges on Lagrangian measures based on optical flow:
(a) Equal object-motion in the marked regions are represented
by different arc-length magnitudes due to perspective distortion
equal object motion as marked. (b) Due to camera motion, the
waiting woman in the marked area on the left is represented by
negative ΛX values directing to the left (blue), and walking persons marked in the right box are mapped to positive ΛX values,
indicating movement to the right (red). (c) Artificial FTLE+ ridges
around the traffic sign due to occlusion and deflection of path-lines
initialized on the occluded person during integration. (d) Artificial
FTLE+ ridges due to estimation errors of a low-accurate optical
flow algorithm.

the Lagranian fields are stacked inside a 3D scale field spanning the space-time
domain. For example, Figure 40 shows a space-time visualization based on
the x-direction field for the dancing couple’s sequence. Rendering allows to
exploit the human visual perception to detect salient events or patterns in the
video. Space-time visualizations are representations of motion in whole video
sequences compressed into a single two-dimensional image.

Challenges of
Optical Flow Fields

The research on Lagrangian and topological methods has been oriented on
CFD-based requirements. The optical flow representation comes along with
several different application-specific challenges:
• Perspective distortion: In contrast to CFD data, the motion in the
optical flow field is a two-dimensional projection of a three-dimensional
movement. As a result, optical flow data contain an inherent bias of
the motion vectors. Especially advection-based fields may integrate the
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bias such as the arc-length measure shown in Figure 41(a), wherein the
two labeled groups map values on different arc-lengths although they
move with the same speed. This has to be considered when analyzing
Lagrangian fields representing integral geometric properties of the pathlines.
• Camera ego-motion: The optical flow can be caused by object motion,
the camera motion or both. Camera motion, e.g. of hand-held devices or pan-tilt-zoom (PTZ) cameras, influences the frame of reference
for the optical flow trajectories. The features derived from geometric
properties of these trajectories, in particular integral features, are then
non-uniformly superposed by the object and camera motion. As a result,
a field can indicate object movement that is not related to the physical
motion as show in Figure 41(b).
• Occlusion: The mechanism of creating features such as LCS is different
for video analytics and for CFD applications. Unsteady vector fields in
CFD systems are traditionally assumed to be divergence-free, i.e. the
theoretical massless particles in the flow cannot appear or disappear in
the observed domain. LCS features describe areas of coherent motion.
Most features are created by vortices and shear layer interactions. In
contrast, optical flow fields are not necessarily divergence-free and thus
artificial LCS features may appear at discontinuities. These features are
not related to real world motion phenomena. However, discontinuities
are of special interest since they are associated with motion boundaries
and object silhouettes. A major source of flow discontinuity is occlusion.
Path-lines which are seeded on an object that gets occluded during the
integration may get deflected. These path-lines remain on the occluding
object during and after the occlusion. This comes along with a certain
amount of separation on the path-lines and causes artificial FTLE+
ridges. Figure 41(c) gives an example of artificial ridges at a traffic sign
occluding a moving pedestrian.
• Erroneous flow fields: Optical flow fields are affected by a variety of
error sources: sensor noise, coding-artifacts, motion blur and systematic
errors based on the respective optical flow method. Thus, optical flow
fields contain more noise than physical flow fields from CFD simulations. This impacts the shape and structure of Lagrangian features and
may lead to artificial features in the Lagrangian fields. For example, in
Figure 41(d), the flow fields have been estimated with a rough optical
flow method inducing artificial discontinuities. As a result, the artificial
FTLE ridges appear.
Keeping those aspects in mind allows understanding the limitations of the
proposed framework and their interplay with the Lagrangian processing.
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4.2.4

Visualization of Dynamic Motion Features in Video Data

In most video analytic applications, the focus is on the automated analysis of
video data such as object tracking or event detection. During the development,
advanced visualization can provide in-depth insight to the performance and
helps assessing the plausibility and operating performance of a specific motion
feature. However, the performances of todays’s video analytic systems are and
will still be beyond the required standards. Not least the dynamic type of data
and the numerous degrees of freedom, e.g. uncontrolled environments, cause
many ambiguities and often lead to low signal-to-noise ratios. Furthermore,
automatic video analysis becomes server especially in the context of videobased surveillance applications where a high recall is mandatory. In contrast,
human perception has proven to be highly efficient at extracting high-level
semantics and exploration, but the area of attention is very focused. In addition,
humans are not very reliable operating in parallel w.r.t to distinguishing small
variations in the environment. Visual analytics provides a way to combine the
strengths of both worlds. Visualization of video data has been demonstrated to
substantially contribute and complement existing automated analysis methods
[HHHW13].
In the following, exemplary applications of visual analysis for crowded
scenes based on Lagrangian fields will be presented. Crowded scenes are
a particular challenge in video-based surveillance applications. Due to the
high level of inter-object occlusion, the very low number of pixels to describe
individual persons and the need to track them in the crowd, it is impossible to apply standard approaches of person detection and tracking systems
[LCW+ 15]. However, there is a need for systems to analyze crowded scenarios, e.g. to monitor pathways and the velocity of traffic or pedestrian
flows, or to detect abnormal behavior as an indicator for hazardous crowd
motions [KB11]. To overcome this issue, crowds are observed from a global,
i.e. macroscopic, perspective and crowd flow becomes an important feature to
analyze the people’s behavior. In this field, a visual analysis can be a valuable
tool to support the exploration of salient motion patterns in the crowd.

Integration Time τ

A key parameter of the Lagrangian framework for visualization as well as
automated analysis is the integration interval τ which can be used to control the
temporal focus range in which the events of interest occur. The first example
in Figure 42 showing the Lagrangian y-direction field for the traffic flow of
a crossroad demonstrates the influence of different integration times on the
resulting pattern in the x-direction scalar field. For example, the direction field
of short time intervals, e.g. (c), contains the silhouettes of the cars, while the
direction field of long intervals rather captures long-term object tracks and
can be used to detect the driving lanes (e-f). A side-effect of the continuous
integration over multiple optical flow fields is the temporal smoothing effect
which preserves persistent motion along trajectories and suppresses short-term
variations of single optical flow fields.
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(a) reference frame

(b) optical flow (τ = 1)

(c) τ = 5

(d) τ = 15

(e) τ = 25

(f) τ = 50

Figure 42.: Visualization of traffic flow based on Lagrangian fields (y-direction
field; red denotes downward motion, blue upward motion). Varying the integration time τ controls the temporal focus range in
which events are assumed. Short intervals can be used to detect
individual objects, long intervals to capture driving lanes.

Figure 43.: Space-time visualization of pedestrian flow based on x-direction
field for τ = 10. The sequence shows opposite groups of pedestrians crossing a street. The right view captures motion of person
groups and traces individuals throughout the group merging event
around frame 60.

The second example in Figure 43 shows a space-time visualization based
on the x-direction field for the flow of crossing pedestrian groups. The visualization shows the rendered volume of different isolevels computed for the
temporally stacked x-direction field wherein an integration interval τ = 10
has been used to detect individual persons. The visualization in space-time
allows to visually compress the motion information and their order into a
single image. The rendered volumes give a clear notion of large-scale motion
of person groups and traces of individuals, i.e. by tube-like features.
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Space-Time
Segmentation

(a) Speed visualization (arc-length)

(b) Direction visualization (x-direction)

Figure 44.: Visual overlay and space-time volume rendering at a marathon
event based on arc-length (a) and x-direction field (b) with τ = 10.
Blending of Lagrangian fields with reference frame highlights the
fastest (green, red) group and person (a) in the sequence, while
(b) emphasizes all objects moving against the major flow direction
(red: left motion, blue: right motion). The space-time rendering
reveals the temporal relations of those events.
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The last example in Figure 44 shows a marathon sequence. The task in this
example concerns two events: the fastest groups or persons, and groups or
persons that move against the major flow direction. There is no doubt that if
only the raw video is available, those tasks are extremely challenging for the
human perception. Figure 44 demonstrates that the proposed Lagrangian field
can significantly enhance and support the visual inspection of video data due
to its ability to capture different aspects in crowd motion. Using the arc-length
field allows to identify the fastest person (in red), see Figure 44(a) and the
temporal occurrence of fast runners (in green) in the space-time domain. The
x-direction field allows distinguishing between the running crowd and the
pedestrians at the top and at the front moving to the left.
4.2.5

Summary

Based on the methodologies of Lagrangian dynamics and Lagrangian methods
for CFD systems, a novel Lagrangian Framework for video analysis has been
proposed. The main objective of this section was to introduce the concepts of
the proposed framework and the interplay of Lagrangian dynamics in optical
flow fields. Regarding a set of central challenges for optical flow-based video
processing, the following arising benefits are to be expected from the proposed
methodology:
• Continuous Temporal Integration: To assess motion information,
recent methods were based on short-term optical flow (local models)
or long-term (global w.r.t time intervals) models by means of sparse
or semi-dense trajectories. While local models are typically unable to
describe complex motion phenomena [OB12], global models strongly
depend on suitable time intervals for optimal performance. Lagrangian
fields provide a smooth transition from a temporally local, i.e. single
frame optical flow, to a global, i.e. long-time intervals, description for a
consistent integration of multi-scale features. Such features have been
shown to be more robust against perturbations in the optical flow fields.
They offer consistent, time-dependent extraction and tracing and may
serve as low- and/or high-level input to advanced processing systems.
• Sub-grid Scalability in Space and Time: Typically, image-based feature descriptors are confined by the information that is available within
the respective resolution and frame rate. Lagrangian fields offer a subgrid scale property: Due to the continuous integration of multiple frames,
temporal information can be used to retrieve features in sub-pixel accuracy within and/or across subsequent frames. These super-resolution
properties in time and space allow to capture object properties that cannot be retrieved from a single image or optical flow field without prior
information.
• Scalability for Large Data Sizes: Video data rapidly amounts to massive data sizes to cope with. Due to the sub-grid scalability and the
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Abnormal Event
Detection

temporal integration, i.e. the drastic reduction of multiple frames to
a single, characteristic Lagrangian field (compared to traditional trajectory based approaches, e.g. [WS13]), memory requirements can be
adapted to specific use case scenarios. The amount of occupied memory
directly depends on the time-scale of the target motion feature. Hence,
the obtained features reduce and abstract motion events: specially designed descriptors have the potential to significantly reduce the amount
of information produced by the optical flow methods to salient features.
• Interoperability Lagrangian fields can be easily deployed to existing
image- and/or video-based methods by substituting and/or extending
the input data of such image intensities or optical flow fields in an
uni- or multi-modal manner. Hence, a variety of image and video
processing methods can be advanced compared to a Lagrangian notion.
For example, this allows to integrate Lagrangian based long-term motion
information into convolutional neural networks.
• Flexible, Uncertainty-aware Feature Formulation: Optical flow methods are far from being perfect. There are various challenges in realworld data leading to error-prone optical flow fields inferring to the
Lagrangian fields. In general, the Lagrangian methodology allows incorporation of additional error-aware confidence measures, e.g. forwardbackward confidence, to quantify the overall accuracy of the obtained
results. This leads to new ways of evaluating the resulting confidence
and quality of the obtained features.
• Galilean Invariance: Camera motion, i.e. a moving frame of reference,
infer with object motion which is why most recent methods require explicit correction of camera motion, e.g. [SEKS14]. Lagrangian measures
allow to implicitly apply global motion compensation, e.g. see Section 4.5.3, without manipulating the flow map, i.e. trajectory integration,
or are Galilean invariant, i.e. invariant against affine transformations of
the frame of reference such as FTLE field. This leads to new classes of
motion-compensated features with compensation errors not inferring
trajectory integration.
• Extensibility for Higher Dimensions: Lagrangian concepts work for
higher dimensions. For higher-dimensional optical flow applications,
Lagrangian methods also apply 3D examples consistently. A possible
application could be the 3D optical flow fields such as Scene Flow
[MG15]. Most of their properties directly apply to the new context
while interpretation and spatio-temporal context changes.
4.3

P E O P L E C A R RY I N G B A G G A G E R E C O G N I T I O N

The content of this section has been published in Detecting People Carrying
Objects utilizing Lagrangian Dynamics in the Proceedings of the IEEE International Conference on Advanced Video and Signal-Based Surveillance (AVSS),
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2012 [SKTS12]. The following evaluation studies have been conducted in
close collaboration with Dr. Alexander Kuhn from the Visual Data Analysis
group of the Zuse Institute in Berlin.
4.3.1

Introduction

Lagrangian fields can capture a variety of aspects of flow behavior. The
ridge structure of the FTLE field is commonly used as LCS indicator-bound
regions of coherent motion. In optical flow fields, these ridge structures can
be interpreted as motion boundaries which are defined over the finite-time
scope. Such motion structures can be very useful for analyzing the behavior of
pedestrians on an object level as they are related to individual object silhouettes.
The appearance of a pedestrian silhouette is an important characteristic in
common people carrying objects detection (PCO), an active research topic in
the field of video-based surveillance. Pedestrians with and without luggage are
classified by analyzing their silhouettes while they are walking. Commonly,
these data have been obtained by the foreground segmentation method. In this
section, the FTLE field will be used to improve performance of recent PCO
classification methods.
4.3.2

Related Work

In [HCHD01], Haritaoglu et al. proposed one of the first PCOs, based on
the assumption that the silhouette of a person obtained from a background
subtraction is symmetrical when the person is not carrying any objects. To distinguish parts representing limbs from parts representing a PCO, a periodicity
analysis of the non-symmetric parts has been used. A variety of approaches
that consider temporal dependencies are based on temporal templates, i.e.
accumulated silhouettes of a tracked person, which have been established to
model spatio-temporal appearances. For example, Tao et al. combined the
temporal template with a Gabor-based feature space [TLWM06].
Other approaches ignore temporal information. For example, Vanacloig
et al. [AOAG08] proposed a blob-based classification method. To detect
the PCO, a blob is divided into a set of subregions. Then, the feature set
is generated by accumulating the foreground pixels of each subregion and
applying a k-nn classifier. Recently, Ghadiri et al. [GBB16] presented the
ensemble of contour exemplars (ECE) method in which prior information
about the human body is used to build a normal human model. But instead of
relying on a human’s silhouette, this model relies on a person’s contours to
detect irregularities with respect to the trained human model.
The benchmark for the proposed PCO approach will be the work of Damen
and Hogg [DH12] - not only because of its high performance but also because
Damen and Hogg used the Pets2006 [TLF06] dataset for evaluation.
In [DH12], PCO candidates are selected by comparing generic temporal
templates pre-estimated by capturing people walking on a treadmill. In the
previous work, various motion-based approaches have been proposed; for
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instance, in [SHE+ 10], a periodicity dependency pattern based on residuals
of block matching-based motion vectors to analyze tracked persons has been
presented. In [SHS11], the binary foreground segmentation mask has been
replaced by an optical flow field. A Gaussian mixture motion model based
on the optical flow has been applied to train generic motion templates of
pedestrians without any baggage. It could be shown that due to the richer
information of motion vectors the structure of this motion template is more
robust against crossing and occlusions by other persons. A pedestrian is
classified as PCO if the related motion template does not fit to the generic
motion template of people not carrying baggage. However, temporal templates
and motion templates need a permanent tracking and are thus very sensitive
to tracking failures. In contrast, in the following paragraph it is shown how
no object-based tracking is required to estimate motion boundaries based on
FTLE ridges since the pixel-based tracking is implicitly performed by optical
flow-based field line integration, and objects are encoded in coherent sets
of path-lines.
4.3.3

Lagrangian Descriptor for Human Behavior Analysis

Analyzing a person’s silhouette [HCHD01] or their temporal dynamics [SHS11,
DH12] is a common approach to detect PCOs. For example, the movement
of the legs generates a periodic silhouette pattern. If a person is carrying a
suitcase occluding the leg, this will cause a change in the pattern of the legs’
silhouette. Backpacks or trolley bags will flatten the silhouette in the back or
at the bottom of the person.

FTLE Ridges and
Motion Boundaries

In this study, the dynamics of a person’s silhouette will be determined by
motion boundaries. In the same manner, it is assumed that carrying an object
such as a suitcase, backpack or trolley causes variations of motion boundary
features. Thereby, it is essential to observe longer periods of time; e.g. one
period of the leg movement takes about 20 frames. The FTLE field is an
excellent tool to model this feature for a finite-time scope. The resulting FTLE
ridge structure bound regions of coherent motion and can be interpreted as
motion boundaries wherein the integration interval τ is a significant parameter
that has to be adapted to the duration of the observed event.
However, a huge benefit of the Lagrangian perspective is that tracking is
implicitly performed by optical flow-based field line integration and objects
are encoded in a coherent sets of path-lines. In this context, robustness against
erroneous motion estimates is an important issue. As shown in Section 3.6.2,
there is a rich variety of fast but less accurate and highly accurate but slow
methods. Especially the fast methods have a particular practical relevance
because the computation of motion fields can become the bottleneck for the
overall system due to overall run-time constraints.
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Figure 45.: Example FTLE field of a pedestrian. Investigation of the robustness of the FTLE measure for highly accurate ((a-d) top) and
rougher ((e-h) bottom) motion estimates. The FTLE of a person
(e-h) and a person carrying a suitcase (a-d) is shown for different
integration intervals τ
.

Figure 45 compares FTLE fields of an accurate but slow optical flow method
(Huber-L1 method [WTP+ 09] with 5.6 seconds per frame) and a rough gridbased application of the RLOF [SES12] with 72 milliseconds per frame. The
forward FTLE+ field is displayed in red and the backward FTLE- field in blue.
As shown, ridges are formed parallel to the trace of the person’s silhouette and
pathway, while more complex ridge structures occur at the legs due to selfocclusion. This effect increases for larger integration intervals. Although the
RLOF source optical flow fields are very rough, the FTLE fields for τ > 5 are
remarkably good. This experiment highlights the advantage of using long-term
motion information.
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Figure 46.: Schematic illustration of the Lagrangian-based PCO application.
Pedestrians are detected based on a HoG detector applied to foreground segmentation mask in order to reduce the search space. In
parallel, optical flow and FTLE fields are computed. Each person
is classified as a PCO based on the corresponding FTLE-HoG
descriptor.

FTLE-HoG
Descriptor

Detection and
Classification

A compact representation of the FTLE encoding the spatial pattern of the
ridge structures is found by applying HoG technique. The HoG [DT05] is
a method that efficiently describes the spatial structure of an image region
based on gradients encoded with histograms. The HoG divides the region
of interest into a set of cells with a fixed size and computes a histogram of
gradients for each cell. This histogram of gradients estimates the distribution
of gradient directions with respect to the gradient magnitude. A predefined
number of cells is grouped to blocks and normalized in order to adapt to
local contrast changes. Then, the HoG descriptor is a concatenation of the
normalized histograms in each block. The FTLE-HoG replaces the role of the
image gradients by the FTLE field and thus allows to efficiently encode the
FTLE forward and backward integration information in consideration of the
ridge structure and magnitude.
The FTLE-HoG is integrated into a framework, shown in Figure 46, for an
automated detection and classification of people carrying large objects. The
framework consists of three parts: a foreground segmentation for accelerated
person detection, the FTLE-HoG descriptor estimation and the support vector
machine (SVM)-based classification. In order to reduce the search space for
the person detector, a foreground-based blob detection is applied first. The
foreground segmentation implements the complementary background models
proposed in [HS11]. Then, a standard HoG-bases person detector as proposed
in [DT05] is applied to the foreground blobs only. In parallel, the optical flow
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Figure 47.: Partition of execution times for a fast (496 msec), medium (780
msec) and slow configuration (6463 msec).

and FTLE estimation are performed for the whole image domain. Finally,
the FTLE-HoG is computed for each estimated bounding box defining a PCO
candidate and classifies them with a linear SVM.
4.3.4

Experimental Results

The objective of the following experiments is to evaluate the influence of the
integration interval τ. On the one hand, it will be assessed on the PCO classification system and the robustness of the proposed descriptor with respect to
different motion estimation qualities. On the other hand, the overall performance of the proposed application will be compared to recent state-of-the-art
techniques.
The experiments will be performed on a subset of sequences of the PETS2006
[TLF06] dataset. Details can be found in Section A.6. In [DH12], Damen
and Hogg annotated 106 persons and the objects carried in seven sequences
of camera three. This ground-truth only contains pedestrians and objects that
have not been covered by other persons and will be used to compare the proposed PCO classification approach to the results presented by [DH12] as the
baseline and the ECE [GBB16] as the state-of-the-art reference. In a second
annotation, we have added persons which are partly occluded to investigate
the influence of the integration interval and the motion estimation quality. For
[SKTS12], additional annotations including persons which are partly occluded
has been added. Similar to [DH12], a PCO true-positive indicates an minimum
overlap of 15% between the classified HoG bounding box and the annotated
ground-truth bounding box for more than 50% of the number of frames the
person appears in the scene. The classification accuracy will be evaluated
with the precision, recall and F1 measures. The F1-measure or F1-score is the
harmonic average of precision and recall measures.
For the first experimental setup, the three integration intervals, τ = 5, τ = 20
and τ = 50, will be tested. The overall system has been tested on AMD Phenom II X4 960 running at 2.99 GHz and a NVIDIA GTX 480 graphic device.
The run-time of the FTLE field estimation are 66, 197 and 465 milliseconds
on the 720 × 576 pixel resolution. In addition, three optical flow methods
have been tested: the Huber-L1 provides high quality motion estimates in
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Figure 48.: Performance evaluation of the FTLE-HoG descriptor on the extended Pets2006 datasets using ground-truth person detections with
different motion qualities and varying integration intervals τ. Bottom: precision-recall curves based on (a) high-accurate Huber-L1,
(b) densely-sampled RLOF-fine and (c) sparsely-sampled RLOFcoarse optical flow.

5.6 seconds. For medium and lower quality the grid-based implementation
of the RLOF with a sampling size of 5 (RLOF-fine) and 15 (RLOF-coarse)
performs on 224 and 72 milliseconds. Figure 47 gives an overview of the
run-time distribution of three exemplary system configurations. The figure
demonstrates that motion estimation is one bottleneck which can be avoided
by applying fast optical flow approaches.

Results

To train the SVM-based classification, 10% of the extracted FTLE-HoG
samples are used. The FTLE-HoG relates to HoG-based person detection
in order to integrate possible erroneous person detector results. In a first
experiment (Figure 48) the classification result of the 10% training and 90%
test split will be evaluated. This experiment shows the discriminative power of
the FTLE-HoG descriptor for PCO and none-PCO samples. However, these
results are treated with caution as errors caused by the person detector are
excluded. Therefore, the performance of the overall system will be evaluated
as a result of the FTLE-HoG classification performance as well as of the person
detector’s performance in a second experiment. Ground-thruth annotations
that could not be matched to any of the detector results are rated as falsenegative detection. The numerical results of the second experiments are given
in Figure 49. Figure 48 and Figure 49 show the numerical results of the
FTLE-HoG descriptor-based classification only and of the overall system
performance. In both experiments, there is a significant improvement when
using larger τ intervals. While an accurate motion estimation increases the
performance of the descriptor, the overall performance is barely affected by
the optical flow method.
Table 17 presents the numerical results for annotation provided by Damen
and Hogg. This allows to compare the performance of the proposed system to
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Figure 49.: Classification result of the overall PCO system on the extended
Pets2006 datasets using HoG person detections with different
motion qualities and varying integration intervals τ. Bottom:
precision-recall curves based on (a) high-accurate Huber-L1, (b)
densely-sampled RLOF-fine and (c) sparsely-sampled RLOFcoarse optical flow.

Huber-L1
RLOF-fine
RLOF-coarse
Damen [DH12]
ECE [GBB16]

Precision
τ = 20 τ = 50
60.4%
64.5%
48.0%
54.5%
64.8%
73.7%
50.5%
57.0%

Recall
τ = 20
τ = 50
57.1%
54.1%
46.2%
54.5%
45.3%
59.6%
55.4%
71.4%

F-Measure
τ = 20
τ = 50
58.7%
60.4%
47.1%
54.5%
53.3%
65.9%
52.8%
63.4%

Table 17.: Comparison of the evaluation results between mid-term, long-term,
slow and fast FTLE-HoG configurations and the state-of-the-art
with the annotated Pets2006 data published by Damen and Hogg in
[DH12].

the Damen and Hogg’s temporal template approach as well as to very recent
ECE. In contrast to the previous experiments, the coarse-sampled RLOF
achieves better results than the fine-grained Huber-L1. In the absence of
occlusion, the rough feature in the FTLE field tends to be more robust than the
finer-grained one. Finally, the comparison of the F1-measure results shows
that the proposed system outperforms both state-of-the-art approaches.
In the experiments, the Lagrangian analysis in terms of FTLE field and
FTLE descriptor has shown a remarkable ability for the extraction of reliable
features to identify PCOs. It is thus a valuable tool for analyzing long-term
motion dynamics on an object level. The ability of preserving discriminative
features allows applying run-time efficient optical flow methods even for
rather rough motion estimates, which is a major step towards applicability.
The integration interval is a significant parameter and has to be tuned with
care. In the experiment, large integration intervals τ > 5 tend to achieve more
accurate results. However, it should be kept in mind that the computational
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Discussion

effort is related to 2·τ. With increasing τ artifacts caused by motion estimation
errors or occlusion will become more present which results in artificial features
in the Lagrangian field. The effect of these features is hard to predict during
the learning stage of the classifier.
However, the state-of-the-art comparison shows that the proposed FTLE
descriptor outperforms the motion-based analysis proposed by Damen and
Hogg which still defines the benchmark for many PCO approaches, and that
its performance is outperforming to recent methods. Since the proposed
Lagrangian PCO method considers motion information only, it would be very
promising to combine it with the image contour-based approach proposed in
[GBB16] and thus take into account texture and color information.
4.4

H U M A N AC T I O N R E C O G N I T I O N

The content of this section has been published in Human action recognition
using Lagrangian descriptors in the Proceedings of the IEEE International
Workshop on Multimedia Signal Processing (MMSP), 2012 [ASK+ 12]. The
following evaluation studies have been conducted in close collaboration with
Esra Acar from the Distributed Artificial Intelligence Laboratory (TU Berlin)
and Alexander Kuhn from the Visual Data Analysis group (Zuse Institute
Berlin).
4.4.1

Introduction

It has been seen that the Lagrangian methodology provides valuable tools
for the application of detecting people carrying objects. With the optical
flow-based FTLE field, a useful Lagrangian measure has been integrated to
exploit features corresponding to motion boundaries. These features have
been used to describe the dynamical motion patterns caused by moving individuals. The recognition of human actions is another research area of person
behavior analysis which demands the capability to distinct a large variety of
individual movements. This challenge involves typical movements such as
jumping, jogging or running which are a result of different motion aspects.
To capture these aspects, the following study will investigate the potential of
combining multiple Lagrangian measures and design descriptor sets to exploit
complementary motion trajectory information.
4.4.2

Related Work

In the literature, a large number of learning-based approaches for video-based
human action recognition have been proposed for a manifold of scenarios. For
a detailed literature review, please refer to the work of Poppe et al. [Pop10].
The following study will focus on recognition of actions performed by a single
actor. In this area, appearance-based descriptions are common approaches. For
example, Bregonzio et al. [BXG12] proposed a representation based on salient
features which are detected by Gabor filters in three-dimensional patches. The
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Figure 50.: Example of multiple modals of Lagrangian measures on Weizmann
dataset for walking and jump sequence computed for an interval
of τ = 15. Lagrangian fields representing integral speed of motion
by arc-length fields and the motion boundaries by FTLE-/FTLE+
fields.

three-dimensional feature detectors implicitly consider a short-term motion
representation, as movement of the person results in a change of the threedimensional appearance pattern. These features form a cloud of space-time
interest points which are combined in a one-vs-all SVM classification scheme.
Niebles et al. [NWFF08] used the same three-dimensional features in order
to generate action topic models based on the probabilistic Latent Semantic
Analysis model and Latent Dirichlet Allocation.
In order to integrate more explicit motion information, several approaches
are featured by two-frame-based optical flow in parallel. For example, Schindler
and Van Gool [SV08] integrated flow templates that represent different scales,
directions and speeds in addition to a bank of Gabor-based form templates.
In [FM08], Fathi and Mori relied on two-frame optical flow-based features
and constructed a feature vector which is based on weighted combinations
of thresholded x- and y-components of a dense optical flow field, wherein
the classifications and weight estimations are performed by the AdaBoost
algorithm.
The approach which was most related to the following study has been
proposed by Ali and Shah [AS10]. It is based on kinematic features extracted
from single optical flow fields. Ali and Shah used features such as divergence,
known from the area of steady vector fields analysis. These kinematic features
span a three-dimensional space for each video which thus contains long-term
motion signatures. These kinematic features are transformed into kinematic
modes based on principle component analysis (PCA) and processed in a
multiple instance learning algorithm to classify the specific human action.
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4.4.3

Multiple Lagrangian Measures for Human Behavior Analysis

As shown in the Section 4.3, FTLE fields can be used to extract representative
features that correspond to motion patterns of a finite time interval. For a given
detected person described by a bounding box, the Lagrangian methodology
allows gathering its motion signature over a specific time interval without the
need of an explicit tracking of the person.

FTLE and Arc
Length Lagrangian
Measure

Lagrangian
Descriptors and
Classification

The FTLE field has shown to provide significant features correlating to
motion boundaries and thus related to the changes of the moving person’s
contour. Generally speaking, the ridges in the FTLE fields indicate a boundary,
i.e. the difference in motion between potential objects or parts of objects. The
FTLE field has no information about absolute properties, e.g. the movement
direction or speed. In order to capture these different motion aspects, the
arc-length Lagrangian measure will additionally be used to classify human
actions. The arc-length of the path-lines, which is related to the movement
speed acquired over a time-span τ, allows to distinguish coherent regions
of motion with similar speed. Figure 50 shows the arc-length and FTLE
Lagrangian fields for the walking and jumping sequence of test person Denis
from the Weizmann dataset [GBS+ 07]. It can be seen that the average field
shows significant patterns for the action class walking and jumping.
Similar to Section 4.3, the human behavior analysis is applied to a bounding
box as a result of a HoG person detector. Optical flow fields are computed
for the whole image domain. Arc-length and FTLE fields are computed and
encoded with the HoG scheme. The FTLE field is computed with the FTLEHoG descriptor and the arc-length field as a histogram of first-order derivative
descriptors of the arc-length field. Both descriptors provide complementary
information about an ongoing action. In an early fusion approach, both
descriptors are concatenated with an equal weighting. Then, the classification
is performed by training a linear multi-class SVM.
4.4.4

Experimental Results

In the following experiments, the Lagrangian descriptor will be evaluated
based on the Weizmann [GBS+ 07] and the KTH [SLC04] datasets which
are common benchmarks for the evaluation of individually oriented human
action classifications. A brief description of the datasets can be found in
Appendix A.5 and Appendix A.4. The evaluation will be focused on two
major aspects: influence of the combination of both Lagrangian modalities
and the comparison to the state-of-the-art.

Experimental
Setup

The proposed action recognition system was evaluated on the Weizmann
dataset using leave-one-actor-out cross validation (LOAOCV), i.e. the SVM
have been trained with the video sequences of eight actors and tested on the
video sequences in which the remaining actor is recorded. This procedure
was then repeated by permuting test and training data associated with the
sequences in which the actors appear. The performance metric is the average
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Table 18.: Classification results on Weizmann dataset with confusion matrix
for fused Lagrangian features and cell size 16.
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82.65%
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87.70%
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92.70%
94.33%
83.33%

Table 19.: Classification results on KTH dataset with confusion matrix for
fused Lagrangian features and cell size 8.
of the accuracy for each permutation. For the KTH dataset, a split has been
used defining training data with 8 actors, test data with 9 actors and validation
data with 8 actors. This split used was proposed by the publisher of the dataset.
The Lagrangian fields have been estimated based on the accurate Huber-L1
[WTP+ 09] optical flow method. The Lagrangian descriptor has been extracted
with the standard HoG parameters for people detection, except for the cell grid
size. For the KTH, a cell size of 8 and for the Weizmann dataset a cell size of
16 has been determined. In [ASK+ 12], these configurations have been found
to be more accurate for the respective datasets.
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Results

Table 18 shows the classification results and the confusion matrix of the
fused Lagrangian descriptors on Weizmann data. With 97.55%, the fused
Lagrangian descriptor outperforms the kinematic features proposed by Ali
and Shah [AS10] whose approach is the most similar one to the Lagrangian
methodology. The performance achieved is competitive in the total ranking.
In fact, the combination of both Lagrangian modalities shows a significant improvement. The confusion matrix represents the performance of the combined
Lagrangian descriptors on each of the considered actions. It can be seen that
the actions of jumping and skipping, i.e. jumping with on one leg, are those
which are most difficult to discriminate.
In Table 19, the classification results and the confusion matrix are shown
for the KTH data. This dataset is more challenging due to the larger variety
of sequences which contain indoor and outdoor scenes as well as sequences
with different illumination conditions. The average accuracy being 87.84%,
there is an slight improvement compared to Ali and Shah. In general, the
performance is worse than in the Weizmann experiments but still compatible
to those of the state-of-the-art. However, in contrast to the Weizmann results,
there is no unique testing methodology so that the results have to be interpreted
carefully. Comparing the entries of the confusion matrix shows that the actions
of running and jogging are those which are most difficult to discriminate. This
shows that the actions with the highest confusion values have similar motion
characteristics and mainly differ with respect to their average speed. Although
this information is represented by the arc-length measure, the HoG scheme
shows some disadvantages. Due to the block-based normalizations, histogram
of gradients HoG has been designed to be robust against contrast variations
which in the arc-length measure correlate with speeds and distort the absolute
values. The comparison of the plain and combined Lagrangian descriptors,
however, shows again a clear improvement of the accuracy.

Discussion

Comparing the overall results of the Weizmann and KTH datasets shows
that challenges in both datasets appears to be solved and the task of recognizing actions performed by single actors in such environments is no longer
up to date. Although the performance of the proposed system does not outperform all the methods, this study has been performed to give a proof on
concept on the integration of the Lagrangian methodology for analyzing multiple aspects of human motion. In particular, the intention was to show that
different Lagrangian measures contain features representing complementary
motion aspects that can be extracted automatically. Another goal was to show
that a fusion of these features provides valuable information to improve the
performance of video analysis applications.
To improve the performance, other modalities, e.g. the appearance descriptor as in [SV08], can further increase the discriminate power of the descriptors.
For example, in Section 4.5 the Lagrangian concept will be integrated in an
advanced framework which is the visual vocabulary for more sophisticated
video-level representation.
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4.5

V I O L E N C E D E T E C T I O N I N C ROW D E D S C E N E S

The content of this section has been published in A Local Feature based on
Lagrangian Measures for Violent Video Classification in the Proceedings of the
IET International Conference on Imaging for Crime Detection and Prevention
(ICDP), 2015 [SES15] which has been honored with the ICDP Best Paper
Award and Crowd Violence Detection Using Global Motion-Compensated
Lagrangian Features and Scale-Sensitive Video-Level Representation in the
IEEE Transactions on Information Forensics and Security, 2017 [SEKS17].
4.5.1

Introduction

In the previous work presented in Section 4.4 and Section 4.3, methods to
detect the carrying of objects or to analyze the behavior of individuals based
on their motion signature have been proposed. Like a video analytic system,
both approaches follow the microscopic perspective, meaning that the scene is
modeled by individuals and the analysis of their specific behaviors. Especially
in CCTV footage, such methods are very error-prone. In particular, crowded
scenes raise difficulties because individuals need to be detected and tracked
robustly over a long period in a scattered environment. Despite many recent
advances, accurate detection and tracking of individuals in crowds is still
an open research issue. As a remedy for these problems, the macroscopic
perspective on video analysis has been proposed, e.g. to detect dangerous
crowd behavior [KB11]. Macroscopic methods do not consider individual
behaviors of objects, e.g. persons. They treat the collective behavior as an
entity and perform their analysis based on the properties extracted from the
whole scene.
In this section, a violent video detection framework based on the macroscopic point of view with the focus on video-based surveillance data will be
presented. In this domain, motion information is a key property for detecting
violence in videos, but the most current method considers the two-frame optical flow only. Again, the Lagrangian methodology will be utilized to describe
complex motion patterns. The goal of this section is the presentation of a novel
Lagrangian-based local feature that allows to generate distinct Lagrangianvisual vocabularies for motion patterns and a novel video-level descriptor for
video classification applications that can improve the state-of-the-art in violent
video detection.
4.5.2

Related Work

The analysis of violence in crowds has recently attracted a lot of attention
in the computer vision community. However, while the task of automated
detection of violence in movie databases [SIYG+ 14] has inspired many works
in this field, the area of video surveillance has not yet been studied sufficiently.
In contrast to movie data, video surveillance data pose a variety of difficulties.
Video information quality is usually far below movie standards. Despite the
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rising number of HD cameras, most existing CCTV cameras record in lower
resolutions such as e.g. VGA or CIF. Beforehand, it is often unclear where in
a scene the events an operator is interested in will occur. Consequently, CCTV
cameras tend to show more overview and few details, and they may not always
be focused appropriately. Hence, violent video classification algorithms for
video-based surveillance have a high demand on flexibility and robustness.
In general, two major concepts can be found for the classification of violent
videos: global descriptors or local feature representations. Hassner et al. introduced the global violent flows (ViF) descriptor based on statistics of flow
vector magnitude dynamics over time. In [HIKG12], they showed that such
features are able to achieve real-time performance when classified with linear
support vector machines. Real-time performance also was a motivation of
Déniz et al. [DSBK14] who proposed a global descriptor that implicitly measures the acceleration of the global motion by comparing the power spectrum
of consecutive video frames.
The first local features were developed for the task of action recognition,
wherein the common state-of-the-art methods are based on STIP [Lap05] detections, HoG [DT05] or HoF [DTS06] descriptors. De Souza et al. [SCVA10]
presented an approach for violence detection based on local features. They
compared STIP with SIFT [Low04] and showed that spatio-temporal features
improve the detection performance compared to pure spatial SIFT. Hassner et
al. showed with a new Crowd Violence dataset in [HIKG12] that such feature
representations fail in heterogeneous CCTV footage. They found that STIP is
better suited for so-called structured video instead of CCTV footage which
they consider to be more textural videos. Similar results are given by Nievas
et al. in [NSGS11]. In their work, they compared the performance of the
generalization capacity between STIP and MoSIFT [CH09] features by using
the Hockey Fight dataset [NSGS11] for the training and the action movie
database [NSGS11] for the testing phase, and found that MoSIFT outperforms
STIP. The MoSIFT feature has been proposed by Chen et al. [CH09] as
an extension of the SIFT feature containing additional motion information.
Further improvements were proposed by Xu et al. [XGY+ 14] who substituted
the bag-of-words step with a sparse coding scheme to encode MoSIFT features
for violent video detection.
Besides MoSIFT, the concepts which are most related to the following
approach are the tracklet-based descriptors proposed by Mousavi et al. in
[MMP+ 15] and the substantial derivative proposed by Mohammadi et al.
in [MKPM15]. Concerning the tracklet-based descriptor, this is because it
provides a description for long-range motion patterns since it is built over longrange motion-trajectories and outperforms dense trajectories for the Crowd
Violence dataset. The substantial derivative is to be named because it utilizes
a concept from fluid dynamics too, and it has also shown to be an appropriate
feature for the classification of violence in videos.
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4.5.3

Lagrangian-based Local Feature

Most established descriptors, i.e. [HIKG12, DSBK14, DTS06, NSGS11,
XGY+ 14], only consider short-term motion retrieved by optical flow from
consecutive frames. In violent scenes, however, many prominent motion signatures in a video are not homogeneous over time, and thus more than two
frames need to be taken into account. For example, the process of kicking or
punching has several phases composed by multiple individual motion patterns
which depend on each other. It would thus be advantageous to encode these
patterns into a representation that comprises the motion signature of multiple
frames.
In Section 4.4 and Section 4.3, it has been shown that the separation-based
FTLE and fused measures introduced inaccuracies due to artificial features in
the FTLE field, although they obtain robust results. The features are a result
of artificial discontinuities in the motion field caused by occlusion, noise or
optical flow estimation errors. To reduce the influence of those artifacts, this
section will focus on the directional fields that do not require flow map gradient
information but emphasize characteristics that are specifically discriminative
for violent event detection. The directional field is a simple measure that
offers a good trade-off between discriminative efficiency and computational
simplicity. Furthermore, it is less prone to motion estimation errors, provides
direction and velocity information over a given time span and thus aims to
distinguish human actions by their motion. The direction field is a vector
field composed of the accumulated x-direction field ΛX and the accumulated
y-direction field ΛY , referring to Section 4.2.3 with:


Z
1
ΛX (x,t0 )
ΛX /Y (x,t0 ) =
=
v(φ (x,t0 , τ ))∂ τ
(89)
ΛY (x,t0 )
τ
and ΛX /Y (x,t0 ) ∈ R2 . The direction field is computed for a time span τ of
trajectories, starting from each point in the image at time t0 . If τ = 1, the
direction field is the optical flow field at time t0 . Since direction and optical
flow field have the same mathematical structure, this Lagrangian measure can
be easily implemented into optical flow-based descriptors such as MoSIFT.
Figure 51 shows exemplary direction fields estimated for integration intervals of four and eight frames in comparison to the optical flow field. The
direction field has the same dimensionality as the optical flow field and can
thus be visualized by the same color-code. The figure shows that the direction
fields estimated for different time scales τ capture events of different time
durations in a video. For example Figure 51(a-d) shows the optical flow and
direction fields of a punch which is a short-time event and has the best visibility at short integration times Figure 51(c). The dancing crowd shown in
Figure 51(e-h) is captured best at longer time scales because its motion is
much slower than the punch and can be perceived for a longer time.
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Direction
Lagrangian Field

(a) reference

(b) optical flow field

(c) direction field (τ = 4)

(d) direction field (τ = 8)

(e) reference

(f) optical flow field

(g) direction field (τ = 4)

(h) direction field (τ = 8)

Figure 51.: Example of optical flow and direction fields for different temporal
scales. Increasing τ allows to describe motion features on different
temporal scales. While short term events such as boxing (a) are
present in short-term integrated fields (c), long-term events such as
the dancing person (e) are more present in integration over larger
scales (h).
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Due to its good performance, the MoSIFT-based video level description be
an optimal testbed for the integration of direction Lagrangian measures. The
descriptor combines two aspects of video data: Visual appearance in the form
of a grid-based histogram of oriented gradient descriptors as implemented by
the SIFT descriptor, and motion in form of a grid-based histogram of motion
vectors obtained from two-frame optical flow. In the following, this descriptor
will be extended towards the Lagrangian notion by substituting the shortterm optical flow-based motion descriptor with a Lagrangian-based motion
descriptor. The resulting proposed Lagrangian-based scale invariant feature
transform (LaSIFT) is thus related to MoSIFT but differs in four major aspects:
interest point detection, motion scale space, global motion compensation and
feature description.
LaSIFT interest points are detected in a similar way as by the SIFT detector.
Based on a difference-of-Gaussian scale-space detector, interest points are
detected at salient blob-like structures in multiple scales of the scale-space.
The scale-space is based on the difference-of-Gaussian pyramid wherein scales
are created for each octave by difference-of-Gaussian filters with increasing
bandwidth. The octaves are denoted by the level of the pyramid. An interest
point candidate is detected if there is a local minimum or maximum in the
local neighborhood of the same, the previous and the next scale. In order to
filter out unstable edge responses, additional interest points are rejected if the
ratio of principal curvature at this position is below a threshold. Similar to
[CH09], additional filtering will reject interest points that are not located at
regions that undergo sufficient motion since only distinctive interest points
with sufficient motion will relate to human actions.
Corresponding to the image scale-space of the SIFT, the Lagrangian scalespace represents motion structures at different scales. Since motion estimation
can be a bottleneck, the optical flow and direction field estimations are performed on the original resolution. Similar to optical flow scale-space of the
MoSIFT, a set of successively sub-sampled Lagrangian fields, i.e. direction
fields, compose a pyramid. At each octave, i.e. pyramid level the sub-sampled
Lagrangian fields will be successively low-pass filtered. The sub-sampled and
low-pass filtered fields defines now the different scales.
The presence of camera motion can have a significant impact on the motion
signature in the direction field and the motion-sensitive interest point detection.
In contrast to [CH09], global motion-based compensation has been implemented in order to extract only features related to human action even under
camera motion and reduce the influence of the camera motion on the direction
fields. The compensated direction field can be estimated by subtracting the
global motion component vGM .

Λ̃X /Y (x,t0 ) =

1
τ

Z

v(φ (x,t0 , τ )) − vGM (φ (x,t0 , τ ))∂ τ
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(90)

LaSIFT Local
Feature

Interest Point
Detection

Lagrangian
Scale-Space

Global Motion
Compensation

Assuming an eight parameter homography-based background global motion
model, the global motion vector is given by:
" m (t )·x+m (t )·y+m (t )
#
0
1
2
−x
m6 (t )·x+m7 (t )·y+1
GM
v (x,t ) = m3 (t )·x+m4 (t )·y+m5 (t )
,
(91)
−
y
m (t )·x+m7 (t )·y+1
6

wherein m(t ) has been estimated using the RANSAC estimator based on
point correspondences regularly subsampled from the optical flow field at
time t. Due to the linearity of the path-line integration and the direction
field estimation, Eq. (90) can be decomposed into the direction field ΛX /Y
and a direction field containing the global motion component ΛGM
X /Y in the
Lagrangian domain.
Λ̃X /Y (x,t0 ) =

1
|τ

Z

1
v(φ (x,t0 , τ ))∂ τ −
{z
} |τ
ΛX /Y

Z

vGM (φ (x,t0 , τ ))∂ τ
{z
}

(92)

ΛGM
X /Y

The direction field of the potential background motion is given by particle
advection described by the concatenated homographies that are estimated for
consecutive images during time-span τ and can be estimated directly in the
Lagrangian domain with:


ΛGM
X /Y (x,t0 ) =

m0Λ (t0 )·x+m1Λ (t0 )·y+m2Λ (t0 )
m6Λ (t0 )·x+m7Λ (t0 )·y+1
m3Λ (t0 )·x+m4Λ (t0 )·y+m5Λ (t0 )
m6Λ (t0 )·x+m7Λ (t0 )·y+1

−x
−y


,

(93)

wherein mΛ has been estimated using the RANSAC estimator based on motionlike point correspondences regularly subsampled from the direction field at
time t0 .
Figure 52 shows an example for the global motion-compensated direction
field and its influence on LaSIFT interest point detection. Compared to the
uncompensated field, the resulting rectified direction field suppresses the background camera motion and improves the discriminative power of the moving
foreground objects. The application of the global motion compensation to the
Lagrangian measure as shown in Eq. (92) has a particular advantage against
the compensation of each optical flow field since the particle advection is
independent from the compensation. Instead, only the final Lagrangian measure is affected by global motion estimation error. Consequently, there is
no error propagation as discussed by Krutz et al. [KGT+ 12], and the total
compensation error is independent from integration time-span τ.

Feature Descriptor

The LaSIFT description consists of two parts: the appearance descriptor which is similar to SIFT, a grid-based aggregated histogram of oriented
gradients, and the Lagrangian descriptor which is a grid-based aggregated
histogram of the direction field vectors from the same surrounding regions.
The region is split into 4 × 4 cells, and for each cell a histogram of eight bins
is created. Therefore, the orientation bins are voted with corresponding magnitudes for each pixel in the cell. That means that for the appearance descriptor
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(a) uncompensated

(b) global motion compensation

Figure 52.: Comparison between LaSIFT interest point detections and the
direction field in the presence of camera motion when applying
global motion compensation.

the magnitudes are computed with ||[Ix (x) Iy (x)]T || and the orientations with
arctan(Iy (x)/Ix (x)). For the Lagrangian descriptor, magnitudes are estimated
with ||[ΛX (x) ΛY (x)]T || and orientations with arctan(ΛY (x)/ΛX (x)). Contrary to the MoSIFT descriptor, both descriptor parts will not be concatenated
at this point since a late fusion approach is used to fuse the appearance and
motion modalities.
4.5.4

Scale-Sensitive Video-Level Representation

The set of LaSIFT features provides the compact representation of motion and
appearance patterns at salient locations in the video. In order to exploit these
features for video classification, the bag-of-words model will be used, a wellestablished video-level representation for violent video detection [SCVA10,
NSGS11, MKPM15].
The bag-of-words model is based on visual-vocabularies, i.e. codebooks, in
order to quantize features based on their descriptor components and accumulate them into fixed-dimensional histograms. The codebooks are a collection
of typical descriptor patterns, i.e. cluster centers of the available local feature
descriptors estimated by unsupervised clustering. These cluster centers can
be interpreted as vocabulary and are known as visual words. To cluster the
descriptor data, histogram-intersection-based clustering methods proposed by
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Figure 53.: LaSIFT feature extraction and Lagrangian vocabulary estimation.
Afterwards, the feature detection appearance descriptors, i.e. histogram of oriented gradients (top), and the long-term motion descriptors, i.e. histogram of direction field (bottom), are estimated
on the whole dataset. With the total number of descriptors, the
appearance and the long-term motion codebooks are generated
separately.

[WTR11] will be used. Wu et al. showed that the histogram-intersection-based
clustering substantially improves the overall accuracy of an image classification system while the computational complexity remains almost as low as
for k-means. The experimental results in [NSGS11] confirm these finding for
violence detection in videos.
Bimodal
Lagrangian
Vocabulary

Video-Level
Descriptor

The extraction of LaSIFT features and the estimation of the vocabulary
based on the Lagrangian and gradient information is illustrated in Figure 53.
The so-called Lagrangian vocabulary contains two separately trained codebooks representing both modalities: appearance- and Lagrangian-based motion. The separate training of the codebooks has been done because of the
small size of the datasets used for evaluation. The number of feature points
over the whole dataset (typically between 300.000 and 1.000.000) is rather
small in relation to the dimensionality of the LaSIFT descriptor. If joint
descriptors were used, the number of usable codewords would have to be
objectionably reduced. Therefore, two codebooks representing appearance
and long-term motion information are created to reduce the sparsity in the
vocabulary and thus enhance the generalization capacity.
The scale is an important information provided by many interest point
detectors and often negotiated in the video-level description. It maps the
size of the extracted descriptor to the image. This information has not been
used in [SES15] or current approaches for violent video classification so far.
However, it appears to provide valuable information for the reconstruction of
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Appearance
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Long-term motion
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LaSIFT features/descriptors
(low-level)

Feature vector
(video-level)

Figure 54.: Scale-sensitive video representation. The set of LaSIFT descriptors of a video sequence is partitioned into S − 1 subsets F s with
different feature scales. The circular label in the left image visualizes the scale of the detected LaSIFT features. For each subset F s ,
an appearance and a long-term motion bag-of-words histogram are
generated. The final video-level feature is a result of the concatenation of appearance and long-term motion histograms for each
subset F s .

the complex motion patterns. For example, a rather large motion signature
can be observed at the person’s torso while smaller features are captured at
hands or feet. Consequently, the video-level descriptor should be sensitive to
the scale of the LaSIFT feature.
Figure 54 shows the video-level representation, taking into account the
Λ
scale information. Let F = {yi = [hHoG
, hi X /Y , oi ], i = 1 . . . N} be a set of
i
Λ
LaSIFT features. hHoG
∈ RD denotes the appearance descriptor, hi X /Y ∈ RD
i
the Lagrangian motion descriptor being typically D = 128 and oi being the
scale, i.e. octave of the feature. At first, a partition of F into several subgroups
F s = {yi ∈ F|oi ∈ [Os , Os+1 )} in relation to oi with s = 0 . . . S − 1 of equallysized intervals is performed wherein Os denotes the lower and Os+1 the upper
scale bound of the partition. The maximal interval bound is defined by the
maximal scale which has been estimated for the dataset. For each feature set F
extracted from a video sequence, a set of bag-of-words histogram descriptors
Λ
wHoG
and ws X /Y is estimated. The bag-of-words histogram of a given scale s is
s
Λ
,s
computed based on the respective descriptors hHoG,s
∈ F s and hi X /Y ∈ F s that
i
have been assigned to the scale interval [Os , Os+1 ). Then, the scale-sensitive
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video-level descriptor is built by concatenating the concatenated appearance
and long-term motion histograms of each scale with
fvideo = [wHoG,0 , wΛX /Y ,0 , . . . , wHoG,S−1 , wΛX /Y ,S−1 ].

(94)

Thus, the scale-sensitive video-level descriptor is a 2 × S-dimensional vector.

Classification

For each video, the classification is performed using a support vector machine with a nonlinear χ 2 -kernel [MBM08]. The scale-sensitive descriptor
is a vector of a higher dimension and can become sparse, i.e. the descriptor
contains a large number of zeros, for fine-grained scale partitions. To improve
the numerical stability of the support vector estimation, a small offset ε = 1
has been added to the video-level descriptor.
4.5.5

Experimental Results

The following experiment has been conduced to study the influence of the
integration interval τ as well as the optimal number of scale-partitions S and
to compare the system performance against the performance of recent violent
video classification methods.
Dataset Description

Experimental
Setup

Evaluation is performed on the public Violence in Movies (Appendix A.8),
Hockey Fight (Appendix A.7) and Violent Crowd (Appendix A.9), and the
proprietary real-world London Riots 2011 datasets (Appendix A.10). A detailed description of the datasets can be found in the appendix section. Hockey
Fight and Violence in Movies datasets contain TV footage showing close-ups
on person-on-person fighting scenes. The field of application addressed by
this datasets is violence detection in movies or on TV. In contrast, the Violent Crowd and London Riots 2011 benchmarks contain violent videos from
real-world CCTV data and violent video clips in different scenarios gathered
from an online video database. In particular, Violent Crowd which contains
bar fights and outdoor scenes provides a rich variety of settings. The content is
mostly related to use-cases many video-surveillance systems may be applied
to. Both datasets suffer from a low visual quality and contain very challenging
crowded scenes.
The accuracy of the proposed Lagrangian video classification system has
been evaluated using 5-fold cross validation. Therefore, each dataset is
split into five subsets if the split has not been provided by the publisher,
whereby four subsets are used for training and the remaining one for testing. For each fold, both codebooks are generated with 500 words using
the training data in order to remain comparable with the feature baselines
in [NSGS11, HIKG12, XGY+ 14]. The optical flow used to estimate the
direction fields is computed using the efficient Dual-TVL1 [ZPB07]. The performance comparison is done based on the accuracy and area-under-curve of
receiver-operating-characteristic (ROC-AUC). Both measures are well-known
in the field of violent video classification but not equivalent. While the accuracy is estimated for a fixed system configuration, the ROC-AUC is a measure
estimated with a varying configuration, in this case a varying bias of the SVM.
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Method
HoG + BoW [HIKG12, NSGS11]
HoF + BoW [HIKG12, NSGS11]
MoSIFT + BoW [XGY+ 14]
MoSIFT + KDE + SC [XGY+ 14]

ACC ± SD
91.7
88.6
90.9
94.0±1.97%

ROC-AUC
0.9666

SIFT + BoW (S = 3)
LaSIFT(τ = 4) + BoW (S = 3)

91.51±4.83%
94.42±2.82%

0.9563
0.9699

Table 20.: Comparison of violence detection performance on Hockey Fight
dataset between the proposed LaSIFT approach and state-of-theart methods. SIFT denotes an evaluation of the proposed system,
i.e. with the proposed feature encoding scheme, but based on
appearance model only.
Method
Jerk# [DSL02]
STIP (HoF) [NSGS11]
MoSIFT [NSGS11]
VIF# [HIKG12]
Interaction Force# [MMS10]
F L |F Cv [MKPM15]

ACC ± SD
95.02±0.56%
50.5%
89.5%
91.31±1.06%
95.51±0.79%
96.89±0.21%

ROC-AUC
-

SIFT + BoW(S = 5)
LaSIFT(τ = 2) + BoW(S = 5)

93.33±6.99%
94.95±4.57%

0.9807
0.9830

Table 21.: Comparison of violence detection performance on Violence in
Movies dataset between the proposed LaSIFT approach and stateof-the-art methods. SIFT denotes an evaluation of the proposed
system, i.e. with the proposed feature encoding scheme, but based
on appearance model only (# results are taken from [MKPM15]).

In order to provide comparability with other state-of-the-art methods, both
measures will be reported.
Figure 55 shows numerical results for different integration intervals τ and
scale partition settings. It can be seen especially that the performance of the
Hockey Fight and Violent Crowd varies for different values of τ and S. In
general, the performance decreases if the value chosen for τ is too small or
too large. The effect is most significant on the Crowd Violence and least
significant on the Violence in Movies dataset. This supports the assumption
that there is an optimal integration time related to the violent events occurring
in the datasets. Similar effects can be observed for different S, except for the
Violence in Movies data. This indicates that there is an optimal S > 1, even if
it varies for each dataset.
For comparability with the state-of-the-art, the configuration with the optimal accuracy has been chosen for each dataset. The numerical results for
Hockey Fight and shown in Table 20 and for Violence in Movies in Table 21.
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Figure 55.: Violence detection performed with LaSIFT configurations varying
the integration times τ and the number of applied scale intervals
S. Comparison of the mean accuracy and the area under the ROC
curve (AUC) with 5-fold cross validation on Hockey Fight, Violent
Crowd, Violence in Movies and London Riots 2011 datasets.
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Method
Jerk# [DSL02]
LTP [HIKG12]
VIF [HIKG12]
HoG + BoW [HIKG12, NSGS11]
HoF + BoW [HIKG12, NSGS11]
MoSIFT + BoW [XGY+ 14]
MoSIFT + KDE + SC [XGY+ 14]
Dense Trajectories# [WS13]
HOT [MMP+ 15]
Interaction Force# [MMS10]
F L |F Cv [MKPM15]

ACC ± SD
74.18±0.85%
71.53±0.17%
81.30±0.21%
57.43±0.37%
58.53±0.32%
83.42±8.03%
89.05±3.26%
79.38±0.14%
82.30%
74.50±0.65%
85.43±0.21%

ROC-AUC
0.7986
0.8500
0.6182
0.5760
0.8751
0.9357
-

SIFT + BoW(S = 5)
LaSIFT(τ = 3) + BoW(S = 5)

73.13±4.39%
93.12±8.77%

0.8521
0.9731

Table 22.: Comparison of violence detection performance on Violent Crowd
dataset between the proposed LaSIFT approach and state-of-theart methods. SIFT denotes an evaluation of the proposed system,
i.e. with the proposed feature encoding scheme, but based on
appearance model only. (# results are taken from [MKPM15]).
In addition to the LaSIFT, the SIFT entry denotes the performance of the
proposed framework when using the appearance model only. That means
that for the SIFT, scale-sensitive video-level representation and motion-based
feature selection have been implemented. This additional experiment allows
to distinguish the improvements caused by Lagrangian motion representation
from the scale-sensitive video-level representation.
Comparing the results on both datasets which contain person-on-person
fights shows that SIFT implementation still outperforms most well-established
features such as MoSIFT of ViF. For both datasets, in particular the motioncompensated feature selection leads to a major increase of the accuracy caused
by the efficient inhibition of feature points placed in the background. Additional improvements are obtained when integrating the Lagrangian motion
components.
A state-of-the-art comparison on crowded scenes is given in Table 22 for
the Violent Crowd dataset which best reflects the challenges of nowadays’
violent classification systems that are processing CCTV data. The numerical
results show that with an enhancement of about 20%, the classification results
significantly benefit from the integration of the Lagrangian motion model.
Moreover, the results show that the proposed Lagrangian-based approach outperforms other established methods based on long-term motion such as HOT
[MMP+ 15] or Dense Trajectories [WS13]. Interestingly, with an improved
accuracy of 7.67% the proposed approach outperforms other fluid dynamic
concepts such as Interaction Force [MMS10] and F L |F Cv [MKPM15] on the
Violent Crowd data. For the Violence in Movies dataset the competing fluid
dynamic concepts are about 1.94% more accurate. This indicates that the
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Crowed Scenes

Method
MoSIFT + BoW
SIFT + BoW (S = 4)
LaSIFT(τ = 4) + BoW(S = 4)

ACC ± SD
72.38± 11.86
78.00± 8.24
84.00± 7.42

ROC-AUC
0.8396
0.810
0.874

Table 23.: Comparison of violence detection performance on London Riot
2011 dataset between LaSIFT and MoSIFT.

proposed video-level representation tends to be more robust on video footage
with low visual quality gathered for a larger variety of scenarios, even though
it is less accurate compared to the state-of-the-art on high quality data. Optical
flow estimation suffers notably from blocking-artifacts and low contrast of the
Violent Crowd footage.

London Riots

Discussion

Results for the London Riots 2011 dataset are shown in Table 23. The
LaSIFT classification framework has been compared with the scale-sensitive
video-level descriptor without the Lagrangian model (denoted as SIFT) and
the MoSIFT feature with the baseline bag-of-word video-level representation.
The Lagrangian approach significantly outperforms the baseline MoSIFT. The
worst results are obtained by the appearance-only model which again indicates
the importance of long-term motion cues in this data. Due to the low contrast
of this real-world video footage, the discrimination power of the appearance
model is lower than in the other datasets. Finally, this last experiment show
the applicability of the proposed system in a challenging real-world use case
and environment.
In summary, the conducted experiments show that for all datasets the integration of the direction field have significantly advanced the baseline, i.e.
MoSIFT-based violence detection. The experiments showed that the timescale of the motion features and the scale-sensitivity have an influence on the
final accuracy. In the context of the proposed Lagrangian framework for video
analysis, the role of the integration time τ is of special interest. The evaluated
optimal time-scale being at τ < 8 is rather small. Hence, the direction fields
captured short-term events with a similar time-span as boxing actions. A direct
inference is to be taken with care due to high complexity of the interplay
between the video-level descriptor and the classification system. However,
the experiments show that the direction fields are more reliable in capturing a
certain aspect of motion of the optical flow field which has led to an increase
of the overall system performance.
The LaSIFT descriptor demonstrated successfully how the extension of a
recent optical flow-based video classification method towards the Lagrangian
notion can lead to an improved system performance. The proposed method
shows good accuracy and improves upon multiple state-of-the-art algorithms.
It has been shown that Lagrangian fields are easily deployable to traditional optical flow-based, e.g. MoSIFT, and/or image gradient-based, e.g. HoG, methods. Extending more sophisticated models such as the KDE+SC [XGY+ 14]
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towards the Lagrangian notion could further improve the classification performance.
4.6

C H A P T E R S U M M A RY

In this chapter, a Lagrangian framework for video analysis has been presented.
The framework is based on the Lagrangian methodology which has its origin
in the analysis of general dynamic systems and has proven to be a powerful
tool for analyzing unsteady vector fields of CFD systems. The framework
aims to adapt traditional Lagrangian methods towards video analysis to access
local and global motion patterns in videos on variable temporal intervals. As a
result, a novel Lagrangian-based motion representation has been developed.
This motion representation can easily be integrated into recent image and/or
optical flow-based methods and thus allows to extend various image and
video processing methods towards the Lagrangian notion. The core of the
proposed framework is the usage of Lagrangian fields capturing different
aspects of flow dynamics. Lagrangian fields are scalar fields and a projection
of different properties of path-lines which are representations for a given timespan, i.e. integration time, of an unsteady vector field. For the application
of the proposed framework towards optical flow data, Lagrangian fields that
represent properties such as speed, motion direction and degree of separation
have been proposed.
As a proof of concept, four applications based on the Lagrangian framework
on selected fields of video-based surveillance have been developed: crowd
motion visualization, people carrying baggage recognition, human action
recognition and violence detection. The crowd motion visualization has shown
the benefit of using Lagrangian fields to monitor the motion of a crowd.
The proposed space-time visualization of stacked Lagrangian fields allows to
visually compress motion information of whole video sequences at a glance.
It has been shown that the integration time controls the temporal focus range
on which the event of interest occurs. Lagrangian fields of short integration
times capture silhouettes of objects and long intervals rather capture traces
and long-term tracks of objects. Lagrangian fields have successfully been used
to highlight different motion aspects, e.g. in order to detect the fastest runner
in a moving crowd.
The people carrying baggage application demonstrated the beneficial performance of the Lagrangian concept on the representation of object-based motion
features. It has been shown that object-motion boundary of walking persons
corresponds to ridges in the FTLE fields. The HoG descriptor has been extended towards the Lagrangian notion by substituting image gradients with
FTLE fields. As a result, a new descriptor describing the motion silhouette
of a walking person has been introduced which outperforms state-of-the-art
methods on people carrying baggage recognition. Furthermore, it has been
shown that inaccuracies in the optical flow fields can be compensated due
to the integration of motion information among multiple frames. Even for
very rough optical flow fields, competitive performances have been achieved.
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The human action recognition demonstrated the advantage of multi-modal
Lagrangian fields capturing complementary aspects such as separation and
speed. It could be shown that the combination of FTLE and arc-length field
leads to further improvements in the classification accuracy.
Finally, for the violence in videos detection application, a novel Lagrangianbased video level descriptor has been proposed. For this descriptor, the
MoSIFT method has been extended towards the Lagrangian notion. The novel
LaSIFT descriptor successfully combines the multi-modal inputs of directional
Lagrangian fields and image gradients. As a result, the classification accuracy
of Lagrangian-based violence detection method has substantially improved
compared to recent state-of-the-art in violent video detection.
In summary, the integration of the Lagrangian methodology to video analysis methods has lead to improved performances in multiple application scenarios. Despite the challenging properties of optical flow fields in the context
of Lagrangian dynamics, e.g. discontinuities, distortions due to perspective
projection or noise, the proposed framework has proven to be an efficient,
powerful tool to quantify complex motion in video data for a wide range of
video analytics.
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Chapter 5

CONCLUSION

5
CONCLUSION

The objective of this thesis was to propose a novel runtime-efficient robust
optical flow method for motion estimation and the Lagrangian-based motion
analysis as a new tool for motion-based video analytics. After a brief review
of relevant developments in the field of motion estimation and motion-based
video analytics, the recent challenges and goals that motivated the presented
work were identified. The work aims to develop and study precise motion
estimation methods with a run-time behavior that is adaptable to application
needs and allows to perform on real-time and a motion analysis framework
that is able to efficiently capture complex motion phenomena appearing on
variable temporal scales.
5.1

AC H I E V E M E N T S

One first achievement was the development of the RLOF methods based on
the well-known PLK. In summary, five major innovations have been proposed
to cope with current challenges in the field of optical flow estimation. It
can be shown that the enhancements can be applied to different local optical
flow approaches via a novel generalized local optical flow formulation that
comprises an arbitrary linear illumination model and a robust framework.
Firstly, a robust statistical framework based on the M-estimator has been
presented and applied to the local optical flow technique in order to improve
the robustness in the presence of non-Gaussian noise. Non-Gaussian noise
sources have been identified as a result of environmental conditions that violate
the intensity and spatial constancy constraint.
The second and third improvements are modifications of the local optical
flow data-term. By proposing a size- and shape-adaptive support region, the
scope of the data-term could be modified to better reflect the underlying motion
structure and improve the accuracy for motion discontinuities. To cope with
changing lighting conditions as they frequently appear in real-world scenarios,
an extended illumination model has been integrated. The experiments on
selected sequences of the KITTI 2012 benchmark defined for challenging
lighting conditions showed that with the new illumination model a gain in
accuracy of approx. 24% can be achieved.
The fourth and fifth advancements are modifications of the numerical
scheme which is traditionally applied to enhance the motion estimation result.
To improve the accuracy and the convergence speed in the presence of long-
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range motion, the coarse-to-fine scheme has been initialized with predictions
obtained by the global motion of the scene defined by a perspective global
motion model. This leads to an improvement of 21% in accuracy and 9% in
run-time for the selection scene of the KITTI 2012 benchmark containing
long-range motions. Finally, a new iterative refinement scheme has been
presented which improves the numerical solution of the optical flow equation
when the incremental motion vector remains in the same subpixel domain. The
scheme proved to be less computationally complex. Experiments showed a
gain in run-time of about 24% for the KITTI sequences and for the Middlebury
sequences of about 16%.
The second achievement includes the integration of the RLOF into a sparse
and dense motion estimation framework. Both frameworks were evaluated
using the Middlebury KITTI 2012/2015 and MPI-Sintel optical flow benchmarks. It could be shown that despite the manifold enhancements the run-time
of RLOF is still linearly dependent on the number of motion vectors to be estimated and allows to estimate motion in real-time for a sparse configuration. On
a standard desktop, around 800 motion vectors can be computed with a frame
rate of 20 fps for VGA resolution. In the course of the RLOF publishing, three
RLOF variations have been submitted to the public KITTI 2012 benchmark.
For the configuration of sparse motion estimation, the submission has been
ranked among the top 10. Furthermore, the sparse RLOF implementation has
been scientifically disseminated by publishing a pre-compiled library which
can be downloaded on the research group webpage for different operation
systems. With an average download rate of about 5.5 per month, there is a
constant demand for the RLOF library.
The dense motion framework has been presented based on a sparse-to-dense
image-driven interpolation scheme of the sparse RLOF estimates computed on
a regular sampled grid. It could be shown that modifying the sparsity, i.e. grid
size, can be used to control the run-time and precision of the dense approach.
In summary, the accuracy of the dense RLOF method is competitive to most
of the recent highly-performant and computationally complex global methods.
Moreover, the RLOF-Dense method has set a new benchmark when taking
into account dense optical flow methods performing beyond 1 fps.
The third achievement lies in the introduction of the Lagrangian framework
for video analytics, an approach based on the Lagrangian methodology with its
origin in the CFD-based visualization and analysis of time-dependent vector
fields. The main advantage of the proposal is that it allows to capture and
describe different modalities of motion pattern appearing at various temporal
scales in video data based on a computation- and memory-efficient representation, the so-called Lagrangian fields which are scalar fields. The proposal of
the new framework contains a detailed discussion of challenges and benefits of
the Lagrangian methodology in the context of optical flow data. A first application on visualization techniques for crowd and traffic monitoring exemplary
demonstrated the properties of Lagrangian fields, e.g. the influence of the
integration interval, and their ability to visually compress motion information
of video clips and their order into a single image.
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The application of the Lagrangian framework for a selected set of videobased surveillance use-cases is the last achievement of this thesis. As a proof
of concept, Lagrangian features have been integrated into PCO recognition,
human action recognition and violence detection application. The application
demonstrates the beneficial performance of the Lagrangian concept for describing object-based long-term and short-term motion features, e.g. the FTLE
fields that correspond to a person’s silhouette. The extension of the HoG to
the FTLE-HoG by substituting the image gradient with the FTLE fields and
the MoSIFT to the LaSIFT by substituting the optical flow with the direction
fields has shown how easily this concept can be deployed to existing imageand video-based methods in order to advance them towards the Lagrangian
notion. Finally, a novel Lagrangian-based video-level descriptor for violence
detection has been developed that substantially improved the classification
accuracy compared to the recent state-of-the-art in the detection of violence in
videos.

5.2

DISCUSSION AND OUTLOOK

The experimental results by RLOF have shown the potential of local optical
flow not only to provide a substantial contribution in the field of sparse but
also in the field of dense motion estimation.
It has been shown that the presented innovations such as the robust framework, the adaptive support region, the linear illumination model and the global
motion prior come along with additional computational cost. This cost scales
with the number of motion vectors to be estimated or is constant as for the
global motion prior. On average, the RLOF is twice as slow as the PLK, but
the absolute run-time for the computation of a sparse motion vector set is still
low. Moreover, the presented innovations lead to substantial improvements
for many challenging conditions. As a result, the RLOF is able to deal with
manifold illumination changes, and its performance on estimating long-range
motion and motion discontinuities has been significantly improved.
However, the RLOF is still far from being perfect. One limitation is due to
the global motion model which is a rather rough approximation of the scene
motion and does not hold if a second different moving object appears. For these
conditions, the iterative refinement will not be initialized optimally. To further
reduce the real-time, a promising approach will be to reduce the complexity
of the linear illumination model. This can be done by taking into account only
the constant value of the Gennert and Negahdaripour illumination model. The
most promising approach to reduce the run-time and accuracy is to enhance
the confidence measure. As shown in Section 3.6.1, the forward-backward
confidence is far from the theoretically optimal performance, although it has
achieved outstanding precision. Furthermore, the optical flow estimation must
be performed twice. Improving the forward-backward confidence and becoming independent from the backward flow is a challenge that can substantially
reduce the run-time and increase the overall motion estimation accuracy.
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In the field of dense motion estimation, sparse point correspondences estimated by feature matching methods, e.g. DeepMatches [WRHS13], are a
key technique to deal with various challenges, e.g. the presence of long-range
motion. In [GSS16], it could be shown that RLOF is competitive to matching
methods in terms of accuracy for the estimation of point correspondences.
Moreover, RLOF has the main advantage to be able to compute motion at a
predefined location. In contrast to feature matching approaches, the feature
sampling strategy can be determined independently which allows a better
fitting of the point correspondences distribution to the underlying motion
structure. For example, the regular sampling has been found to perform best
on the tested datasets for dense RLOF.
It is questionable if the accuracy of the presented local optical flow-based
sparse-to-dense technique can be advanced towards more precision to compete
computational complex methods such as FlowFields [BTS15]. It has been
shown that the RLOF-Dense can compete with FlowFields for the Middlebury
dataset, and a certain amount of performance gain has been reached. But
in particular for very challenging conditions, e.g. very large movements of
objects and strong violations of intensity constancy constraints by motion blur
or atmospheric effects, the global approach will be more precise than local
approaches since local approaches remain on a smaller amount of image data
to resolve potential ambiguities.
Fast computation was a main focus in the development of RLOF and the
literature review shows that run-time efficiency becomes a more and more
important topic in the field of optical flow estimation. Although RLOF-Dense
has shown to be the most accurate optical flow method which performs beyond
1 fps, most developments have been introduced to improve the accuracy of the
baseline PLK and the RLOF configurations are optimized to achieve highest
precision. The DIS-flow [KTDV16] which is based on the PLK demonstrates
that a configuration with small support regions and a very small number of
iterations allows for an ultra-fast computation of rather rough optical flow
fields. It will be worth searching for optimal RLOF-Dense configurations
above 25 fps, too.
With the Lagrangian framework, a powerful, efficient and consistent motion
representation to access and understand dynamic motion patterns in video
data on variable spatial and temporal intervals has been presented. The core
of the proposed concepts are Lagrangian fields which are projections of different properties of path-lines, wherein the path-lines are representations of
the unsteady flow field for a given time-span. In contrast to optical flow
fields which are unable to describe long-term motion phenomena, Lagrangian
fields provide a smooth transition from short-term to long-term description
of motion features. The additional advantage of Lagrangian fields is their
low dimensionality. While long-term motion information which is e.g. based
on dense or semi-dense trajectories is most commonly processed in a 2D+t
space-time domain, Lagrangian fields allow to perform on the projected 2D
scalar field.
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A third advantage of the Lagrangian concept is the scalability in space
and time. The flow map and thus the core of the Lagrangian framework is
defined as a continuous function and path-lines are computed by continuous
integration of multiple frames. Lagrangian features can be retrieved with
different granularities in the temporal and spatial domain. In this thesis,
Lagrangian fields have been computed based on the video resolution. However,
the methodology allows for sub- or oversampling of the input domain to reduce
the computational complexity or to capture motion features that cannot be
retrieved from single optical flow fields, similar to super-resolution approaches.
It has been shown that the FTLE, directional and arc-length Lagrangian
fields can be successfully used to capture different motion modalities to develop new descriptors for human and crowd behavior analysis. In the experiments, the integration time has been found to be a crucial parameter which
has to be tailored to the temporal focus range on which the event of interest
occurs. Determining an optimal temporal scale is an open issue and currently
requires prior knowledge about the data. For example, to extract the moving
person’s silhouette for the PCO application, a rather long integration time of
50 frames has been found to be optimal, while short integration times of about
4 frames lead to best classification results for violence detection. Combining
Lagrangian features of different temporal scales as proposed for violence
detection in [SES15] can be a promising approach to deal with this issue.
As demonstrated for the HoG object- and MoSIFT-based video-level descriptor, Lagrangian fields can be directly implemented into existing imageand/or video-processing methods to advance them towards Lagrangian notion
for motion analysis on variable temporal scales and to offer a superior performance. In a future work, the goal will be to develop novel concepts for
video-level description and classification based on Lagrangian-Convolution
Neural Network. In particular in this field, the proposed framework opens up
novel directions to develop an architecture for a Lagrangian-based CNN to
analyze motion at multiple temporal scales and to fuse multiple modalities in
order to fully exploit long-term and short-term motion information.
It has been shown that the Lagrangian analysis for videos comes along
with several challenges due to the limitations of optical flow methodology
compared to traditional CFD applications. Isolated aspects, e.g. perspective
distortion, occlusion, ego-motion or erroneous optical flow fields have been
investigated as a proof of concept in this thesis, but advanced understanding of
their impact, run-time analysis and their interplay with Lagrangian processing
will be a subject to future investigations.
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Part I
D E S C R I P T I O N O F D ATA - S E T S

A .1

M I D D L E B U RY

Figure 56.: Middlebury optical flow dataset. From left to right: Dimetrodon,
Grove2, Hydrangea and Venus sample frames.
The Middlebury optical flow dataset was proposed for benchmarking the
performance of dense motion estimation algorithms. It has been published in
2007 [BSL+ 07] and allows to participate online via submitting dense optical
flow fields by an online interface. So far, 127 methods have been submitted.
For training purposes, the dataset contains eight short sequences providing
the optical flow ground-truth of two consecutive frames. The training data
consists of four real-world and four synthetically rendered samples shown
on Figure 56. The main challenge of the Middlebury dataset is the precise
estimation of optical flow fields containing manifold discontinuities. With
an average velocity of about 4 and an maximal velocity of 22 pixels, the
motion in this dataset is small compared to recent benchmarks. The main
metrics provided by the dataset are different statistics of the end-point error
and angular error: the mean, the 50, 75 and 95 percentile as well as the
number of estimation with an end-point error below 0.5, 1.0 or 2.0 pixels.
The benchmark results and dataset can be downloaded at http://vision.
middlebury.edu/flow/.
A .2

KITTI

The KITTI benchmark-suit contains the KITTI 2012 [GLU12] and KITTI 2015
[MG15] optical flow datasets and allows to participate via an online submission
system. More than 90 methods have been submitted. The training datasets
consist of 193 (199 for KITTI 2015) sequences containing two consecutive
frames and optical flow ground-truth captured from stereo cameras mounted
on a car driving through the city of Karlsruhe. The second image of the stereo
camera is provided, too. As shown in Figure 57, ground-truth is available for
a fraction of the scene only if it was created based on laserscanner data.
The main challenges of the datasets are the long-range motion, i.e. average
and maximal velocity of 9 and 549 pixels for the 2012 and 8 and 724 pixels
for the 2015 training data, and extremely varying illuminations, e.g. when the
sun is dazzling. It has been shown that optical flow methods evaluated with
KITTI and Middlebury obtained a significantly different ranking. However,
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Figure 57.: KITTI optical flow dataset. Top row shows examples of the KITTI
2012 and bottom row of KITTI 2015 training data sample sequences.
the KITTI datasets are specialized in automotive applications which are most
affected by locomotion of the car. KITTI 2015 contains a larger variety of
different moving objects since it contains additional sequences captured while
waiting on a crossroad. The main advantage of both benchmarks is the ability
of labeling optical flow vectors that have not been computed. This allows to
submit sparse optical flow results. The measures of the KITTI dataset are
based on the end-point error. An additional binary mask allows to identify
the regions that are visible on only one of the adjacent frames. Statistics
such as mean value and percentage of pixels above a specific end-point error
(R3, R4, R5) are provided for pixels of non-occluded areas (NOC) and the
total frame (OCC). The homepage and access to both datasets are available at
http://www.cvlibs.net/datasets/kitti/index.php.
A .3

MPI-SINTEL

The most challenging optical flow dataset is provided by the MPI-Sintel
benchmark. The public dataset has 97 contributions and hs been created
based on a 3D animated open source short film. The training data consist
of 1040 ground-truth optical flow fields from 23 selected sequences. In
addition, the dataset contains binary masks of pixel position labeling regions
that are visible in only one of the adjacent frames. The dataset includes a rich
set of challenges such as long-range motion, illumination change, specular
reflections, motion blur, defocus blur and atmospheric effects. The average and
maximal velocities for this datasets are 5 and 445. Figure 58 shows a selected
set of sample sequences. The metrics provided by the benchmark are AEE
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Figure 58.: MPI-Sintel optical flow dataset. From left to right: Example frame
of the ambush_6, temple_2 and market_6 sequence.
over different region in the scene. The measures used in this thesis are AEE
for the complete frames and AEE from regions with velocities of different
intervals (s0-10, s10-40, s40+9). The ranking and data of the MPI-Sintel
dataset can be obtained at http://sintel.is.tue.mpg.de/.
A .4

KTH

Figure 59.: KTH dataset for human action recognition. From left to right:
sample frame of the action sequence boxing, hand clapping, hand
waving and running.
The KTH dataset has been proposed by Laptev and Lindeberg in [LL03] for
multi-class human action recognition. The dataset contains 2391 sequences
with six types of human action (walking, jogging, running, boxing, hand
waving and hand clapping) performed by 25 persons in four different scenarios:
outdoors, outdoors with scale variations, outdoors with different clothes and
indoors. The clips are recorded at 25 fps with varying durations. In each
video sequence, one actor performs one action. Figure 59 shows an exemplary
overview of the dataset . The data can be publicly accessed at http://www.
nada.kth.se/cvap/actions/.
A .5

WEIZMANN

The Weizmann dataset proposed in [GBS+ 07] is a multi-class human action
recognition dataset. The dataset consists of 90 low resolution video sequences
(180 × 144) showing nine different subjects performing nine types of actions
(bending, galloping sideways, jumping jack, jumping forward on two legs,
jumping in place on two legs, skipping, walking, waving one hand and waving
two hands). Each clip with the duration of about 2 seconds and the velocity
of 25 frames per second contains one actor performing one action before a
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Figure 60.: Weinzmann dataset for human action recognition. From left to
right: sample frame of the action sequence bend, jack, jump and
walk.

static background. Figure 60 shows an exemplary overview of the dataset.
The dataset has been designed to treat periodic and nonperiodic action in the
same framework and can be publicly accessed at http://www.wisdom.
weizmann.ac.il/~vision/SpaceTimeActions.html.
A .6

PETS2006

Figure 61.: PETS2006 dataset . From left to right: sample frame of sequences
taken from camera 1 to 4.
The PETS2006 has been published in conjunction with the ninth IEEE International Workshop on Performance Evaluation of Tracking and Surveillance
2006. The data have been recorded at a public train station as a benchmark for left luggage detection. The dataset consists of seven sequences
recorded from four differently positioned cameras filming the same scenes in
which people abandon objects of different sizes. Figure 61 shows exemplary
frames of each camera position. The dataset can be publicly accessed at
http://www.cvg.reading.ac.uk/PETS2006/.
A .7

H O C K E Y FI G H T

The Hockey Fight dataset was presented by Nievas et al. [NSGS11] for the
classification of violent and non-violent content in video data. The footage
contains 1000 short video clips from hockey games of the National Hockey
League. Each video clip is captured with 50 frames and a resolution of
360 × 288. The clips contain a number of person-on-person fights, mostly
captured from a close distance. The dataset has several challenges: different
points of view, camera motion and an unknown number of involved actors. Especially the motion blur around arms and legs which are moving very quickly
is challenging for the optical flow-based motion estimation. Figure 62 shows
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Figure 62.: Hockey Fight dataset for violence detection. Top row shows sample frames from the clip annotated as violent videos, bottom row
shows non-violent examples.

exemplary frames of violent and non-violent sequences. The dataset can be
publicly accessed at http://visilab.etsii.uclm.es/personas/
oscar/FightDetection/HockeyFights.zip

A .8

V I O L E N C E I N M OV I E S

Figure 63.: Violence in Movies dataset for violence detection. Violent sequences are shown at the top row and non-violent examples at the
bottom.
The Violence in Movies dataset has been introduced by Nievas et al.
[NSGS11] for the classification of violent and non-violent content in movies.
In 200 short video clips, 100 person-on-person fights are shown. The collection also contains 100 non-fight scenarios containing various sport events and
samples from the Weizmann dataset for action recognition [GBS+ 07]. Each
sequence contains approximately 50 frames and has a resolution of 720 × 480
except some fight sequences having a resolution of 720 × 576. Compared to
the Hockey Fight dataset, this dataset has a higher scene variation. The footage
suffers from interlace artifacts. However, the detection of violent and nonviolent videos is simplified because the fight scenes have similar structures
and backgrounds differing a lot from those in the non-violent scenes.
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Figure 63 shows exemplary frames of violent and non-violent sequences.
The dataset can be publicly accessed at visilab.etsii.uclm.es/personas/
oscar/FightDetection/Peliculas.rar
A .9

V I O L E N T C ROW D

Figure 64.: Violent Crowd dataset for violence detection. Violent sequences
are show at the top row and non-violent examples at the bottom.
The Violent Crowd dataset has been published by Hassner et al. [HIKG12]
for the classification of violent and non-violent video content. The collection
has been gathered from YouTube and comprises 246 short video sequences
which have been captured in a variety of arenas as opposed to the Hockey Fight
and Violence in Movies datasets. The scenarios in this dataset are manifold
and include e.g. football stadia, bars, demonstrations. Both indoor and open
areas are covered and also static and non-static cameras are used. The image
resolution of this dataset is 320 × 240 and the video length is varying from
around 50 to 150 frames. Major difficulties on this dataset arise due to the
image quality which is impaired by compression artifacts, motion blur, text
overlay, flash lights and different temporal resolutions. Due to all these factors,
the extraction of accurate motion information is very challenging.
Figure 64 shows exemplary frames of violent and non-violent sequences.
The dataset can be publicly accessed at http://www.openu.ac.il/
home/hassner/data/violentflows/.
A .10

L O N D O N R I OT S

2011

The London Riots 2011 is a non-public dataset which has been composed in
the course of the LASIE project funded by the European Union’s Seventh
Framework Program for research, technological development and demonstration under grant agreement number 607480. The videos have been captured
by the London Metropolitan Police during the disturbances across England in
2011 and show lootings, violent rallies, vandalism and other violent scenes
with a variety of actors. Videos used from this dataset typically have a resolution of 704 × 625 and show footage from non-static CCTV cameras with
both overviews and heavy zoom-ins. The overall image quality is poor: low
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contrast, reflections and motion blur are frequent. The videos show scenarios
with both crowds and single actors and have been annotated manually. The
footage has been divided into 50 videos containing violence and 50 videos
without violence. Due to data protection agreements, it is not possible to
provide any examples.
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Part II
B I L L I N E A R I N T E R P O L AT I O N A P P L I E D T O
L O C A L O P T I C A L F L OW

A .11

G E N E R A L I Z AT I O N F O R M - E S T I M AT E S W I T H P I E C E W I S E L I N E A R I N FL U E N C E F U N C T I O N S

The following calculations refer to theorem 1. The goal of this theorem was to
show that the iterative solution of the generalized gradient-based local optical
flow equation (see Eq. (11)) with the ICA and an influence function ψ of
piecewise linear functions depends only on a system of bilinear equations of
the following form:
f (εx , εy ) = εx εy k1 + εx k2 + εy k3 + k4 ,

(95)

if the solution is in the interval εx , εy ∈ [0, 1). According to Eq. (33), the
iterative solution of the this local optical flow formulation is the product of
the inverse gradient matrix G−1 and the mismatch vector b. That means the
solution that is denoted as the incremental motion vector ∆di can be in general
computed by:
∆di = G−1 · bi
G =

∑ w(x)∇I (x) · ψ (∇I (x))
x∈Ω

(96)
Since the inverse compositional algorithm is used, the inverse gradient matrix
only once computed and constant during the iteration. The only changing
variable is b of which the value at the sub-pixel position x must be estimated
for each iteration by bilinear interpolation:
b = (1 − εx )(1 − εy )b11 + (1 − εx )εy b10 + εx (1 − εy )b01 + εx εy b00

= εx εy (b11 − b10 − b01 + b00 ) + εx (b10 − b11 ) + εy (b01 − b11 ) + b11 ,
(97)
wherein b00 is the value of the mismatch vector at the down rounded integer
position bxc and b01 , b10 , b11 at the respective positions bxc + (0, 1)T , bxc +
(1, 0)T and bxc + (1, 1)T . These variables will be summarized as bXY . For
more clarity, the following auxiliary variables ck will be used:
b = εx εy (b11 − b10 − b01 + b00 ) + εx (b10 − b11 ) + εy (b01 − b11 ) + b11
|{z}
|
{z
}
| {z }
| {z }
c0

c1

c2

b = εx εy c0 + εx c1 + εy c2 + c3 .

c3

(98)

As a result the displacement vector can be written as:
d = G−1 (εx εy c0 + εx c1 + εy c2 + c3 )

= εx εy G−1 c0 +εx G−1 c1 +εy G−1 c2 + G−1 c3 .
| {z }
| {z } | {z }
| {z }
k0

k1

k2

(99)

k3

with d, ck , bXY ∈ R2 and G ∈ R2×2 . Only if the dependencies between the
mismatch vector b and the warped interpolated intensity values I (xXY ,t + 1)
are linear, εx and εy can be factored out and the solution of d depends on the
four adjacent mismatch vectors bXY only as defined above.
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This holds for: the ICA and the PLK methods
bXY =

∑ ·∇I · (I (x,t ) − I (xXY ,t + 1)) ,

(100)

x∈Ω

the RLOF, a subclass of local optical flow formulations based on the robust
M-estimators with piecewise linear ψ-functions, i.e.
bXY =

∑ w(x)∇I · ψ (I (x,t ) − I (xXY ,t + 1)) ,

(101)

x∈Ω

if the partitions of the data to the linear ψ − f unction remain constant, and the
previous local optical flow formulations implementing the extended intensity
constancy constraint (see Eq. (12)):
bXY =

∑ w(x) · T · ψ (I (x,t ) − I (xXY ,t + 1) − g(I (x), p)) ,

(102)

x∈Ω

such as the Gennert and Negahdaripour illumination model (see Eq. (41)),
where T = [∇I − I − 1]T , p = [c m] and g = m · I + c. But than solution is
then given by the extended form with:
 
d
(103)
= G−1 (εx εy c0 + εx c1 + εy c2 + c3 ) ,
p
wherein d ∈ R2 , p ∈ Rn , ck , bXY ∈ Rn+2 and G ∈ R (n+2)×(n+2) .
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