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Abstract
Neuroevolution is an active research field in artificial intelligence. It aims at evolving
artificial neural networks using evolutionary methods. Today, artificial intelligence is of
continuously growing importance. Among other techniques, neural networks do also play
a key role. This thesis develops nNEAT, a novel neuroevolutionary algorithm based on
the quasi-standard NEAT, considering multiple objectives being optimized concurrently.
Furthermore, the aspect of automatic parameter control is addressed to increase the usability of the new algorithm. Due to the relevance of sorting solutions qualitatively in
evolutionary algorithms, a novel sorting framework for multi-objective environments is introduced. It allows combining various measures from different spaces ad-hoc, without
requiring considerations about scaling and integration. A promising quality measure is the
R2 indicator. To foster its application, a new algorithm has been developed to compute
the exact R2 contribution of each solution within a set. It requires less computational
effort by factor µ (set size) in comparison to the conventional approach. Further results of
the thesis are a multi-objective variant of the well-known Double Pole Balancing problem,
as well as a lightweight and fast version of the Fighting Game AI Competition simulator.
Additionally, an abstract racing car simulation with a basic physics engine was developed,
which can be applied for training neural networks for realistic racing car simulations like
TORCS. It provides a speed-up of more than factor 110 in comparison to TORCS on our
test system. The main contribution of this work is the design and implementation of a
multi-objective neuroevolutionary algorithm that can be applied without expert knowledge
and thus supports multi-objective neuroevolution becoming a more frequently used utility.

Zusammenfassung
Neuroevolution ist ein aktives Forschungsgebiet in der künstlichen Intelligenz, welche zum
Ziel hat, künstliche neuronale Netze mithilfe evolutionärer Methoden zu entwickeln. Künstliche Intelligenz ist gegenwärtig von stetig wachsender Bedeutung. Neben anderen Techniken spielen auch neuronale Netze eine Schlüsselrolle. Diese Arbeit entwickelt nNEAT,
einen neuartigen neuroevolutionären Algorithmus, der auf dem Quasi-Standard NEAT basiert und mehrere Zielfunktionen gleichzeitig optimiert. Zur Erhöhung der Usability des
neuen Algorithmus werden verschiedene Ansätze zur automatischen Parameterkontrolle
untersucht und implementiert. Das Sortieren von Lösungen auf Basis ihrer Qualität spielt
im Bereich der evolutionären Algorithmen eine entscheidende Rolle. Zu diesem Zweck
wird ein neues Framework zur Sortierung von Lösungen in mehrdimensionalen Zielräumen
eingeführt. Es ermöglicht die Kombination verschiedener Qualitäts- und Diversitätsmaße
mit minimalem Vorbereitungsaufwand. Ein vielversprechendes Qualitätsmaß ist der R2Indikator. Um dessen Anwendbarkeit und Verbreitung voranzutreiben, wurde ein neuer
Algorithmus zur Berechnung des exakten R2-Beitrages jeder Lösung einer Menge entwickelt. Diese verbessert den benötigten Rechenaufwand im Vergleich zum konventionellen
Ansatz um den Faktor µ (Populationsgröße). Weitere Ergebnisse dieser Arbeit sind eine mehrkriterielle Variante des bekannten Double Pole Balancing-Problems sowie eine
optimierte Version des Fighting Game AI Competition-Simulators. Zusätzlich wurde eine
abstrakte Rennsimulation mit grundlegender Physik-Engine entwickelt, welche es erlaubt,
neuronale Netze für realistische Rennsimulationen wie TORCS zu trainieren. Im Vergleich
zu TORCS konnte auf unserem Testsystem eine Steigerung der Trainingsgeschwindigkeit
um mehr als den Faktor 110 erzielt werden. Die wesentliche Leistung dieser Arbeit sind
das Design und die Implementierung eines mehrkriteriellen neuroevolutionären Algorithmus, der ohne Expertenwissen angewendet werden kann und somit die Verbreitung und
Anwendung von mehrkriterieller Neuroevolution fördert.

Acknowledgments
First and foremost, I would like to thank my supervisor and teacher Silja Meyer-Nieberg
who supported me starting in master’s degree, through my very first steps in the scientific
community until finishing this dissertation. I am grateful for the huge effort she has spent
on reading and discussing my work and ideas. Often she guided me the direction or simply
asked the “right” questions. I am looking forward to future cooperation.
No less involved in the success of this work is my wife Irina. During my time as PhD
student she gave birth to our children Leonard and Victoria. While being a sacrificial
mother to our children, she has also been patient with my frustration about failures and
setbacks and never subsided showing interest in my work; asking questions, naming ideas
and inspiring my creativity. I enjoyed her support in the finalization of this thesis. Irina is
not only my wife and the mother of our children, she is also my role model and superhero
in person. I feel deep admiration and gratitude to Irina.
Also, I owe my thanks to Oliver Rose, Marko Hofmann, Nicole Berndt, Lisa Pinkert and
my brother Steve for proofreading this thesis and providing valuable hints and comments
to me.
A lot of thanks to my son Leonard for his unbreakable interest in my work, especially in
the case study about racing cars. Although currently only at the age of four years, he has
asked many questions about this work – sometimes amusingly but always comprehensible.
He thereby caused me thinking about those aspects from the critical view of a child.
Finally, I would like to thank my parents Anja and Frank, without whose assertiveness and
believe in me I would never have reached my early goals.
Last, but not least, I express my appreciation to the Bundeswehr which I owe the most
important parts on my course of education. Furthermore, I am grateful to Bundeswehr
University Munich and ITIS GmbH for supporting this thesis.

List of Symbols and Abbreviations
A[i]

Retrieves the ith element from a list / an array

K

Number of objectives

µ

Population size

λ

Number of Offspring

e.g.

exempli gratia / for example

et al.

et alii / and other people

i.e.

id est / that is

w.r.t.

with respect to

AES

Average Number of Evaluations to a Solution

AI

Artificial Intelligence

ANJI

Another NEAT Java Implementation

ANN

Artificial Neural Network

ARPC

Adaptive Range Parameter Control

ATS

Average Time to a Solution

AccNEAT

Accelerated NEAT

AutoML

Automated Machine Learning

CD

Crowding Distance

CEC

Congress on Evolutionary Computation

CMA-ES

Covariance Matrix Adaption Evolution Strategy

CPPN

Composition Pattern Producing Network

CPU

Central Processing Unit

CRI-EMOA

Combination of the Riesz s-energy and IGD+

CoSyNE

Cooperative Synapse Neuroevolution

DCNN

Deep Convolutional Neural Network

DDYPC

Doerr-Doerr-Yang Parameter Control

i

DNN

Deep Neural Network

DNN

Deep Neural Network

DPB

Double Pole Balancing

DQN

Deep-Q-Network

DTLZ

Deb-Thiele-Laumanns-Zitzler Test Problem Suite

EA

Evolutionary Algorithm

EARPC

Entropy-Based Adaptive Range Parameter Control

EMOA

Evolutionary Multi-Objective Algorithm

EP

Energy Points

ES

Evolution Strategies

ES-HyperNEAT

evolvable-substrate HyperNEAT

FOGA

Foundations of Genetic Algorithms

FTNES

Fixed Topology Neuroevolution Systems

GA

Genetic Algorithm

GAVaPS

Genetic Algorithm with Varying Population Size

GD

Generational Distance

GDE-EMOA

Generational Distance and -Dominance EMOA

HP

Health Points

HSO

Hypervolume by Slicing Objectives

HV

Hypervolume

HyperNEAT

Hypercube-based NEAT

HyperNEAT-GGP HyperNEAT General Game Playing
IBEA

Indicator Based Evolutionary Algorithm

IGD

Inverted Generational Distance

IPOP-CMA-ES

Increased Population Size CMA-ES

JPD

Joint Probability Distribution

LHD

Latin Hypercube Design

LoD

Level of Detail

MBF

Mean Best Fitness

MBQ

Mean Best Quality

MCTS

Monte Carlo Tree Search

MM-NEAT

Modular Multiobjective NEAT

ii

moDPB

Multi-Objective Double Pole Balancing

MOEA

Multi-Objective Evoluation Algorithm, see EMOA

MOGA

Multi-Objective Genetic Algorithm

MOMBI

Many-Objective Metaheuristic Based on the R2 Indicator

MONA

Multi-Objective Neuroevolutionary Algorithm

MOP

Multi-Objective Optimization Problem

moSEDR

Multi-Objective Standard Error Dynamic Resampling

moTSP

Multi-Objective Traveling Salesman Problem

NDR

Non-Dominated Ranking

NDS

Non-Dominated Sorting

NE

Neuroevolution

NEAT

NeuroEvolution of Augmenting Topologies

NEAT-MODS

NEAT - Multi-Objective Diversified Species

NEAT-PS

NEAT - Pareto Strength

NERO

NeuroEvolving Robotic Operatives

NOLH

Nearly Orthogonal Latin Hypercube Design

NPC

Non-Player Character

NSGA-II/III

Non-dominated Sorting Genetic Algorithm

OCD

Online Convergence Detection

OLH

Orthogonal Latin Hypercube

OLS

Ordinary Least Squares method

PDU

Pareto-dominance for Uncertain and Noisy Environments

PERT

Program Evaluation and Review Technique

PF

Pareto Front

PMX

Partially Mapped Crossover

PPC

Predictive Parameter Control

PPSN

Parallel Problem Solving From Nature

QI

Quality Indicator

qProcedure

Quality Procedure

R2

R2 Indicator

R2HCA-EMOA

R2-based Hypervolume Contribution Approximation EMOA

REVAC

Relevance Estimation and VAlue Calibration

iii

RLSMS

Randomized Local Search with Self-Adjusting Mutation Strength

RNG

Random Number Generator

RPM

Rotations per Minute

RTB

Runtime Behavior

rtNEAT

Real-Time NEAT

RWS

Roulette Wheel Selection

ReLU

Rectified Linear Unit

SANE

Symbiotic Adaptive Neuro-Evolution

SARSA

State-Action-Reward-State-Action

SAW

Stepwise Adaption of Weights

SCR

Simulated Car Racing Championship

SEDR

Standard Error Dynamic Resampling

SMS-EMOA

S-Metric Selection EMOA

SMS-NEMOA

S-Metric Selection Neuroevolutionary Multiobjective Optimization
Algorithm

SPEA2

Strength Pareto Evolutionary Algorithm 2

SR

Success Rate

SUS

Stochastic Universal Sampling

TORCS

The Open Racing Car Simulation

TSP

Traveling Salesman Problem

TWEANNs

Topology and Weight Evolutionary Artificial Neural Networks

UDP

User Datagram Protocol

XML

Extensible Markup Language

XOR

Exclusive Or

ZDT

Zitzler-Deb-Thiele Test Problem Suite

iv

Contents
1 Introduction
1.1 Motivation . . . . . . . . .
1.2 Related Work . . . . . . .
1.3 Overview Over This Thesis
1.4 Research Questions . . . .
1.5 Contributions . . . . . . . .
1.6 Underlying Publications . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

1
2
3
6
7
8
10

2 Foundations
2.1 Evolutionary Algorithms . . . . . . . . . . . . . . . . . . .
2.2 Comparing Solutions in the Presence of Multiple Objectives
2.3 Determining Quality in Uncertain Environments . . . . . . .
2.4 Control Parameters in Evolutionary Algorithms . . . . . . .
2.5 Artificial Neural Networks . . . . . . . . . . . . . . . . . .
2.6 Neuroevolution . . . . . . . . . . . . . . . . . . . . . . . .
2.7 NeuroEvolution of Augmenting Topologies . . . . . . . . .
2.8 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

11
15
24
32
40
51
57
60
71

3 Sorting in Multi-Objective Space
3.1 Considerations on Sorting in Multi-Objective Space
3.2 A Framework for Sorting in Multi-Objective Space
3.3 Efficient Computation of the R2 Contribution . .
3.4 Summary . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

73
74
77
88
91

Algorithms
. . . . . . . . . .
. . . . . . . . . .
. . . . . . . . . .

93
94
100
103

.
.
.
.

.
.
.
.

4 Experiments Concerning Evolutionary Multi-Objective
4.1 Assessing EMOA Quality . . . . . . . . . . . . . . . .
4.2 Multi-Objective Double Pole Balancing . . . . . . . .
4.3 Experiments and Evaluation . . . . . . . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

5 nNEAT - A Novel Multi-Objective Neuroevolutionary Algorithm
5.1 SMS-EMOA as Framework for Multi-Objective Optimization . . .
5.2 Components and Procedure . . . . . . . . . . . . . . . . . . . .
5.3 External Procedures in nNEAT . . . . . . . . . . . . . . . . . .
5.4 Different q-Procedures in nNEAT . . . . . . . . . . . . . . . . .
5.5 mNEAT – An Alternative to nNEAT . . . . . . . . . . . . . . .
5.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

111
112
113
120
122
131
132

v

CONTENTS
6 Increasing Usability with Parameter Control
6.1 Entropy-Based Adaptive Range Parameter Control
6.2 Doerr-Doerr-Yang Parameter Control . . . . . . .
6.3 Controlling nNEAT in Multi-Objective Double Pole
6.4 Summary . . . . . . . . . . . . . . . . . . . . . .

. . . . . .
. . . . . .
Balancing
. . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

135
135
141
144
153

7 Multi-Objective Double Pole Balancing
159
7.1 Multi-Objective Double Pole Balancing with Velocities . . . . . . . . . . 160
7.2 Multi-Objective Double Pole Balancing without Velocities . . . . . . . . 163
7.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 167
8 Case Study: Fighting Games
8.1 The Fighting Game AI Competition
8.2 Training Neural Networks . . . . .
8.3 Preliminary Experiments . . . . . .
8.4 ANNBot with Preprocessing . . . .
8.5 Experimental Analysis . . . . . . .
8.6 Conclusions and Outlook . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

173
176
179
182
186
197
210

9 Case Study: The Open Racing Car Simulation
9.1 The Simulated Car Racing Championship Software
9.2 Related Work . . . . . . . . . . . . . . . . . . .
9.3 ANNRacer . . . . . . . . . . . . . . . . . . . . .
9.4 Fitness Functions . . . . . . . . . . . . . . . . . .
9.5 Experimental Analysis . . . . . . . . . . . . . . .
9.6 Conclusions and Outlook . . . . . . . . . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

217
218
221
223
230
233
249

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

10 Conclusion and Future Work

251

Bibliography

255

A Control Parameters in nNEAT

281

B Pseudo-Code

285

C Further Details on: Foundations
C.1 Implementation of the EA Components . . . . . . . . . . .
C.2 Implementation Details on the Traveling Salesman Example
C.3 Specifications on the Quality Indicators . . . . . . . . . . .
C.4 Latin Hypercube Designs . . . . . . . . . . . . . . . . . .

.
.
.
.

295
295
299
301
301

.
.
.
.
.

303
303
305
308
314
319

D Further Details on: Fighting Games
D.1 Modifications on FightingICE . . . . . . . . . . . . . . . .
D.2 Discussion: Input Encoding and Output Strategies . . . . .
D.3 ANNBot – Direct Input Encoding . . . . . . . . . . . . . .
D.4 Implementation Details on Preprocessing Inputs to ANNBot
D.5 Further Fitness Functions . . . . . . . . . . . . . . . . . .
E Further Details on: simTORCS

vi

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

323

CONTENTS
F Further Information
329
F.1 Computer Specifications . . . . . . . . . . . . . . . . . . . . . . . . . . 329
F.2 CD Content . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 329
F.3 Applied Software . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 329

vii

viii

List of Figures
1.1

Content and interaction overview of this thesis. . . . . . . . . . . . . . .

2.1
2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9
2.10
2.11
2.12
2.13
2.14
2.15
2.16
2.17
2.18
2.19
2.20
2.21
2.22
2.23
2.24
2.25
2.26
2.27
2.28

Schematic map of Germany. . . . . . . . .
Comparison of problem-solving procedures.
Random number generators – Comparison.
Procedure of an EA. . . . . . . . . . . . .
Typical EA progress. . . . . . . . . . . . .
Population development. . . . . . . . . . .
Non-dominated ranking. . . . . . . . . . .
Hypervolume. . . . . . . . . . . . . . . .
R2 indicator. . . . . . . . . . . . . . . . .
Crowding Distance. . . . . . . . . . . . .
Dominance probability. . . . . . . . . . . .
PDU, step 1. . . . . . . . . . . . . . . . .
PDU, step 2. . . . . . . . . . . . . . . . .
Parameter setting approaches. . . . . . . .
Parameter tuning process. . . . . . . . . .
Taxonomy of parameter control. . . . . . .
Artificial neuron. . . . . . . . . . . . . . .
Artificial neural network. . . . . . . . . . .
Exemplary FTNES encoding. . . . . . . .
Competing conventions. . . . . . . . . . .
Recombination of two TWEANNs. . . . .
NEAT neural network encoding. . . . . . .
Innovation Manager. . . . . . . . . . . . .
Genotype-phenotype mapping in NEAT. . .
Topological mutation in NEAT. . . . . . .
Recombination in NEAT. . . . . . . . . .
NEAT-MODS, Survivor selection, step 1. .
NEAT-MODS, Survivor selection, step 2. .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

12
16
21
22
23
24
25
29
30
31
38
39
39
42
43
46
52
54
58
58
59
59
61
62
63
64
70
71

3.1
3.2
3.3
3.4
3.5
3.6

Different situations during survivor selection. . . .
Exemplary Hypervolume contributions. . . . . . .
Iterative q-procedure. . . . . . . . . . . . . . . .
Subordinate q-procedure. . . . . . . . . . . . . .
Merging q-values. . . . . . . . . . . . . . . . . .
Diversity in Hypervolume and Crowding Distance.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

75
79
81
82
83
86

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

9

ix

LIST OF FIGURES

x

4.1
4.2
4.3
4.4
4.5
4.6
4.7

Scale-up behavior of two EAs. . . . . . . .
Runtime behavior of two EMOAs. . . . . .
Parameter utility landscape. . . . . . . . .
Slicing of the utility landscape. . . . . . .
Double Pole Balancing. . . . . . . . . . .
Statistical comparison with missing blocks.
Procedure of the statistical comparison. . .

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

5.1
5.2
5.3
5.4
5.5
5.6
5.7
5.8
5.9
5.10
5.11
5.12
5.13
5.14

nNEAT components. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
Procedure of an EA. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
Genotype-phenotype mapping in NEAT. . . . . . . . . . . . . . . . . . . 115
nNEAT variation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
Different termination conditions. . . . . . . . . . . . . . . . . . . . . . 119
External procedures in nNEAT. . . . . . . . . . . . . . . . . . . . . . . 123
Runtime Behavior: q-Procedure Variants - DPB with velocities. . . . . . 125
Diversity in Decision Space: q-Procedure Variants - DPB with velocities. 127
Diversity in Objective Space: q-Procedure Variants - DPB with velocities. 128
Average Number of Genes: q-Procedure Variants - DPB with velocities. . 129
Runtime Behavior: q-Procedure Variants - DPB without velocities. . . . 130
Diversity in Decision Space: q-Procedure Variants - DPB without velocities.132
Diversity in Objective Space: q-Procedure Variants - DPB without velocities.133
Average Number of Genes: q-Procedure Variants - DPB without velocities. 134

6.1
6.2
6.3
6.4
6.5
6.6
6.7
6.8
6.9
6.10
6.11
6.12

Parameter ranges. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Adaptive parameter range resizing. . . . . . . . . . . . . . . . . . . . .
Range selection probabilities in EARPC. . . . . . . . . . . . . . . . . . .
Parameter ranges in DDYPC. . . . . . . . . . . . . . . . . . . . . . . .
Runtime Behavior: Parameter Control - DPB with velocities. . . . . . . .
Diversity in Decision Space: Parameter Control - DPB with velocities. . .
Diversity in Objective Space: Parameter Control - DPB with velocities. .
Average Number of Genes: Parameter Control - DPB with velocities. . .
Runtime Behavior: Parameter Control - DPB without velocities. . . . . .
Diversity in Decision Space: Parameter Control - DPB without velocities.
Diversity in Objective Space: Parameter Control - DPB without velocities.
Average Number of Genes: Parameter Control - DPB without velocities.

7.1
7.2
7.3
7.4
7.5
7.6
7.7
7.8

Runtime Behavior: External Comparison - DPB with velocities. . . . . . 161
Diversity in Decision Space: External Comparison - DPB with velocities.
163
Diversity in Objective Space: External Comparison - DPB with velocities. 164
Average Number of Genes: External Comparison - DPB with velocities. . 165
Runtime Behavior: External Comparison - DPB without velocities. . . . . 167
Diversity in Decision Space: External Comparison - DPB without velocities. 169
Diversity in Objective Space: External Comparison - DPB without velocities.170
Average Number of Genes: External Comparison - DPB without velocities. 171

8.1
8.2
8.3
8.4

Attack skill in FightingICE. . . . . . . . . . . . .
Marginal probability mass functions for Air_DB. .
Joint probability mass function for Air_DB. . . .
Marginal probability mass functions for all attacks.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.

.
.
.
.

96
97
98
98
101
108
109

136
138
139
143
147
148
149
150
151
153
154
155

177
188
189
189

LIST OF FIGURES
8.5
8.6
8.7
8.8
8.9
8.10

Conflicting fitness functions. . . . . . . . . . . . . . . . .
Comparison of sigmoid – Elliot sigmoid. . . . . . . . . . .
Runtime Behavior: FightingICE – ANNBot 1/2. . . . . .
Diversity in Decision Space: FightingICE – ANNBot 1/2.
Diversity in Objective Space: FightingICE – ANNBot 1/2.
Average Number of Genes: FightingICE – ANNBot 1/2. .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

196
197
200
201
202
203

9.1
9.2
9.3
9.4
9.5
9.6
9.7

SCR TORCS architecture. . . . . . . . . . . . . . . . .
Relation between speed difference, gas, and brake. . . .
Runtime Behavior: simTORCS – ANNRacer. . . . . . .
Diversity in Decision Space: simTORCS – ANNRacer. .
Diversity in Objective Space: simTORCS – ANNRacer.
Average Number of Genes: simTORCS – ANNRacer. .
Considered racing tracks. . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

219
227
235
236
237
238
241

10.1 Content and interaction overview of this thesis. . . . . . . . . . . . . . .

252

C.1 PMX, step 1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
C.2 PMX, steps 2 - 5. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
C.3 PMX, step 6. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

298
298
299

D.1 ANNBot movement matrix. . . . . . . . . . . . . . . . . . . . . . . . .
D.2 FightingICE skill classification. . . . . . . . . . . . . . . . . . . . . . . .
D.3 ANNBot output strategy. . . . . . . . . . . . . . . . . . . . . . . . . .

309
310
312

E.1 Track segments in simTORCS. . . . . . . . . . . . . . . . . . . . . . .
E.2 Exemplary turn. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
E.3 Level of detail. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

324
325
325

.
.
.
.
.
.
.

xi

xii

List of Tables
2.1
2.2
2.3
2.4

Real traveling time. . . . . . . . . . .
Results of the exemplary experiment. .
Selected EMOA overview. . . . . . . .
Selected parameter control approaches.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

12
22
33
51

3.1
3.2

Cardinality of different quality measures. . . . . . . . . . . . . . . . . .
Application of the q-procedures: (NDR + HV, CD). . . . . . . . . . . .

75
86

4.1
4.2

Parameter configuration in moDPB. . . . . . . . . . . . . . . . . . . . .
Exported solutions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

104
105

5.1
5.2
5.3
5.4
5.5

Parameter configuration of moSEDR. . . . . . . . . . . . . . . . . . . .
Success Rate: q-Procedure Variants - DPB with velocities. . . . . . . . .
Average Time to a Solution: q-Procedure Variants - DPB with velocities.
Mean Best Quality: q-Procedure Variants - DPB with velocities. . . . . .
Mean Best Quality: q-Procedure Variants - DPB without velocities. . . .

121
124
124
126
131

6.1
6.2
6.3
6.4
6.5
6.6

Success Rate: Parameter Control - DPB with velocities. . . . . . . . .
Average Time to a Solution: Parameter Control - DPB with velocities.
Mean Best Quality: Parameter Control - DPB with velocities. . . . . .
Mean Best Quality: Parameter Control - DPB without velocities. . . .
Mean Topology: Parameter Control - DPB without velocities. . . . . .
Comparison of EARPC – DDYPC. . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.

145
146
146
152
156
157

7.1
7.2
7.3
7.4
7.5
7.6

Success Rate: External Comparison - DPB with velocities. . . . . . . . .
Average Time to a Solution: External Comparison - DPB with velocities.
Mean Best Quality: External Comparison - DPB with velocities. . . . . .
Mean Topology: External Comparison - DPB with velocities. . . . . . . .
Mean Best Quality: External Comparison - DPB without velocities. . . .
Mean Topology: External Comparison - DPB without velocities. . . . . .

160
160
162
166
168
172

8.1
8.2
8.3
8.4
8.5

Selected reference opponents in FightingICE. . . . . . . .
Two selected networks. . . . . . . . . . . . . . . . . . . .
Success Rate: FightingICE – ANNBot 1/2. . . . . . . . .
Average Time to a Solution: FightingICE – ANNBot 1/2.
Mean Best Quality: FightingICE – ANNBot 1/2. . . . . .

.
.
.
.
.

179
184
199
199
199

9.1
9.2
9.3

Selected sensor values in TORCS. . . . . . . . . . . . . . . . . . . . . .
Actuators in TORCS. . . . . . . . . . . . . . . . . . . . . . . . . . . .
RPM-based gear shifting policy. . . . . . . . . . . . . . . . . . . . . . .

220
221
229

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

.
.
.
.

.
.
.
.
.

xiii

LIST OF TABLES
9.4
9.5
9.6
9.7
9.8
9.9
9.10
9.11
9.12
9.13
9.14

xiv

Best lap times known. . . . . . . . . . . . . . . . . .
Average racing times without noise. . . . . . . . . . .
Average racing times with noise. . . . . . . . . . . . .
Fastest controllers without noise. . . . . . . . . . . .
Fastest controllers with noise. . . . . . . . . . . . . .
Point-based ranking without noise. . . . . . . . . . .
Point-based ranking with noise. . . . . . . . . . . . .
Penalties in real TORCS without noise. . . . . . . . .
Penalties in real TORCS with noise. . . . . . . . . . .
Evaluation against reference opponents without noise.
Evaluation against reference opponents with noise. . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

241
242
242
243
243
244
244
244
245
245
246

A.1 Control Parameters of nNEAT. . . . . . . . . . . . . . . . . . . . . . .

283

C.1 Dominance relations. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
C.2 Exemplary EA implementation. . . . . . . . . . . . . . . . . . . . . . .
C.3 Exemplary EA parameters. . . . . . . . . . . . . . . . . . . . . . . . . .

296
299
300

D.1 ANNBot attack skill selection. . . . . . . . . . . . . . . . . . . . . . .

314

E.1 Sensor information in simTORCS. . . . . . . . . . . . . . . . . . . . . .

326

F.1 Software applied to create this thesis and the enclosed source codes. . .

329

Chapter 1
Introduction
This thesis considers multi-objective neuroevolution, a department of reinforcement learning. Reinforcement learning is an approach typically applied in artificial intelligence. Here,
an agent learns a certain behavior without any suggestion of proper actions but instead
finds appropriate ones by receiving a reward for “good” choices. The goal is to maximize
that reward and thereby improve its own behavior [1, p. 1f].
A practical example can be found in the work of Kinsley [2], who trained a neural network
to drive a car autonomously within the virtual environment of the video game Grand Theft
Auto 5 1 . While the traffic in the video game follows strict patterns, the neural network
learns to control the car on its own by receiving a reward for decisions that contribute to a
safe and somehow “believable” driving style. Although the network considers visual input
instead of meta information of the game, its driving skills are substantial [2] and thereby
allow to transfer the learned behavior from the simulation to the real world, for example
to control a real car in real traffic. However, the applicability depends on the degree to
which the training environment matches the real world, for example whether it considers
unforeseeable situations like accidents, unaware pedestrians or drivers that do not follow
the defined rules. A recent survey of Hussain and Zeadally [3] on autonomous driving in
the real world shows that training does typically not happen in simulated environments exclusively, but also on real world tracks. Nevertheless, utilizing a simulation on a computer
allows saving thousands of hours and kilometers driven by real cars, which would be necessary otherwise. A real-world example of an autonomously driving car is given by the Tesla
Model S, which enjoys broad distribution and popularity2 . Artificial intelligence, including
reinforcement learning, plays a decisive role in the process of developing autonomous cars
[3].
Reinforcement learning may also be applied to develop challenging non-player characters
(NPC) in video games. NPCs and opponents should adapt their behavior every time the
player has discovered a new way to exploit them, to create long-term interesting video
games. NPCs following scripted behaviors do not only require large effort in creation but
also do not provide the required flexibility and learning ability [5]. A survey of Shao et
Online: https://www.rockstargames.com/games/V, last accessed: 2021-03-26. Note that the
author disapproves the violent content of the video game and refers to it only due to its realistically
simulated environment.
2
However, there are still numerous challenges to cope with: The Tesla Model S has been included in
lethal accidents that were caused or at least not avoided by Tesla’s so-called Autopilot in the past [4].
1
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al. [6] shows that reinforcement learning is popular for many platforms today. Prominent
examples include the video games Minecraft [7] and (Viz)Doom [8]. However, finding
promising solutions often includes considering numerous interacting parameters, which
results in the dimension of the search space being outstandingly large, and the problem
becoming intractable [9, p. 6]. Additionally, the intended behavior often cannot be
described sufficiently by a single criterion but requires regarding multiple aspects. These
may be in conflict to each other [9, p. 195f]. Consider the autonomously driving car once
more: It is useless if it drives safely but at an exceptionally low speed. On the other hand,
a high-speed controller must not be applied in the real world if it tends to cause accidents.
These two objectives may not be maximized simultaneously and require a certain trade-off
[9, p. 196]. The research field of multi-objective optimization deals with such problems.
Among other techniques like Q-learning [10], artificial neural networks (ANN) are prominent in reinforcement learning. Often these are also (only) referred to as neural networks
(however, not meaning their real-world pendant by that). Artificial neural networks imitate the processes in the (human) brain [11, p. 6ff] and can be trained in numerous ways,
including neuroevolution [11, p. 34-37]. Neuroevolution develops neural networks inspired
by biological evolution and thereby combines the fields of neural networks and evolutionary
algorithms [12, p. 10ff]. Today’s quasi-standard for evolving neural networks, including
their topology, NEAT, has been proposed by Stanley [12]. While it is very efficient on
single-objective problems, NEAT is not able to evolve neural networks for multi-objective
tasks [12, p.34-41].
This thesis introduces a novel multi-objective neuroevolutionary algorithm based on NEAT.
It allows evolving neural networks for multi-objective tasks efficiently and thereby contributes to making neuroevolution applicable on more complex and close-to-real-world
problems.

1.1

Motivation

Neuroevolution comprises a subset of reinforcement learning methods to efficiently train
neural networks. While traditional neuroevolution works on fixed topology neural networks
where only the link weights are subject to evolution, more recent approaches also consider
the addition of new topological elements [13]. Adding topological elements to neural
networks grows their respective genomes, thus the dimension of the decision space is
variable in this case. On the one hand, this allows to find solutions that comprise the
minimum necessary size. On the other hand, the optimal topology is unknown for each
problem instance a priori and thereby has to be approached during training [12, p. 10ff].
An introduction to neural networks is given in Section 2.5.
NEAT tackles the challenge of evolving the topology in addition to weights with a novel
encoding for neural networks that enables an efficient implementation of the complexification approach. It finds the optimal topology, i.e., dimension of a solution, and furthermore
spends the most time of the evolutionary process in lower dimensional space. The search
is shifted to higher dimensional space through complexification during the evolutionary
process [12, p. 3]. NEAT has been shown to be an efficient method for evolving neural
networks for single-objective tasks [12], it emerged as today’s quasi standard for neuroevolution. See for example the number of citations of the original paper [14] introducing NEAT
in 2002: Altogether there are 3,013 citations, of which 1,620 were only within the past
2
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five years3 . However, NEAT does not allow the optimization of neural networks towards
multiple objectives simultaneously [12, p.34-41]. This is the major drawback of NEAT, as
there are 1. optimization problems that cannot be reduced to a single objective4 without
losing their expressiveness, but also 2. single-objective problems can be transferred into
more comprehensive variants of themselves by adding further objectives. An example is
given by the multi-objective variant of the well-known Double Pole Balancing problem
[16, 12], introduced in Section 4.2: It considers not only the time in balance, but also the
energy consumption of the controller. The result is superior to a controller that focuses
only on the time in balance, as one cannot be sure about its energy consumption. This
has to be determined with an additional trial that might lead to the insight that its energy
consumption is inadequate, and the evolutionary process was unsuccessful thereby. That
abstract example can be transferred to various real-world situations, e.g., the autonomous
car.
For efficiently evolving neural networks for multi-objective tasks, we propose nNEAT : a
NEAT-based evolutionary multi-objective algorithm for neural networks. It is inspired by
two proven algorithms in their respective domains: NEAT [12] as (single-objective) neuroevolutionary algorithm and SMS-EMOA [17] as framework for multi-objective genetic
algorithms. Taking their respective advantages into account, nNEAT evolves neural networks that can cope with challenging tasks: See the experimental comparison in Chapter 7,
as well as the case studies in Chapters 8 and 9.

1.2

Related Work

This thesis focuses on the development of a neuroevolutionary algorithm considering multiple objectives simultaneously. It also includes the definition and description of interfaces
to external algorithms and procedures. A detailed description of the novel algorithm is
given in Chapter 5. Neuroevolution is an active research area with numerous publications
each year, for getting an overview over the state-of-the-art, we queried different search
engines, among those Google Scholar5 : A total of 8,430 publications have been found,
of which 4,530 were published within the last five years6 . Due to the substantial number
of publications, we focus on work that heads towards the same direction of combining
neuroevolution with multi-objective optimization.
The earliest neuroevolutionary methods evolved only the weights of neural networks of
fixed topology, which in turn allows to encode the genomes as real vectors of fixed size.
We call these approaches classic or conventional neuroevolution [13]. This allows to
use any evolutionary algorithm working with vectors of real numbers like CMA-ES [18]
(Covariance Matrix Adaption Evolution Strategy, single- and multi-objective) or NSGA-II
[19] (multi-objective) for neuroevolution. A drawback of fixed topology neuroevolution is
that the hidden neurons and all links between the neurons have to be defined a priori by
the user, changes during evolution are not possible. This can have considerable effect on
the performance of the neural networks [20].
Results obtained from Google Scholar on 2020-10-30.
A common approach is scalarization which determines a weighted fitness sum from multiple objectives.
However, it faces a couple of disadvantages [15, p. 67-69] that will be addressed in Section 2.2.
5
Online: https://scholar.google.de, last accessed: 2021-03-26.
6
Results obtained from Google Scholar on 2020-10-30.
3
4
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Aside adjusting links of complete networks, the evolution of certain network-components,
e.g., Symbiotic Adaptive Neuro-Evolution [16] (SANE) or Cooperative Synapse Neuroevolution [21] (CoSyNE) has been considered. A solution in SANE comprises a single neuron
defining its connections to the input and output layer; therefore, a neural network is composed of a subset of neurons from the population [16]. Even more fine-grained, CoSyNE
maintains a separate population for each link occurring in the network. Solutions are real
valued defining a weight for the corresponding link. Fixed-topology networks are composed
of one member of each population [21].
In 2002 Stanley first proposed the NeuroEvolution of Augmenting Topologies (NEAT)
algorithm [14, 12], which will be described in detail in Section 2.7. NEAT employs a
node-based encoding, where a genome contains the links (from and to neuron, weight,
and further information) labeled with historical markings. This allows to compare and
recombine neural networks of arbitrarily shaped topologies ad-hoc without any preparation
effort. NEAT is based on a genetic algorithm for single objective problems [12]. Gauci and
Stanley [22] introduced the HyperNEAT (Hypercube-based NEAT), a variant of NEAT
evolving Composition Pattern Producing Networks (CPPN). A CPPN thereby represents
a function that returns the weight of a link between two positions, i.e., neurons in a
neural network. The neuron positions are provided as two (x, y)-vectors. This variant
of indirect encoding of neural networks through CPPNs allows evolving networks with
millions of connections with a comparably small CPPNs [22]. Different extensions like ESHyperNEAT [23] (evolvable-substrate HyperNEAT), as well as specific applications like
HyperNEAT-GGP [24] (HyperNEAT General Game Playing), focusing on playing Atari
games, have emerged since then.
NEAT and its different variants have successfully been applied on distinct types of (academic) video games like The Open Racing Car Simulator (TORCS), NeuroEvolving Robotic
Operatives (NERO), Ms. Pac-Man and Unreal Tournament [20].
We have already outlined the relevance of considering multiple objectives when real world
problems are approached. There are also different multi-objective variants of NEAT: In
2008 Schrum and Miikkulainen [25] applied the NSGA-II [19] to evolve multi-modal behavior of NPCs in an experimental video game. The neuroevolutionary part is based
on various NEAT components: The first generation starts with minimal neural networks
whose weights and topologies are mutated during evolution. Fitness sharing, speciation
and recombination were not considered. It comprises a rather experimental approach; the
authors did not claim a certain name for it. Schrum and Miikkulainen found that their
multi-objective algorithm evolved significantly better neural networks than the original
NEAT in a three-dimensional optimization problem. They were the first to indicate that
multi-objective neuroevolution is promising for tasks of increasing complexity [25, 26].
Lehman et al. [27] proposed another combination of NEAT and NSGA-II in 2013. The
speciation component of NEAT has been replaced by an auxiliary objective that encoded
the diversity of a solution in relation to its k-nearest neighbors in the decision space.
The authors found that training neural networks for “reactivity” positively influences their
corresponding robustness in different scenarios [27]. In 2013 van Willigen et al. [28] introduced NEAT-PS which is based on the original NEAT. To cope with multiple objectives,
NEAT-PS utilizes the Pareto Strength measure that was initially proposed for the SPEA
2 [29] algorithm. The Pareto Strength of a solution equals the scalar aggregation of all
its fitness values based on Pareto dominance [29]. It thereby allows applying arbitrary
single-objective EAs on multi-objective problems. Thus, also the original implementation
4
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of NEAT could be employed to evolve neural networks that are intended to cope with a
multi-objective task. It only requires the fitness value of each solution to be aggregated
in advance. Another multi-objective offspring of NEAT, called NEAT-MODS, has been
proposed by Abramovich and Moshaiov [30] in 2016. The algorithm is also a combination
of NEAT and NSGA-II. It inherits different components from both algorithms. While speciation equals the original NEAT implementation, survivor selection is based on the sorting
procedure of NSGA-II. Thereby it combines multi-objective components with the original
NEAT and extends it to operate on multi-objective problems. We will describe NEAT-PS
and NEAT-MODS more detailed in Section 2.7. Furthermore, Schrum and Miikkulainen
[31] proposed the Modular Multiobjective NEAT (MM-NEAT) for evolving modular neural
networks in 2016. The work is mainly based on Schrum’s dissertation [26]. MM-NEAT
is a further combination of NSGA-II and NEAT that aims to evolve different modules for
neural networks, where each describes a separate behavior. NSGA-II is utilized to evolve
a population in combination with the basic principles and operators of NEAT [31].
To our knowledge, all multi-objective variants of NEAT, except NEAT-PS, employ the
NSGA-II. While NSGA-II is a popular and efficient EMOA [19], we could not find any
combinations of more recent algorithms with NEAT during our research. Therefore, we [32]
initially proposed nNEAT (named mNEAT-IB in [32]) in 2018. The paper also introduced
a multi-objective variant of NEAT, called mNEAT. Both approaches have shown promising
behaviors in a multi-objective version of the well-known Double Pole Balancing problem.
Furthermore, nNEAT has been applied to evolve a neural network controller for a fighting
game [33].
In 2019, Denysiuk et al. [34] suggested the application of SMS-EMOA to evolve neural
networks independent of NEAT: Their SMS-NEMOA encodes neural networks by a real
valued string and furthermore a Boolean array. The user has to specify the input and
output layer and the maximum number of hidden neurons to be considered within a single
hidden layer. While the real valued string of a genome encodes the link weights of the
network, the Boolean array determines the hidden neurons that are enabled, including their
connected links. Thereby, SMS-NEMOA evolves the weights of a neural network as well
as approaches its optimal topology. SMS-NEMOA [34] is similar to nNEAT [32, 33] in
some characteristics but replaces NEAT and its approved concepts by a simpler encoding.
However, the encoding does not allow adding further or recurrent connections between
neurons as well as additional hidden layers.
Recently, Abdikenov et al. [35] suggested applying NSGA-III [36, 37] to optimize the hyperparameters7 of deep neural network (DNN) models, for example the number of hidden
layers, neurons, and the activation functions. Thereby they achieved a better interpretability of the hyperparameters as well increased performance of the resulting DNNs.
Note that current trends indicate that considering quality measures different from objectives or fitness functions can lead to promising success: In novelty search one focuses on
behavioral diversity instead of diversity in decision space or on objectives [41].
A hyperparameter controls the functioning of a certain algorithm. It can be seen as a higher-order
parameter [38, 39, 40].
7
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1.3

Overview Over This Thesis

This thesis is structured as follows: In Chapter 2 we give an introduction into evolutionary
algorithms for single and multiple objectives, artificial neural networks and neuroevolution.
Furthermore, we will introduce different measures for determining the quality of solutions in
multi-dimensional space, which is necessary in multi-objective optimization. The chapter
also describes diverse ways of addressing noise in the evolutionary process, as well as
measures that can be taken to set the control parameter values of an evolutionary algorithm
properly. Finally, the chapter introduces the NEAT [12] algorithm along with two variants
of NEAT focusing on multi-objective environments. Summarized, the necessary knowledge
to follow the further chapters and contributions is provided.
Chapter 3 starts with a discussion about sorting in multi-objective environments, its limitations, and requirements depending on the task at hand, i.e., mainly parent and survivor
selection. Based on that, we introduce a novel sorting framework for multi-objective environments, which allows combining different quality measures over various spaces in an
efficient, clear, and expressive way. The chapter concludes with the presentation and proof
of a computationally efficient procedure for determining the exact R2 [42] contribution
for each solution of a set.
An introduction of different measures for investigating and comparing the effectiveness and
efficiency of evolutionary algorithms is given in Chapter 4. This chapter also addresses
benchmark problems and their necessity for that task. Additionally, a multi-objective
variant of the well-known Double Pole Balancing problem [43] is introduced. It will be
applied as benchmark control task in the remainder of this thesis.
The novel multi-objective neuroevolutionary algorithm nNEAT, based on the concepts of
NEAT and SMS-EMOA [44], is introduced in Chapter 5. Aside a detailed description of
its components, we also address all external procedures and approaches that nNEAT relies
on. This includes, but is not limited to, the sorting procedure, parameter control and
uncertainty handling. Additionally, the influence of different quality measures for sorting
the solution set on the performance of nNEAT is investigated. To that end, the multiobjective Double Pole Balancing problem is considered. Finally, a brief introduction to
mNEAT [32], a multi-objective extension of NEAT is given. However, this thesis focuses
on nNEAT, while mNEAT will be addressed in future work in more detail.
The relevance of control parameters and their influence on the performance of evolutionary
algorithms is undisputed [45, p. 271]. Also, the behavior of nNEAT is controlled by
numerous parameters. From our perspective, determining suitable parameter values for a
certain problem is a laborious and error-prone task, which negatively influences the usability
of evolutionary algorithms. Chapter 6 addresses this task with two generic algorithms for
controlling parameters. Both aim at setting the best fitting parameter values during
runtime dynamically. An implementation for both algorithms, including an interface to
nNEAT, is provided and their effect on nNEAT’s performance is analyzed in the multiobjective Double Pole Balancing problem. The results indicate that both algorithms have
a clearly positive impact on the performance of nNEAT and should be considered in a
suggested “default variant” of nNEAT.
To investigate whether the novel approach is superior to existing multi-objective variants of
NEAT, an experimental comparison to NEAT-PS [46] and NEAT-MODS [30] is carried out
in Chapter 7. Here, also, the multi-objective Double Pole Balancing problem is considered.
6
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The final part of this thesis includes two case studies: Chapter 8 examines the Fighting
Game AI competition FightingICE [47]. Here, a neural-network-controlled fighting bot is
developed and investigated in an experimental comparison against a set of state-of-the-art
reference opponents. Chapter 9 aims to evolve a neural network controller for the racing
car simulation TORCS [48]. The new controller will also be evaluated against the best
reference opponents available to assess its performance. The results of both case studies suggest that our novel neural network controllers achieve considerable performances.
Especially the racing car bot in Chapter 9 is able to beat some of the best bots existing
within the TORCS environment.
Finally, the results of this thesis and several directions to continue our research are pointed
out in Chapter 10.

1.4

Research Questions

This thesis focuses on the development of a novel neuroevolutionary algorithm that considers the optimization of multiple objectives simultaneously. We are particularly interested
in its practical application and aim at making it accessible to users of distinct experience levels. Its practical applicability requires an investigation and comparison to other
techniques within the field of artificial intelligence. Opening the novel algorithm to a
broad spectrum of users furthermore necessitates a high degree of automatism concerning configuration and application of the algorithm. The following research questions are
investigated throughout this thesis:
Research Question 1.A. Is multi-objective neuroevolution competitive to other approaches of
reinforcement learning and artificial intelligence?

Based on that abstract question, we formulate two more specific research questions:
Research Question 1.B. Is a combination of NEAT with recent evolutionary multi-objective
algorithms beneficial for multi-objective neuroevolution? How can the different concepts be
combined and integrated with each other?
Research Question 1.C. Which measures have to be taken to allow the ad-hoc application of
the novel neuroevolutionary algorithm?

Note that the term “ad-hoc application” in the above research question aims at automating
the setup and configuration of the neuroevolutionary algorithm as far as possible. The
user should be allowed to apply the neuroevolutionary algorithm with low configuration
or preparation effort. Considering the two questions above, in combination with different
experiments being carried out properly, we are enabled to draw conclusions about the main
question 1.A.
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1.5

Contributions

In the following, we describe the contributions of this thesis to provide answers to the according research questions. Figure 1.1 gives a visual overview over the different algorithms,
quality metrics and components that interact with each other to fulfill our main goal, a
multi-objective neuroevolutionary algorithm (MONA). Furthermore, the set of considered
test problems is provided.
Contribution to Research Question 1.B The first step towards a novel MONA includes the identification and design of the necessary components of that algorithm.
NEAT [12] is a sufficient basis to evolve neural networks and hence provides all components that are representation-specific, including the representation itself and the
variation operators. On the other hand, SMS-EMOA [17] is a popular framework for
multi-objective optimization. A similar concept is followed by the more recent R2EMOA [49]. Both EMOA have a common structure and procedure that will be the
basis for the multi-objective part of the novel MONA. Furthermore, the steady state
population model of the EMOA will be included. The resulting nNEAT represents
a combination of both domains, neural networks and multi-objective optimization.
A detailed description is provided in Chapter 5. See also the blue components in
Figure 1.1. However, the performance of nNEAT strongly depends on the measures
that determine the quality of the single solutions within the population. To allow a
uniform and efficient application of different quality measures, even from different
spaces, we propose a novel sorting framework for multi-objective environments in
Chapter 3, shaded in orange in Figure 1.1. An experimental comparison of nNEAT
against NEAT-MODS [30] and NEAT-PS [46] in Chapter 7 will investigate, whether
the novel MONA provides benefits over already established neuroevolutionary algorithms. The multi-objective Double Pole Balancing problem has been developed
for that purpose, it is described in Chapter 4 and shaded in red in Figure 1.1. For
the experimental analysis we also derived a new diversity measure concerning neural
networks based on the moment of inertia, suggested by Morrison and De Jong [50].
Contribution to Research Question 1.C This research question focuses on the usability of the novel MONA nNEAT. As mentioned above, a major part of the preparationeffort has to be put into setting the parameter values of the algorithm. To avoid
that effort for the user, we propose, to our knowledge, the first implementation of
two different parameter control algorithms on a MONA in Chapter 6. These are
shaded in green in Figure 1.1. To reduce the computational effort put into nNEAT,
we provide an efficient algorithm for determining the non-dominated solutions of a
set in Section 2.2.1 as well as a fast implementation to determine the exact R2
contribution [42] of every solution within a set in Section 3.3. The related quality
measures and components are orange-shaded in Figure 1.1. The improved procedures, as well as further quality measures like the Hypervolume [44] or the Crowding
Distance [19], are implemented as so-called q-procedures in the novel sorting framework, described in Chapter 3. Thereby the users are enabled to select among those
implementations to meet their preferred combination of q-procedures to solve the
problem at hand. As a further key point, we provide all necessary information about
external procedures and components that are employed by nNEAT in Chapter 5 and
furthermore suggest a “default variant” that includes parameter control, a set of
q-procedures that aim at finding high-quality but diverse solutions simultaneously
8
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SMS-EMOA

Genetic Algorithm

Sorting Framework

Components

Quality Measures

NEAT
EARPC

Multi-Objective
Neuroevolution

NDR
R2

Control
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HV
Problem

DDYPC

CD
TORCS
FightingICE

Fitness Functions
Uncertainty
Handling

moSEDR

moDPB

Figure 1.1: Algorithms (blue and green, left part), quality measures (orange, right part)
and test cases (red, lower part) considered in this dissertation.
and more. Also, an approach to cope with uncertainty is provided – shaded in
yellow in Figure 1.1. The user can decide to apply this default variant or which
components are to be replaced with different equivalents to solve a problem. We
see it as a further important aspect that nNEAT and its components are based on
comprehensible and as-simple-as-possible procedures. This has positive influence on
debugging the algorithm as well as its further development.
Contribution to Research Question 1.A The previously described research questions
do mainly contribute to the answer to our main research question. However, the
aspect whether nNEAT is capable to compete with other approaches of reinforcement learning and artificial intelligence is investigated in two case studies concerning
fighting and racing car games in Chapters 8 and 9, shaded in red in Figure 1.1. For
both simulations we provide lightweight and computationally efficient derivatives
that allow the evolution of neural networks and their – compared to the original
implementation – fast evaluation. The two case studies belong to the category of
video games, which are an important testbed and development environment for artificial intelligence for several reasons. Furthermore, video games can profit strongly
from the implementation of artificial intelligence as well [51, p. 16f, 24]. A short
illustration of that topic follows in Chapter 8. Due to the important connection
between video games and artificial intelligence, we will provide the results of this
thesis as open source Kotlin framework and additionally as a free Unity 3D8 asset9
to foster the application of genetic algorithms and neuroevolution in video games.

8
9

Online: https://unity.com, last accessed: 2021-03-26.
Which is still in work at the moment of finishing this thesis.
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1.6

Underlying Publications

This thesis is partly based on the following publications:
1. Steven Künzel and Silja Meyer-Nieberg. “Evolving Artificial Neural Networks for
Multi-Objective Tasks”. In: Applications of Evolutionary Computation. Springer
International Publishing, 2018, pp. 671–686. doi: 10.1007/978-3-319-77538-8_45
[32]
2. Steven Künzel and Silja Meyer-Nieberg. “Coping with Opponents: Multi-Objective
Evolutionary Neural Networks for Fighting Games”. In: Neural Computing and
Applications (Mar. 14, 2020). doi: 10.1007/s00521-020-04794-x [33]
The author of this thesis contributed at least 50 % to the above-mentioned publications.
Chapter 5 and Section 4.2 significantly extend the concepts of [32, 33]. Chapter 3 improves the concept initially proposed in [33] and shifts it on a generally applicable level.
Furthermore, the case study in Chapter 8 is based in parts on [33].
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Chapter 2
Foundations
As early as 1859, the world-famous scientist Charles Robert Darwin published “On the
Origin of Species” [52]. That work describes his understanding of evolution, which is still
accepted as valid today. The principle of survival of the fittest comprises a population of
individuals living in a certain environment. The individuals that are adapted best to that
environment have the best chances to survive for a longer time and thus may contribute to
succeeding generations in greater quantity. For example, imagine a population of mammals
that are the prey subject to a certain hunter. Mammals that are camouflaged appropriately
will be harder to identify for the hunter. Thus, it will hunt the less adapted individuals
whose genes are thereby extinct from the population’s pool.
It is obvious that many problems, for example creating schedules [53] and timetables [54]
or optimizing the design of ultrawideband antennas [55], can be encountered similarly:
Take a set of random solutions, evaluate the utility of each candidate, and select the most
promising for further investigation. This can also include mating two solutions to create
new ones as well as modifying solutions slightly, i.e., mutating them. Following these
abstract instructions will likely lead, finally, to a proper solution on the given problem,
much better than the initial ones are. Abstracted variants of real-world problems using a
computer can be encountered with methods of evolutionary computing. This represents
an alternative to problem-tailored algorithms, which require an explicit understanding of
the problem at hand and its underlying parameters’ interactions. Evolutionary algorithms,
the main branch of evolutionary computing, will be described in detail in Section 2.1.
First, an introductory example on an abstracted real-world problem is given.
Example 1 (Traveling Salesman Problem). The Traveling Salesman Problem1 [58] (TSP) gained
popularity in research credit to M. Flood in the 1930s. He admitted having heard about the
problem first in a seminar talk by H. Whitney in 1934. It describes the following situation: There
are N cities existing in a certain area, e.g., a country. A salesperson wants to travel the ideal
route from his home in city c1 to all other N − 1 cities and finally return home to c1 . Every
town must be visited exactly once. What the “ideal” route is, depends on the situation and the
salesperson’s preferences: It can be the fastest, shortest, cheapest or any other route.
Let there be a set of cities C = {c1 , . . . , cN }. The “cost”, independent whether it is distance,
Note that the author of this thesis explicitly supports referring to the problem as the more inclusive
Traveling Salesperson Problem. Although that term is already used in literature [56, 57], the majority of
publications still considers the traditional name.
1
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Table 2.1: Real traveling time [h:min] (upper right part) and distances between [km]
(lower left part) the cities A to E. Taken from
Google Maps on 2020-03-11 at 8pm.

C

A

D

B

F

A
193
289
573
585

A
B
C
D
E

E

Figure 2.1: Schematic depiction of Germany.
The traveling salesperson must visit the cities
A to E.

B
2:07
497
569
460

C
3:09
4:57
432
791

D
5:58
6:00
4:21
591

E
6:10
4:37
7:57
5:55
-

traveling time or expenses, between two cities is mapped by a function cost : C × C → R. The
concrete definition of cost is given by a set of real or imaginary data. For visualization of an
example, see Figure 2.1. That schematic depiction contains five cities C = {A, . . . , E} which
represent real existing cities in Germany: A (Berlin), B (Dresden), C (Hamburg), D(Cologne),
E (Munich). Next to the figure, see Table 2.1 which lists the traveling time and the distances
between each pair of cities. Depending on the route it may occur that a longer route can be
traveled in less time, e.g., A − D compared to B − D2 . Note that we assume that the distance
and traveling time is equal in both directions for each route.
While the solution for the shortest route is easy to find in that case (travel the convex hull of
the set C), it can be a different situation for the traveling time or expenses. Furthermore, when
there are more cities taken into account, e.g., Erfurt (F) which is located between Dresden (B)
and Cologne (D) and thereby not part of the convex hull, the situation gets more complex.
Formally the problem is to find a permutation P = (i1 , i2 , . . . , iN ) of integers from 1 to N that
minimizes the quantity

f (P ) =

N
−1
X







cost cin , cin+1 + cost ciN , ci1



n=1

which is the fitness of the route described by the permutation. A proper implementation for cost
is given by the distance between two cities [58]. But when translating the abstract definition of
cost into a real-world situation, the salesperson was probably not only interested in minimizing
the total traveling distance but also the traveling time. This rises necessity for a second definition
of cost and two fitness values f1 and f2 for each route P :
f1 (P ) =

PN −1

f2 (P ) =

PN −1

n=1
n=1







distance cin , cin+1 + distance ciN , ci1








and



time cin , cin+1 + time ciN , ci1 .

Between the five selected cities, the major part of the routes will be on freeways, which can be
used for free in Germany. Thereby the traveling time is mostly linearly increasing with growing distance.
Anyway, the situation can be vastly different in other countries or a fictive scenario.
2
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Finding the route thereby has two (often) conflicting objectives
1. Minimize the traveling distance and
2. Minimize the traveling time.
In other words, a further enhancement of one objective is only possible upon the expenditure of
the remaining one: A shorter route may avoid freeways and hence leads to longer traveling time
and vice versa. We will come back to that example throughout this chapter.
Note that the Traveling Salesman Problem comprises all possible configurations of cities. When
a particular configuration of cities is selected, we call this an instance of the TSP [59].

The previously introduced Example 1 with its two conflicting objectives describes a multiobjective optimization problem:
Definition 1 (Multi-Objective Optimization Problem). [15, p. 8] A multi-objective optimization problem is defined
 as minimizing (or maximizing) a set of fitness functions
F (x) = f1 (x) , . . . , fK (x) , where x ∈ X N is an N -dimensional decision vector. The
decision space can be limited by constraints gm (x) ≤ 0 for m ∈ {1, . . . , M } and hp (x) = 0
for p ∈ {1, . . . , P }.
The goal of an optimization problem is to minimize or maximize certain objective values.
It is called a minimization or maximization problem, respectively. Throughout this thesis
we will treat all optimization problems as minimization problems. The decision space
X N composes all possible vectors [15, p. 4], i.e., permutations in TSP. Each of those is
called a candidate solution, or simply solution. Every part of a vector in decision space
corresponds to a component of a candidate solution x ∈ X N . Furthermore, the objective
space RK contains the K-dimensional fitness vector of any candidate solution. Every part
corresponds to a component of F (x) [15, p. 7]. The relation between X N and RK is
given by the evaluation function F : X N → RK – the mapping from decision to objective
space [15, p. 8].
The evaluation function F composes of a set of fitness functions f1 , . . . , fK , with each
fk : X N → R for k ∈ {1, . . . , K}. Each of those determines a scalar fitness for a
candidate solution. In many real-world problems, as well as in the TSP-example, the
fitness functions are conflicting with each other [15, p. 6].
Restrictions to candidate solutions are determined by available resources and the properties
of the environment [15, p. 5]. Both, decision, and objective space may be limited by
equality and inequality constraints, for example a maximum traveling time of 100 timeunits in TSP, denoted as:
g(x) = f2 (x) − 100 ≤ 0
which rejects all candidate solutions x ∈ X N with f2 (x) > 100 [15, p. 5f].
While in a single-objective optimization problem all fitness values can be ordered completely, multi-objective space is only partially ordered, due to conflicting fitness functions
[15, p. 6]. A concept that emerges in the context of multi-dimensional objective spaces
is the Pareto dominance:
13
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Definition 2 (Pareto Dominance). [15, p. 11] An objective vector u ∈ RK dominates
another vector v ∈ RK , denoted by u  v, if and only if
∀k ∈ {1, . . . , K} : uk ≤ vk ∧ ∃l ∈ {1, . . . , K} : ul < vl .
The partially ordered objective space does not allow to pick a single “best” candidate
solution but a set of (non-dominated) solutions whose objective vectors are not dominated
by any other solution’s objective vector [15, p. 11f]. The set of these solutions is called
the Pareto optimal set. Their respective objective vectors are called Pareto front:
Definition 3 (Pareto Optimal Set and Pareto Front). [15, p. 11] The Pareto optimal set
P ∗ ⊆ X N of decision vectors for a given evaluation function F : X N → RK is defined as
∗



P = x∈X

N

0

¬∃x ∈ X

N

 

:F x

0



 F (x) .

Furthermore, the Pareto front P F ∗ contains the corresponding objective vectors mapped
from the elements in P ∗ :
n

o

P F ∗ = F (x) x ∈ P ∗ .
The solutions within the Pareto optimal set are a trade-off w.r.t to the objective or decision
space [15, p. 12]. It is likely that no single Pareto optimal solution exists [15, p. 10] and
thereby the cardinality of the Pareto optimal set is mostly greater than one.
Note that the Pareto optimal set of solutions P ∗ is unknown for most optimization problems. Thus, one tries to approach the real Pareto optimal set by finding solutions close
to or belonging to it [15, p. 14]. In evolutionary algorithms, which are subject of the
next section, the best yet known solutions are denoted as Pknown [15, p. 14]. When more
insight in a problem could be gained and more promising candidate solutions were found,
the set Pknown will be updated iteratively. It is widespread practice [15, p. 11] to refer to
the objective vectors of the final Pareto optimal set as the Pareto front, although these
might not represent the true Pareto front. Throughout this thesis the term Pareto front
is used following this principle and refers to it as the set of the best solutions found during
the evolutionary process.
Further note that there are multiple dominance relations that can occur in K-dimensional
objective space, listed in Table C.1. The table can be found in Appendix C.
Two further important terms w.r.t. the objective space are the ideal vector i [15, p. 8]
and the worst vector 3 w, which restrict its extent. Both vectors are defined by the best
respectively the worst possible values for each objective. For a K-dimensional minimization
problem where all fitness functions return values between 0 and 1, these can be defined
as
i = (0, . . . , 0) ∈ [0, 1]K and w = (1, . . . , 1) ∈ [0, 1]K .
The worst vector is often termed as nadir vector. Note that Deb et al. [60] define the nadir vector
as the vector formed by the worst value in each objective of the true Pareto front.
3
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Often a further restriction of the objective space is possible as for some objectives only
values greater than zero or lower than one might occur.
The rest of this chapter is structured as follows: In Section 2.1 we will introduce evolutionary algorithms. This includes a brief historical outline, an overview of the components
and the procedure of evolutionary algorithms. Section 2.2 introduces different quality
measures and sorting procedures that are applied for sorting candidate solutions based
on their respective qualities in multi-objective optimization. Many academic as well as
real-world problems are influenced by uncertainty in one or another form – we provide an
overview over different measures to cope with uncertainty in optimization in Section 2.3.
The behavior of most evolutionary algorithms is controlled by one or more parameters,
called control parameters, the setting of these has strong influence on the performance
of the algorithm. Section 2.4 introduces parameter tuning as well as parameter control,
two research fields that are dealing with the question of how to set parameter values in
which environment. In Section 2.5 artificial neural networks will be introduced and based
on that, Section 2.6 combines evolutionary algorithms and artificial neural networks to
neuroevolution. Finally, we will introduce today’s quasi-standard for neuroevolution, the
NEAT algorithm in Section 2.7. Also, the two most important multi-objective derivatives
of NEAT are presented.

2.1

Evolutionary Algorithms

The origin of evolutionary computing dates to 1948 when Alan Turing proposed “genetical
or evolutionary search” [61, p. 127]. His work was of theoretical nature and could not
be tested using a powerful machine, the first experiments on a computer were conducted
by Bremermann [62] in 1962. From there, different paradigms emerged: Evolutionary
programming (optimizing the numerical parameters of a fixed computer program, Fogel
et al. [63]), genetic algorithms (Holland [64], with its well-known representatives NSGA-II
[19] or SMS-EMOA [44]), evolution strategies (Rechenberg [65], also represented by the
popular CMA-ES [66]) and genetic programming (applying genetic algorithms for evolving
programs, similar to evolutionary programming, Koza [67]). Evolutionary computing as
a general term, includes all the above mentioned and further paradigms that emerged
over time [9, p. 14]. In a recent paper, Slowik and Kwasnicka [68] give an up-to-date
overview over the previously mentioned paradigms, including details and examples for
each of those. Evolutionary computing is an active research field with more than 2,000
publications in journals and conferences in 2014 [9, p. 15] and a growing trend in the
succeeding years. Until November 2018 a total of more than 100,000 papers on the abovementioned paradigms has been recorded in the Web of Science database [68]. The major
conferences on evolutionary computing are represented by CEC, EVO*, FOGA, GECCO
and PPSN [9, p. 15].
In computational theory different classes of problems based on the runtime complexity
of the algorithms solving those problems exist. First, note that the following definitions
are oversimplified, however our intention is to provide an abstract overview to the reader.
Please refer to [69, Chapter 34] for a formal definition. Problems are categorized into
class P, if there exists an algorithm with a worst-case runtime smaller than F (n) for some
polynomial function F and problem size n [9, p. 10]. The problem size can be defined,
for example, by the number of variables considered [9, p. 9f]. The class NP contains
all problems that can be verified within polynomial time: Given a valid solution to the
15
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Figure 2.2: Schematic comparison of the performance of random search, (hybrid) EAs and
problem specific algorithms averaged over a certain range of problems (adapted from [9,
Fig. 3.8 and 10.1]).
problem (also called a solution’s “certificate”) an algorithm can verify its correctness in
polynomial time [69, p. 1049]. Further, the class NP-complete includes all problems of
class NP with the restriction that all remaining problems in the class NP can be reduced4
to that problem. The transforming algorithm has to terminate in polynomial time [9, p.
10]. To summarize, there may exist algorithms that solve certain instances of NP-complete
problems within polynomial time. Nevertheless, these algorithms are applicable only on a
small partition of problem instances. One can either accept that circumstance or fall back
on approximate solutions or the application of meta-heuristics [9, p. 11].
In this thesis we will focus on genetic algorithms, a sub-class of meta-heuristics, which
belong to the class of evolutionary algorithms or short EAs. The basic concept of EAs foots
on theory of the survival of the fittest by Darwin [52]. The general framework of EAs is
defined by a population of solutions, which might be randomly initialized, and subsequently
variation among those solutions. Through variation novel solutions are created. These are
credited with a certain fitness by evaluation. Selection then determines which partition
of the solutions will remain in the population and which partition becomes extinct [9,
p. 26]. Real-world problems can be tackled by EAs, starting by creating an abstract
version of those problems. The key elements within that step are to find an appropriate
representation for the solutions to that problem in abstracted manner [9, p. 28f] and the
definition of what makes an appropriate solution in the context of the problem, the fitness
function(s) [9, p. 30]. Numerous components of EAs are stochastic, i.e., determined by
random [9, p. 26f]. This includes that one cannot expect an EA to always find a solution
of maximum quality. But, provided that an adequate representation as well as definition
of fitness are given, one can expect to find a “good” solution very certainly [9, p. 34, p.
46-48].
Figure 2.2 shows a comparison of different approaches on solving problems. Note that
4

10].
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Transformed to an equivalent representation via an appropriate, certainly one-way mapping [9, p.
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the depiction does not include all but only a subset of problem instances. In fact, the
performance of an algorithm averaged over all possible problem instances is indifferent to
any other algorithm, as the No Free Lunch Theorem [70] says. The depiction thereby has
rather practical relevance as one is typically not interested (and not capable) in solving all
problems, but a certain set of problems or problem instances. A problem specific approach
represents a certain algorithm that was tailored to exactly the problem at hand. When the
problem is varied, it rapidly loses its performance. The other extreme is given by random
search, which randomly draws solutions on the given problem. It represents a kind of
performance baseline for the meta-heuristics considered: Evolutionary algorithms can outperform random search on most problems as their search contemplates the most promising
sectors of the space [9, p. 43f]. Hybrid EAs combine domain-knowledge with evolutionary methods [9, p. 168]. When applied on problems where certain expert-knowledge is
available, this can be employed to create specialist operators for certain components that
exceed the performance of a pure EA as well as of a problem specific solution. The more
specific knowledge is put into such a hybrid EA, the more its performance curve approaches
the one of a problem specific solution. Less specific knowledge results in the shape of the
curve approaching the performance curve of a “pure” EA [9, p. 167f]. See [9, Chapter
10] for further explanation.
Note that also EAs cannot be applied without a certain adaption to an arbitrary problem.
As stated above, at least an appropriate representation and adequate definition of fitness
must be provided. Furthermore, the representation also influences the choice of operators,
see exemplary Implementation 8 on page 297. Finally, the performance of an EA strongly
depends on its control parameters. We will address this topic more detailed in Section 2.4.
As suggested by Eiben and Smith [9, p. 11f], applying EAs on NP-complete problems
brings large benefits w.r.t. the width of applicability and computation time. The multiobjective Traveling Salesman Problem, as defined in Example 1, belongs to the class of
NP-complete [9, p. 11] problems and thereby is an appropriate candidate to approach
with an EA. The size of the TSP is determined by the number of cities contemplated. We
will briefly describe the components of an EA, exemplary for moTSP, in the next part of
this section.

2.1.1

Components of an Evolutionary Algorithm

This section describes the different components of an evolutionary algorithm: Representation, fitness function(s), population, parent selection, variation, survivor selection, initialization, and termination condition(s). Aside the description in this section, we provide
an exemplary implementation for each component in the appendix in Section C.1.
Representation The first design step to apply an EA to a real-world problem is to
map that problem into the “world of the EA”. This mapping includes, and often requires,
simplifications and abstractions of various aspects of the real world. The representation
defines the format in which solutions of the real problem, called phenotypes, are specified
such that the EA can manipulate those, called genotypes. The evolutionary process is
carried out in the space of genotypes, i.e., the decision space. To determine the quality
of a genotype it must be decoded into the corresponding phenotype [9, p. 28f].
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Fitness Function(s) The evaluation function, often referred to as fitness function [9,
p. 30], defines the environment of the evolutionary process: It specifies the requirements
to which the population must adapt and furthermore defines the meaning of quality in
general, and quality improvement in particular. A fitness function can be described by a
function or procedure that assigns a fitness value5 (= quality) to a solution. From the view
of the real-world problem, it represents the task to be solved. The fitness function forms
the basis for selection and thereby determines the direction into which the evolutionary
process is driven [9, p. 30]. Multiple fitness functions can exist at the same time, resulting
in a fitness vector rather than a single value being assigned to the solutions.
Population All EA are population-based [9, p. 27] and thereby operate on a certain set
of solutions, called population. In most algorithms and applications, the size of that set,
i.e., the parameter Population Size, is fixed [9, p. 31]. There are exceptions that employ
a population of dynamic size [71] or even multiple populations of varying size [72]. The
finite size of the population represents the limited resource for which the individuals must
compete. In most cases one has only to define the (fixed) size of the population, while
there are also variants of populations that employ spatial structures via certain distance
metrics or neighborhood relations that need to be defined. Both selection steps, parent,
and survivor selection, are carried out on the population-level, hence not the solutions are
adapting to a certain environment, but the population does. The population is the “unit
of evolution” [9, p. 30]. A key role is played by the diversity of the population, a measure
defining to which extent different solutions are prevalent in the set. A diverse population
is worthwhile as it allows evolution to proceed6 . The diversity of a set can be defined in
numerous ways, commonly in form of the difference in genotypes, phenotypes, or fitness
values [9, p. 31]. We will go into further detail on diversity-measures in Section 4.1.
Parent Selection Parent Selection determines which solutions of the current population
are considered for creating offspring. Selection thereby is typically based on the quality
of the solutions, while other criteria like diversity, age or genome size of a solution can
also play a role. Parent selection is typically stochastic in evolutionary algorithms, the
probability of a solution to be selected is somehow related to its quality. Often every
solution, even the worst one, has a non-zero probability of being selected as parent [9,
p. 31]. The gradation between better and worse solutions can be made upon absolute
quality values or ranks that are determined by sorting the solutions based on their quality.
It is also termed Selection Pressure and plays a vital role: If the pressure is too high, the
EA likely faces the problem of converging within a few generations to a local optimum,
also called premature convergence. On the other hand, if chosen too low, the evolutionary
process increasingly resembles random search [9, p. 80f]. The selection, always requiring
the probabilities of the solutions accordingly being known, is based on a certain scheme, for
example tournament selection or roulette wheel selection [73]. Selection can also be carried
out deterministic, e.g., always selecting the best N solutions as parents. However, this
scheme is prone to premature convergence due to its exceedingly high selection pressure.
Note that in biology parents are (typically) not selected by an external force but find each
Note that for minimization problems smaller fitness values are preferred over large ones. The term
fitness thereby might be found as somewhat misleading. However, minimization problems can be easily
transferred into maximization problems and vice versa [9, p. 30].
6
While low or no diversity will compulsively lead to stagnation.
5
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other based on their own habits and preferences. That mate choice approach has also
been considered in research, exemplary see the work of Leitão and Machado [74].
Variation The aim of variation operators in EAs is to create novel solutions based on
the existing ones. The operators can be distinguished upon their arity, i.e., the number
of solutions taken as input: While unary operators are often termed mutation, N -ary
operators for all N > 1 are considered as recombination [9, p. 31]. Mutation takes a
single solution and returns a modified variant of it. The output is always determined
by a series of random decisions, the goal is to cause an unbiased random change to
the parental solution. It thereby defines the topological structure of the decision space:
Creating a mutated version of a solution leads to reaching a new point within the decision
space. A mutation operator should ensure that every solution in decision space can be
reached, the search space is called connected then [9, p. 32]. The existence of mutation
as a variation step is not mandatory, genetic programming does not employ mutation
in most cases for example. On the other hand, in evolutionary programming, mutation
is the only variation operator [9, p. 32]. Any multi-parent variation operators are called
recombination. It is also stochastic and combines N parents into 1 to N offspring, whereas
for N > 2 there is no biological equivalent. The decision, which parts of the parents are
combined is typically determined randomly. The idea behind recombination is, that if
two or more parents have promising features, their offspring will hopefully combine and
improve those features. In practice, most combinations will lead to undesirable results,
which are even worse than their parents. But a small partition of combinations is likely
to be promising and thereby contributes positively to the progress of evolution. Equal to
mutation, recombination is also not forcibly necessary, different paradigms of evolutionary
computing employ it as the only variation operator, e.g., genetic programming, while
others, evolutionary programming for example, do not make use of it at all [9, p. 32].
Mutation and recombination are often applied with a certain probability, called Mutation
Probability and Recombination Probability, respectively. This yields a non-zero probability that mutation or recombination will not be performed. All variation operators are
representation-dependent and must be adapted to the requirements of the chosen representation [9, p. 31 - 33]. Take for example the Single-Point-Crossover [9, p. 52f]: While
it works well for binary representations, it incorporates the risk of creating invalid solutions
when a permutation-representation is given. In hybrid EAs certain refining or repairing
work can be done to the offspring after variation, which modifies their genomes based on
a predefined scheme. Often this is applied when constraints restrict the decision space
and an offspring solution is located outside the valid regions of the space [9, p. 208f].
Survivor Selection In most algorithms concerning evolutionary computing, the population size is fixed to a value of µ and thereby represents a limited resource for which the
members of the population compete [9, p. 31]. The step of survivor selection, which can
also be termed replacement strategy, makes a distinction between the solutions based on
a certain desirable measure. For example, the fitness, quality, diversity, novelty, or age
(i.e., protect younger solutions against elder ones). After offspring creation, the number
of solutions existing (previous population + offspring) often exceeds the µ slots available.
Hence, a reduction to µ solutions is necessary. This happens deterministically in most
cases. For example, by selecting the µ best solutions and discarding the remaining ones.
That strategy is called steady state, as it only allows the mean fitness (or another quality
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measure) within the population to improve or stay equal [9, p. 33]. The motivation behind
survivor selection is not only to match the target population size, but much more pushing
evolution forward by forcing quality improvement and competition. Survivor selection thus
is the “engine of evolution” [9, p. 26].
Initialization The initialization determines how the first generation of solutions is created. Typically, it is kept simple by creating solutions at random. However, problem
specific heuristics can also be regarded to create a certainly specialized initial population
with a higher baseline fitness. Also, previously determined high-quality solutions may be
added to the initial population7 . It remains to be decided, whether any previously conducted measures are worth the additional effort, see for example the typical fitness curve
of EA in Figure 2.5. It is growing rapidly in the early stage of the evolutionary process and
is likely to exceed the fitness values gained by any initialization-heuristic fast [9, p. 34].
Termination Condition The aim of the termination condition is to guarantee that the
EA stops at a certain point. A proper point to stop the EA is when a solution of the
best possible fitness has been obtained. This certainly requires the optimum fitness to be
known in advance. Independent of the fact, whether the optimum fitness is acquainted,
EAs are stochastic procedures that do not guarantee to find a solution of that fitness [9,
p. 34]. Thereby further termination conditions must be considered in disjunction to the
optimum fitness, commonly applied measures are:
• A predefined maximum amount of CPU time or evaluations has expired,
• the fitness improvement of the population remains under a certain threshold for a
period of time8 (also known as stagnation or convergence), or
• the population diversity drops under a certain threshold [9, p. 34].
Generating Random Numbers Although it is not a separate component of an EA,
the generation of random numbers is a crucial element for performing virtual evolution on
a computer. Because computers work deterministic, most numbers generated by random
number generators (RNG) are called pseudo random numbers. A deterministic RNG always
returns the same output if the precondition is equal. An example for an efficient and highquality RNG is the Mersenne Twister [76]. It has a very long period of 219937 − 1 and
generates a vector of 624 equally distributed numbers at once. Thus, it guarantees to
return each number (practically) only once9 while having a high performance because only
every 625th random number an operation of the Mersenne Twister must be performed
[76]. The Mersenne Twister is initialized using a seed-value.
There are other deterministic, e.g., Linear Congruential Generators [77], and nondeterministic procedures, which are based on natural sources like radioactive decay [78]. A hybrid
of both can be used in the way to create the seed for a deterministic RNG using a nondeterministic RNG. Note that deterministic RNGs have the advantage that their results
are reproducible if the seed-value is known. High-quality RNGs sample numbers from a
Note that this also increases the risk of the population converging exactly towards those solutions. An
adequate choice of the selection pressure is, especially here, indispensable to avoid premature convergence.
8
An example is the Online Convergence Detection proposed by Trautmann et al. [75].
9
Example: If a Mersenne Twister implementation would generate 109 random numbers per second it
would take approximately 1.367 × 105985 years until a repetition occurred.
7
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(a) Mersenne Twister [76].

(b) Variant of RANDU [77].

Figure 2.3: Visual evaluation of the quality of two random number generators. For each figure 25, 000, 000 pseudo-random numbers within the interval [0, 25, 000] have been drawn.
The right result shows that the occurrence probability is not uniform for all numbers.
continuous uniform distribution U (0, 1), different theoretical and empirical tests are existing to determine the quality of RNG [79]. Low-quality RNGs should not be considered
for application in EAs (or anywhere in general), as generating “as-random-as-possible”
numbers is crucial here. A visual comparison10 of Mersenne Twister against the linear
congruential generator RANDU [77] is provided in Figure 2.3. It shows a clear preference
of Mersenne Twister over RANDU.

2.1.2

An Evolutionary Experiment

The previously described components in combination form an EA. Recall that an exemplary
implementation for each of those is provided in Section C.1. A schematic depiction of
the general framework of any EA is given in Figure 2.4. In the beginning, the population
is initialized randomly or using a certain heuristic. All solutions are evaluated and sorted
before the main loop of the EA is entered. The resulting order is based on the information
obtained from evaluation. The procedure within the evolutionary loop, as Figure 2.4 shows,
starts by creating a certain amount of offspring solutions by beforehand selected parents.
All solutions that have not been evaluated yet need to undergo evaluation and sorting in
the next step11 . Survivor selection reduces the size of the population by discarding the
least promising solutions. An epoch is finished by the check for termination. If the main
loop is not left here, the EA continues with the next generation, i.e., the next iteration
within the main loop.
We applied an exemplary EMOA on a variant of the multi-objective Traveling Salesman
Problem, details on the problem instance and components of the EMOA can be found in
Section C.2. In the remainder of this section, we discuss the results of the experiment and
furthermore outline the most important findings.
After repeating the experiment for 200 times we obtained the average fitness values,
The interval [0, 25, 000] was mapped to a 500 · 500 pixel array. Altogether 25,000,000 samples were
drawn and the occurrences of each number were counted. The color of the respective pixel was set
according to the number of occurrences (black = small number / white = large number of occurrences).
11
Note that depending on the problem context it might become necessary to evaluate the elder solutions
in the population, too. For example in problems tackled with coevolution [9, p. 224 - 227].
10
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Figure 2.4: General framework of the procedure of EAs (adapted from [9, Fig. 3.1 and
Fig. 3.2]).
printed in Table 2.2. It shows the mean and best fitness values for both, f1 (Length)
and f2 (Time), of the initial population, after the half of the evolutionary process and of
the final population. Note that the final Pareto front included 31 solutions on average
(with a standard deviation of 22.3). The values in Table 2.2 underline a finding that
can often be observed when EAs are applied on a problem: While in the beginning of
the evolutionary process large improvements w.r.t. the fitness are achieved, the rate
of improvement decreases dramatically with time proceeding [9, p. 42]. A schematic
depiction is given in Figure 2.5. See for example the best value of the length of a route
in Table 2.2. Initially it has a length of 607 units on average. Within the first 2,525
generations a route of average length 418 is found, an improvement of circa 31%. During
the next 2,525 generations, the further improvement only amounts approximately 0.5%.
Similar observations can be made for all other data provided in Table 2.2. The main
insight is that typically the benefit of a long run over a shorter one is negligible. The user
thereby needs to decide, whether such a small improvement justifies longer runs of the EA
or whether a more sophisticated termination condition can be employed to that end [9, p.
43]. Exemplary considering the convergence behavior of the EA while trying to figure out,
when no more significant improvement of the fitness can be expected. Summarizing, the
results in Table 2.2 show, that an appropriate route – much better than the best random
(initial) route could be found in every case. Thereby the application of a simple EA could
lead to a significant improvement of the route length and traveling time. With further
considerations and tuning, even better results could be achieved probably.
Table 2.2: Mean and best fitness values (Length = f1 , Time = f2 ) averaged over 200
runs of the experiment.
Generation
0
2,525
5,050

Mean
Length Time
765.335 541.375

Best
Length Time
607.16 468.165

±11.2

±6.5

±76.0

±40.6

461.35

400.62

418.435

393.085

±49.8

±17.6

±57.6

±30.2

443.225

394.115

415.4

389.83

±56.1

±18.9

±60.8

±27.4

Finally, let us give some remarks on the procedure that happens from the perspective of the
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Quality, e.g. Best Fitness

Y

X

Time

Figure 2.5: Often observed progress of EAs: The progress X, w.r.t. fitness that is made
within the first half of the run clearly exceeds the progress Y within the second half.
The conclusion is that long runs of EAs often do not result in significantly better results
(adapted from [9, Fig. 3.7]).
objective space in an EA. The predefined target is to find solutions that are concentrated
at the optimum (or optima, if multiple of similar quality exist) within objective space. Two
terms are important in that belongings: exploration and exploitation [9, p. 42]. While the
first considers entering new regions of the decision space to find promising areas that are
unknown yet, the latter aims at investigating areas known to be promising in more detail,
i.e., to consider the neighborhood of high-quality solutions within the decision space. This
is motivated by the expectation that solutions neighboring in decision space will also map
to similar objective vectors. A local or global optimum may be discovered this way [9,
p. 42]. Figure 2.6 shows that process schematically: Initially, the solutions are randomly
spread over the fitness landscape12 . After some generations, the regions of lower fitness
are abandoned, and the solutions start to cluster around the optima. At termination, the
population (hopefully) consists of solutions located closely to the optima [9, p. 41].
Leading an EA to success, a healthy proportion of both, exploration and exploitation is
necessary. If exploitation was applied without exploration, mostly local optima will be
found. The EA focuses on the space around the best yet known solutions and thus gets
probably stuck in local optima – the previously mentioned premature convergence occurs. On the other hand, when exploration happens without exploitation, the evolutionary
process rather resembles random search than a targeting procedure [9, p. 42].
In summary, evolutionary algorithms can be powerful utilities to work on optimization
problems. However, to unfold their full performance, it is necessary to plan, control
and evaluate their application carefully. For a further, more extensive introduction to
Note that the figure shows a fitness curve, as it represents a single-objective optimization problem.
For multi-objective optimization problems the fitness landscape is also multi-dimensional.
12
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Halfway
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Fitness

Begin

Points in Decision Space

Figure 2.6: Population of an EA over distinct stages of the evolutionary process: In the
beginning the decision space is explored, with time going on the most promising areas are
exploited (adapted from [9, Fig. 3.4]).
evolutionary computing we refer to the eponymous book of Eiben and Smith [9] in good
conscience.

2.2

Comparing Solutions in the Presence of Multiple
Objectives

Sorting solutions based on their quality is a crucial task in evolutionary algorithms which
mainly determines progress and performance. However, in a multi-objective environment
there is the challenge to establish an order among solutions having fitness vectors instead
of scalar fitness values. To that end we introduced the concept of Pareto dominance
in Definition 2 at the beginning of this chapter. Nevertheless, many EMOA consider
multiple quality measures applied in a hierarchical order to sort sets of solutions, exemplary
see NSGA-II [19] or SMS-EMOA [44]. Numerous quality indicators exist to that end.
This section introduces the non-dominated ranking based on the procedure described by
Deb et al. [19]. It allows sorting solution sets into fronts of non-dominating solutions,
based on Pareto dominance. Furthermore, we introduce the Hypervolume and the R2
indicator, which are both commonly applied in multi-objective optimization. Additionally,
the Crowding Distance, a measure which is based on the diversity of solutions in objective
space, will be introduced. Finally, we provide an overview over selected EMOAs and the
quality measures these algorithms apply.

2.2.1

Non-dominated Ranking

The non-dominated ranking sorts a set A based on the Pareto dominance relation. The
foundation of non-dominated ranking is that all solutions ∈ A are compared with each
other for Pareto dominance. With information about the dominance-relations among the
solutions in A, these can be assigned to different fronts R1 to RH . The solutions that are
not dominated by any other solution are added to R1 . Front R2 will contain all solutions
that are dominated by at least one solution in R1 but are non-dominated w.r.t. the set
A \ R1 . The solutions in RH are only non-dominated by their neighbors within the same
front [19]. An example for a set of µ = 10 solutions is provided in Figure 2.7.
Deb et al. [19] proposed a fast non-dominated ranking approach for the well-known
NSGA-II: Every solution a ∈ A gets assigned the number of solutions na (domination
number) that dominate a and a list of solutions Sa that a dominates in turn. Using
this information, all solutions {a ∈ A|na = 0} are added to the front R1 . After that, the
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Figure 2.7: Set of µ = 10 solutions sorted in four fronts of non-dominating solutions.
domination number of every solution in A \ R1 is reduced by the number of solutions
in
n R1 which dominate
o that particular solution. A new front R2 is created. All solutions
a ∈ A \ R1 na = 0 are then added to the new front R2 . That procedure is repeated
until all solutions
to fronts R1 , . . . , RH . The computational effort of the
 are assigned

2
procedure is O K · µ [19]. Pareto dominance can also be employed in diverse ways,
see for example [15, p. 80], where solutions are grouped based on the number of solutions
they dominate.
Identifying the Non-Dominated Solutions Only Often, one is not interested in
sorting a set A completely into non-dominated fronts but in retrieving only the subset of non-dominated solutions in A. These represent the best solutions in A. Different situations where the subset of non-dominated solutions is required are discussed in
Section 3.1. Therefore, we
the following procedure: Each solution a ∈ A is
n suggest o
stored at a certain index 1, . . . , |A| within an array13 . An outer loop iterates over
all indices i ∈
n

n

o

1, . . . , |A| − 1 . The inner loop iterates over all succeeding indices
o

j ∈ i + 1, . . . , |A| . The dominance relation between solutions a = A[i] and b = A[j]
is determined. If one of the solutions is dominated by the other, say a, it is marked as
dominated adom = true. The inner loop is continued with the next iteration. For any
further iterations of the inner and outer loop, it is checked first, whether one of the solutions is already marked as dominated. In that case, a single comparison (if inner loop
element is dominated) or the whole inner loop (outer loop element is dominated) can be
foregone. The pseudo code is provided in Listing 1 on page 285. Our approach resembles
[80] but does not require prior sorting of the set. Its best-case runtime is O(K · µ) while
the worst-case runtime remains the same as in other procedures with O(K · µ2 ).
13

Let A[i] denote the get-operation which returns the element at the given index of an array.
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Limits of Non-Dominated Ranking Pareto dominance offers an efficient and reliable
measure for finding out whether one solution is preferable w.r.t. all objectives or not. But
it leaves open questions when a decision has to be made between multiple non-dominating
or incomparable solutions, for example in Figure 2.7:
• What is the absolute best solution – i1 or i2 . Or the opposite case:
• Which solutions are the five best in A – in other words: Which solution is the worst
in R2 ?
The concept of Pareto dominance cannot provide answers to these questions, further
considerations are necessary to that end. Two ways of coping with these situations are
given by linear aggregation and quality indicators. Both will be introduced in this section.
Linear Aggregation A simple, efficient, and easy to implement approach is given by a
priori linear aggregation, also referred to as scalarization. It requires that every objective
gets assigned a weight wk for k ∈ {1, . . . , K} describing its relevance on the aggregated
fitness of a solution x:
f (x) = w1 · f1 (x) + . . . + wk · fk (x) .
Thereby a fitness vector is transformed into a scalar, hopefully allowing more precise
sorting. Note that the sum of the weights is usually expected to equal to one, although
not mandatory. However, the approach features a couple of disadvantages: If the true
Pareto front has a non-convex shape, several solutions belonging to the Pareto front
cannot be found when scalarization is applied [15, p. 67-69]. Further drawbacks are
that the relevance of each objective must be defined a priori, which can be a challenging
task due to the range of solutions and thereby objective vectors are possibly unknown
at this point. Additionally, it assumes that the user’s preferences remain constant, when
repeated multiple times [9, p. 196]. Note that scalarization has only been chosen as one
representative for multi-objective handling techniques, a greater variety of approaches can
be found for example in [15, p. 65 - 77].
Quality Indicators
Definition 4 (Quality Indicator). An H-ary quality indicator I : X H → R is a function
that assigns a vector of solution sets (A1 , . . . , AH ) a real value I (A1 , . . . , AH ). Basically,
the solutions within each set are non-dominating [15, p. 251]. However, deviations are
possible w.r.t. the Pareto dominance relation among the solutions of a set. Most quality
indicators are unary (H = 1), while also binary variants (H = 2) are popular [81].
Through the last years, the application of quality indicators (QI) became popular in multiobjective optimization [81]. The advantage quality indicators provide is that they allow to
rank solutions of a set, even non-dominating ones by considering factors other than the
Pareto dominance relation [15, p. 253f]. One of the best-known examples is the NSGA-II
[19] which employs non-dominated ranking for sorting the population in fronts of nondominating solutions. For further allowing to rank the solutions within a front, Crowding
Distance, an objective-space diversity measure is employed. Another well-known example
is the SMS-EMOA [44], which also employs non-dominated ranking and, in addition, the
Hypervolume contribution of a solution. There are also EMOA that are entirely based on
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quality indicators instead of a combination with Pareto dominance, an abstract framework
called IBEA (indicator based evolutionary algorithm) has been proposed as early as in 2004
by Zitzler and Künzli [81]. An implementation is given by R2-IBEA proposed by Phan
and Suzuki [82] which employs the R2-indicator.
A quality indicator does not necessarily have to preserve the Pareto dominance relation.
Take for example two sets A, B ∈ X where A  B, a quality indicator I might show
a preference of B over A. Denoted as I(A) < I(B). Those quality indicators are
called Pareto non-compliant. On the other hand, Pareto compliant quality indicators
define refinements of that partial order of weak Pareto dominance. Although Pareto noncompliant quality indicators do not contribute to refining that partial order, they can
define further criteria for distinguishing two incomparable or indifferent sets w.r.t. Pareto
dominance. For example, those quality indicators might state about how the corresponding
objective vectors of a solution set are distributed or about the diversity of the solutions
[15, p. 253f]. Note that quality indicators typically consider the objective space [15, p.
254 - 263], however, they may also be applied in other spaces, for example in decision
space to state about the size of genomes as further quality property.
Quality indicators operate on sets of solutions, this also allows to determine the quality
contribution of subsets and single solutions. A simple and often applied approach [44,
83] to determine the contribution I(a, A) of a solution a ∈ A is given by the set-subsetapproach:
I(a, A) = I(A) − I(A \ {a}) .

(2.1)

The contribution of a thus equals the absolute difference between the quality of the
complete set A and A without a.
Further note, that although Pareto dominance is independent of scaling and normalizing
the objective vectors, quality indicators require normalization and scaling to ensure equal
contribution of all objectives [15, p. 254]. In the context of this thesis, all fitness values
are normalized within 0 (best possible objective value) and 1 (worst value). Some quality
indicators require the (true) Pareto front as reference to determine the quality of a set
[15, p. 254 - 263]. However, for most optimization problems the true Pareto front is
undetermined beforehand, particularly if real world problems are considered. To this end
different techniques exist to estimate the Pareto front, these are described in [15, p. 258]
as well as [84, s. 44]. We forego a detailed description here, as all later introduced
quality indicators do not require a reference front. However, the quality indicators in this
section partly rely on a reference point which should be set with caution. Typically, the
reference point represents an infeasible objective vector, for example the ideal or worst
vector. Anyway, further restrictions are possible, if the range of objective vectors is known
in advance [84, s. 43]. Several studies on how to set the reference point for Hypervolume
computation were conducted by Ishibuchi et al. [85, 86]. The crucial subject in setting
the reference point is to allow a fair contribution for each solution in a set, often with
a focus on the extreme ones (w.r.t. their fitness values). To create reproducible results
the applied reference point (or underlying generation-procedure) should be provided along
with the results of an experiment [84, s. 43].
In many state-of-the-art EMOA [19, 44, 49, 87, 88] the non-dominated ranking is applied
in combination with a second, subordinate quality measure, e.g., Crowding Distance [19]
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or the R2 indicator [49]. Those measures will be referred to as primary, secondary measure
and so on. The remainder of this section introduces the Hypervolume, the R2 indicator
and the Crowding Distance in more detail, as these are of relevance in the context of this
thesis. Any specific details concerning the quality indicators in this thesis are provided in
Section C.3.

2.2.2

Hypervolume

The Hypervolume defines the total objective volume dominated14 by a set A of objective
∗
vectors. This
 equates the total amount of the space bounded by a reference point z =

∗
∗
∗
z1 , . . . , zK and each K-dimensional vector a ∈ A. The reference point z should be
dominated by every feasible solution’s fitness vector [44], for example the worst point15 .
Further considerations on setting the reference point dynamically were made by Ishibuchi
et al. [86]. The Hypervolume is defined as

[

HV (A, z ∗ ) = 

a








vol a, z ∗ a ∈ A ,

where vol (a, z ∗ ) denotes the volume of the space between two vectors [15, p. 260]. The
larger the value of HV (A) the more space is dominated by A, which indicates that the
solutions ∈ A are located further away from the reference point z ∗ than the solutions
of another set taking smaller Hypervolume [15, p. 260], i.e., these solutions are located
closer to the ideal vector. The Hypervolume is also a proper measure to compare two
solutions of the same set by their contributions. The contribution is determined along
Equation 2.1. Any solution with a positive contribution dominates a part of the objective
space exclusively w.r.t. the set A. Thereby the Hypervolume contribution does not only
allow to state about the quality but also the distribution (or diversity in objective space)
of the solutions in A [44]. Figure 2.8 shows the example Hypervolume contribution for
a set of ten solutions. The Hypervolume is Pareto compliant and strictly monotonic [15,
p. 263]. It is criticized for its exponentially growing runtime with increasing number of
objectives O µK/2 log µ [89].
As the application of the Hypervolume is impractical for higher dimensional problems, approximations are commonly applied. An exemplary approach was proposed by Bringmann
and Friedrich [90]. The exact runtime of this algorithm depends on the “hardness” of the
solution set to process. However, in practice the performance gap between the approximation and exact algorithms like HSO [91] or the approach of Beume [89] is of growing
significance with increasing number of dimensions [90]. Recent research has shown, that
the Hypervolume can also be approximated using the R2 indicator [92], a brief description
will be given in Section 2.2.3.

2.2.3

R2 Indicator

The R2 indicator, introduced by Hansen and Jaszkiewicz [42], which is aside Hypervolume
one of the most applied quality indicators, is a member of the R-family. It is based on the
Note that not the volume itself is dominated but a certain part of objective space, defined by the
solutions in the set and the reference point.
15
In case of a minimization problem.
14
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Figure 2.8: Hypervolume dominated by a set A w.r.t. the reference point z ∗ . The solutions
i1 and i2 are dominating an area of the objective space exclusively, it is shaded in light
blue. All other solutions do not dominate any area exclusively. Thereby only i1 and i2
have a positive Hypervolume contribution while all dominated solutions do not contribute.
standard weighted Tchebycheff utility function:
u (a) = −



max

k∈{1,...,K }

λk ·

zk∗

− ak



for an objective vector a, a reference point z ∗ and a weight vector λ = (λ1 , . . . , λK ) ∈ Λ.
The reference point can be left to the ideal vector [42]. Considerations on dynamically
adjusting the reference point to regard extreme objective vectors properly were made by
Phan and Suzuki [82] as well as Gómez and Coello [93]. Λ is an arbitrarily sized set of
weight vectors, typically uniformly distributed over the weight space [94].
A depiction of the principle of the weighted Tchebycheff utility function is given in Figure 2.9: The reference point z ∗ together with each weight vector λ ∈ Λ defines a target
direction z ∗ + m · λ for any m ∈ R+ . Objective vectors within the true Pareto front
intersecting with a certain target vector are considered best w.r.t. to the corresponding
weight vector. Altogether the set of weight vectors Λ defines a target cone, the part of
the Pareto front located within that target cone, denoted by the blue line in Figure 2.9,
can be considered under the configuration at hand [95].
Given a set weight vectors Λ, a reference point z ∗ and a solution set A, the unary R2
indicator is defined as follows (according to [95]):
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Figure 2.9: A set Λ of five weight vectors (depicted as dashed arrows) in a bi-objective
space. The reference point z ∗ equals the origin. The true Pareto front is given by the
bold red and blue line, where the blue part lies within the target cone of Λ (adapted from
[95]).

R2(A, Λ, z ∗ ) = −
= −

=

n
o
1 P
max u (a)
|Λ| λ∈Λ a∈A 



1 P
max − max
|Λ| λ∈Λ a∈A 
 k∈{1,...,K }





1 P
max
min
|Λ| λ∈Λ a∈A 
k∈{1,...,K }





λk · zk∗ − ak

λk · zk∗ − ak







(2.2)





.




The R2 indicator returns the averaged sum of the utility values of the solutions in A that
maximize the utility value for the weight vectors Λ. Comparing two sets A, B ⊂ X N the
one with the lower R2 value is preferable, as its solutions’ objective vectors have a better
utility (i.e., lower values, see Equation 2.2) w.r.t. the weight vectors considered on average.
Note that the choice of the reference point and distribution of weight vectors strongly
influences the resulting R2 value of a set [95], as well as the number of weight vectors
does [96]. The R2 indicator is Pareto compliant [15, p. 263] and weakly monotonic, i.e.,
A  B → R2(A) ≤ R2(B) [94]. The contribution of a single solution is determined
according to Equation 2.1. Computing
the contribution of each solution in a set of

2
size µ requires time O K · µ · |Λ| [96]. Moreover, in Section 3.3 we describe a novel
algorithm for computing the exact R2 contribution for all solutions in a µ-sized set in time
O(K · µ · |Λ|).
The set of weight vectors Λ can be created arbitrarily. However, a common approach is
given by the Hammersley method [97]. Also, Latin Hypercube Designs, see Section C.4,
may be considered to that end. We will investigate this approach in future work.
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e

a
b
c

d
f

Figure 2.10: Exemplary Crowding Distance computation for the objective vectors b (red)
and c (blue). It is discernible that the summed distance of b’s neighbors (a and c) is
smaller than the summed distance of the neighbors of c (b and d). The objective vectors
e and f , which do not have two neighbors in at least one dimension, will get assigned the
value ∞ (adapted from [19, Fig. 1]).
Further note, that Shang et al. [92] obtained a linear relation between the R2 and the
Hypervolume indicator. Based on a modified version of the Tchebycheff utility function
by Zhang et al. [98], Shang et al. [92] proposed a modified R2 indicator R2new :





R2new A, Λ, z ∗ =

1
|Λ|








 zk∗ − aj
max  min 
a∈A k∈{1,...,K } 
λk


m





.






The difference between R2new and prior proposed variants of the R2 indicator is the exponential m. There is a linear relation between the R2 value and the Hypervolume value
of a set A if m equals
K of the objective space. The runtime of the algo the dimension

rithm comprises O K · µ · |Λ| which is lower than computing the exact Hypervolume of
a µ-sized set [92].

2.2.4

Crowding Distance

Deb et al. [19] proposed the Crowding Distance (CD) as a measure for the density of
objective vectors surrounding a certain point in space. The Crowding Distance of an
objective vector equals the sum of the Euclidean distances to its nearest neighbors in all
K dimensions. Extreme solutions that do not have neighbors in both directions, will get
assigned the value ∞ [19].
Figure 2.10 gives an example for determining the CD. Therefore, the objective vectors are
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sorted in each dimension k ∈ {1, . . . , K}. Let Sk be a list containing all objective vectors
in A, sorted by objective k. For any dimension k, the following rules are applied:
1. The extreme vectors, i.e., the solutions at indices 1 and |A|, get assigned the CD value
of ∞:
CD(Sk [1]) = CD(Sk [|A|]) = ∞.
2. The remaining vectors, which each have a “left” and “right” neighbor, get added their
corresponding difference to their CD value:
∀i ∈ [2, |A| − 1] : CD(Sk [i]) = fk (Sk [i + 1]) − fk (Sk [i − 1]) .
The absolute difference is only considered as the objective vectors may be sorted in arbitrary
order. The minimum size of a set to apply the Crowding Distance on is three, whereas
its application becomes more valuable with larger set sizes. As sorting the set is the
most expensive operation when computing the Crowding Distance, determining the CD
values of all solutions in a µ-sized set requires time O(K · µ · log µ) [19]. An extension of
Crowding Distance for survivor selection has been proposed by Kukkonen and Deb [99],
where the solution with the lowest CD-value is removed from a given set. The CD-values
are updated afterwards, and the process is repeated until the set reached a predefined size.
An important finding of Kukkonen and Deb [99] is that the Crowding Distance loses its
expressiveness with growing number of dimensions. Recent publications of Falcón-Cardona
et al. [87, 88] suggest the Riesz s-energy [100] as a promising diversity measure instead.

2.2.5

Further Quality Indicators and Examples

There exist numerous quality indicators in addition to the previously described ones – for an
overview we refer the reader to [15, p. 254 - 263]. Furthermore, a Java-implementation
for most of these quality indicators can be found in the jMetal framework16 . We will
forego a description here, as mainly non-dominated ranking, Hypervolume, R2 indicator
and Crowding Distance are relevant in the context of this thesis. Table 2.3 shows selected
EMOA which are, at least partly, based on quality indicators. In a recent survey, FalcónCardona and Coello [101] provide numerous further examples on how quality indicators
are applied in multi-objective evolutionary algorithms.

2.3

Determining Quality in Uncertain Environments

In many cases the problems to which EMOA are applied to are prone to uncertainty. It
originates from various sources which can be distinguished based on the definition of Jin
and Branke [112]: 1. Noise is defined by the fitness evaluation being prone to noise,
e.g., due to measurement errors or randomization in simulations. 2. Robustness which
describes the situation that design variables may change after the evolutionary process has
stopped. A robust solution must be able to cope with such situations and still provide
considerable performance. However, there is a trade-off between robustness and solution
quality. 3. Fitness approximation, in practice expensive evaluations of a real environment,
16
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Table 2.3: Selected EMOA based on different quality indicators.
Algorithm
NSGA-II
SMS-EMOA
NSGA-III

Ref.
[19]
[102]
[36]

Year
2002
2005
2013

Sorting
NDR + CD
NDR + HV
NDR + ref. points

R2-EMOA
R2-IBEA
GDE-MOEA

[49]
[82]
[103]

2013
2013
2015

NDR + R2
R2
GD [104] or -dominance
[105]

MOMBI-II
IGD+ -EMOA
∆p -MOEA

[106]
[107]
[108]

2015
2016
2016

CRI-EMOA

[87]

2019

CL-AR2-EMOA
R2HCA-EMOA

[110]
[111]

2019
2020

R2
IGD+ [104]
∆p [109] (combination
from GD and IGD)
IGD+ or Riesz s-energy
[100]
R2
NDR + HV (approx. by
R2)

Remarks
preserves diversity by
niching according to
certain reference points
adaptive reference point
QI
selection
based
on number of nondominated solutions
adaptive reference point
dynamic QI selection
adaptive weight vectors
adaptive reference point

are often replaced by simulations or meta models. The error of those models describes
the discrepancy between the approximated and the actual fitness. It is deterministic and
thereby cannot be addressed by resampling, instead the balanced application of the real
world and model evaluation must be considered. 4. Time-varying fitness functions, which
are deterministic, except that their values and optima change over time [112].
Beyer [113] lucidly describes the “degree of deception” as the relation between the strength
of uncertainty and the signal strength. While the latter characterizes the true effect of
something on a certain domain, e.g., the fitness of a particular solution, the strength of
uncertainty defines that influence in an abstract way. If the strength of uncertainty is
small and the signal strength is large, deception will only rarely occur. However, in the
opposite case, one cannot rely on the information received [113]. In every case one should
be mindful of the causes of uncertainty in the environment and their influence on the
evolutionary process and its results. Further note, that if any (or all) fitness functions are
influenced by noise, the evolutionary progress is slowed down, and the solution quality will
likely be reduced [114].
When there are sources of uncertainty in a problem domain, one should consider taking
measures to compensate those. However, these are mostly connected with further computational effort. This circumstance and its effects are visualized in the racing car simulation
TORCS, see Chapter 9, where the sensor information provided to the car controller can
be either distorted by noise or noise-free, depending on the game settings [115]. An exemplary comparison by Preuss et al. [116] shows that noise influences AI controllers on
different levels. The compared controllers follow dissimilar approaches to cope with noise
and thereby face disparate levels of deterioration when noise is prevalent. Some even
perform better when noise is prevailing instead of a noise-free environment [117].
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Furthermore, noise can help to improve the performance of EAs because it allows leaving
local optima and heading towards the global optimum [112].
Rakshit et al. [118] as well as Jin and Branke [112] provide comprehensive surveys over
different methods for explicit and implicit averaging. Furthermore, they summarize strategies to improve evolutionary methods w.r.t. noise. We will point out measures for explicit
and implicit averaging and two different quality measures to determine the dominance
relation between two solutions based on resampling in noisy environments.
This section introduces measures to cope with noise based an explicit (Section 2.3.1) and
implicit averaging (Section 2.3.2) as well as other approaches in Section 2.3.3, that for
example consider a noise-aware variant of the Pareto dominance relation.

2.3.1

Explicit Averaging

A commonly applied way of controlling the noise is resampling: To that end every solution
is evaluated M times, the fitness of the corresponding solution can be
√ for example the mean
fitness of the M runs. This reduces the noise strength by factor M [113, 112]. When
the fitness evaluation is the most time-consuming component of the evolutionary process,
which is typically the case [9, p. 153], the procedure of resampling will be computationally
expensive [113]. In practice, time is prohibitive which leads to a few samples M which,
in turn, results in a small reduction of noise strength [114]. The effort for reducing the
strength of noise grows exponentially, for example requiring M = 16 samples to reduce the
strength to 1/4 of its initial value [113]. Thus, it requires numerous repetitions to reduce
the influence of noise to an acceptable level, depending on the problem or application
scenario. To keep the computational effort as low as possible, it is expedient to reduce the
number of samples to minimum extent without reducing the performance of the algorithm,
which relies on information gained during evaluation [112].
Aizawa and Wah [119] suggest starting with a small number of samples, growing during
the evolutionary process [119], or alternatively to set the number of samples in relation
to the estimated variance of each solution individually [120]. Jin and Branke [112] refer
to resampling as explicit averaging and distinguish between averaging 1. over time and
2. over space. The first means the repetitive evaluation of the solution itself, while the
latter refers to the evaluation of the neighborhood of the solution in decision space and
drawing conclusions on its fitness: It is most likely that the neighbors of a solution do only
have slightly different fitness values and therefore allow conclusions on the fitness of the
solution itself [112].
Multi-objective Standard Error Dynamic Resampling Based on the Standard Error
Dynamic Resampling (SEDR) algorithm [121], Siegmund et al. [122] introduced the Multiobjective SEDR. We describe it more detailed here, as we employ it to cope with noise
in the experiments throughout this thesis. The procedure is based on two parameters
Mmin ≥ 2, the minimum number of samples per solution, and semax , the standard error
threshold.
Each solution a ∈ A is evaluated Mmin times first. The number of samples drawn for
a solution a is denoted by m(a). At this step ∀a ∈ A : m(a) = Mmin . Every sample
equals a K-dimensional objective vector. Based on these samples, the standard error of
the mean value for each objective k ∈ {1, . . . , K} is determined for each solution a ∈ A:
34

2.3. DETERMINING QUALITY IN UNCERTAIN ENVIRONMENTS





σ fk (a)

sek (a) = q


m(a)



where σ fk (ai) denotes the standard deviation of all samples for objective k and solution
a:





σ fk (a) =

v
u
u
u
t

m(a)
X j
1
f (a) − fk (a).
m(a) − 1 j=1 k

Note that fkj (a) denotes the value of objective k in the j th sample drawn for solution a.
In the single-objective case, the standard error se(a) of a solution a is compared to the
threshold semax . If se(a) ≤ semax no further samples must be drawn of a. Otherwise, a
must be evaluated at least once more to further reduce its standard error. The described
procedure is repeated until se(a) ≤ semax [122]. As the standard error decreases with
increasing number of evaluations it is likely that this condition is fulfilled after a certain
number of evaluations for each solution [118].
The proposed extension to multiple objectives simply takes the maximum standard error
value of all objectives into account – the standard error for each objective must be below
the threshold. Thereby it guarantees that the termination condition se(a) ≤ semax is
fulfilled for all objectives [122].
Furthermore, Siegmund et al. [122] suggest a procedure for dynamically adjusting the
threshold value semax . To that end, a parameter p ∈ [0, 1] is employed, controlling the
standard error threshold. Siegemund et al. [123, 124] suggest increasing the number of
samples drawn from each solution with the proceeding evolutionary process, i.e., reducing the standard error threshold with ongoing time. If time is measured in number of
evaluations, p can be set as the ratio of evaluations finished and the maximum number
of evaluations before termination. Note that p also might be related to the expected
fitness of the solution to evaluate: Morosan and Poli [50] suggest employing a fitnessapproximator that is applied to every candidate solution. Only if a solution’s approximated
fitness lies above a certain threshold, it undergoes evaluation. The approximated fitness
could be employed to determine an approximated q-value (see Section 3.2) which, in turn
is inverse-proportional to the standard error threshold. This allows to evaluate promising
solutions more deeply on the expense of the less promising ones. The threshold semax is
then determined as follows [122]:




low
low
semax (p) = (1 − p)α sehigh
max − semax + semax .

Where α > 0 controls the speed of decrease and might be left to 1 for a linear relation.
high
The additional parameters selow
max and semax define the borders in which the standard error
threshold is set [122].
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2.3.2

Implicit Averaging

The population size does also influence the effect of noise: Evolutionary algorithms are
often sampling the promising areas in decision space. Based on the assumption that
two solutions, closely related in decision space do also map to similar points in objective
space, i.e., fitness vectors, it is assumed that the effect of noise can be compensated when
multiple similar solutions within the same set are evaluated. In turn, a large population
size increases the probability that multiple similar solutions exist concurrently [112].
However, conflicting observations have been reported in literature: Fitzpatrick and Grefenstette [125] state that genetic algorithms may profit from increasing the population size
rather than sample size in different cases, exemplary shown on the image registration task
[125]. Miller et al. [126] have shown that the effect of noise on a genetic algorithm
reduces with growing population size. For a population of size infinity, noise has no more
effect at all [126].
Contrarily, in Beyer’s studies [113] about a (1, λ)-ES applied on a sphere function, increasing the sample size has led to better performance than increasing the population
size. Hammel and Bäck [127] support these findings concerning a (1, λ)-ES on a sphere
function as well as Rastrigin’s
√ function. They further describe that the observation error
has been reduced by factor t with t-times resampling [127].
Considering these two exemplary results, it clearly shows that the measures taken to
reduce the impact of noise should be selected carefully in dependence of the algorithm
and problem at hand. Nevertheless, increasing the population size can be an efficient
measure to reduce the strength of noise in evaluation, also referred as implicit averaging
[112].
Auger and Hansen [128] introduced the IPOP-CMA-ES, a variant of CMA-ES [129] that
has a variable population size. Auger and Hansen defined several termination conditions,
e.g., in case of stagnation of the best fitness development. When at least one of the
termination conditions is fulfilled, the evolutionary process restarts with the population
size being doubled in advance. Experiments have shown that this has positive influence
on the performance of the algorithm compared to variants that apply static population
sizes [128].
An experimental comparison between measures of implicit and explicit averaging conducted by Diaz and Handl [130] has shown that implicit averaging outperformed the
explicit pendant, especially w.r.t. the computational cost. Their findings further indicate
that employing a hybrid model of implicit and explicit averaging might also be beneficial
[130]. Aside measures that are based on implicit or explicit averaging, special selection operators for noise-affected environments have emerged. The next section introduces three
representative procedures.

2.3.3

Sorting and Selection

Ordering solutions based on their respective qualities is a crucial task in evolutionary
algorithms. It affects which solutions are selected as parents as well as which part of the
population is carried over into the next generation. To cope with noise-affected fitness
evaluation, different ranking mechanisms have been proposed. Hughes [114] described a
ranking approach which is based on Pareto dominance in combination with the standard
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deviation of noise. Note that both, noise distribution and standard deviation are assumed
to be unknown. At the beginning of the evolutionary process (and preferably subsequently
every few generations) a single reference solution r ∈ A is evaluated for M times. The
resulting fitness vectors allow to estimate the (standard deviation of) noise, while its
distribution remains unknown. All solutions, except r, are only sampled once. For two
solutions a, b ∈ A the probability that a is preferred over b is approximated as:
P (a > b) ≈ 1 + e

where m =

− √2.5m

!−1

2+2s2

,

f (a) − f (b)
σ(a)
and s =
[114].
σ(b)
σ(b)

Note that, instead of only a reference solution r, all solutions ∈ A can be sampled for M
times, providing more precise information about the noise. Here, one must decide between
accuracy and computational effort. If the standard deviation of the noise is represented
by a single reference solution r, each solution a ∈ A will get assigned the same value for
σ(a) = σ(r), i.e., s will always equal one. P (a > b) then only depends on the fitness
difference between a and b [114]. While the equation above does only take a single fitness
value into account, the multi-objective case is defined as the product of the probabilities
for each objective value separately. For single-objective problems there can only be two
cases: a is better than b or vice versa. When there are multiple objectives one needs
to consider the case that a and b are non-dominating. The probability that a and b
are non-dominating equals one minus the summed probabilities for the two other cases.
Figure 2.11 shows the dominance relation based on the dominance probability. A ranking
among the solutions in A can be established based on the final fitness of each solution,
which takes the preference probabilities of all remaining solutions into account [114]:
X

f (a) =

P (b > a).

b∈A\{a}

The lower the sum of probabilities the higher is the expected quality of a. The resulting
ranking of the solutions is independent of the number of objectives. An experimental
analysis has shown that disturbances in rank positions could be reduced with the novel
ranking process [114].
Trautmann et al. [131] propose the Pareto-Dominance in Uncertain Environments (PDU)
which is based on resampling: Each solution a ∈ A is sampled for M times which results in
M objective vectors F (a)m = (f1 (a), . . . , fK (a))m where m ∈ {1, . . . , M }. The median
vector, which is less sensitive to outliers than the mean, of all objective vectors determined
for a is constructed as follows [131]:






med F (a) = med



f11 (a), . . . , f1M (a)
n



, . . . , med





fK1 (a), . . . , fKM (a)

.

o

Then the objective vectors CHP (a) ⊆ F 1 (a), . . . , F M (a) that are spanning the convex
hull around med(F (a)) are determined, see Figure 2.12 for visualization. The smaller the
area (or volume) of the convex hull, the less noise-affected the evaluations of the solution
37

CHAPTER 2. FOUNDATIONS

P(x > A)

Objective 2

Non-dominated

A

P(x<A)

Non-dominated

Objective 1

Figure 2.11: Map of dominance based on the dominance probability in the multi-objective
case (adapted from [114]).
were. Finally, the average distance from med(F (a)) to all objective vectors in CHP (a)
is determined for each objective k ∈ 1, . . . , K [131]:
Uk (a) =

1

X

CHP (a)

p∈CHP (a)

med(F (a))k − pk .

The vector U (a) determines the uncertainty zone of a as depicted by red shaded rectangle
in Figure 2.13. In the bi-dimensional example, the area shaded in green denotes the
part of the objective space that is certainly dominated by solution a. A solution b 6= a
whose uncertainty zone U (b) completely lies in the area dominated by a, is stated to be
dominated by a. If the uncertainty zones of two solutions overlap each other, no statement
about the dominance of one solution over the other can be made w.r.t. PDU – the two
solutions are stated to be non-dominating then. An experimental comparison between a
default NSGA-II and an NSGA-II employing PDU has been carried out [131]. Considerable
improvements in robustness and search quality either could be achieved with PDU. For
deterministic optimization problems, PDU is equal to Pareto dominance and therefore can
be applied for noise-affected as well as noise-free optimization problems [131].
Another approach on handling noise is to employ auxiliary fitness functions, which for
example describe the noise occurred over M evaluations of a solution as objective K + 1.
Ray [132] proposed an EMOA, that worked on single-objective optimization problems, but
added two auxiliary objectives that provide information about the prevalent noise. While
f1 represents the actual fitness of a solution a ∈ A, the objectives f2 and f3 depend on the
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Median
Objective 1

Figure 2.12: Two solutions that have been sampled for ten times. The median objective
vectors are marked by the diamond each. The convex hull is spanned around each median
objective vector. Note that only the objective vectors contributing to the convex hull are
considered for further computation (adapted from [131]).

Objective 2

Dominated by i
Uncertainty zone of i

Median of i
Objective 1

Figure 2.13: The uncertainty zone surrounding the median objective vector med(F (a)) of
a solution a is shaded in light red. All solutions whose uncertainty zone completely fits in
the green shaded area are dominated of a with respect to PDU (adapted from [131]).
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neighborhood of a in decision space. f2 equals the mean fitness of a’s neighbors, and f3
the standard deviation of their fitness values [132]. It allows the EMOA to focus on areas
of the fitness landscape where noise is less prevalent, which results in solutions of high
fitness and robustness. Note that this also includes the risk of missing the global optimum
which may be in an area strongly influenced by noise. The described single-objective
approach can also be employed for multi-objective optimization, where the scalar fitness
value is replaced by a quality- or q-value, compare Section 3.2.
Altogether, this section provided an overview of basic ideas for determining the fitness of
solutions in noise-affected environments. Comprehensibly this summary does only include
a few measures that can be taken to improve the effectiveness and efficiency of EMOAs in
environments where noise is prevalent. For a detailed introduction and extensive overview
of ideas and measures for handling uncertainty and noise we refer the reader to [112] and
[118].

2.4

Control Parameters in Evolutionary Algorithms

Evolutionary algorithms are composed of several components that mostly are controlled
in their behavior by certain parameters, called control parameters. Recall the EMOA described in Section 2.1, its components and especially the control parameters accordingly.
These can be found in Table C.3 on page 300. Altogether there are seven control parameters in this example. In the exemplary situation in Section 2.1, we left the values to their
corresponding defaults, which in turn, have been set based on assumptions. Although the
user-experience also influences the choice for those parameter values, they are unlikely to
contribute in an optimal way to the algorithm’s performance.
The first paragraph indicates that all EAs are controlled by one or more parameters.
However, there are implementations of so called “parameter-less” EAs, as for example the
Parameterless Genetic Algorithm proposed by Harik and Lobo [133]. In that context it
is true, that the user does not have to set any parameter value manually, but the GA is
of course controlled by several parameters. Altogether the Parameterless GA implements
three parameters: 1. Selection pressure (called selection rate in [133]), 2. crossover
probability and 3. the population size. As the first two parameters remain with fixed
values, they do rather fit to our description of “default parameter values”. However,
Harik and Lobo state that theoretical considerations have led to these values. So, they
remain fixed, but for good reason. The population size is altered in a state-dependent (see
Figure 2.4.2) manner: Multiple populations of varying sizes are operated simultaneously.
With ongoing time poor performing populations, i.e., populations of inappropriate size,
are discarded and new populations of distinct size are created. These decisions are based
on the average fitness of the single populations. A mutation operation is not considered
at all [134]. From our point of view the “Parameterless GA” is not parameter-less but
at least is based on thorough theoretical considerations and a measure for controlling the
population size accordingly. Hence, this supports the statement that all common EAs are
subject to control parameters [9, p. 119] and usually there is more than only a single
parameter to consider [135].
Parameters may not only take numbers as values but there can also be different domains:
See for example the parameter op in comparison to the remaining six parameters in Table C.3. While the mutation operator is selected from a fixed set of four values swap,
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insert, scramble, invert17 , the remaining parameters are defined via an interval as sub-

set of natural or real numbers. Note that for the parameters taking a value from R, an
infinite number of values exists. Obviously control parameters can be distinguished by
their domains, which can either be a range of values or a finite set. All values in these
domains are called parameter values. The domain in turn is crucial for the searchability
of the parameter values: While there exists a natural order for the values of the first six
parameters (which are all in N or R), no such order exists for the mutation operator [9,
p. 119f].
In statistics the value of a variable can be assigned to a certain level of measurement [136].
While nominal variables can be divided into distinct categories, where one value maps to
exactly one category18 , these categories do only represent labels that do not allow any
comparison further than equal or unequal. Take for example types of mutation operators
or types of cats. Ordinal values do also define the magnitude of the measurement entity.
The numbers are not only labels, but also allow to be compared with each other, as higher
numbers represent “more” of the entity measured. Anyway, ordinal values do not allow any
arithmetic operations. Examples are given by marks in school or military ranks. Interval
measures furthermore define an equal distance between each measure alongside categories
and magnitude. Thus, also arithmetic operations like addition and multiplication are
defined and applicable. Interval measures do not have an “absolute zero”, which means
that there is “nothing” of the entity of measurement. Exemplary consider temperature
in degree Celsius where 0 describes a temperature of 273.15 Kelvin. On the other hand,
Ratio scales do also include an absolute zero, for example length measurement. Note that
the difference between the two latter is marginal and often not of relevance in statistics
[136].
There are two types of control parameters, for which several termini have emerged within
the last decades, Eiben [9, Table 7.1 on p. 120] gives a summary of the most used ones. In
this thesis we follow the terminology applied by Eiben [9] and use the expressions numeric
and symbolic parameters. While the first six parameters in Table C.3 belong to the numeric
parameters, the mutation operator is defined by a symbolic one. Symbolic parameters,
i.e., nominal parameters, do always take a value from a finite domain in which no uniform
distance metric exists. On the other hand, numeric parameters always take a value from
a domain for which such a distance metric exists. It enables heuristic search within that
parameter space. A range within such a domain might contain a finite set of values,
e.g., ⊂ N, or an infinite set of values, ⊂ R for example [9, p. 120]. Finding promising
values for symbolic parameters thus requires drawing multiple samples instead of applying
a heuristic. Note that symbolic parameters may have subordinate parameters of both
types: Exemplary consider the mutation operators scramble and invert from Table C.3
which may depend on a parameter that determines the length of the interval to modify.
Symbolic parameters are also referred to as high-level parameters for which different values
lead to unequal EAs. Contrarily, different values in numeric parameters result in the same
EA but distinct variants of it. These are considered as low-level parameters [9, p. 119f].
All symbolic and numeric parameters together, each assigned with a certain value, define
an instance of an EA [9, p. 120f]. We will refer to this vector of parameter values, which
may belong to different domains, as the parameter vector p [137].
Note that an infinite number of mutation operators exists, however we decided for four exemplary
ones, here.
18
Note that this category name can also be a number.
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Figure 2.14: Different techniques for setting parameter values (adapted from [138, s. 44]).
In the first decades of the application and research on evolutionary algorithms these were
stated to be robust and thus the relevance of parameter values has been underestimated
[138, s. 10]. Today, the situation changed towards the view that parameters strongly
influence the performance of evolutionary algorithms [45, p. 271]. Therefore, setting
parameter values appropriately got into the focus of a growing number of researchers
[9, p. 124]. However, there are a couple of challenges concerning that issue: First,
it is a complex task to predict how a certain parameter value, or vector of values, will
influence the performance of an EA. Second, no generally suitable parameter values exist,
the “optimal” parameter values depend on the problem at hand and specifically on the
given instance of the problem. Furthermore, the utility of a parameter value is certain
to change during the evolutionary process, making it necessary to alter parameter values
even within a single instance of an EA and problem. Optimal parameter values depend on
the state of the EA [45, p. 272].
Following the idea of the early days of evolutionary method application, leaving parameter
values to certain default values seems appropriate, although one might not know whether
these were defined based on theoretical considerations or rather randomly [9, p. 124].
Another option, especially for experienced users, is to set parameters to user-defined
values that might occur helpful for a certain problem instance. Nonetheless, this also
requires a large amount of user interaction in setting and evaluating the parameter values
and thus negatively influences the usability of EAs. As every component of an EA can
be parameterized [9, p. 136], evolutionary algorithms typically rely on numerous control
parameters [135] – a fact that is often criticized and that also underlines the necessity for
different ways to cope with the control parameter problem.
Figure 2.14 lists two general approaches for facing the challenges mentioned for finding
adequate parameter settings: parameter tuning and parameter control. Both will be
described in detail in the following sections, starting with parameter tuning. To avoid
confusion between candidate solutions for the problem at hand (application layer) and
parameter vectors (algorithm layer) [9, p. 122], a different terminology is used: Solutions
within parameter tuning and control are called parameter vector, the vectors’ impact on
the performance of an algorithm is called utility (instead of fitness). Furthermore, the
utility assessment is called testing instead of evaluation, based on the terminology used
by Eiben and Smith [9, p. 122]. In the following description we will use parameter tuning
and control to set the parameter values of a genetic algorithm. When a parameter vector
is applied to an GA, it is running with that certain parameter configuration. Nevertheless,
the described measures are not limited to GAs but can also be applied in other evolutionary
algorithms and situations.
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Parameter Tuning
Model-free
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Figure 2.15: Categorization of generate-and-test parameter tuning methods (from [9, p.
128f]).

2.4.1

Parameter Tuning

In general, all parameter tuners follow the generate-and-test-pattern [9, p. 128]: A parameter vector p is generated and applied to an EA. Applied in that context means that the
values contained in p overwrite the parameter values of the EA. In the test-step the EA is
run over a complete cycle of evolution, finally the utility of p depends on the outcome of
the EA: For example, the fitness of the best solution found or the Hypervolume dominated
by the final Pareto front. According to Figure 2.15, parameter tuning approaches can be
classified by 1. the underlying meta-model, 2. the generation of parameter vectors and,
3. the test-step.
When a tuning-method employs a meta-model describing the utility landscape (like the
fitness landscape in an optimization problem) of parameter vectors, it can profit from the
fact, that estimating the utility of a parameter vector is computationally much cheaper
than evaluating it [9, p. 129]. Nevertheless, information must be collected to create the
estimating model first. An example for such a tuning algorithm is REVAC (Relevance
Estimation and VAlue Calibration) [139]. REVAC applies the obtained information from
the meta-model to estimate the relevance of each parameter on the performance of the
EA [139]. Nevertheless, the estimation of utility by the model has the disadvantage that
it might not be accurate or completely wrong in same cases [140]. The tuning algorithm
must take care that the information provided by the model is validated accordingly.
Further distinction is made in the way parameter vectors are generated. If a fixed set of
parameter vectors is created initially, which is never modified or updated a non-iterative
generation procedure is at hand. Otherwise, if new parameter vectors are created, probably
based on the set of existing parameter vectors, the generation procedure is iterative. The
initial set of parameter vectors can be created in several ways, for example randomly or
by selecting points from a systematic grid in parameter space [9, p. 128], e.g., using a
Latin Hypercube Design. In Section C.4 we provide a brief description of Latin Hypercube
Designs in relation to parameter vector generation.
Finally, tuning algorithms are distinguished by their testing-procedure. As EAs are of
stochastic nature, a single run of the EA will not allow drawing conclusions about the utility
of a parameter vector. Multiple runs of the EA with the same parameter configuration are
necessary and part of all tuning algorithms [9, p. 129]. Nonetheless, there are differences in
the number of tests a parameter vector will undergo. Single stage testing procedures always
run the same number M of tests. This, however, potentially wastes computation time on
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regions of the parameter space that are less promising. Multi-stage testing procedures aim
to relocate the computational effort to more comprehensive testing in promising regions
of the parameter space [9, p. 129]. To that end racing and sharpening can be utilized
[137]. Racing, originally proposed by Maron and Moore [141], aims at focusing on most
promising candidate solutions by discarding inferior solutions, when they are found to be
significantly worse than the remaining solutions in scope first. It has been applied in that
manner, for example by Birattari et al. [142], to find the most promising parameter vectors
among a fixed set. A certain number of parameter vectors is tested concurrently, then a
Friedman test determines whether there is any significant difference within their utilities.
If this is the case, a pairwise comparison between the best and all other parameter vectors
is carried out. All significantly worse parameter vectors are discarded, the remaining ones
will be evaluated in another step [142]. Sharpening, although it received its name in
[137], has been proposed by Bartz-Beielstein et al. [143]. It also relocates the number
of tests per parameter vector to promising regions of parameter space: Starting with an
initially small number of tests per parameter vector, that number is doubled when a certain
utility threshold is exceeded, i.e., a promising region in parameter space has been found.
Increasing the number of tests reduces the influence of outliers and thus increases the
reliability of the evaluated utility values. A combination of both measures is possible, is
applied on CMA-ES and REVAC in [137].
The expenditure of a tuning procedure depends on three factors [59]:
A – Number of parameter vectors to examine.
B – Number of tests per parameter vector. Only addressed by multi-stage testing
procedures.
C – Length / Duration of a single run of the EA.
The total runtime of a tuner then comprises A · B · C. For all the mentioned factors,
measures can be taken to reduce their influence on the tuner’s runtime. For example,
a fixed parameter set can be generated based on points equally spread over parameter
space, e.g., under recourse of a Latin Hypercube Design, see Section C.4. Otherwise,
a meta-heuristic could explore and exploit promising regions of the parameter space and
thus is likely to find adequate configurations within fewer evaluations than, e.g., random
search would. The number of tests per parameter vector can be refined by racing or
sharpening or other relocation techniques. And, finally, the length of an EA run can
be influenced by defining appropriate termination conditions. For example, applying a
convergence detection method to identify, when an EA is likely not to make significant
improvements anymore. The process then can be stopped prematurely [59].
Parameter tuning is a well-studied research field that already led to numerous promising
different techniques [9, p. 124]. Nevertheless, it faces a couple of challenges that cannot
be addressed satisfactory. The optimal parameter configuration depends on the problem
instance at hand, anyhow, one cannot spend the time to tune an EA for every problem
instance existing. To that end, the EA must be tuned on a reference instance whose final
parameter configuration will also be applied on similar instances. Finding a good setup
for a range of problem instances is not a trivial task and often requires a trade-off among
the different instances [45, p. 272]. Furthermore, parameter tuning does not address
the state-dependence of optimal parameter values: Distinct values for a single parameter
may be necessary throughout evolution to reach maximum performance. Using a fixed
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value is also a trade-off, here [9, p. 131]. Finally, the parameter vector will not necessary
be optimal at all, which means that the effort having been put in tuning may has been
pointless [144].
Aside the two “add-ons” for relocating the testing-effort, Racing and Sharpening, Smit and
Eiben [137] also provided examples for the distinct categories of tuners. They split the field
in three categories: 1. Meta EAs, where the candidate solutions are parameter vectors.
For example, the CMA-ES (Evolution Strategies with Covariance Matrix Adaption) [145].
To that end, also a variation comprising a restart-strategy with continuously increasing
population size is available [128]. 2. Meta estimation of distribution algorithms, which try
to estimate the distribution of promising values over each parameter’s domain. Parameter
vectors to test are then sampled from those distributions. REVAC [139, 146], as a representative for this category, replaces one parameter vector by a new one per iteration. After
each iteration, the distributions are updated based on the examined utility data. Finally,
REVAC provides a simple (multi-dimensional) model of the utility landscape of parameter
vectors. The model allows drawing conclusions on the relevance of certain parameters and
sensitivity of the EA on the parameter values [146]. The third category of tuners is 3.
Sequential Parameter Optimization. Although it is a specific parameter tuning procedure
proposed by Bartz-Beielstein et al. [143], it can also be applied as a general framework
for parameter tuning: An initial set of parameter vectors is tested multiple times. The
relation between utility values and parameter vectors is represented by a regression model
that is fitted to that data then. A certain amount of new parameter vectors is generated,
and their utility is approximated with that model. The most promising parameter vectors
are added to the population and tested in real runs of the EA [137].
Independently of the tuning method selected, parameter tuning always suffers the lack
from considering the state-dependence of parameter values. As tuned parameter values
remain static during the whole evolutionary process, a tuned parameter value is mostly
always a trade-off between different stages of the evolutionary process. An approach taking
state-dependence into account is parameter control.

2.4.2

Parameter Control

Parameter control aims at adjusting parameter values dynamically during the run of an EA
to achieve optimal performance. As early as in 1999, Eiben, Hinterding and Michalewicz
[147] introduced a widely accepted taxonomy to classify the different parameter control
methods. Only in recent works [45, 148] its completeness and correctness has been
doubted. The traditional taxonomy of Eiben, Hinterding and Michalewicz is depicted in
the upper part of Figure 2.16.
Deterministic approaches adapt the parameter values without taking any feedback from
the evolutionary process into account. They are only based on a certain time measure,
e.g., the number of evaluations in relation to the maximum allowed number of evaluations
[147]. Note that, although there ([147]) proposed, the term deterministic has already been
doubted by Eiben et al. [147] for comprehensible reasons: Even though those parameter
control approaches are only time-depending, there can still be some randomized component
like a probability distribution affected by the time measure. Adaptive approaches alter
parameter values based on feedback from the evolutionary process. This covers a wide
range of different techniques from success-based rules to learning-based approaches [147].
Self-Adaptive methods profit from the subject of EAs themselves: Here, parameter values
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Figure 2.16: Taxonomy of parameter control. Lower part: Novel classification by Doerr
and Doerr [45, Section 6.3.2]. Upper part (italic, dashed lines): Traditional classification
by Eiben, Hinterding and Michalewicz [147].
are encoded as additional genes in the genome of candidate solutions. The idea is, that a
beneficial parameter vector will likely create well-performing candidate solutions (to whose
genomes it is appended). Hence, there is an increased probability that such a parameter
vector will remain in the population for longer time than one that has led to a worse
candidate solution. It further may undergo reproduction throughout its existence and
thereby be the basis for new, even more beneficial parameter vectors. The strategies, which
parameter value to use when two different values are prevalent, e.g., in recombination, are
diverse [147]. The performance of self-adaptive methods mainly depends on the procedure
of the EA at hand and especially the fitness functions. In the late 1990s, the three
categories were of similar relevance [45, p. 276], while in the last two decades the field
of adaptive parameter control has emerged most popular. However, due to insufficiencies
of the traditional taxonomy Doerr and Doerr suggest a new one [45, p. 275f], which is
depicted in the lower part of Figure 2.16.
The novel taxonomy introduces five classes of algorithms: State-dependent methods define
a mapping from the EA’s state to parameter value. This requires a clear specification how
a parameter value depends on the current state of the EA, and thus requires explicit
understanding of the problem to solve with the EA. All deterministic approaches from
the traditional taxonomy belong to this class [45, p. 276f]. Success-based parameter
control includes all measures that define the parameter value in the next step (e.g., the
next epoch) based on the previous one in some manner. Additionally, a measure for
determining whether a parameter value has led to success or not must be defined. This
can be set arbitrarily, including the extent of improvement or not, for example whether
a better fitness has been obtained or how much “better” that fitness is to a prior value.
Also, information like population diversity can be considered. Popular and remarkably
profitable are simple multiplication-rules that alter parameter values according to whether
the preceding iteration has been found to be successful or not [45, p. 277]. Unlike to
success-based methods, learning-inspired approaches take a longer period of evolutionary
time into account, instead of only the previous step. Often, older information is set
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to have a smaller influence on the parameter values than more up-to-date information.
This can be achieved via time-windows or relevance discounting of older information.
Exemplary, regression models can be trained by evaluating data over multiple generations
[45, p. 277]. The class of endogenous parameter control mechanisms is a renaming
of the class self-adaptive in the traditional taxonomy. Doerr and Doerr stated that the
expression “endogenous” fits the circumstance better than “self-adaptive” [45, p. 277].
Hyper-heuristics employ a collection of low-level heuristics, from which one is selected
within a certain time interval of the evolutionary process. After that, it is re-evaluated in
some manner which low-level-heuristic to use next. The goal of this automatic algorithm
selection process is to gain maximum profit out of different algorithms at different stages
of the evolutionary process [45, p. 278]. Hyper-heuristics are distinguished between
generation and selection hyper-heuristics [45, p. 303], this sub-classification has initially
been proposed by Burke et al. [149]. While the former aim to create new low-level
heuristics based on components of existing ones, selection hyper-heuristics exclusively
select one among several heuristics to apply next [45, p. 303]. Note that, aside the
taxonomy of Doerr and Doerr, also further different taxonomies for parameter control
exist, see for example [148].
All parameter control approaches, independent of their classification, regard the problem
and instance dependence of parameters and their respective values, equal to parameter
tuning. In addition, parameter control also considers the parameter state-dependence.
Thereby it does not only find a good trade-off of parameter values but is (at least)
capable of always approaching adequate parameter values [45, p. 273]. Based on their
theoretical investigations Doerr and Doerr19 are motivating researchers to apply simple
success-based multiplicative rules when a monotonic relation between parameter value
and utility is expected [45, p. 312]. However, most approaches concerning parameter
control are focused on parameters like population size, selection and variation operators,
instead of providing a generic approach that might be applied on any parameter [153, 154].
Such generic approaches are still underpopulated among other research papers concerning
parameter-specific approaches [153, Figures 3 and 4]. Also, from theoretical view, research
concerning two or more parameters is a sparse [45, p. 312f]. Most approaches described
in detail in [45, Chapter 6] are working on the mutation rate or similar values, e.g., the
step-size of CMA-ES.
Nevertheless, parameter control plays an increasingly important role in research. This
has been revealed by a literature analysis between 1995 and 2015, conducted by Aleti and
Moser [154]. Most popular controlled parameters are the mutation and recombination rate
[154]. Also, generic approaches are of increasing interest [153]. First promising algorithms
to that end have already been proposed: For example, the predictive parameter control by
Aleti and Moser [155]. A comprehensive summary of parameter control and [45, Chapter
6] can be found in [138]. The presentation also includes visualization and vivid examples
for the techniques at hand. In the following, we provide examples for the different classes
of parameter control:
Eiben and van der Hauw [156] proposed the SAW mechanism that automatically adapts the
weights of the penalties for a constraint satisfaction problem20 . The adaption is conducted
Note that the work of Doerr and Doerr is mostly of theoretical nature on discrete optimization, providing important insights and understanding of the effects of parameter control approaches circumstances
[150, 151, 152, 45].
20
An optimization problem where one or more constraints have to be satisfied instead of objective
19
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by evaluating the constraints violated by the best solution in the population, accordingly
these constraints’ weights are increased. This contributes not only to automatically setting the weights but also keeping those up to date: During the evolutionary process, the
weights are shifted as required which increases the performance of the algorithm [156].
The SAW mechanism is state-dependent on the constraints violated by the best solution
in the current population. Another state-dependent approach was proposed by Kalkreuth
et al. [157], who aim at controlling the crossover and mutation rates. They state that in a
diverse and healthy21 population, crossover should occur more often than in a less diverse
population. Thereby they adapt the crossover rate accordingly. The mutation rate, on the
other hand, is determined individual-wise: The less similar solutions are existing, i.e., the
more “unique” a solution is, the lower is the probability of it getting mutated. Thereby
more homogeneous parts of the population are more likely to get loosen up by mutation
instead of crossing similar solutions [157]. This example also introduces that a parameter itself may have a different scope: While the mutation rate affects single solutions,
the crossover rate is set for the entire population. Furthermore, parameters can affect
single genes or other components of an EA [9, p. 138]. An example for a deterministic
procedure, following the traditional taxonomy, is Simulated Annealing [158]. According
to the new classification, it is also state-dependent. Simulated Annealing always maintains a single solution which can be replaced by another solution every generation. The
old solution is replaced, if the new one is of better fitness, or, with a certain probability,
also if the solution is of worse fitness. This allows to leave local optima, which typically
requires to accept a deterioration of the fitness to find the global optimum. The idea
behind Simulated Annealing is that the probability of replacing a better by a worse solution should be higher in the beginning of the evolutionary process to foster exploration.
Later in evolution, when different regions of the decision space were already explored, the
replacement probability should be lowered, as one expects Simulated Annealing to operate
near the global optimum. Furthermore, this promotes that the finally returned solution is
of a certain minimum quality. To that end, a cooling schedule is employed. It affects the
probability that a better solution is replaced by a worse one. This probability decreases
with time proceeding in the evolutionary process [158]. Simulated Annealing is based on
the Boltzmann selection mechanism which follows such a cooling schedule, being defined
a priori [9, p. 142]. Other approaches work with a varying population size: Arabas et al.
proposed the GA with variable population size (GAVaPS) [71]. Every solution is rewarded
with a certain lifetime on creation. It depends on the solution’s fitness in relation to
the fitness values existing in the current population. The lifetime takes a value within a
predefined range. Thereby GAVaPS depends on feedback from the current state of the
population. The lifetime is decremented by one every generation, when it equals zero, the
solution is removed from the population. Higher lifetime means that a solution can create
more offspring on average, hence good solutions will reproduce in higher quantity than
worse performing. By removing the parameter Population Size from GAVaPS, Arabas
et al. [71] had to introduce two new parameters: the minimum and maximum lifetime.
Two additional parameters that require appropriate setting [71]. One closing example on
state-dependent parameter control, showing that all components of an EA can be adapted
dynamically, is the Delta Coding strategy by Whitley et al. [159]. It aims at maintaining
population diversity while achieving fast search progress. Therefore, the algorithm perfunctions to be optimized [9, p. 7].
21
The term “healthy” is defined as the proportion of diverse solutions of good fitness in the population
[157].
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forms an initial run which is stopped when the population diversity22 drops under a certain
threshold. The best solution found is saved as interim solution. All succeeding runs of
the algorithm start with a population of solutions, encoding the distances to that interim
solution (deltas) with a reduced number of bits. Thereby the size of the representing
genotype is altered from one iteration to the next [159].
Concerning success-based parameter control, an early idea is given by Rechenberg’s 1/5
rule [65] applied on the 1+1 ES23 . The rule refers to the mutation step size in Evolution
Strategies and points out that every fifth mutation should be successful. A mutation
is “successful” if the child is of better fitness than its parent. If the success rate is
too high, one can expect that time is wasted by making to small steps – step size is
increased then. In the opposite case, if the success rate is too low, also time is wasted
as one is waiting too long for any improvement – step size is reduced [45, p. 287]. The
entropy-based adaptive range parameter control (EARPC) proposed by Aleti and Moser
[161] aims at controlling numeric parameters. The range of values each parameter can
take is split into two intervals. A value is selected randomly for every generation from
either interval with certain probability. After evaluation, the parameter value and its
utility are stored in a history-map for each parameter. The interval sizes, as well as their
respective selection probabilities are updated after finishing a certain number of epochs.
The update is based on k-means-clustering and the class information entropy of subsets of
the history-map [161]. Further details on EARPC are provided in Section 6.1. In a recent
theoretical work Doerr et al. [151] proposed a simple evolutionary algorithm for bit-string
genomes of length n. Like Simulated Annealing, it maintains a single solution but creates
λ offspring via mutation and recombination. The best offspring is selected to replace the
previous solution. If there are multiple “best” solutions, a solution, unequal to the previous
solution, is selected randomly. The only parameter to adjust is λ which is set based on
the 1/5-rule: If the fitness of the selected child of a generation is betterthan the previous

n

o

1

solution, λ is set to max 1, λ/F . Otherwise, it is increased to min n, λ · F 4 . The

hyper-parameter 24 F is set to 1.5 per definition. Results of the conducted experiments
show a clear preference of the parameter control approach over hand-selected λ-values
[151].
An example for learning-inspired parameter control is given by Aleti and Moser [155] and
their predictive parameter control (PPC). PPC is a generic procedure that can operate
on multiple parameters of arbitrary type, numeric as well as symbolic ones. Numeric
parameters are split into M discrete intervals of equal size – adapted to the requirements
of their respective domain. Symbolic parameters remain the set of their possible values,
instead of intervals. Based on time series forecasting, the expected utility of each interval
or value in the current phase of the evolutionary process is approximated. Every interval
or value has a certain selection probability. It is updated according to the expected utility
[155]. Recall, that we denote the influence of a parameter vector on the performance
of the EA as its utility. PPC follows a multi-armed bandit25 approach. The user’s main
22
String representation of the solutions; Hamming distance between worst and best string, i.e., solution
[159].
23
The 1+1 ES is an evolution strategy algorithm with a single parent and offspring solution, where
always the best of both survives [160].
24
The term hyper-parameter describes a parameter that is introduced by the parameter control mechanism.
25
Let there be M different options to choose, the goal is to choose certain options over multiple trials
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contribution is to define the number, and thereby the size of intervals for the numeric
parameters. The automatic adaption of the interval size is addressed by the Adaptive
Range Parameter Control [163] (ARPC), where after each generation the best interval,
w.r.t. the approximate utility, is split into two new intervals and the worst is merged with
its worse neighboring interval. Further information is given in Section 6.1.
As early as in 1977 an endogenous approach concerning the self-adapting mutation
strength for Evolution Strategies has been proposed by Schwefel [164]. On that basis, Bäck et al. [165] suggested the GA “without parameters”, which combines selfadaptive mutation- and recombination-rates and a variable population size. Mutationand recombination-rates are encoded at the tail of each genome, resulting in individual
mutation and recombination probabilities for each solution. The bits that encode the individual mutation-rate are mutated first to receive a new mutation rate, which is applied
for mutating the rest of the genome. Parents for crossover are selected via tournament.
A parent is willing to mate, if a randomly drawn number r ∈ [0, 1] ⊂ R is smaller than its
recombination-rate. Only if both parental candidates are willing to mate, recombination is
done. The population size is determined according to GAVaPS [71] with several adaptions.
Further details on recombination and population size can be found in [165]. A detailed
investigation of endogenous approaches on controlling parameters in different variants of
Evolution Strategies has been carried out by Meyer-Nieberg [166] to which we refer the
reader for further reading.
Different examples on generation and selection hyper-heuristics can be found in [149].
Exemplary we mention a simple selection hyper-heuristic proposed by Burke et al. [167],
combining different graph-coloring heuristics to map on a scheduling task. Based on
Tabu search [168, 169], a list of Ne heuristics for scheduling N events is created. Each
heuristic from the list will schedule e events, taken from a list of unscheduled events, yet.
A complete timetable with N events is created in that way for testing the utility of the
heuristic-list [167].
As the Delta Coding strategy by Whitley et al. [159], described earlier in this section,
shows, any component of an EA can be subject to parameter control. A comprehensive
overview over parameter control based on the traditional taxonomy, including examples
for parameter control in different components of EA, is given by Eiben et al. [144]. Other
current surveys are provided by Karafotias et al. [153] and Parpinelli et al. [148]. The
latter also introduces a different taxonomy to the one proposed by Doerr and Doerr [45].
A tabular overview over all examples on parameter control, referenced in this section is
given in Table 2.4.
Altogether one can observe, that while parameter tuning is already a well-established
target of research, an increasing interest in parameter control has developed throughout
the last years as well [153]. There is still a lack in parameter-unspecific, i.e., generic control
methods, with only a few ideas and algorithms being available to that end [153]. Note
that Automated Machine Learning (AutoML), a research field aiming at making machine
learning methods applicable “ad-hoc” without the need of further considerations on the
underlying algorithms, their configuration or interaction, quite necessarily approaches the
field of parameter control. We refer the reader to [170], a recent introduction into the
field of AutoML.
in order to maximize the total reward [162].
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Table 2.4: Selected parameter control approaches referenced in this section. Whenever
no name for a certain approach was defined, the authors are printed the second column.
Class

State

Success
Learning
Endogenous
Hyper-Heuristics

Name / Authors
Simulated Annealing
Delta Coding
GAVaPS
SAW
Kalkreuth et al.
1 + 1 ES (“1/5 Rule”)
EARPC
Doerr et al.
PPC
ARPC
GA without param.
Burke et al.

Year
1983
1991
1994
1997
2015
1973
2013
2015
2011
2012
2000
2007

Ref.
[158]
[159]
[71]
[156]
[157]
[65]
[161]
[151]
[155]
[163]
[165]
[167]

This section introduced the topic of parameter tuning and control. It underlined the
importance of being aware of proper parameter settings and indicated that these considerations influence the usability of an EA in a pronounced way. To that end, Chapter 6
deals with the application of parameter control on our novel nNEAT (Chapter 5). A first
experimental analysis is carried out in Chapter 6, showing that parameter control positively
influences the performance of nNEAT.

2.5

Artificial Neural Networks

The (human) brain is an impressive organ that represents the key element of the human
body. It is responsible for all tasks and interactions happening in its inner, as well as
processing stimuli from the environment, making decisions and reacting in proper “output”.
The human brain is built from ten billion neurons, which are the processing units, and 60
trillion connections between those neurons. Although a silicon logic gate operates much
faster than a real neuron does, the number of neurons and connections between them
encompasses the brain with a very efficient structure, being able to process information
highly parallel and tolerant to faults [11, p. 4 and 6]. The human brain can train itself from
the beginning on: It creates patterns and rules of behavior, also referred to as experience.
While the most important structure is already created in a newborn’s brain, new patterns
are trained within the first two years of life and beyond that [11, p. 1f]. New patterns
are developed by creating new connections between neurons or modified existing ones [11,
p. 7]. It is redundant to mention that the brain has the ability to generalize, i.e., to
draw conclusions from previously learned knowledge onto unknown situations [171]. A
property that is highly desirable on deterministic computers, for example in handwriting
recognition. Inspired by the capabilities of the human brain, researchers transferred it
into an abstract model of primitive networks of neurons on computers [11, p. 9]. Note
that representing a human brain in its whole detail and extent would over-strain today’s
computers’ capacity by numbers. However, this is also not necessary as further examples
throughout this section will explain.
Note that all the following concepts in this section are artificial and abstracted versions
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Bias

Figure 2.17: An artificial neuron with N inputs x1 to xN , weights w1 to wN and an
(optional) bias input (adapted from [11, Fig. 7]).
of the corresponding real models. Thus, the terms artificial neuron and artificial neural
network are correct. Nevertheless, we will refer to those as neurons and neural networks
or simply networks, as we are sure that no confusion will occur with that.
Artificial Neurons A neuron is the fundamental information processing unit in a neural
network. A schematic depiction is given in Figure 2.17. A neuron encompasses a set of
N ≥ 1 incoming links, each transmitting a certain signal from the environment or other
neurons. Every link has a weight, taking any positive or negative value, which is multiplied
with the transmitted signal. All incoming weighted signals are summed and processed by
the activation function of the neuron then. The activation function f : R → R determines
the output of the neuron and likewise limits the possible amplitude of the output [11, p.
10f]. Mainly, two types of activation functions are distinguished: 1. Threshold functions,
which return 0 if the input is smaller than a certain threshold and 1 otherwise [11, p. 13].
As these only allow the neuron to return 0 or 1, they might be to abstract for various
tasks, e.g., controlling a robot. 2. Sigmoid functions, which have an “S”-shaped graph
that maps to a range [0, 1] ⊂ R. The general form of a sigmoid function is given by [11,
p. 14]
f (x) =

1
1 + e(−k·v)

where k determines the slope of the graph [12, p. 146]. Sigmoid functions are strictly
increasing and maintain the balance between linear and non-linear behavior. Furthermore,
they are differentiable [11, p. 14]. A plot of the sigmoid function is provided in Figure 8.6
on page 197. A further, commonly employed type of activation function is the rectifier
which was first proposed by Hahnloser et al. [172]. It only returns a value different from
zero, if the input is positive:
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f (x) = max(0, x).
Note that all the previously mentioned activation functions, except the rectifier, return
values between 0 and 1 (or only exactly these values). As it can be worthwhile in different
applications to have a returning range of [−1, 1] ⊂ R or {−1, 0, 1} ⊂ Z , there exist
equivalents as the Signum function or the hyperbolic tangent function [11, p. 14]. Further
note, that a function mapping to range [0, 1] ⊂ R can easily be transferred to a range
[−1, 1] ⊂ R26 .
The bias value of minus one multiplied by a weight wbias allows to shift the input of
the activation functions for some positive or negative value. Encoding the bias as a
separate weight to every neuron in the network allows to adapt its influence on each
neuron individually during training [11, p. 11f]. Note that a bias is not mandatory.
Stanley [12, p. 50] states that dispensing on the bias may even be beneficial w.r.t. the
problem at hand.
Beside deterministic models, there are also stochastic models of neurons available [11, p.
14f] which, however, are not the subject of this thesis.
Networks of Neurons A neural network consists of multiple neurons that are interconnected via directed links. Every neuron creates a certain signal. That signal depends
on the sum of all incoming links’ signals to the neuron. Its signal, in turn, is passed
through all its outgoing links to the connected neurons [11, p. 15f]. Neural networks
are traditionally organized in layers: There are at least an input and output layer, both
representing interfaces to the network’s environment [11, p. 21]. Neurons of these layers
are termed input neurons and output neurons, respectively. Input neurons are the sensors
of the network, while output neurons are its effectors. Generally, three classes of network
architectures are distinguished: 1. Single-layer feed-forward networks, which consist of a
layer of input neurons that are directly connected to the neurons of the output layer, where
the only computation inside the network happens [11, p. 21]. 2. Multi-layer feed-forward
networks have at least one hidden layer between the input and output layer, the corresponding neurons are termed hidden neurons. The aim of hidden neurons is to arbitrate
between network input and output in a useful way. The neurons of a certain layer typically
transmit their output to neurons of the next layer, thereby receiving input from the neurons
of the previous layer27 . The additional connections and further dimension of interactions
between neurons are useful, as they give the network a rather global perspective and allow
more sophisticated computation [11, p. 22]. A schematic depiction of a neural network
is given in Figure 2.18. Here, two input neurons, two hidden neurons in a single hidden
layer and one output neuron exist. Due to the recurrent links from o1 to h2 and from
h1 to itself, the network architecture is also recurrent. Note that neurons cannot only
transmit their output to neurons of subsequent layers (feed-forward), but also to neurons
of preceding layers, which is referred to as feedback. Feedback results in the output of
an element certainly influences its input in part [11, p. 18]. Networks that possess one
or more feedback loops have a, 3. recurrent architecture. Note that also self-recurrent
links, i.e., a neuron providing its output to itself as input, are possible. Recurrent links
The accordingmapping
 can be accomplished with the function f : [0, 1] → [−1, 1] (both subsets of
1
R) where f (x) = x − 2 · 2.
27
Note that neurons may also be connected to neurons of non-adjacent layers.
26
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Figure 2.18: A recurrent neural network with five neurons and a single hidden layer
(adapted from [175, Fig. 7.5]). The output of i1 and i2 is set by sensor information
from the environment. The output of o1 controls a certain effector. Note that the link
weights are not depicted here for readability.
allow storing information over some (timed) delay and thus add non-linear and dynamic
behavior to the network [11, p. 23]. This makes recurrent networks suitable for solving
non-markovian tasks, i.e., tasks where the state provided to the network does not have the
Markov property [1, p. 465]. For example, the Double Pole Balancing problem without
velocities [173], introduced in Section 4.2. A state within a process is said to have the
Markov property if it contains all information necessary to make a prediction about the
future of equal accuracy as if all previous states were also taken into account [1, p. 465].
Note that the existence of cycles inside a network requires the temporal dimension to be
considered: As the output of a neuron may affect the input of a previously processed
neuron, measures must be taken to regard that value in the total outcome of the network
[174, p. 30].
Updating Neural Networks We call the procedure of creating an output from a neural
network update, Stanley [176] refers to it as activate. It comprises the update of every
neuron in the network in turn. The first step is always, to copy the input vector into the
corresponding input neurons of the network, here. The output of the input neurons equals
the copied input value [176, 175].
In a layered feed-forward network the update can be kept simple: The input vector is
copied to the input neurons, which transmit these values to the neurons of the next layer.
That neurons in turn compute (update) their individual output and transmit it to the next
layer’s neurons. This is repeated until the output layer is reached and processed [175, p.
254-256].
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However, in case of recurrent networks this procedure cannot be employed, as the links
reaching backward were not considered then. The same holds if a network is not structured
in layers28 , as typical in neuroevolution.
In the original NEAT update procedure [176], after copying the input vector, a loop iterates
over all non-input-neurons, determining the total input sum based on the incoming links.
In case of a recurrent link the output of the previous (time) step is considered. A second
loop applies the activation function on all hidden and output neurons which received any
input in the previous loop. Thereby the corresponding output of the neurons is set. The
procedure is repeated until every output neuron has been activated at least once [176].
Note that although [175] is not a scientific work, it offers two further practical approaches
for updating neural networks subject to neuroevolution: Buckland [175, p. 405f] describes
the snapshot and active update procedures. These also start with copying the input
vector.
The snapshot mode requires that the depth N (in a layered network this would equal the
number of hidden layers) of the network is known in advance: All neurons of the hidden
layers are updated once, followed by an update of all output neurons then. After this
step, an output vector is already available, although it does not involve all links’ effects
yet29 . To that end, the procedure is repeated N times. Finally, all links have affected the
final output. Note that this procedure does not consider the temporal dimension, i.e., the
output of a neuron in a previous time step [175, p. 405f].
In case only a single iteration is run before the output from the network is retrieved, it
is operated in active mode. Note that the current output values of every neuron are not
reset when a new input vector is copied to the network. Thus, in a following update call,
the previous outputs are provided as inputs to the connected neurons, hence it considers
the temporal dimension, like the approach of Stanley [176]. The active mode requires
only a single iteration per update and thus foregoes a loop. However, it takes multiple
(N ) update calls until the previous input affects the output of the network [175, p. 405].
As the active mode considers the temporal dimension, it is appropriate for networks that
do control tasks like moDPB, see Section 4.2. The snapshot mode is beneficial when a
certain training set is considered, e.g., for mouse gesture recognition [175, p. 405f].
Note that the time required for updating a neural network is proportional to the number of
neurons and links existing in it. Especially for evolving neural networks, where numerous
update calls are required for evaluation, the size of a network strongly influences the
computational effort. Thus, it should be intended to keep the topology of a neural network
as small as possible.
Training Neural Networks Training a neural network to fulfill the desired task begins
by specifying its topology. This includes the definition which sensor information is available
to the network – the input neurons, as well as which effectors are necessary – the output
neurons. Furthermore, the hidden part of the topology and the connections between the
neurons are to be set. The weights of the links are subject of training and thereby can be
initialized randomly [14, p. 40].
As the NEAT algorithm is evolving topological elements, i.e., links and neurons, Stanley [12, p. 9]
abandoned the concept of layers. The neurons rather get assigned (x, y)-coordinates here.
29
This comprises recurrent links as well as links that occur later in the iteration due to disturbances.
28
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Learning is distinguished by the presence of a teacher, guiding the learning process. Learning can happen with a teacher, or without. The latter can further be distinguished into
reinforcement learning and unsupervised learning.
Learning with a teacher assumes that there is an instance, called teacher, which evaluates
the network’s output and somehow allows its adaption towards growing performance. The
feedback of the teacher is based on a predefined set of input-output-pairs, where the
output defines the desired, optimal and probably only valid output that the network is
expected to return for the given input. The teacher compares the actual output of the
network to the expected output and returns the difference, i.e., the error as feedback to
the network [11, p. 34f]. It is applied in some manner to adapt the weights the links
inside the network. A proper measure for a network’s overall performance is given by
the mean-square-error of a certain topology for the full set of training-data [11, p. 35].
The aim is to reduce that error to a local or global minimum, commonly employed is
Backpropagation [177] to that end [11, p. 35]. Given a sufficient set of training data,
the network learns to generalize. Take for example a pattern recognition task: Within the
training phase the network is provided with patterns (= input) and their corresponding
category (= desired output). In the following phase of application, the network is asked
to return the category of new, unknown training samples. This certainly requires that the
training set has covered the expected category in a sufficient number of representatives
to learn its decisive features [11, p. 39f]. Note that when too many specific input-output
samples are provided during training, the network may find a common feature which does
not represent the actual function to be modeled. In that case it loses its generalization
capability. That circumstance is called overfitting [11, p. 164f].
In the case when there is no labeled training data available, learning with a teacher
is not possible. However, learning does not necessarily require a teacher: In its first
form, the reinforcement learning, an interaction between the network and its environment
happens. The environment responses in some manner and thereby returns the primary
reinforcement signal to an instance called critic. The critic takes the role of a “quasiteacher” by translating that signal into the heuristic reinforcement signal, which allows
to drive the training process towards improving performance. From the perspective of an
evolutionary algorithm, the critic might translate the environment’s response into fitness
values [11, p. 36f]. Reinforcement learning is commonly employed to train neural networks
that are supposed to take controlling tasks, like controlling a robot or autonomous car
[11, p. 42f]. Third, unsupervised learning does neither have a teacher nor a critic that
somehow controls the training process. Therefore, a task-independent quality measure
must be defined, which the network has to learn [11, p. 37]. Typically, unsupervised
learning is applied for clustering data based on a certain set of observable elements [11,
p. 39f].
This section briefly introduced neural networks and the corresponding training methods.
For a detailed introduction and advanced topics on neural networks we refer the reader
to [11]. Practical information on the application and implementation of neural networks
on a computer and different training methods can be found in [175]. The next section
deals with neuroevolution, a reinforcement learning approach. It combines evolutionary
algorithms and neural networks.
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2.6

Neuroevolution

As briefly discussed in the previous section, supervised learning which utilizes gradient
decent algorithms like Backpropagation, trains neural networks to minimize the value of
a certain error function. A disadvantage of this procedure is, that the neural network
not necessarily approaches the global minimum of the error function [11, p. 185]. The
doubt to reach the global minimum is supported by numerous symmetries of the error
function, which occur as the weights in multi-layer networks may be interchanged without
any effect on the function represented by the network [174, p. 444], see e.g., Figure 2.20.
The error-surface also has numerous local minima to converge to [174, p. 444]. Additionally, Backpropagation necessarily requires a set of input-output mappings which are
not available for many tasks [11, p. 45f]. For example, one does not necessarily know
in advance what the optimal output of a robot controller for a certain input is [178]. To
overcome these limitations, evolutionary algorithms might be employed. Certainly, EAs
do not guarantee to converge to the global optimum of objective space as well [9, p. 34],
but different measures like maintaining diversity are taken to come close to that. The
generate-and-test principle of EAs [9, p. 27] fills the gap of missing input-output mapping
by measuring the interaction between a solution and its environment and drawing conclusions from that. Neuroevolution emerged in the 1980s, first approaches included the
evolution of link-weights of neural networks with fixed topologies, so-called Fixed Topology
Neuroevolution Systems (FTNES). Later approaches have arisen that evolved link weights
as well as the topology of neural networks, often referred to as Topology and Weight
Evolutionary Artificial Neural Networks (TWEANNs). TWEANNs raised the demand of
more sophisticated encoding being able to represent different topologies in a comparable
way [13]. Note that also hybrid approaches, combining hill-climbing methods like Backpropagation and evolutionary algorithms have also been found promising in literature [174,
p. 442f].
The role of the EA in the evolution of neural networks specifies the requirements on the
encoding of the networks. Take for example the neural network shown in Figure 2.19. The
lower part of the figure shows an exemplary representation of the neural network, only
encoding the enabled links weights. That representation meets the basic requirements
when only link weights are evolved, without any topological changes.
It only fulfills basic requirements as other challenges, e.g., the symmetry of neural networks,
remain unsolved. See Figure 2.20 for a visualization. The figure shows that different
neural networks (based on different genomes) however always return the same output for
any input. Thereby the two networks are equivalent, which results in the error function
to have numerous local minima [174, p. 444]. That problem is also referred to as
competing conventions and might lead to information getting lost during recombination
of two solutions [12, p. 18f].
Further, when TWEANNs are subject of an EA, aside the encoding of the link weights,
further information has to be stored in the genome describing a network. As there may
be added links and neurons at various locations inside a network, the occurring neurons
and starting- and endpoints of links must be encoded. Furthermore, while some links may
exist in a network, these do not necessarily need to be enabled (see link f in Figure 2.19).
This information has to be stored in the genome as well [12, p. 34]. In addition to the
competing conventions problem, TWEANNs are challenged with variable genome lengths
[12, p. 20]: As different topologies are evolved during the evolutionary process, it might
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Figure 2.19: A neural network with six neurons (bias is not shown here). The link f is
disabled. A simple encoding is given by the weights of the links, see lower part of the
figure.

Figure 2.20: Two different neural networks (based on different genomes) resulting in the
same output for every input vector (adapted from [174, Fig. 17.6]).
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Figure 2.21: Two neural networks with different topologies. Although there are identical
parts in both networks, it is not a trivial task to obtain these parts. Furthermore, combining
the unequal parts has to be handled with caution (adapted from [12, Fig. 2.4]).

Figure 2.22: Encoding for TWEANNs proposed by Stanley for the exemplary network in
Figure 2.19 (adapted from [12, Fig. 3.1]).
occur that two genomes of different length are selected for recombination, see for example
Figure 2.21.
Note that both described problems do only have effect in recombination of neural networks
[12, p. 21] which suggests dispensing on it at all. Stanley [12], however, proposed an
approach capable of getting these two problems under control by a node-based encoding
employing additional historical markings, so-called innovations that keep track on the
historical origin of each gene. Thereby common and unequal parts of two networks,
independent of their positions in the genome, can be identified without further effort. The
variable genome length can be resolved, and the competing conventions problem does not
have any influence on the product of recombining two networks due to historical markings
[12, p. 34-38]. The encoding of the network in Figure 2.19 using Stanley’s approach is
shown in Figure 2.22.
Typical areas of application of neuroevolution are 1. adaptive controlling of physical
devices [179] (see for example Section 4.2), 2. creation of artificial intelligence for agents
in board or video games [179] (e.g., Quake II, Unreal Tournament, NERO, Super Mario
Bros [20], additionally see the case studies in Chapters 8 and 9). And 3. solving problems
in artificial life [179], for example developing an understanding of how behaviors like
foraging or pursuit and evasion emerge in response to environmental pressure [179]. A
drawback of neuroevolution and neural networks in general is that they represent a “black
box". In many cases it is hard to impossible for a human to understand why a neural
network behaves in one or another way. On this account, debugging a neural network is
a complicated task, which however can be crucial for the application in video games or
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industry [20].
In several game-based AI-competitions the winners were (partly) based on neuroevolution,
take for example the Fighting Game AI Competition30 or Simulated Car Racing Championship31 . Both simulations will be further discussed in the case studies in Chapter 8
and Chapter 9. As the behavior of neural networks strongly depends on their topology,
TWEANNs outperform FTNES in most cases [12, 180]. Following this approach gives
the opportunity of open-ended learning, which is not constrained by, for example, human
imagination [20]. Another advantage of neuroevolution is that it is applicable for a wide
range of different problems, the only condition is that the quality of a network (and its
behavior) must be measurable and expressible in a numeric way [20]. Neuroevolution
encompasses high scalability – compared to other methods like SARSA (State-ActionReward-State-Action, temporal difference learning [181]) it is capable of handling large
search spaces very well [180]. Hausknecht et al. [180] have trained neural networks with
FTNES and TWEANNs to play video games on an Atari 2600 emulator. The experiments
carried out in 61 different games have shown, that TWEANNs (NEAT and HyperNEAT32 )
outperformed FTNES (conventional neuroevolution33 and CMA-ES) [180]. While NEAT
outperformed HyperNEAT in simple object-based representations of the games, only HyperNEAT could learn how to play games only based on raw pixel data. In comparison to
other benchmark results like random playing or SARSA(λ), as employed by Bellemare et
al. [183], NEAT as well as HyperNEAT could significantly outperform their competitors
[180].
A recent trend in neuroevolution is novelty search, which aims at increasing the behavioral
diversity of solutions rather than the diversity in decision space. Studies have shown
that dispensing objectives on account of behavioral diversity can bring large performance
benefits [41]. The relevance of diversity will be briefly discussed in Section 3.2. A recent
overview about neuroevolution and its trends and challenges is provided by Stanley et al.
[13], where we suggest the reader to start for further information. In the remainder of this
thesis, by neuroevolution we refer to TWEANNs unless stated otherwise.

2.7

NeuroEvolution of Augmenting Topologies

NeuroEvolution of Augmenting Topologies [12], short NEAT, addresses the evolution of
neural networks for single-objective tasks. Therefore, it utilizes an evolutionary approach
combined with three essential principles: 1. gene-tracking through historical markings
(Section 2.7.2), 2. protection of innovation through speciation (Section 2.7.3) and 3.
complexification (Section 2.7.4) [12, p. 34]. The single principles will be described in this
section.

2.7.1

Genetic Encoding

NEAT encodes the genomes of neural networks in a node-based scheme. Neurons and
links are encoded separately. While a neuron consists of an identification number, short
Online: http://www.ice.ci.ritsumei.ac.jp/~ftgaic/index-R.html, last accessed: 2021-03-26.
Online: https://cs.adelaide.edu.au/~optlog/SCR2015/awards.html, last accessed: 2021-03-26.
32
A hypercube-based variant of NEAT employing an indirect encoding [182].
33
By conventional neuroevolution Hausknecht et al. [180] mean fixed topology networks whose links’
weights are evolved by an evolutionary algorithm.
30

31
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Figure 2.23: Instance of the innovation manager. As the list of known neurons and links
allows to reconstruct any previous network, the genome of each network only contains the
corresponding network’s links.

id, and its corresponding type (input, hidden or output), the description of a link requires
little more information: The neurons where the link starts and ends, the weight of the
link and a flag which determines whether the link is enabled or not [12, p. 34].
The application of historical markings, called innovations is described in the next section.
For now, it is necessary to note that every link gets assigned an innovation id. If two
links have the same innovation id, both links describe the same connection, although their
weights may differ. During the evolutionary process, the innovation manager keeps record
of all neurons and links ever created in any network. Figure 2.23 shows an exemplary
instance of the innovation manager. It maintains a list of neurons and their respective
types, as well as a list of link innovations. Every link between any two neurons gets
assigned a unique innovation id [12, p. 34].
An exemplary network and its corresponding genome are shown in Figure 2.24. Although
the genome does not contain information about the neurons of the network, this information can be restored from the innovation manager with the corresponding innovation
ids. Hence the genome does not have to encode the ids of the start- and end neurons as
these are linked to a unique innovation id – the information is redundant and only given
for clarity reasons, here.
Variation Operators The evolution of increasingly complex networks is achieved by
two different mutation operations in NEAT. On the one hand, the weight of existing links
can be altered, and on the other hand, topological elements can be added or disabled.
Topological mutations comprise creating new neurons and the respective links or inserting
a link between two existing neurons [12, p. 35]. While the perturbation of link weights is
trivial, we will describe an example for both types of topological mutations as illustrated
in Figure 2.25. The insertion of a new neuron always happens between two neurons s
and e. In the context of network layers, the insertion would happen on a layer between
the layers of two neurons. This can be achieved by selecting any link s → e that is not
self-recurrent. That link is disabled – it is not removed, thereby it can be re-enabled in
a later phase of evolution and no information will be lost. A new neuron n and two new
links s → n as well as n → e are created. The first link, s → n gets assigned a weight
of 1, while the weight of n → e equals the weight of the previously disabled link s → e.
The new neuron and the two new links introduce non-linearity in the connection between
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Figure 2.24: Genotype to phenotype mapping in NEAT. Note that the link from neuron
2 to neuron 4 is disabled and thus not present in the phenotype. In combination with the
innovation manager the information about start- and end-neurons of the links is redundant.
However, it is provided for clarity here (adapted from [12, Fig. 3.1]).

s and e. If not existing in any other network of the current or any previous generation,

two new innovations are created during the mutation operation [12, p. 35]. Adding a new
link between two neurons requires that there be two neurons that are not connected yet,
also not via a disabled link. Furthermore, the ending neuron of the new link must be a
neuron of type hidden or output. If not already existing in another network, an innovation
is created for the new link. Every topological mutation increases the size of the network’s
genome. As all mutations occur probabilistic, the genomes in the population are likely
to have different sizes. We have already mentioned in Section 2.6, that recombining two
genomes of distinct size is a challenging task. NEAT tackles this by introducing historical
markings [12, p. 35].

2.7.2

Historical Markings

When two networks are recombined, one must know which parts of their genomes are
equal and which are different. Two genes, i.e., links are stated to be equal if they stem
from the same historical origin, although their weights and activity-status may be different.
NEAT therefore employs innovation ids which are set by a global counter. An innovation
id is always created and assigned if a link between two neurons occurs for the very first
time during the evolutionary process [12, p. 36]. If, for example, after the mutations
depicted in Figure 2.25 happened, a link between neurons 1 and 5 would be added to
another network, it would not get assigned an innovation id, but the id 8. If, and only
if, the offspring creation is done in parallel, it might happen that two equal mutations
occur which get assigned different innovation ids. By maintaining a list of innovations
that occurred during offspring generation, equal innovations can be consolidated [12, p.
36f].
When two networks are selected for recombination, all genes can be sorted in one of three
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Figure 2.25: Types of topological mutations occurring in NEAT: Adding a new neuron
(upper part) and a new link (lower part). Note the innovation ids in the red and blue
boxes – the add neuron mutation happens before the add link mutation w.r.t. the temporal
dimension. Changes in the networks’ genotypes and phenotypes are marked by dashed lines
(adapted from [12, Fig. 3.2]).
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Figure 2.26: Recombination of two networks of different topologies in NEAT. By comparing
the genes’ innovation ids common, disjoint, and excess parts of the genomes can be
identified without further effort. Common genes are averaged (weight) or copied randomly
from either parent. All remaining genes are copied from the parent that is more fit. If both
are equally fit, genes are selected randomly. Disabled genes might be re-enabled during
recombination. Note that both parents are of equal fitness in this example (adapted from
[12, Fig. 3.3]).
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groups based on their innovation ids without further effort. An exemplary illustration is
given in Figure 2.26. All genes whose innovation ids occur in both parents are common
genes. Although some of their properties might be different all pairs of these genes have
the same historical origin. If two parents are of different topology, it is certain that one of
the parents contains at least a single gene that occurred later in the evolutionary process
than any gene in its mating partner. These genes are called excess. All genes which are
neither of type common nor excess are called disjoint. Every disjoint gene does only occur
in one of the parents [12, p. 38].
Common genes are transferred into the child genome either as a copy from one of the
parents’ genes or by averaging both parents’ weights of that gene. The disjoint and excess
genes are copied from the better parent. The definition which parent is better can happen
in an arbitrary but consistent way, for example their fitness in combination with their
genome size. If both parents are of equal quality, the disjoint and excess genes are taken
over randomly from both parents. Disabled genes can be re-enabled during recombination
by chance again [12, p. 38].
The concept of innovation ids allows NEAT to recombine two networks of arbitrary topologies without any additional effort. Furthermore, all networks remain compatible to each
other throughout the evolutionary process [12, p. 38].

2.7.3

Speciation

Naturally, small structures optimize faster than large structures do as they require a smaller
number of parameters to be tuned. Additionally, new innovations may reduce the quality
of a network initially [12, p. 38]. Nevertheless, introducing more complex topologies can
be crucial for some tasks, e.g., the exemplary XOR-network which necessarily requires nonlinearity [184]. NEAT protects new innovations using a speciation approach. Therefore, all
networks in the population are clustered in different niches, where they only must compete
with other networks that feature a similar topology. Each of these niches is called a species.
This provides protection to new innovations to evolve a competitive structure. Moreover,
NEAT keeps the genomes in the population as small as possible: If species containing
smaller genomes can keep pace with species of larger genomes w.r.t. their quality, the
smaller genomes are not replaced unnecessarily by larger ones. Note that the speciation
happens based on the genotypes, i.e., in decision space [12, p. 38].
Historical markings do not only play a key role for recombining two networks but also
for speciation: The number of disjoint D(a, b) and excess E(a, b) genes as well as the
weight difference W (a, b) of all common genes of two genomes a and b are considered to
determine the degree of difference δ between a and b [12, p. 38]:
δ(a, b) =


1 
c1 · E(a, b) + c2 · D(a, b) + c3 · W (a, b).
N

The coefficients c1 , c2 and c3 determine the relevance of the factors D, E and W , while
the factor N is used for normalizing the genomes size (for large genomes) and typically left
to one. The speciation threshold δt is determined by a parameter Speciation Coecient,
it defines the maximum allowed difference between two networks of the same species [12,
p. 39]. An exemplary setting for the coefficients Factor C1 Excess, Factor C2 Disjoint
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and Factor C3 Weight Dierence is suggested by Stanley [12, p. 147]: c1 = c2 = 1
respectively c3 = 0.4.
During evolution NEAT maintains a list of species S currently existing. All networks in the
current population A are compared iteratively to all species in S. As there exist no species
initially, a new species is created for the first network. The second network is compared to
the species created anew. The comparison always happens between a network in A and
a representative of the species. NEAT does not assign a specific member as a species’
representative but chooses a random member when the representative is queried. If their
difference δ is lower or equal than δt , the network is added to the species. Otherwise,
the comparison continues with the next species. If there is no species left, a new species
is created for that network [12, p. 39]. Before each epoch, the members of all species
s ∈ S are reset and then the networks of the new population A are speciated again.
Only a reference to single member of each species is kept, which is then employed as
representative. This causes that new species are only created if the previously created
species are too dissimilar to a new network. Additionally, this procedure allows discarding
stagnating or empty species. Explicit fitness sharing among the members of a species
forces the networks to share their potential with similar ones within the same niche.
Hence, the existence of numerous small species is preferred and promoted over some large
species. On this account, a high amount of diversity in the gene-pool is fostered [12, p.
39]. Each network a does not compete against other networks with its own fitness f (a)
but its (shared) adjusted fitness f 0 (a) [12, p. 39]:
f 0 (a) = P

f (a)


b∈A

.

sh δ (a, b)

The sharing function sh between two networks a and b is defined as follows [12, p. 40]:
(

sh (a, b) =

0 if δ (a, b) > δt
1 else

As all networks in A are already clustered in species, the sharing function reduces to the
number of members |s| in the species s that a network a is assigned to [12, p. 40]:
f 0 (a) =

f (a)
|s|

Every epoch only the best fraction of each species is permitted to reproduce, defined
by the parameter Survival Threshold. The best performing member of each species is
copied into the next generation unchanged, while all other solutions are discarded. The
freed slots in A are filled by offspring created by recombination and mutation. The number
of offspring a species is allowed to create is determined by its average fitness in relation
to the sum of all species’ average fitness [12, p. 40].
By speciation, NEAT ensures that new innovations are given the chance to evolve, and
that the population preserves variety [12, p. 40].
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2.7.4

Complexification

At the beginning of the evolutionary process all networks are of the same minimal topology:
Each input neuron is connected to every output neuron. There exist no hidden neurons or
additional links. The only exception is the optional bias neuron which is also connected to
all output neurons. Every link’s weight is randomly initialized within the range defined by
the parameter Weight Mutation Range, it can be either positive or negative. Hence, two
arbitrary networks a and b of the initial generation do only differ in factor W (a, b). The
genomes in A are grown incrementally by topological mutations – only well performing
topologies will be able to compete and survive. Using the approach of complexification
NEAT must search only lower dimensional space and thus can find solutions of decent
quality within a few generations in many cases. If smaller genomes can compete with
larger ones they will remain in the population. On this account, the small genomes will
be optimized until no further optimization is possible, i.e., a local optimum is reached.
By topological mutation, smaller genomes are shifted into a higher dimension of decision
space in which they start already pre-optimized. The optimization of new topological
elements to coordinate with the other elements therefore only requires little computational
effort. By growing the topologies iteratively, NEAT does not face numerous parameters
to optimize simultaneously, as it was the case if the initial networks would retain a nonminimal topology. Altogether this enables NEAT to find high-quality solutions with small
genomes efficiently [12, p. 40f].

2.7.5

Putting the Components Together

NEAT is a combination of three essential principles that have been described in the previous
sections. The application of historical markings allows determining which elements of two
networks are of same historical origin. This does not only tackle issues like competing
conventions and variable genome length but also allows clustering similar networks into
species. Speciation is the key element for protecting innovation in NEAT. Furthermore,
all initial networks are of a minimal topology, which is then grown incrementally. NEAT
thereby explores different areas of the decision space simultaneously as well as exploiting
the promising areas of the lower-dimensional decision space, before topological elements
are added, and the dimension of the decision space is increased [12, p. 41].
Stanley [12] has shown that NEAT is a powerful algorithm which is able to outperform other
algorithms for evolving artificial neural networks like Cellular Encoding [185], Symbiotic
Adaptive Neuroevolution [16] and Enforced Subpopulations [173] in different experiments
[12, p. 44 - 49]. Additionally, it has been examined how NEAT behaves in different
ablations like fixed network structures (no topological mutations), starting non-minimally
with random topologies or disabling crossover and speciation. Results show that NEAT
performs best when all these components are working together, hence each component
is indispensable [12, p. 51 - 56]. Summarized NEAT is a well performing, very efficient
algorithm for evolving neural networks that are supposed to cope with tasks defined by a
single objective. However, many tasks in the real world are not only subject to a single
objective, but must meet several, perhaps conflicting objectives. In its original form,
NEAT has not been designed to evolve neural networks for multi-objective tasks, unless
it was provided with a way to transform a vector of fitness values into a scalar value. An
extension of NEAT to optimize multiple objectives in parallel without requiring a scalar
fitness value appears promising to this end.
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Nevertheless, there exist multi-objective variants of NEAT: Schrum and Miikkulainen [25]
implemented a multi-objective neuroevolutionary algorithm that is based on the frameworks provided by NEAT and NSGA-II. Some components of NSGA-II have been replaced
by their counterpart in NEAT. However, they abandoned recombination and speciation,
including fitness sharing, in their algorithm [25]. Lehman et al. [27] also combined NEAT
with NSGA-II. Therefore, they replaced the speciation component by a separate objective that describes the diversity respectively “uniqueness” of a solution in decision space
[27]. With MM-NEAT, Schrum and Miikkulainen [31] proposed another combination of
NEAT and NSGA-II that is designed to evolve modular neural networks for multi-objective
tasks. Two further multi-objective neuroevolutionary algorithms, based on NEAT were
proposed by van Willigen et al. [28] (NEAT-PS) and Abramovich and Moshaiov [30]
(NEAT-MODS). The latter two algorithms will be described more detailed in the remainder of this section. In Chapter 5 a novel multi-objective variant of NEAT will be
introduced. NEAT-PS and NEAT-MODS will furthermore be considered as reference for
the experimental comparison and analysis in Chapter 7.

2.7.6

NEAT-PS

NEAT-PS is the first complete adaption of NEAT for multi-objective neuroevolution. It
has been proposed by van Willigen et al. [28]. The algorithm utilizes the Pareto strength
approach of SPEA2 [29] to determine a single scalar value based on an objective vector.
Computing the Pareto strength S(a) of a solution a ∈ A is equal to the number of
solutions in A that are dominated by a:
(

S(a) =

X
b∈A\{a}

1 if a ≺ b
.
0
else

Note that F (a) ≺ F (b) denotes the dominance of a over b without stating whether the
fitness values are to be minimized or maximized. Van Willigen et al. [46] determine the
raw fitness R(a) of each solution as the sum of the Pareto Strength values of all solutions
in A that are dominating a:
(

R(a) =

X
b∈A\{a}

S(b) if b ≺ a
.
0
else

In [28] van Willigen et al. aimed at maximizing the fitness values. Therefore, the raw
fitness is inverted, as a low value for R(a) indicates a small number of dominating solutions:
f (a) =

10000
.
1 + R(a)

Implementation 1. Keep in mind that, throughout this thesis, all fitness values must be minimized. Because we apply the Pareto Strength approach as a quality indicator whose contribution
values are different to fitness functions to be maximized, we do also invert each individual’s raw
fitness to get a contribution value within [0, 1] ⊂ R:
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f (a) =

1
.
1 + R(a)

The resulting scalar fitness value f (a) is set as the fitness of the corresponding solution.
On this account, the original single-objective implementation of NEAT can be employed
for evolving neural networks for multi-objective tasks with the Pareto strength approach
[46].
Van Willigen et al. investigated NEAT-PS using a bi-objective [28] and six-objective [46]
optimization problem. In the latter experiment the task was to evolve different controllers
for an autonomously driving car. Therefore, various driving styles like fast, economic,
or comfortable were evolved. One of those could be chosen according to the driver’s
preferences then. Van Willigen et al. found that NEAT-PS was performing well in the
bi-objective and still good in the six-objective test case [46]. Thereby it represents a simple
and effective approach to combine multi-objective optimization and neuroevolution.

2.7.7

NEAT-MODS

NEAT-MODS has been introduced by Abramovich and Moshaiov [30], where MODS is
synonymous with Multi-Objective Diversified Species. NEAT-MODS aims at keeping the
diversity in the population on an elevated level while also fostering elitism. Therefore,
it does not utilize an additional auxiliary objective, as a prior combination of NEAT and
NSGA-II [27] does. NEAT-MODS is designed to overcome the weakness of NEAT-PS [46]
which does not consider all objectives appropriately due to its strong focus on elitism [30].
The proposed algorithm is based on NEAT but shows several deviations from the algorithm
introduced by Stanley [12]. First, NEAT-MODS applies a steady-state population model
for which the solutions of the previous generation At−1 and the offspring of that population
Ot−1 are combined into one set C. After all solutions have been evaluated, the set C is
sorted using the procedure of NSGA-II [19]: First C is sorted into fronts of non-dominating
solutions and finally the solutions of each front are sorted separately using the Crowding
Distance measure [30]. Recall that both approaches were described in Section 2.2. The
solutions in C are speciated then – Abramovich and Moshaiov do not give information
when speciation happens, but it is obvious that it must be done before survivor selection.
Speciation after sorting also ensures that the members of each species are also sorted by
quality, which is necessary for the second step of survivor selection [30].
The main difference to NEAT can be found in the survivor selection procedure: When
entering this step C has a size of 2 · |A| which must be reduced to |A|. Therefore,
in a first step, the species allowed surviving are selected. To this end, the sorted list
C is iterated (descending, starting at the best solution) and the species, to which the
corresponding solution belongs, is added to the list of surviving species S, if not already
contained yet. The iteration is stopped when no more solutions are remaining (all species
are allowed to survive) or the size of S is equal to the maximum number of surviving
species
q=

|A|
,
K
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Sorted Index

Solution

Member of
Species
Selected
Species

Figure 2.27: Selection of the species whose members are considered for survivor selection
(adapted from [30]).
where K is the number of objectives. The upper bound q ensures global elitism [30]. That
step of the selection procedure is shown in Figure 2.27.
The second selection step iterates over the ordered list S: Initially the first member of each
species is added to the set of survivors. When all species were iterated once, the iteration
continues at the first species in S selecting its second member and so on. Abramovich
and Moshaiov illustrate the second selection step by a table, see Figure 2.28: The species
in S define the table’s columns while the rows are represented by the species’ members.
Survivor selection starts in the first row and proceeds from left to right. When there are
no more columns left in a row it continues with the first column in the next row. If all
members of a species s∗ are already added to the set of survivors, i.e., there is an empty
cell in the table, and that species s∗ is the next to add a surviving solution, it is skipped.
The iteration is stopped when |A| solutions have been selected as survivors. These define
At [30].
Implementation 2. Abramovich and Moshaiov [30] do not provide information how the algorithm proceeds if the total number of solutions contained by the species in S is less than |A|.
We therefore extended the termination condition in the first survivor selection step from |S| = q
to
|S| ≥ q ∧

X

|s| ≥ µ

s∈S

for our reference implementation.

The second survivor selection step ensures to maintain diversity within the population as
well as elitism. Finally, the offspring creation is identical to the procedures of the original
NEAT. The identification of the higher-quality parent during recombination is based on a
solution’s rank inside its species. Abramovich and Moshaiov analyzed the performance of
NEAT-MODS in comparison to NEAT-PS using a bi-objective robot navigation problem.
Their results indicate a preference of NEAT-MODS over NEAT-PS [30]. Nonetheless,
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Survivors

Figure 2.28: Selection of the surviving solutions upon their species membership. Selection
iterates row-wise through the table in the left part of the figure. Empty cells are skipped
(adapted from [30]).
further investigations are necessary to state about a general preference of NEAT-MODS
over NEAT-PS.

2.8

Summary

This chapter introduced the components necessary to understand the contributions of this
thesis. Our main contribution, the novel nNEAT algorithm in Chapter 5 is composed of
an EMOA and NEAT. It is based on all components described throughout this chapter.
Furthermore, it depends on various other components, including a new sorting framework
and a parameter control procedure, which are also based on the content of this chapter.
The next chapter introduces a framework for sorting solutions in multi-objective environments. It aims at allowing the ad-hoc application of arbitrary metrics, quality as well as
diversity and other, within different spaces for sorting solutions uniformly.
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Chapter 3
Sorting in Multi-Objective Space
Sorting solutions based on their quality is crucial in evolutionary algorithms. However,
the meaning of “quality” is context dependent and may differ from one application to
another. Whenever fitness functions exist, solutions might be sorted accordingly by their
corresponding fitness vectors. The concept of Pareto dominance allows stating which
of two solutions is preferable or whether both are non-dominating based on their fitness
vectors [15, p. 11]. To resolve such situations, quality indicators are commonly applied
[15, p. 253f] – an introduction into the relevant quality indicators throughout this thesis
has been given in Section 2.2.
Although quality indicators are commonly applied as secondary quality measure in many
EMOA, their interaction with superordinate quality measures is in-transparent and thereby
does not allow uniform treatment in the research community. Take for example the NSGAII [19]: While it is obvious that Crowding Distance allows to determine a ranking among
non-dominating solutions and the whole solution set, one does not know the influence of
the Crowding Distance and non-dominated ranking on the total quality of a solution. In
many cases the use of such information is limited, but exemplary consider when roulettewheel-selection [9, p. 83] is performed over the whole solution set.
This chapter deals with sorting in multi-objective space and introduces a novel framework
for applying arbitrary quality measures in combination with each other to obtain a single
quality value per solution. In Section 3.1 considerations on sorting in multi-objective
space in general are provided. Based on those, 3.2 introduces the sorting framework
and provides an exemplary application with a quality-procedure that combines qualityand diversity-based measures to a quality value. Throughout the last years, increasing
interest [49, 82, 186, 187, 111] occurred in the application of the R2 indicator [42].
It allows sorting the solutions within a set efficiently based on the standard weighted
Tchebycheff utility function. We propose a novel efficient approach for computing the
exact R2 contribution of every single solution within a set. The underlying algorithm will
be described in Section 3.3.
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3.1

Considerations on Sorting in Multi-Objective Space

An essential feature for most evolutionary algorithms is the sorting procedure. It prepares
the decision, which solutions can reproduce and finally, which solutions will survive to form
the next generation. If there is only a single objective, whose value is represented by a
scalar, it is straight forward to sort all solutions in a set depending on this scalar each.
The task gets more challenging when there is more than one objective. In Section 2.2 we
introduced several quality indicators that are commonly applied to transform an objective
vector into a scalar objective value. In many cases, EMOA rely on non-dominated ranking
[19, 44, 49, 111], which sorts a set of objective vectors into fronts of non-dominating
vectors. Every front represents a “stage of quality”, where all vectors of a lower front
are preferable over the vectors in higher fronts. Anyway, the vectors within a certain
front are incomparable to each other w.r.t. Pareto dominance. To allow more precise
sorting, EMOA that are primarily based on non-dominated ranking, often employ a quality
indicator as secondary measure [19, 44, 49, 111]. It allows to assign a comparable scalar
to each vector in a non-dominating (sub-) set.
The main concerns for sorting a set1 are survivor and parent selection, whereas both require
a different quality of sorting: For 1. survivor selection, which is typically deterministic [9,
p. 33], identifying the subset of the µ best solutions, of a µ + λ-sized set, accomplishes
the requirements. There is no need to have further information about the ranking within
that subset. The only information of relevance is that these µ solutions are better than
the remaining λ solutions w.r.t. some criterion. On the other hand, 2. parent selection
often is a stochastic procedure [9, p. 31], based on the principle that each solution, even
the worst one, has a certain non-zero probability to be selected as parent. To that end,
we introduce the definition of a completely sorted set as follows:
Definition 5. Let there be a set A of objective vectors and a procedure q : Y → R that
assigns a value q(a), which represents its quality w.r.t. one or more user-defined criteria,
to each a ∈ A. The set A is completely sorted if the corresponding set of q-values is
strictly-partially ordered [188, p. 14] by the >-relation. The domain Y equals the objective
space RK in most cases. However, it can also be represented by the decision space X N .
Note that a completely sorted set is neither mandatory for survivor nor parent selection.
Anyway, it increases the probability for solutions being selected as parents or for survival
which meet the user’s requirements to a greater expense.
A way to distinguish different q-procedures is given by their corresponding range. While
most are operating in the domain Y = RK , the range can be either finite or infinite. See
Table 3.1 for an overview over selected examples.
Depending on the set of objective vectors A at hand, the number of different fronts and
thereby different q-values is determined in non-dominated ranking. In practice the case
that there are |A| different fronts is quite rare. So, there will likely be multiple objective
vectors with equal q-values. On the other hand, the Hypervolume of a solution may take
a q-value from an infinite number of values. As the set R is uncountable, also its subset
[0, 1] is uncountable per definition [189]. Nevertheless, there are also situations where the
Note that each solution (in decision space) in a set gets assigned a certain fitness vector (in objective
space). By “a more fit solution” we refer to the solution whose fitness vector is stated to be better than
another ones.
1
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Table 3.1: Range and cardinality of different quality measures, based on the implementation details provided in Section 2.2.
Measure
Non-dom.
ranking
Hypervolume
R2 Indicator
Crowding Distance

Range

Diff. Values

[1, |A|] ⊂ N

≤ |A|

[0, 1] ⊂ R

∞

Determined By
Number of fronts of non-dominated
solutions
Sum of individual contribution of
solutions
Min. K-dim. Euclidean distance of
each objective vector to its neighbors

Figure 3.1: Different situations that may occur during survivor selection. The red line
denotes the separation between survivors and solutions that are to be discarded. While
the first two situations are trivial, the third situation requires additional effort to determine
which solutions of Rc to keep and which to discard.
Hypervolume of two objective vectors is equal. As well as all dominated solutions will
contribute a Hypervolume of zero, see Figure 3.2.
While the category of finite range sorting procedures is mainly formed by Pareto dominance
and reference-front-based approaches like non-dominated ranking [19], dominance count
[15, p. 80] or error ratio [15, p. 255f], quality indicators like Hypervolume [44], R2
indicator [49] and Crowding Distance [19] map to an infinite range.
As many EMOA combine two sorting procedures, where the primary I1 has finite range
and the secondary I2 infinite range [19, 44, 49, 111], we briefly discuss how sorting can
proceed in that configuration. In SMS-EMOA [44], for example I1 = non-dominated
ranking and I2 = Hypervolume. For both selection steps, survivor and parent selection,
the set A is sorted into subsets A1 to AH of solutions by I1 . All solutions within such
a set are of equal quality w.r.t. I1 . Furthermore, all solutions in a subset with lower
index are of higher quality than the solutions in the subsets with higher indices. As parent
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selection asks for complete sorting, the subsets A1 to AH must be2 sorted by I2 , which
altogether results in a (hopefully) completely sorted set. A different situation occurs in
survivor selection, where the first point to make is to find the subset Ac with 1 ≤ c ≤ H
and
c−1
X

|Ai | < µ ≤

i=1

c
X

Aj .

j=1

Figure 3.1 depicts the different situations may arise here: Either the total number of
vectors in sets A1 to Ac equals µ (Situations 1.1 and 1.2 in Figure 3.1). In that case
all solutions belonging to subsets A1 , . . . , Ac will survive, while the remaining ones are
discarded. In the second case, the number of vectors in A1 to Ac exceeds µ (Situation 2
in Figure 3.1). Due to the above definition of c one can be sure, that A1 to Ac−1 together
contain less than µ vectors. Further considerations must be made only upon Ac to that
end. The vectors in Ac are indifferent to each other w.r.t. Pareto dominance and thus
require sorting based on I2 . After sorting, the best
µ−

c−1
X

|Ai |

i=1

solutions of Ac are selected as survivors as well.
As both, survivor, and parent selection, require sorting and occur alternating in EMOA
typically, a further optimization can be considered. The order of the two selection procedures can be seen interchangeably: First parent selection and offspring creation, followed
by survivor selection. The latter operates on a µ+λ-sized set A and reduces it to a µ-sized
set A0 . Parent selection of the next generation considers exactly that set. This allows to
combine the sorting for both selection steps into a single procedure while fulfilling both
selection steps’ requirements:
After offspring creation and evaluation, and once the evaluation of the initial population
is completed, the set A is sorted with I1 into subsets of vectors. When the total number
of vectors in the previously determined subsets exceeds µ, stop the sorting procedure
I1 . Further effort can be saved here as the remaining ≤ λ solutions will be discarded
during survivor selection anyway3 . In a second step, all vectors in the obtained subsets
will be sorted based on I2 . Concatenating the sorted subsets in ascending (subset indices)
order will result in a mostly completely sorted set, each solution can get assigned a rank
representing its overall quality easily then. All exceed solutions are discarded during survivor
selection. The resulting sorted set A0 can be applied in the parent selection of the next
generation without further considerations. Note that it might happen that two vectors
in a subset are equal w.r.t. I2 , too. A further sorting procedure I3 can be employed to
distinguish these vectors. As two objective vectors may be equal while their corresponding
genomes are different, a sorting procedure comparing genome lengths while preferring the
smaller one can also be beneficial, here. However, the user needs to decide whether the
Note that although Beume et al. [44] do not provide information about parent selection and beforehand sorting, SMS-EMOA definitely profits from a completely sorted set of candidate solutions.
3
Under the assumption that survivor selection deterministically discards the worst λ solutions based
on some quality measure.
2
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additional computations necessary for I3 are worth the effort or whether a random decision
between those solutions is also reasonable.
Further, consider that the selection probabilities during parent selection are not always
rank-based but may depend on a certain quality-value – providing a higher probability of
being selected to higher quality solutions [9, p. 80ff]. In those cases, a ranking among the
solutions is not sufficient, it further requires a uniform distance metric to determine which
solution is better or worse to what extent. We aim to tackle all the above issues with a
novel framework for sorting in multi-objective environments, which will be formalized in
the next section.

3.2

A Framework for Sorting in Multi-Objective Space

In multi-objective optimization the fitness of a solution is described by an objective vector
that requires some abstract post-processing to enable comparison to other vectors. In many
EMOA this procedure composes of two steps: First, non-dominated ranking determines
the different fronts of non-dominating solutions. Second, a quality indicator is applied
to break the ties among the solutions of each single front. Although such an abstract
description, which is often provided by researchers in this form [19, 44, 49, 87], allows to
get a basic understanding of how solutions are ranked, it finds its limits when fitness- or
quality-proportional selection methods are considered.
We see it as crucial to provide researchers a uniform way of applying arbitrary quality
measures in combination with the only requirement being that those must implement
the corresponding interface. On the one hand, this allows researchers to apply different
quality measures without considering implementation issues. On the other hand, it makes
the process of quality-attribution and ranking more comprehensible and transparent. We
will introduce a novel framework to that end within this section.
From our perspective it is worthwhile to define a single scalar quality value, short q-value
for each solution to allow fast sorting and comparison. The term “quality” thereby is
completely user-defined and depends on which quality measures the user prefers. It may
comprise convergence-based measures like the Hypervolume [44] or R2 indicator [49],
as well as diversity-maintaining measures like the Crowding Distance [19] or the Riesz
s-energy [100]. Also, topological/structural measures, e.g., the genome size, or other
measures may be considered to that end. Combinations of different measures and types
of measures can be worthwhile, too. Their relation can be hierarchical, like primary and
secondary measures, or multiple measures may be of equal relevance.
Sorting with a Single q-Procedure In the previous section we introduced the abstract
procedure q : Y → R, which we will redefine in this section. Any procedure Q implementing the following functions will be referred to as quality-procedure, short q-procedure4 :

instance : [0, 1] ⊂ R × [0, 1] ⊂ R
q:
X ×Q
next :
Q
sort :
A×Q
4

→
→
→
→

Q
[0, 1] ⊂ R
Q ∪ {null}
A

Note that the q-procedure was first defined in [33] as Sorting-Mechanism.
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Let there be an abstract q-procedure Q1 and a set of solutions A. The function instance(qlow , qhigh )
creates a new instance of Q1 , where qlow and qhigh define the minimum and maximum
allowed q-values, respectively. The function q assigns a q-value to a certain solution, “q”
is short for quality, here. Hence, the function sort(A, Q) calls q(..) for every solution in a
set and establishes a q-value-based sorting of the set A in descending order. A higher qvalue corresponds a higher quality and thus is to prefer over a lower q-value. The function
next may return a subordinate q-procedure or null, if not defined. The q-values assigned
to the solutions can take arbitrary real values. Every q-procedure operates on sets of
solutions and extracts the relevant information, e.g., the corresponding objective vectors
when required. There might be multiple solutions in a set taking the same q-value within
a set – q-values are not unique. Furthermore, it is also possible that all solutions within
a set get assigned the same q-value. We refer the reader to the paragraph on special
cases (to find on page 84) to that end. An exemplary implementation for a q-procedure
might be the Hypervolume, where the Hypervolume contribution of each solution equals
its q-value.
Finally, all q-values are normalized within the range provided on instantiation [qlow , qhigh ].
Let there further be defined qmin (Q1 ) and qmax (Q1 ) as
qmin (Q1 ) = min q(a, Q1 ) | a ∈ A
n

o

respectively
qmax (Q1 ) = max q(a, Q1 ) | a ∈ A .
n

o

For each a ∈ A, its normalized q-value qnorm (a, Q1 ) equals:

qnorm (a, Q1 ) = qlow + q(a, Q1 ) − qmin (Q1 ) ·




qhigh − qlow
.
qmax (Q1 ) − qmin (Q1 )

The above formula equals a normalization to the range [0, 1] followed by normalization
to the range [qlow , qhigh ]. Hence, every solution takes a normalized q-value within that
range:
∀a ∈ A : qlow ≤ qnorm (a, Q1 ) ≤ qhigh .
If there exist two or more different q-values in A, there are at least two solutions a, b ∈ A
with
a 6= b ∧ qnorm (a, Q1 ) = qlow ∧ qnorm (b, Q1 ) = qhigh .
In case that
∀a, b ∈ A : a 6= b → q(a, Q1 ) 6= q(b, Q1 ),
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Figure 3.2: Hypervolume contributions for a set of four solutions. While a1 =




a2 = 12 , 14 both equally contribute 81 , a3 =
The reference point is set z ∗ = (1, 1).



3 3
,
5 5



and a4 =



17 17
,
20 20





1 1
,
4 2



and

contribute zero.

the set A can be sorted completely according to Definition 5 with Q1 . Otherwise, further q-procedures or sorting iterations must be considered, which is subject of the next
paragraphs.
Iterative Application Although quality indicators are often applied to resolve ties
among solutions that do not dominate each other [19, 44] it may be the case that they
return equal values for different objective vectors and thus also leave indifference between
the solutions. See for example the Hypervolume contribution of vectors a1 and a2 in Figure 3.2: Both contribute equal w.r.t. the reference point z ∗ . Díaz-Manríquez et al. [190]
described similar findings in their study on the R2 indicator. They state that sorting a set
of solutions completely with only a single quality indicator is not possible in many cases,
as some solutions will remain with zero contribution [190]. Take for example the set in
Figure 3.2 and the Hypervolume: All dominated solutions, hence a3 and a4 will contribute
zero when the full set {a1 , . . . , a4 } is considered. This is misleading as a3 even dominates
a4 and thus should be preferred in direct comparison. As both contribute zero in this case,
the preference relation is not mapped adequately, here.
To that end Díaz-Manríquez et al. [190] proposed the iterative application of the R2
indicator: First, the contribution of all solutions in a set is determined. All solutions with
a contribution greater than zero are sorted and get assigned a corresponding rank. In the
next iteration, only the previously zero-contributing solutions are considered: All solutions
of the reduced set that are contributing more than zero now are sorted and ranked. The
procedure is repeated until less than two solutions are remaining, or no more contributing
solutions are found throughout an iteration [190]. The approach can also be applied
on the Hypervolume indicator. As in each iteration only the non-dominated solutions
contribute, the set would be sorted equally to a combined approach of non-dominated
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ranking and Hypervolume after termination. Note that also the iterative application of
a quality indicator may leave (different) objective vectors of equal contribution. Then
another quality indicator might be employed to resolve those ties in turn.
As stated above, it might be the case that more than one solution is remaining with a qvalue of zero after a sorting iteration. To that end we allow q-procedures to run in iterative
mode as suggested in [190]: In every iteration only the solutions of the set which have
a q-value of zero are considered for sorting. See Figure 3.3 for an exemplary depiction.
Note that all solutions initially get assigned a zero q-value. We use the phrase “solution
... is contributing” whenever a solution gets assigned a non-zero q-value to an iteration.
Every solution with a q-value greater than zero is assumed to be of higher quality than a
solution with q-value zero. Anyway, it might happen that a solution first contributing to a
later iteration may get assigned a higher q-value than one that already contributed to an
earlier iteration. For example, take the solutions a1 and a2 in Figure 3.3, both contribute
to the first iteration while a3 only contributes to the second iteration. Nevertheless,
a3 gets assigned a higher q-value (0.16) than a1 and a2 (both 0.125). To that end,
after the iteration has ended, all solutions that contributed to iteration i will get their
q-values increased by the maximum q-value that occurred in the following iteration i + 1.
This ensures that previously contributing solutions will result in a higher q-values than
later contributing. While the iterations of the q-procedure first operate top-down, the
correction is done bottom-up, i.e., starting with the last iteration. Finally, all q-values are
normalized within range [0, 1] ⊂ R. In iterative mode the q-procedure runs through one
to maximum |A| iterations. The worst case is present when in every iteration only a single
solution contributes.
Note that not all measures are suitable to run in iterative mode, take for example a qprocedure based on non-dominated ranking. The q-value of each solution will be related
to the index of the front, it belongs to5 . Only the worst front will be zero contributing,
any further iterations will not obtain more contributions within that front – sorting will be
stopped after two iterations in any case then.
Subordinate q-Procedures to Resolve Indifference Independent of zero-contributing
solutions it might occur that multiple solutions will get assigned equal q-values, which
means that after sorting there exists at least one subset B ⊆ A with |B| > 1 and
∃c ∈ [0, 1] ⊂ R : ∀b ∈ B : q(b, Q1 ) = c.
Whenever that value c is not one of the extreme values, i.e., 0 < c < 1 there are one or
more solutions that take the next lower q-value clow or higher q-value chigh respectively:
∃a, b ∈ A \ B ∧ a 6= b : q(a, Q1 ) = clow < c < chigh = q(b, Q1 )∧
¬∃d, e ∈ A \ B : clow < q(d, Q1 ) ≤ c ≤ q(e, Q1 ) < chigh .
If c = 0 or c = 1, either no solution with lower or higher q-value exists. Then clow
will be set to 0 or chigh set to 1, respectively. To resolve the parities within subsets of
For example members of front R1 (non-dominated in A) get assigned a q-value of one while the
members of RH are of q-value zero.
5
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Figure 3.3: Sorting a set of five solutions with an iterative q-procedure Q1 . In each
iteration, only the solutions remaining with q-values of zero are considered. Iteration stops
when only a single solution is left or no new non-zero q-value solutions could be found.
After the last iteration, the q-values of all solutions are increased by the maximum q-value
of the previous iteration. Finally, all q-values are normalized within range [0, 1] ∈ R.
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Figure 3.4: Sorting a set of five solutions with a q-procedure Q1 . To resolve subsets of
equal q-values within Q1 , a further q-procedure Q2 is employed. After determining all
q-values as far as possible (and necessary), the lower-order q-values are integrated into
the higher-order ones. See Figure 3.5 for details on how the min. and max. values for
the equal subsets (w.r.t. Q1 ) are defined. Finally, all q-values are normalized within range
[0, 1] ∈ R.
solutions with equal q-values a subordinate q-procedure must be employed. If defined, the
subordinate q-procedure of Q1 will be returned by function next:
Q2 = next(Q1 )
Otherwise, if not defined, next(Q1 ) will return null and the solutions will remain with
equal q-values. An exemplary visualization of the cooperation of multiple hierarchically
structured q-procedures is provided in Figure 3.4.
The q-procedure next(Q1 ) = Q2 will only be applied on subsets of solutions with equal
q-value and not on the complete set A. For each of these subsets a separate instance of Q2
will be created. Per definition, the q-values determined by Q1 , where ∀b ∈ B : q(b, Q1 ) =
c, are of greater relevance the q-values determined by Q2 . Hence, each instance will be
created with borders of minimum and maximum q-values that do not distort the order
created by Q1 . To that end, the above-described values clow and chigh , increased or
decreased by a certain margin respectively, will be provided on the instantiation for Q2
and each subset:
!

1
1
instance c − (c − clow ), c + (chigh − c), Q2 .
4
4
Consider the set {i3 , i4 } in Figure 3.4 for which c =
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as both solutions have q-value = 12 .
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Figure 3.5: Definition of the minimum and maximum values for the subsets of equal qvalues, recall Figure 3.4. For each subset, the distance to the next lower / higher q-value
is determined. Half of the range is left as margin while one quarter is added to the q-value
of the subset as new maximum value.
The next higher q-value is given by i2 (and i1 ) with q-value = 1 and the lower q-value by
i5 with 0.25. The instance of Q2 for this subset will be created by

instance(

7 5
, , Q2 )
16 8

then. As the finally returned q-values are normalized into this range, it is ensured that the
q-values determined by Q2 do not violate the higher-order q-values of Q1 .
The margin factor 1/4 ensures that only 25 % of the difference of the higher-order q-value
differences towards the higher, respectively lower q-values are occupied by Q2 . The half
of that range will remain untouched which still establishes a certain distance between the
final q-values after integrating those determined by Q2 into Q1 . It is easy to see that
a parameter 0 < u < 1 could be introduced to that end: It determines the part of the
range that will remain empty during integration, i.e., u = 1/2 will result in 50 %. The
smaller the value of u, the greater the range that is occupied by q-values of lower-order
q-procedures like Q2 . While this allows to distinguish more clearly between lower-order
q-values, it blurs the differences between higher-order q-values as the distance between the
subsets becomes smaller. In [33] we suggested to only leave a small margin between each
subset of solutions with equal q-values to the neighboring q-values. Anyway, this margin
did not consider maintaining a certain distance related to the raw q-values determined at
higher order.
The sorting is completed if, either there are no subsets of equal q-values remaining or
no more subordinate q-procedure is available. The sort function thus is recursive. As
the q-procedures are in a hierarchical relation, the corresponding q-values are inserted
bottom-up stepwise into the higher-order q-procedures q-values. The top q-procedure,
which does not have a superordinate q-procedure, normalizes the final q-values within
range [0, 1] ⊂ R. Its instance thus is created with
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instance(0, 1, Q1 )
by default. It then assigns ranks from zero (best) to |A| − 1 (worst) to the solutions.
Note that the determined q-values can not only used for rank-based but also qualityproportionate selection procedures, as the distances between q-values of higher-order qprocedures are maintained by the lower-order ones.
The pseudocodes for the respective procedures are provided in Listing 2 to Listing 5 on
pages 286 - 289.
Special Cases A special case is given, when all solutions in a set get assigned the
same q-value. This can happen for example, in a q-procedure based on non-dominated
ranking for a set of non-dominating solutions. In that case the corresponding q-procedure
is “skipped”, and all q-values are set by the subordinate q-procedure, if defined. Similarly,
when the last subordinate q-procedure returns equal q-values for all solutions within a
set, its result is discarded, and the q-values of the superordinate q-procedure are left
unchanged.
Combined q-Procedures of Equal Relevance Preliminary experiments comparing
nNEAT (Chapter 5) and NEAT-MODS [30] have shown that fostering diversity explicitly
instead of quality leads to considerable performance improvement in some cases. Based
on these findings we conducted experimental comparisons among different combinations
of q-procedures applied on nNEAT. These have achieved very pronounced performance
differences, most remarkable in the Double Pole Balancing experiment without velocities
(Section 4.2), among the combinations:
1. Q1 : non-dominated ranking, Q2 : R2 indicator
2. Q1 : non-dominated ranking, Q2 : Crowding Distance
With the first combination nNEAT could not make any considerable progress w.r.t. the
fitness of the population. On the other hand, the second combination achieved promising
objective vectors fast. As one can see, both combinations only differ in their second qprocedure, which either aims at promoting convergence or diversity, respectively. We found
that even more promising progress was made with a combination of these q-procedures,
where the corresponding q-values of the solutions were merged in some manner. In the
next section we will provide more details on the effect of this combination of qualityand diversity-focused measures. An experimental comparison of the influence of different
q-procedures on the performance of nNEAT is provided in Section 5.4.
For the concept of q-procedures we find it worthwhile to allow abstract q-procedures that
combine two or more q-procedures. While it does not provide any own quality assignment
procedure it falls back on the procedures defined by its referenced q-procedures. Note
that these all are at the same level and thus neither sub- nor superordinate to each other.
The only component to define in such a combined q-procedure is how the different qvalues determined for each solution are combined in turn: Multiple parallel q-procedures
result in a q-vector for each solution, i.e., a typical application scenario of multi-objective
optimization. Hence, a meta-q-procedure might be employed to transform the q-vectors
into q-values. Additionally, the linear combination of the q-values with scalarization, that
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represents a trade-off between different q-procedures, or the multiplication of q-values,
seems promising: A solution with a high q-value for one and a low q-value for the other
q-procedure will result in a low total q-value. Only solutions with high q-values for all
referenced q-procedures will achieve high final q-values. Note that q-values of zero should
be avoided when multiplication is applied, as otherwise the other q-procedures’ results
would be without effect for the corresponding solutions. An appropriate normalization,
e.g., within range [0.1, 1] ⊂ R, should be considered to that end.
Fostering Convergence and Diversity with the Novel Framework The preliminary
comparison between nNEAT (Chapter 5) and NEAT-MODS [30] underlined the insight
that diversity is of similar importance as convergence. While a variety of established measures like fitness sharing, crowding or speciation, that implicitly maintain diversity in a
population, are known [9, p. 92 - 98], diversity can also be fostered with explicit measures. We categorize quality indicators and measures by their aim, which either focuses on
promoting diverse solutions or the convergence of solutions. Some quality indicators do
also combine these aims. Quality indicators that foster diversity, i.e., promote solutions
that are located in sparsely populated regions of some space are the Crowding Distance
[19] and the Riesz s-energy [100]. Both operate on the objective space. Considering the
decision space in a quality indicator depends on the representation of the solutions, an
example is given by Stanley’s speciation procedure in NEAT [12], see Section 2.7.3 for
details. On the other hand, the Hypervolume and the R2 indicator represent measures
that primarily promote convergence of solutions, i.e., prefer more fit ones over less fit
solutions. However, the neighborhood of a solution also influences its Hypervolume or R2
contribution. Non-dominated solutions with a large distance to their nearest neighbors
in all dimensions will result in a greater Hypervolume contribution than non-dominated
solutions with smaller distances. While this suggests the Hypervolume or R2 indicator
as a kind of hybrid, relying only on Hypervolume might be misleading for two reasons,
as depicted in Figure 3.6: First, Hypervolume does not consider any dominated objective
vector that might be close to their dominating vectors, compare a1 and a5 . Second, the
Hypervolume only depends on the distance to the nearest objective value in direction to
the reference point, for each objective respectively (in the two-dimensional case). Contrary, Crowding Distance considers any neighboring objective vector, also dominated ones,
and furthermore the distance to the nearest objective values in both directions for each
dimension [19]. The Riesz s-energy even takes the distances between one objective vector
and all other objective vectors in a set into account [100]. It might even occur that a
dominated solution is preferred over a non-dominated one w.r.t. Crowding Distance or
Riesz s-energy. Hence, these diversity measures should not be applied in a subordinate
q-procedure where only a part of the initial set is considered. For example, applying
Crowding Distance after non-dominated ranking distorts the results w.r.t. diversity partly.
The relevance of diversity is also highlighted by current trends like novelty search [41].
In novelty search no fitness functions exist, but rather a distance metric. The novelty of
a solution can be expressed as the average distance to the nearest neighbors w.r.t. that
distance metric. The key idea behind novelty search is to find new promising behaviors,
thus the distance metric is defined upon a domain-specific behavioral space [41].
For the sake of maintaining diversity in multi-objective optimization we suggest combining
a convergence- and a diversity-measure of equal relevance to determine the q-values of
solutions. While the first drives the evolutionary search towards the true Pareto front, the
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Figure 3.6: An exemplary set of five solutions. Consider the solutions i1 and i2 : While
both have the same Hypervolume contribution (red and green rectangles), their Crowding
Distance (arrows) differs. It is discernible that the Hypervolume does not take dominated
vectors into account, while Crowding Distance does.
latter ensures that the population does not converge towards a small partition of solutions
and keeps diversity at a considerable level. Finally, the two q-procedures result in a q-vector
for further processing. This represents a multi-objective maximization problem where the
objective vectors comprise the separate q-values. Note that the q-vectors must be inverted
(1 - q) to represent a minimization problem. Intentionally we see a convergence-based
meta-q-procedure to obtain scalar q-values from these q-vectors as suitable. This should
allow to identify the most promising solutions and establish a ranking within the given set.
Based on the situation in Figure 3.6, Table 3.2 provides the possible outcome of applying
two combined q-procedures. Intentionally no subordinate q-procedures are provided for
the sake of readability. Here, Q1 is based on Hypervolume and Q2 is based on Crowding
Table 3.2: Combined q-procedures based on Hypervolume (HV) and Crowding Distance
(CD) for the example in Figure 3.6. The columns ’HV’ and ’CD’ represent the raw values
for each solution, the corresponding q-values are provided in the two following columns.
These represent a q-vector each, which is inverted to follow the principle of a minimization
problem. The final q-value, determined by a meta q-procedure based on non-dominated
ranking (NDR) of the inverted q-vectors, is given in the last column.
i1
i2
i3
i4
i5
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HV
1/16
1/16
1/16
1/16
0

CD
1
7/6
2
2
2/3

q(HV) q(CD) q-vector (inv.)
1
1
1
1
0

1/4
3/8
1
1
0

(0, 3/4)
(0, 5/8)
(0, 0)
(0, 0)
(1, 1)

q(NDR)
1/3
2/3
1
1
0

3.2. A FRAMEWORK FOR SORTING IN MULTI-OBJECTIVE SPACE
Distance. Both are combined to the q-vector. Finally, the inverted q-vectors are sorted
by a meta q-procedure based on non-dominated ranking. If one had to select three out of
the five solutions, the final q-values would suggest the solutions i2 , i3 and i4 .
We examined an exemplary implementation for a quality- and diversity-based measure,
short QD measure, in [33]. It combines the non-dominated ranking, the R2 indicator
and the Crowding Distance and thus comprises three q-procedures: Q1 (non-dominated
ranking), next(Q1 ) = Q2 (R2 indicator) and Q3 (Crowding Distance). Q1 and Q3 are
combined with equal relevance. While we followed the multiplication-approach for the
single q-values in [33], throughout this thesis we will employ two meta q-procedures Q4
(non-dominated ranking) and Q5 (R2 indicator), where Q5 = next(Q4 ). We denote
the next-relation by “+” and the combination of q-procedures by “(..., ...)”, i.e., (Q1 +
Q2 , Q3 ) and (Q4 + Q5 ). After the meta q-procedure(s) transferred the q-vector into a
q-value for each solution, we are confident that these q-values represent an adequate basis
for deciding which solutions to consider for recombination as well as survival.
Related Work on Convergence and Diversity Early investigations on convergence
and diversity were contributed by Laumanns et al. [191]. They employed the -dominance
in new archiving strategies to combine convergence and diversity in an archive-based
EMOA. Their proposed algorithm could outperform state-of-the-art (at this time) algorithms like SPEA [192] and NSGA-II [19] w.r.t. convergence and another EMOA proposed
by Rudolph and Agapie [193] w.r.t. to diversity [191].
Menchaca-Mendez and Coello [103] proposed the GDE-MOEA, based on GD-MOEA [194],
which additionally employs the -indicator for survivor selection. Mainly, survivor selection is based on Pareto dominance. Whenever the number of non-dominated solutions
in the union of parents and offspring is unequal to the desired population size µ, a secondary selection criterion is applied. If there are more than µ non-dominated solutions,
the -indicator selects a well distributed subset of non-dominated solutions, aiming at
maintaining diversity in the population. In the opposite case, the remaining solutions
are selected from the dominated ones based on the generational distance indicator. In
an experimental comparison GDE-MOEA was able to outperform GD-MOEA as well as
MOEA/D [195], furthermore it achieved comparable results to a variation of SMS-EMOA6
[103].
Recently, Falcón-Cardona et al. [87] proposed CRI-EMOA that utilizes a combination
of the properties of the IGD+ indicator [104] and the Riesz s-energy [100]. CRI-EMOA
discards the worst solution of the population each epoch. It is determined through nondominated ranking as first and either IGD+ or Riesz s-energy as second criterion. If the
entire population consists of non-dominating solutions, the Riesz s-energy, which promotes
diversity is applied. Otherwise, the IGD+, which focuses on quality, is considered. The
experimental analysis conducted by Falcón-Cardona et al. obtained that the CRI-EMOA
outperforms NSGA-III [36] and MOEA/D [195] on numerous test problems. FalcónCardona et al. suggest a single quality indicator combining IGD+ and Riesz s-energy as a
direction for future work [87].
While the approach of Falcón-Cardona et al. decides whether to promote elitism or
diversity, based on the last few generations’ progress, our idea always fosters both, elitism,
and diversity with equal relevance. Due to its simplicity, it does not require any statistical
6

An SMS-EMOA based on Hypervolume approximation instead of computing the Hypervolume exactly.
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analysis or additional effort. On the other hand, detecting when to promote diversity or
convergence is a worthwhile goal. However, this will require more effort being put into
the analysis of the situation inside the evolutionary process. It represents an interesting
direction for future work.
In addition to our exemplary implementation, which only considers diversity in objective
space, further combinations that also promote diversity in decision space should be contemplated in future work. A first step could be to add a third q-procedure in combination,
which is based on the genotypic diversity.
Summary Altogether, q-procedures can be applied for sorting solution sets to a certain
extent. If necessary, their iterative application can provide further details on the quality
relation between the solutions. Additionally, subordinate q-procedures might be employed
to establish a sorting among solutions of equal quality w.r.t. a certain q-procedure. Finally,
the combination of different q-procedures of equal relevance is possible. The described
implementation of q-procedures always requires sorting each set (or subset) once per
q-procedure. q-procedures represent a powerful tool that allows to add and combine
different quality indicators and measures easily. In future work we will add further features
and consider improvements on the sorting procedure.

3.3

Efficient Computation of the R2 Contribution

In Section 2.2.3 we described the R2 indicator and its application for solution convergence assessment. The computation of the R2 contribution of a solution within a set is
traditionally based on the set-subset-approach [96]:
R2(a, A, Λ, z ∗ ) = R2(A \ {a} , Λ, z ∗ ) − R2(A, Λ, z ∗ ).

(3.1)

Λ contains multiple weight vectors and z ∗ represents the (ideal) reference point. Computing the R2 value for a µ-sized set requires time O(K · µ · |Λ|). As that computation must
be done once for the complete set and µ times for a subset of size µ − 1, for computing
each solution’s contribution, the total effort equals O(K · µ2 · |Λ|) [96].
However, to increase the efficiency of the R2 indicator it has become necessary to reduce
the amount of computation to determine the individual contributions. For their novel algorithms R2-MODE and R2-MOGA Díaz-Manríquez et al. [190] proposed a new procedure
for computing the R2 contribution of each solution in a µ-sized set in time O(K · µ · |Λ|).
While the proposed algorithm is faster by factor µ than the traditional approach, it is only
an approximation. Slight differences between the approximation and the exact R2 contribution can occur in this case, as it does not consider the second-best objective vector
w.r.t. each weight vector.
Overcoming this weakness, Falcón-Cardona and Coello [83] proposed an efficient procedure
for computing the exact R2 contribution of each solution in a µ-sized set in time O(K · µ ·
|Λ|). Note that their approach is also applicable for the quality indicators IGD+ , + and
∆p , easily. First, a memoization matrix is computed, it contains the best and second-best
value for each weight vector, as well as the references to the contributing solutions. The
initialization step takes time O(K ·µ·|Λ|). To determine the individual contribution of each
solution their procedure iterates over all rows (i.e., weight vectors) of the memoization
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matrix in time O(µ · |Λ|). The total runtime comprises O(K · µ · |Λ|) [83]. Note that
Falcón-Cardona and Coello [83] described the procedure in detail for IGD+ , we transferred
their textual description on the R2 indicator, here.
In [33] we proposed an efficient procedure for computing the exact R2 contribution of
each solution of a set within the same computational complexity as Díaz-Manríquez et
al. [190] and Falcón-Cardona and Coello [83]. Equal to [83] our procedure computes
the R2 contribution of all solutions in time O(K · µ · |Λ|), based on the same idea
of considering the best and second-best values. While of same time complexity, our
procedure, developed independently of Falcón-Cardona and Coello [83], does not require
an initialization step (memoization matrix) and thus consumes less space. Furthermore,
it computes the contribution of each solution within a single loop and thus does not need
the final loop of [83] that consists of µ · |Λ| iterations.
Our approach is based on the following idea: Considering the set-subset-approach for a
set of objective vectors A, a set of weight vectors Λ and a reference point z ∗ , a solution
with an objective vector a ∈ A has a positive R2 contribution if it dominates at least one
weight vector in Λ. The term “dominates” in this context means that a solution a has
the shortest weighted distance to the reference point z ∗ with weight vector λ, compared
to all remaining solutions in A.
Definition 6 (Weighted Distance). For a solution a ∈ A, a weight vector λ ∈ Λ and a
reference point z ∗ , the weighted distance from a to z ∗ is defined as

d a, λ, z


∗





=

max

k∈{1,...,K }

λk ·

zk∗

− ak



.

Recall, that K denotes the number of objectives. The shortest weighted distance accordingly is held by the solution a ∈ A for which d (a, λ, z ∗ ) becomes minimal.
Definition 7 (Contributing Solution for a Weight Vector). The solution a ∈ A contributing for a certain weight vector λ ∈ Λ and the reference point z ∗ is determined by
(

 

c A, λ, z ∗ = a min d a, λ, z ∗






)

a∈A

.

Note that for the sake of readability we apply short variants of the functions d and c
without providing the arguments λ and z ∗ whenever the referenced value is clear:

c A, λ, z ∗ = c (A) and d a, λ, z ∗ = d (a) .








Based on these definitions we introduce the following theorem:
Theorem 1 (R2 Contribution). Let there be a solution set A with |A| > 1, a set of
weight vectors Λ and a reference point z ∗ . Consider a certain solution a ∈ A and the set
X ⊆ Λ, which contains all weight vectors for which c(A, λ ∈ X, z ∗ ) = a. Then the total
R2 contribution of a equals


R2 a, A, Λ, z

∗





1 X
d c A \ {a} − d (a).
=
|Λ| λ∈X
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Proof 1 (R2 Contribution). The R2 value of a set A with |A| > 1 equals, see Equation 2.2,
R2(A, Λ, z ∗ ) =



1 X
1 X
min d (a) =
d c (A) .
Λ λ∈Λ a∈A
Λ λ∈Λ

(3.2)

Per definition only a single solution a ∈ A contributes to a certain weight vector λ ∈ Λ, and
thereby the R2 value of A. Let there be a solution a ∈ A and X ⊆ Λ be the set of weight
vectors for which a has the shortest weighted distance compared to the remaining solutions in
A, i.e., there exists no solution b ∈ A with b 6= a that has a lower weighted distance to z ∗
concerning λ, then
∀λ ∈ X : c (A) = a.

(3.3)

Note the special case, if there are two solutions a, b ∈ A with a 6= b and d (a, λ, z ∗ ) = d (b, λ, z ∗ )
for weight vector λ. If such a situation occurs, both solutions a and b contribute zero to the R2
value of the set for weight vector λ, as their unique contribution is zero. The weight vector is
without effect in that case.
The R2 value of A when only considering the weight vectors in X equals
R2(A, X, z ∗ ) =

X

d c (A)

 Eq.3.3 X

=

λ∈X

d (a) .

(3.4)

λ∈X

On the other hand, let Y = Λ \ X be the set of all weight vectors for which a solution different
from a contributes:
∀λ ∈ Y : c (A) 6= a,

i.e.,
c(A) = c A \ {a}

(3.5)

In turn, the R2 value of A concerning the weight vectors of the set Y exclusively reads




R2 A, Y, z ∗ =

X

d c (A)

 Eq.3.5 X

=

λ∈Y

d c A \ {a}




(3.6)

λ∈Y

As for the two subsets of weight vectors holds X ∪ Y = Λ as well as X ∩ Y = ∅, the R2 value
of A for the complete set of weight vectors Λ can be composed of these two subsets:
R2(A, Λ, z ∗ )

1
|Λ|
1
|Λ|

=
=
Eq. 3.4 and 3.6

1
|Λ|

=

P

λ∈Λ d

c (A)



P

d c (A) +



d c A \ {a}

λ∈Y

P



P



λ∈Y

λ∈X



+

d c (A)
P

λ∈X



(3.7)

d (a)



The R2 value of the set A \ {a} furthermore equals:
R2(A \ {a} , Λ, z ∗ ) =
=

1
|Λ|
1
|Λ|

λ∈Λ d(c(A

P

\ {a}))

P

d(c(A \ {a})) +

λ∈Y

λ∈X d(c(A \ {a}))

P



(3.8)

Based on the set-subset-approach, see Equation 3.1, the R2 contribution of a single solution
a ∈ A can be determined by
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R2(a, A, Λ, z ∗ )

=
Eq. 3.7 and 3.8

=

∗
∗
R2(A
 \ {a} , Λ, z ) − R2(A, Λ, z ) [96]
1
|Λ|
1
|Λ|
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1
|Λ|
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d c A \ {a}
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d c A \ {a}
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λ∈X

d c A \ {a}

+
+

P
P

λ∈X d c A \ {a}





λ∈X

d (a)



−





− d (a) .
(3.9)


Proof 1 shows that the R2 contribution of a solution a ∈ A only depends on the weight
vectors for which a contributes. Thereby the weight vectors do only have to be iterated
once if the necessary bookkeeping is done. We provide the pseudo-code for a procedure
based on our findings in Listing 6 on page 290. To our knowledge, the proposed procedure
is the fastest currently available, consisting of three nested loops, comprising a total
runtime of O(K · µ · |Λ|), equal to the approach of Falcón-Cardona and Coello [83]. It
thereby represents a crucial step towards the usability of quality indicators, notably as the
R2 indicator can be employed for approximating Hypervolume very accurately [111]. The
above proof has first been published by the author of this thesis [33].

3.4

Summary

This chapter started with a discussion on the necessary granularity of sorting for different
application scenarios that occur within evolutionary algorithms. Based on the identified
requirements a novel framework has been proposed in Section 3.2. It allows combining
arbitrary quality measures, operating in objective and decision space, and is extensible by
new measures that implement the given interface whose only requirement is that every
solution in a set gets assigned a q-value between zero and one. Furthermore, it provides
a comprehensible way of combining sub- and superordinate quality measures as well as
measures of equal relevance. The section closed with the description of an exemplary
quality- and diversity-based measure, which combines non-dominated ranking with the
R2 indicator and the Crowding Distance. An experimental analysis of the suggested
combination is carried out in Section 5.4. Finally, a novel efficient procedure for computing
the R2 contribution of every solution within a set has been provided. Although it is similar
to the idea of Falcón-Cardona and Coello [83], the novel procedure comes along with lower
memory consumption. Furthermore, we provide the first proof on the suggested concept.
The proof can also be transferred to other quality measures considered by Falcón-Cardona
and Coello [83]: IGD+ , 4p and + .
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Chapter 4
Experiments Concerning Evolutionary
Multi-Objective Algorithms
The development of new EMOA is always connected with a comparison of the novel findings to knowledge previously obtained. To ensure that a new EMOA is advantageous, and
to convince the research community, it must be compared against existing approaches in
various scenarios [9, p. 150]. Different sets of test problems have emerged with increasing
popularity of EMOA [9, p. 158f]. Carried out properly, such standardized test problems
allow comparing two EMOAs systematically to find out in which aspects one EMOA is
superior to another EMOA. Test problems do not only allow to obtain general information
like the ability of an EMOA to handle numerous objectives, but also information about
other aspects as convergence behavior or population diversity maintenance. This can help
to develop a better understanding of the underlying EMOA and its principles and thereby
fosters developing better algorithms [196].
Deb et al. [196] defined a set of features that are desirable for a test problem: First
and foremost, a test problem should be easy to construct and allow scaling in the number of objectives and decision variables as well. However, the true Pareto front must be
easily comprehensible and known a priori. It should comprise a controllable difficulty for
finding the true Pareto front and a set of diverse Pareto optimal solutions. Compared
to most real-world problems, the evaluation-step within test problems often comprises a
single function evaluation instead of a complex simulation. This allows to conduct experiments in various configurations comparably fast and thereby fits for comparing EMOAs
in an academic environment. Applying unified sets of test problems also makes results of
different researchers comparable to each other with only small effort [196].
Two commonly used test problem suites for EMOA are defined by DTLZ [196] and ZDT
[197]. Both are designed to investigate and analyze the behavior of EMOA on different
problem instances, each with different properties, e.g., the shape of the Pareto front [198].
While these test problem suites are designed to be applied on EMOAs, the situation for
neuroevolutionary algorithms is less promising: Throughout our research we found that
there is no consensus in literature which test problems are to be applied: While the Double
Pole Balancing [12, 199, 200, 201, 202, 32, 33] is popular, we could not identify further
test problems of similar range or popularity. The Helicopter Hovering by Koppejan and
Whiteson [203] also provides a challenging task for reinforcement learning. However, the
number of citations shows a clear preference of Double Pole Balancing over Helicopter
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Hovering1 . Most neuroevolutionary methods aim at solving a certain task and thereby are
applied more likely in case studies than on test problems: Examples are controllers for The
Open Racing Car Simulation (TORCS) [48] in [204] or for a fighter in the Fighting Game
AI Competition (FTG) [47] in [33]. Further examples comprise driving a car autonomously
[46] or playing Ms. Pac-Man [31]. A comprehensive overview neuroevolution applied in
the context of video games is provided by Risi and Togelius [20]. We see the OpenAI Gym2
framework [205] as a first step towards a general benchmark for reinforcement learning
algorithms. It provides a growing number of benchmark problems of various categories
and difficulties, unified within a single interface.
This chapter first discusses different measures for assessing the quality of EMOA. These
build the base for the evaluation and analysis of the experiments throughout this thesis. Furthermore, a set of two benchmark problems for multi-objective neuroevolutionary
algorithms is introduced, both are based on the well-known Double Pole Balancing problem. Finally, we discuss how experiments are conducted and evaluated throughout the
remaining part of the thesis, including the statistical analysis.

4.1

Assessing EMOA Quality

A critical point in the development of new EMOA (or any other metaheuristics) is the
comparison of its performance to other, already established EMOA. Such a comparison
may support the utility of the new procedure or determine fields of application, as well as
parameter settings and scenarios, under which it outperforms existing approaches [9, p.
150]. Aside benchmark problems to be solved, a fixed set of measures for quality should
be considered to that end.
Following Eiben and Smith [9, p. 125] the quality of an EMOA is composed of its
performance and robustness, both are determined experimentally. Due to the stochastic
nature of EMOA, multiple independent runs haven to be considered.
Performance The performance of an EMOA can be described as the obtained solution
quality in relation to a certain time measure [9, p. 125]. Note that the time can be
measured in various ways like CPU time, real time or as the number of evaluated solutions3
in this context. While the first two depend on the underlying hardware, the number of
evaluations is independent of the hardware but yields other challenges like the hidden-laborproblem4 or is less meaningful if the evaluation-step takes the least computing resources
in the evolutionary process [9, p. 152f]. In every case, the time measure must be chosen
with caution and respect to the compared algorithms. To assess the performance of an
EMOA, three basic combinations of quality and time are considered:
Mean Best Quality The mean best quality (MBQ) equals the average quality of the
(known) Pareto Front of an EMOA at time T , for example after T evaluations. The
Double Pole Balancing ([16], 85 citations) and Helicopter Hovering ([203], 34 citations). Both
numbers consider publications since 2015 and were obtained through Google Scholar on 2020-10-26.
2
https://gym.openai.com/, last accessed: 2021-03-26
3
The number of evaluations equals the number of different points in decision space, that have been
investigated [9, p. 153].
4
For example one EMOA incorporates a local search operator in addition to mutation, while another
does not.
1
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meaning of “quality” can be defined through an arbitrary quality measure, e.g., the Hypervolume. The mean best quality is derived from the mean best fitness (MBF) measure,
which averages over the best fitness value found for a single-objective optimization problem [9, p. 151]. It requires the existence of an explicit fitness / quality measure and
thus is not suitable for interactive evolution, where a human assesses solutions based on
preferences and intuition [9, p. 151].
Average Time to a Solution The average time to a solution (ATS) describes, how
many units of time, recall the abstract meaning here, have proceeded on average, until a
solution with a certain minimum quality q ∗ had first been found during the evolutionary
process. It also depends on an arbitrary quality measure like the Hypervolume indicator.
Note that, aside defining a quality threshold q ∗ to exceed, also a fitness vector F ∗ might
be defined, for which all objective values must be exceeded, i.e.,
∀k ∈ {1, . . . , K} : Fk (x) ≤ Fk∗ .
For determining the ATS, only the runs of an EMOA that found a solution of given
minimum quality within time T are considered. More common is the term average number
of evaluations to a solution, which implies that time is measured in number of evaluations.
It is also derived from the single-objective AES-measure, where a predefined fitness value
must be exceeded [9, p. 153]. If known in advance, the quality threshold q ∗ might be set
to the quality of the best feasible solution. As this is often not the case, q ∗ is set to a
certain desirable level in practice [9, p. 151].
Success Rate A combination of maximum runtime T and sufficient quality is considered
by the success rate (SR) of an EMOA [9, p. 151]. It returns the fraction of runs of an
EMOA in which a solution of given minimum quality or fitness had been found [9, p. 151].
Furthermore, SR is independent of the number of objectives but requires a maximum
runtime T as well as minimum quality q ∗ or fitness vector F ∗ to be defined.
Discussion There is a relation between MBQ and SR, as all combinations of these measures may occur. Consider the following two examples: A low success rate in combination
with high mean best quality indicates that the algorithm consistently finds solutions of
decent quality, but the quality often remains below q ∗ . The user may consider increasing
the runtime of the evolutionary process to achieve a positive influence on the success rate
[9, p. 151]. On the other hand, a high success rate with low mean best quality indicates
that the algorithm often finds solutions of sufficient quality q ∗ or even better. If no such
solution can be found, the quality of the best solutions found remains at a remarkably low
level, which strongly deteriorates the mean best quality value [9, p. 151]. Both measures
determine the performance of an algorithm in a fixed amount of time and thereby allow
to draw conclusions about the effectiveness of the EMOA [9, p. 152]. The efficiency of
an EMOA can be expressed using ATS, as it provides answers on the question “How long
does it require to reach a certain minimum quality?”, without regarding the fraction of
runs where it is not successful at all [9, p. 152f].
As stated above, the selection of a time measure is prone to several insufficiencies. To
overcome these, one could also consider the scale-up behavior for comparing EMOAs:
It describes how the time required to find a solution of certain quality changes, when
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Problem size

Figure 4.1: The scale-up behavior of two EAs. The average number of steps required to
find a solution of sufficient quality is proportional to the problem size. The curve of lower
steepness indicates that the corresponding algorithm is more efficient (adapted from [9,
Fig. 9.2]).
the problem size is altered. Conducting several runs of an EMOA for each problem size
considered, allows to draw a plot of its scale-up behavior, see Figure 4.1 for an example.
The measure is independent of the definition of time and is also not prone to inaccuracies
due to hidden labor, different evaluation durations or the computational cost of evaluation
at all. Experiments may also be run on different hardware as only the steepness of the
corresponding curves is relevant: The curve growing with smaller steepness indicates a
preferable EMOA. This, of course, requires a scalable problem [9, p. 153f].
Aside the mean performance of EMOAs, also the minimum and maximum performance
may be of certain relevance. Typically, this depends on the problem at hand and whether
it allows multiple runs of the EMOA or only a single one. When an EMOA can be applied
in a repetitive way, one can select the best from several runs’ solutions. Hence, the
maximum performance is of greater relevance than the mean performance. On the other
hand, when an EMOA can be run only a single time or is employed as online optimizer, a
promising mean performance with small standard deviation is more relevant [9, p. 155f].
Note that the minimum performance also allows to restrict the range of expected results
for repetitive problems [9, p. 152]. Note that most academic problems belong to the
category of repeatable problems and thus should consider the maximum performance over
the mean performance from Eiben and Smith’s view [9, p. 155f].
It may occur that two algorithms achieve similar values in ATS but behave differently in
the development of their populations. This can be revealed by plotting progress curves for
both algorithms. A progress curve shows the mean, best or worst quality of the successive
generations of an algorithm. See for example the exemplary algorithms in Figure 4.2:
EA1 found a solution of quality q in half the time EA2 required to find a solution of
similar quality. Reducing the maximum runtime EA1 will likely still find such a solution
while EA2 does not. On the other hand, both curves indicate a similar quality at time
T , while EA1 ’s curve has already flattened out and EA2 ’s curve still shows some positive
inclination, increasing the length of the run will probably end in EA2 finding solutions of
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Quality q
Time T

Quality

Time T/2

Time

Figure 4.2: Runtime behavior of two exemplary algorithms EA1 and EA2 (adapted from
the single-objective case in [9, Fig. 9.1]).
even higher quality. Note, while these plots can give the user an insight into the algorithm’s
behavior, they do not allow a statistical comparison easily [9, p. 155]. We will refer to
these progress plots as the runtime behavior (RTB) of an algorithm.
Robustness Furthermore, the robustness contributes to the quality of EMOA. It considers the variance of the performance of an EMOA over a certain dimension [9, p. 126].
That dimension may be, 1. the problem instance, for example a set of benchmark problems, or 2. the parameter vector, for example different values of a parameter [9, p. 126].
The performance of an EMOA can be visualized in a utility landscape as shown in Figure 4.3. The more uniform these utility values are, the more robust is the EMOA across
the respective dimension. A presentation allowing to interpret a specific dimension can be
obtained when only slices of the utility landscape are considered, see Figure 4.4. Note that
the robustness of an EMOA may also be influenced by effects from the random number
generator [9, p. 126f]
Diversity The diversity of a set A can be defined in various ways: It might be the
number of different fitness values, phenotypes, or genotypes in that set. Or more precisely:
a certain measure for that difference. Also, entropy-based measures can be employed [9,
p. 31]. In the remainder of this section, we describe a diversity measure which is applied
for the experimental analysis in this thesis.
Morrison and De Jong [50] proposed a diversity measure based on the centroid and moment
of inertia of a set, two concepts borrowed from engineering. The centroid c is an N dimensional vector which defines the center of mass of an object in N -dimensional space:
∀n ∈ {1, . . . , N } : cn (A) =

1 X
·
mass(a, n),
|A| a∈A

where the function mass represents an abstract measure for a in the considered dimension
n. For example, when the diversity in objective space is to be considered, mass(a, n) would
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Figure 4.3: The utility landscape of an EMOA over a range of problems and a single
parameter value. In practice more than one parameter must be considered, often. Note
that only the result of a single run is shown here, otherwise there would be a cloud-like
shape instead of a surface due to the stochastic nature of EA (from [9, Fig. 7.3]).

Figure 4.4: The utility landscape of Figure 4.3 divided into slices for two parameter values
over a range of problems (left) and two problem instances over a range of parameter values
(right). This presentation allows concluding on the effects of different parameter values
or problems being taken into account (from [9, Fig. 7.4]).
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return the fitness value for a in objective n. Furthermore, N = number of objectives holds,
which is not mandatory in different scenarios [50].
The moment of inertia I describes the rotation of an object around a certain point. If that
point is the center of mass c, it determines the distribution of an object’s mass. Applied
for a set of solutions it determines the spread of the solutions over some space [50]:
I (A) =

N X
X

2

mass (a, n) − cn (A) .

n=1 a∈A

Note that there is a similarity to the computation of the variance. The moment of inertia
can be employed to express how far the solutions of a set are spread around its center
w.r.t. to the definition of mass. Independently which type of diversity is considered, the
only variable that must be adapted is the definition of function mass. Once well definitions
for mass are existing, the moment of inertia can describe the diversity of a set in arbitrary
space. Furthermore, it profits from the small computational cost of O(N · |A|). The
diversity of a set w.r.t. the definition of mass equals the moment of inertia of a set in
relation to its centroid [50].
Preliminary experiments have revealed that there is a relation between genome size and
diversity in decision space. As the number of dimensions increases with growing genome
size, the final value of I has to be divided by the number of dimensions. This allows to
compare the decision space diversity of an EA creating smaller genomes to one that tends
to create larger genomes.
In this thesis we will analyze the diversity of the population of EMOA in objective as
well as decision space. While the definition of mass is straight forward for the objective
space, where mass(a, n) returns the corresponding fitness value for the nth objective. Its
definition for the decision space is more challenging as it depends on the representation.
Based on the representation of neural networks in NEAT, where a genome comprises a list
of innovation ids with certain weights [12, p. 34f], we propose the following definition of
mass:
Let the number of dimensions N be equal to the number of innovations occurring in the
genomes in A. For an a ∈ A and an innovation n, the function mass(a, n) returns the
weight assigned to the link with the innovation id n, if the link is existing in a. Otherwise,
if the link does not exist in a, mass(a, n) returns nothing, and the solution does not
contribute to dimension n. As it is likely that not all innovations occur in all genomes
(after some topological mutations appeared), only the genomes where the corresponding
innovation occurs, contribute to the centroid and moment of inertia. Further note, the
extreme case in which a link with innovation id n only occurs in a single a ∈ A, results in
a distance of zero from the centroid, as per definition mass(a, n) = cn , then. To avoid
this, the neutral value one5 is added to the set of contributing weights in dimension n.
This ensures a positive contribution of the unique link to the moment of inertia, excepting
its weight equals 1.
Unlike to the objective space, where all values are in range [0, 1] ⊂ R, the range of weights
for a certain link are not limited. Based on the suggestions of Morrison and De Jong [50]
we also normalize all occurring weights into the range [0, 1] ⊂ R for each dimension
5

A weight of one is neutral, as the corresponding link only transmits values without scaling.
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separately, considering the minimum and maximum values, respectively. The procedure
ensures that all innovations contribute with equal proportion to the diversity value of a
set. It still allows concluding “how well” the occurring weights of a link are spread within
the bounds defined by the minimum and maximum weight in the given dimension.
The diversity of a set in decision space describes how well the link weights of the innovations are distributed over the occupied decision space. Smit et al. [206] provide an
example where the moment of inertia, among other diversity measures, can be misleading
concerning diversity. They proposed the population diversity index, a measure conform
to the human perception of how diverse a set is, based on the Shannon entropy [206].
Another diversity measure of increasing interest is the Riesz s-energy [100]. Recently,
Falcón-Cardona et al. [207] outlined its promising features for reference front generation [207] as well as being a diversity-promoting quality measure for EMOA [101, 88].
Due to its promising properties, applying the Riesz s-energy for the analysis of diversity
maintenance of EMOA seems a worthwhile goal. We will address this topic in future work.
Finally, note that for the experimental comparison of diversity development in this thesis,
we consider all diversity values in relation to the diversity level of the initial population. In
case of random initialization of the populations, these should be similar on average for all
experiments. It allows stating whether the diversity of a population increases or decreases
throughout the evolutionary process.
This section introduced different measures for EMOA performance, robustness, and diversity. Furthermore, their corresponding application in the experimental sections of this
thesis has been described. The next section introduces a multi-objective control task
based on the Double Pole Balancing problem. It represents the baseline for comparing
different quality measures and parameter control approaches in nNEAT, see Chapter 5 and
Chapter 6. Furthermore, it defines the basis for the comparison of nNEAT against other
multi-objective neuroevolutionary algorithms, see Chapter 7.

4.2

Multi-Objective Double Pole Balancing

Schaffer and Cannon [208] initially introduced the Pole Balancing problem. Later it was
extended to the Double Pole Balancing problem [43], which is still applied as benchmark
and evaluation task in current research on reinforcement learning [12].
The Double Pole Balancing problem describes the following situation: Given a cart c, of
mass m(c), on which two poles p1 and p2 are mounted using a hinge. The poles are of
length len(p1 ) respectively len(p2 ) and mass m(p1 ) and m(p2 ). At time t = 0 both poles
are poised, inclined in angles α(p1 ) and α(p2 ). Without interaction from outside, the two
poles would fall to the left or right side when time goes on. The initial inclination of the
poles can be set randomly within the range [−β, β]. If the poles are always initially inclined
in the same angles, the experiment is deterministic. However, varying starting conditions
in form of the initial inclination angles makes the experiment nondeterministic6 . The cart
is positioned at the center of a track with length L. If one or both poles’ inclination
exceeds a given maximum angle γ or the cart leaves the track, the experiment has failed.
The time t is stopped then. The goal of the experiment is to keep the two poles balanced
by moving the cart to left or right without falling off the track for a given amount of time
6
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Figure 4.5: The Double Pole Balancing problem.
T . The cart is controlled by a neural network which, in the context of this thesis, must be
evolved using a multi-objective neuroevolutionary algorithm. Nevertheless, other methods
can be successful in this task, too. The network is provided the following input values:
The position pos(c) and velocity v(c) of the cart, the angles α(p1 ), α(p2 ) and velocities
of fall v(p1 ), v(p2 ) of the poles [12, p. 45]. The network returns a single value which
determines the force, that affects the cart (direction and strength) in the next time step.
Stanley [12] conducted experiments concerning the Double Pole Balancing problem for
comparing the performance of NEAT to other neuroevolutionary algorithms and ablations
of the original NEAT. It extends the initial (single) Pole Balancing problem [208], as
balancing a single pole is not found to be challenging for modern algorithms anymore [12].
As already stated at the beginning of this chapter, the Double Pole Balancing has been and
still is a common benchmark for comparisons in machine learning concerns in academic
literature [199, 200, 201, 202, 32, 33]. It is an easy to implement problem, moreover
there are implementations in several programming languages available. Additionally, the
computational effort required to simulate the cart and the poles is comparably small.
Finally, there are two degrees of difficulty determined by the input values provided to the
neural network: On the one hand, the variant providing six input values, which contain
all necessary information to balance the poles. And, on the other hand, a non-markovian
version where no velocities are provided as input. As these are crucial for balancing the
poles, the neuroevolutionary algorithm must add recurrent topology to the neural network
to store this information. This version of DPB typically requires considerably more effort
to find an adequate neural network controller [173]. A drawback of the DPB is that it is
only scalable with respect to two degrees of difficulty intuitively. Further scaling can be
achieved in altering the masses and lengths of the poles. To find challenging configurations
of the Double Pole Balancing problem one could employ an EA, for example.
Extension to Multiple Objectives We will consider Double Pole Balancing as a threedimensional optimization problem, first described in [32, 33]. The first fitness function
describes the amount of time t the controller x can keep the poles p1 and p2 balanced
and the cart on track:
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f1 (x) =

T −t
.
T

Additionally, the number of directional changes (per time unit) r of the cart c is counted.
For each change of direction, the cart has to be slowed down to v(c) = 0 and then
be accelerated into the other direction, this consumes more energy than the movement
itself.7 This results in the number of directional changes is proportional to the energy
consumption of the cart. The fitness function f2 reads as follows:
r
f2 (x) = .
t
Moreover, the cart’s position pos(c) relative to the center of the track L2 is considered.
Therefore, the average distance per time step is computed – a larger value of f3 means a
greater distance that is covered by the cart and that results in a higher energy consumption.
Additionally, this leads to a lower distance to one end of the track, which increases the
probability of the cart to fall of the track. The function pos(c, t) returns the position of
the cart at time t:
t
L
2 X
·
− pos(c, t) .
f3 (x) =
t·L 1 2

We introduced f3 due to the fact, that a controller can achieve a good fitness value for f2
by moving the cart from the very left to the very right end of the track continuously. The
cart performs very few directional changes but travels a distance of nearly L before each
directional change. This would increase the energy consumption and makes f3 necessary.
All fitness functions are to be minimized, each maps to range [0, 1] ⊂ R.
Variation without Velocities A variation of the Double Pole Balancing problem is not
to provide the velocities of the cart v(c) and the poles v(p1 ) respectively v(p2 ) as input
to the network. This is called Double Pole Balancing without velocities. The network has
only three inputs in this experiment: The position of the cart pos(c) and the angles α(p1 )
and α(p2 ) [43]. Because the network does not receive any information about the velocity
of the cart and its poles, the network must store this information internally. Therefore,
the necessary topology has to be evolved using recurrent links. This task is, generally
spoken, much harder to solve than the Double Pole Balancing with velocities [173]. To
retain the controller from moving the cart from left to right and vice versa rapidly, Gruau
et al. [210] employed an auxiliary fitness function that penalizes oscillations of the cart.
However, the neuroevolutionary algorithm requires evolving the necessary topology for
balancing the poles by reacting on their current (internal) state [12]. We do not need
The kinetic energy Wkin of a cart c with m(c) = m and v(c) = v equals 12 · m · v 2 . Let any external
influences like drag and friction reduce the cart’s kinetic energy by an abstract factor C per time unit.
Braking the cart in time t to v(c) = 0 requires energy Wkin − C. Accelerating the cart to velocity v
again (in the opposite direction) in time t consumes energy Wkin + C, hence a total energy of m · v 2 over
time 2 · t. Moving the cart with constant velocity for time 2 · t only requires energy to compensate 2 · C.
As C ≤ Wkin moving the cart with constant velocity requires less energy than braking and accelerating
again. See [209] for details on classical mechanics.
7
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to adopt the previously defined fitness function [210] as the above f2 already penalizes
frequent changes of the cart’s direction.
We will refer to the two variations of the Double Pole Balancing problem as 1. DPB wV
(with velocities) and 2. DPB nV (no velocities).
Fundamental Configuration of moDPB Throughout this thesis, all experiments consider the variant of multi-objective Double Pole Balancing where the poles are initially
inclined by random angles between [−β, β] degrees. The EMOA performance measures
ATS and SR, recall Section 4.1, require a target objective vector F ∗ or quality value q ∗ to
be defined. For the multi-objective Double Pole Balancing we define it as follows:
!

1
1
.
F = f1 = 0, f2 = , f3 =
20
12
∗

Hence, a solution is successful in terms of ATS or SR, if it keeps the poles of the cart
balanced for at least T time steps and performs a change of direction at most every 20th
time step. Additionally, it is not allowed to stay away from the center of the track more
than ≈ 20 cm on average. We are looking for a safe and energy-efficient controller for the
cart. When the Hypervolume indicator with reference point z ∗ = (1, . . . , 1) is employed
to determine the quality, the minimum quality comprises
!

1
1
· 1−
q = (1 − 0) · 1 −
20
12

!

∗

=

209
≈ 0.871.
240

The basic parameters of the experiment are taken from the configuration in Stanley’s
experiments [12], provided in Table 4.1. The only exception is the maximum time T ,
which we reduced from 100, 000 to 10, 000 time-units to lower the evaluation effort.
Especially in later phases of the evolutionary process, when a large fraction of offspring
can keep the poles balanced for a long time, this can reduce simulation time dramatically.
We found that a controller that can keep the poles on the cart balanced for 10, 000 timeunits, will likely also keep the poles balanced for 100, 000 units of time8 . The experiments
concerning Double Pole Balancing are based on an adapted implementation of the Double
Pole Balancing problem in the ANJI framework9 .

4.3

Experiments and Evaluation

In Section 4.1 we described different performance measures for evolutionary algorithms:
The mean quality of the final Pareto front (MBQ), the average time to find a solution
of certain minimum quality (ATS) and the success rate of finding a solution of sufficient
quality within a predefined maximum time (SR). Furthermore, we introduced the runtime
behavior (RTB), visually providing information about the average development of the
To that end we conducted the following experiment: First we selected 1, 000 different neural networks
that were able to keep the poles balanced for 10, 000 time-units. Then we increased the time T to 100, 000
time-units and let these networks perform 100 repetitions of the experiment each. Only 18, 660 of 100, 000
experiments failed which comprises a success rate of 81.3% (in case of fixed initial pole inclination even
99.6%) and confirms the selected procedure.
9
Online: http://anji.sourceforge.net, last accessed: 2021-03-26.
8
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Table 4.1: Parameter configuration of the Double Pole Balancing experiment. The parameter values are equal to [12, p. 148].
Description
Cart mass
Pole lengths
Pole masses
Initial pole inclination max.
Pole inclination max.
Time max.
Track length

Parameter
m(c)
len(p1 )
len(p2 )
m(p1 )
m(p2 )
β
γ
T
L

Value
1
0.5
0.05
0.1
0.01
9
36
10, 000
4.8

Unit
[kg]
[m]
[kg]
[deg] / [◦ ]
[units]
[m]

population quality over time. These measures require multiple independent repetitions of
the evolutionary process.
As discussed in Section 4.1, for problems allowing multiple repetitions of experiments,
the maximum performance of an EA can be of greater relevance than its mean performance: One can select the best solution found within several repetitions here. However,
computationally expensive problems that do not allow more than one try10 must be given
an adequate solution within that single attempt. Hence, the mean performance of the
EA turns into focus [9, p. 155f]. Nevertheless, the novel algorithm nNEAT (Chapter 5)
has been designed with the goal to be applicable in practical, real-world environments
efficiently. Furthermore, considering the average performance allows a statistical analysis
(for different measures), while a single maximum or minimum value does not. To that
end, we investigate the average rather than the peak performance of the algorithms in
this thesis.
For all experiments in this thesis, time is measured in number of fitness evaluations. Furthermore, the evolutionary process is terminated after T evaluations have been exceeded.
No further termination criteria will be defined to allow a fair comparison among the algorithms. Additionally, a target objective vector F ∗ or either quality value q ∗ is defined,
which represents the minimum fitness or quality to find to mark an experiment run as
successful. Every experiment is repeated for multiple times under each configuration to
reduce the impact of noise. Within a single run of an EMOA, all required performance
measures can be obtained, as described in the following paragraph.
Configuration and Data Export The experiments in this work are structured hierarchically. At the top level there is an experiment set. It belongs to a certain scenario,
e.g., Double Pole Balancing with velocities and noise and allows to run this scenario under different conditions like the EMOA itself, the application of certain q-procedures or
control parameter strategies. For every defined configuration, an experiment is created.
Each experiment is run multiple times and thus comprises the same number of experiment
iterations. We employ an XML-structure for saving all information.
During the evolutionary process, every non-dominated solution is exported once. Export
For example a (real-world) problem where the fitness evaluation is based on a complex simulation [9,
p. 156].
10
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Table 4.2: Example export. Note that this example only considers the solution id and the
number of evaluations when it was first dominated.
Solution ID
5
8
26
50
99

Dominated First
12
-1
55
-1
101

happens at the end of each epoch and considers the following information:
• Solution id,
• genome,
• objective vector / fitness and
• meta information, e.g., the generation number.
Additionally, every exported solution maintains a timestamp, when it was dominated by
another solution for the first time, concerning their respective objective vectors. During
export, a comparison between the Pareto fronts of the previous and the current export
is made. Every solution occurring in the previous but not the current set, is dominated
by a solution of the current set. The data structure created during export thus allows to
determine the current Pareto front at any time t easily. See the example data provided
in Table 4.2: If one is interested in the Pareto front at time t = 49, all solutions with
an id ≤ 49 and dom.f irst > 49 or dom.f irst = −1 are considered, i.e., {8, 26}. Offspring solutions that are dominated directly after “birth” are not exported. Note that the
fraction of non-dominated solutions in a set typically grows with the number of objectives
considered [211]. Thereby the proportion of exported solutions from the population of the
EMOA also increases.
th

T
The proposed approach requires little more effort than a cyclic export, say every 10
evaluation, but allows much more fine-grained analysis of the experiments: Instead of
only investigating the Pareto front after T /10, 2 · T /10 evaluations and so on, one can
consider any point of time, with the minimum step size being the number of offspring
per generation. It furthermore is a key feature when the offspring per generation is not
constant, either over time or from one experiment iteration to another, as it may happen
when the number of offspring per generation is subject to a dynamically adjusted control
parameter, which is the case for nNEAT, see Section 5.2.3 in combination with Section 5.3.
An extension of the proposed export-strategy is to consider the id of the first solution that
dominated another one. It can easily be achieved by sorting the current Pareto front and
comparing each member of the previous front to the members of the current front in
ascending order. Thereby the minimum step size is decreased to one and provides full
flexibility concerning the evaluation of the experiments. The corresponding approach will
be implemented and described in detail in future work.

For evaluation, the data is loaded from the disk. A filter can be defined to load only the
necessary information; thus, the data of a single experiment can be reused for different
purposes. For example, as baseline reference experiment. The saved information about
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genomes and objective vectors allows to reconstruct all data necessary for computing the
previously mentioned quality measures. As their computation is comparably cheap, and to
allow recomputing different measures with updated strategies, no pre-computed information about quality or other measures are exported and stored on the disk11 . For generating
pseudo random numbers, we employ the Mersenne Twister (MT) algorithm [76]. Every
experiment iteration maintains its own instance of MT, to avoid disturbances in random
numbers due to multi-threading. The corresponding seeds are generated sequentially by
the random number generator of the experiment instance, whose seed is stored as meta
information.
Considered Measures In Section 4.1 we introduced different measures for assessing
the performance of an EMOA, namely MBQ, ATS, SR and RTB. Also, the population
diversity had been described as an important measure. All of these will be considered in
the analysis of the experimental results.
The mean best quality (MBQ) provides information about the effectiveness of an algorithm
and allows us to compare it to others: Is there a difference between the best fitness
attained on average by algorithms A and B? The tabular information provided by MBQ
are supported by the visual presentation of the runtime behavior (RTB), which describes
the average quality of the Pareto front known at each point of time. The quality can
be defined by an arbitrary measure, for example the Hypervolume indicator. The runtime
behavior allows to compare the quality development of EMOA and to find out, whether an
algorithm could achieve similar quality to another with fewer effort. On the other hand,
the average time to a solution (ATS) allows to assess the efficiency of an algorithm.
One can compare how many evaluations had to be performed by an algorithm to find a
solution of sufficient fitness F ∗ , this shows which algorithm converges faster to a certain
level. The combination of ATS and maximum runtime T : the success rate (SR) provides
information about the fraction of trials where an EMOA could achieve a certain predefined
goal. We expect an algorithm with higher SR to be more effective than another one with
lower SR. Additionally, we compare the average topology of the neural networks within
the known Pareto front w.r.t. the number of hidden neurons and existing links. It allows
figuring out whether an algorithm tends to create unnecessarily large networks to solve a
given task. Furthermore, this allows, in combination with other performance measures like
SR, to state about the difficulty of the task itself: Had the neuroevolutionary algorithms
to create new topologies to solve the task? Or has it been enough to adapt the weights
of the existing link in a minimal topology? This is visually supported by the development
of genome size plot, which allows to state in which phase the network topologies are
altered most. Possibly an EMOA reached its peak concerning solution quality after T /2
evaluations and then continued to add topological elements without a positive effect.
From our perspective, this is an indication that the EMOA starts stagnating and no more
significant fitness improvement can be expected.
Furthermore, we will investigate the development of the population diversity in decision
and objective space. The measure applied is based on the work of Morrison and De
Note that it would actually be sufficient to save a configuration and the seed of the random number
generator. The experiment iteration would be completely reconstruct-able from that. That seed is saved
as meta information of the experiment iteration. It allows the reader, in combination with the provided
source codes, to exactly recapitulate our experimental findings. However, the order of initialization of the
experiments has to be treated carefully due to multi-threading.
11
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Jong [50], described in Section 4.1. The data for the decision space analysis is based
on Stanley’s speciation approach [12, p. 38f]. Investigating the development of diversity
will provide conclusions about how fast a population converges towards a certain niche in
decision or objective space or if an EMOA can avoid such convergence and maintain a
diverse population instead.
Summarized the measures MBQ, ATS, SR, and topology are presented in tabular form,
which allows the comparison for statistical differences among the EMOA easily. RTB,
genome size and diversity are visualized in plots which hence allow investigating and
understanding their development. A statistical analysis of these will be foregone as we
expect it not to be worth the vast additional effort. Every experiment iteration contributes
to all measures. Each considers the average values obtained over all iterations of a certain
experiment. Furthermore, note that only the tables and diagrams will be provided, that
provide interesting and comparable findings. Take for example a common situation when
the success rates in an experiment are close to zero, evaluating the average time to a
solution will not provide any insights of relevance and will be foregone.
Statistical Analysis All measures concerning EMOA quality that are presented in tabular form will be analyzed for statistically significant differences. This comprises MBQ,
AES, SR, and topology. Calvo and Santafé [212] published a vignette about the statistical
comparison of multiple algorithms. Their work is based on the publications of Garcia et.
al [213, 214], also an R-library called scmamp 12 is provided.
For every experiment set, C different configurations, for example with varying q-procedures
or EMOA, are considered. Every configuration requires to run a single experiment. The
experiment is repeated for B times independently under equal conditions. The experiment
set thus contains C experiments with B experiment iterations, each. Every iteration
contributes a certain value to the respective measure, e.g., the number of evaluations
when a solution of certain quality had been found first – for ATS. In statistical terms, that
value is called a block. The set of values over all iterations is referred to as treatment
[215].
Having C treatments with B blocks each, Calvo and Santafé [212] suggest applying the
Friedman test to find out whether any statistically significant differences among the C
treatments exist. The Friedman-Test is only able to cope with data, where all treatments
have an equal number of blocks B. However, the ATS measure only considers successful
iterations of an experiment [9, p. 153], thus the number of blocks within multiple treatments w.r.t. ATS may differ. We employ the Skillings-Mack-Test, proposed by Skillings
and Mack [215], to that end. It allows comparing treatments with different number of
blocks each. When no data is missing and all treatments comprise the same number of
blocks, the Skillings-Mack-Test is equivalent to the Friedman-Test [215].
The procedure, which is depicted Figure 4.6, first determines whether there are statistically
significant differences among any two treatments. The Skillings-Mack-Test provides an
answer on that question. We consider the following hypotheses:
Online available until 2021-03-09: https://cran.r-project.org/web/packages/scmamp/index.html,
last accessed: 2021-03-04. An archived version can be found online: https://cran.r-project.org/src/
contrib/Archive/scmamp, last accessed: 2021-03-26.
12
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No
difference
false
1st stage

Difference

missing

true
false

true
2nd stage

Figure 4.6: Three exemplary treatments are investigated for statistically significant differences. The first stage test (Skillings-Mack) reveals whether there is a statistical difference
among any two treatments. The second stage (also Skillings-Mack) compares the treatments pairwise to determine where the actual difference is located. Note that there might
be missing data (red-shaded cell, left part) which results in an unequal number of blocks
among the treatments. C treatments result in 12 · C · (C − 1) pairwise tests and a symmetric C × C matrix of pairwise p-values. These must be adjusted (Shaffer) to correct
the family-wise error rate, finally.

H0 : There is no statistically significant difference between any treatments.
H1 : There is a statistically significant difference between at least two treatments.
If H0 can be rejected, we assume that there is a significant difference between any two
treatments. Note that this step can be foregone if C = 2, as it would only require a single
pairwise comparison.
In the second test stage, all 21 ·C ·(C −1) pairs of treatments are compared with each other.
Here, also the Skillings-Mack-Test is employed as post-hoc test. For each comparison, the
following hypotheses are defined:
H0 : There is no statistically significant difference between the two treatments.
H1 : There is a statistically significant difference between the two treatments.
The second test stage results in a C × C matrix of pairwise p-values for all treatments
[212]. It is important to control the family-wise error rate before interpreting the p-values.
The family-wise error rate is the probability of a false rejection of one or more hypothesis
to occur. It increases with growing number of hypotheses to check [216]. We employ
Shaffer’s algorithm [217] to that end. Finally, if the adjusted p-value for any cell in the
matrix is lower or equal to α, a significant difference between the two corresponding
treatments is assumed [212]. We thus assume a significant difference between the two
configurations w.r.t. to the analyzed measure.
Summarized, the statistical analysis of the experiments in this work is based on the vignette of Calvo and Santafé [212]. The whole procedure is visualized in Figure 4.7. The
significance level α is set to 0.05 in this thesis.
Note that, as alternative to the Skillings-Mack-Test, also the Nemenyi-Test [218] or the
Bonferroni-Dunn-Test [219] could be employed. Due to the equivalence of Friedman- and
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Start

Stop

Skillings-Mack-Test

false

Signiﬁcant Difference
true

Shaffer p-value
correction

Pairwise SkillingsMack-Test

Figure 4.7: Procedure of statistical comparison of C treatments with ≤ B blocks, each.
Skills-Mack-Test for complete observations [215], we can employ the Skillings-Mack-Test
for all investigated measures. Thus, no exception handling is necessary.
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Chapter 5
nNEAT - A Novel Multi-Objective
Neuroevolutionary Algorithm
This chapter addresses nNEAT in detail, a novel MONA based on NEAT and SMS-EMOA.
Furthermore, an experimental investigation of the influence of different q-procedures on
its performance is carried out.
Based on the NEAT algorithm [12], aiming at the evolution of neural networks for singleobjective tasks, we proposed two novel multi-objective neuroevolutionary algorithms in
mNEAT and nNEAT in [32] and [33] respectively. While mNEAT is an extension of the
complete original NEAT, also incorporating speciation, nNEAT combines properties of
NEAT and SMS-EMOA [44]. Notwithstanding that mNEAT is a promising approach, we
will focus on nNEAT in this thesis. nNEAT profits from its simplicity and clarity and has
been shown to be an efficient alternative to mNEAT and other multi-objective variants of
NEAT, like NEAT-MODS [30] or NEAT-PS [46]. NEAT and its existing multi-objective
versions were described in Section 2.7.
To our knowledge, all existing multi-objective derivatives of NEAT combine evolutionary multi-objective algorithms with components of NEAT. To this end, Schrum and Miikkulainen [25, 31], Abramovich and Moshaiov [30] and Lehman et al. [27] utilized the
NSGA-II [19]. Van Willigen et al. [28] implemented the Pareto strength component of
SPEA2 [29] for their NEAT-PS. In 2019, Denysiuk et al. [34] proposed SMS-NEMOA, a
multi-objective neuroevolutionary algorithm based on SMS-EMOA, independent of NEAT.
However, throughout our research we could not find any NEAT-based algorithms considering SMS-EMOA or other recent EMOA.
In Section 5.1 the SMS-EMOA is introduced. It strongly influences nNEAT and is seen
as its second “parent”-algorithm. Section 5.2 describes the components and procedure of
nNEAT. Details on the external components of nNEAT, including uncertainty handling,
parameter control and random number generation, are given in Section 5.3. The influence
of different q-procedures on nNEAT are presented in Section 5.4. Although this thesis is
focused on nNEAT, we will provide a summary of mNEAT and its features in Section 5.5,
followed by a summary of this chapter in Section 5.6.

111

CHAPTER 5. NNEAT - A NOVEL MULTI-OBJECTIVE NEUROEVOLUTIONARY
ALGORITHM

5.1

SMS-EMOA as Framework for Multi-Objective Optimization

The SMS-EMOA has been proposed by Emmerich et al. [17] in 2005. It is designed to
cope with many-objective optimization problems. To that end, it incorporates the nondominated ranking in combination with the Hypervolume indicator, also referred to as Smetric. SMS-EMOA has been shown to be well performing on many-objective optimization
problems for up to six objectives, where other algorithms like NSGA-II and SPEA2 came
to their limits [220]. Emmerich et al. discussed different variations and derivatives of
the SMS-EMOA [102, 44, 221]. The algorithm is designed to converge towards the true
Pareto front while maintaining a diverse population [17].
The SMS-EMOA is based on a steady-state population model of fixed size µ. Hence,
the population does not only focus on non-dominated solutions but also allows dominated
ones to survive. Thereby the diversity of the population is kept at an elevated level [44].
Nonetheless, there are also approaches to adjust the population size during runtime [102].
While several survivor selection approaches were discussed to reduce runtime complexity
[102] and increase population diversity [44], we will describe the variant originally proposed
in [17] here, also called (NDS, HV) [102]. NDS1 sorts solutions based on the dominance
relation of their respective objective vectors into fronts of non-dominating solutions. The
solutions of a higher rank front are dominated by at least one solution of a lower rank
front. The Hypervolume reference point z ∗ is set dynamically each epoch in SMS-EMOA.
It comprises the worst objective vector occurring in the current population indented by
value 1 [44]. The procedure of SMS-EMOA comprises the following:
An initial population, A0 , is initialized randomly. The next steps are repeated for each
generation until the termination condition is met: At the beginning of each epoch a single
offspring o is created anew through variation from the current population At . SMS-EMOA
does not introduce new variation operators but refers to existing ones, defined in [19]. The
next generation of solutions At+1 equals At ∪ {o} now. To reduce the population size to
µ, the worst solution has to be identified and discarded in the next step. On this account
At+1 is sorted into fronts of non-dominating solutions via non-dominated ranking. Each
solution is assigned to a front R1 , . . . , RH , as described in Section 2.2.1. The worst
solution a∗ is selected from the last front RH . If |RH | = 1 then a∗ = RH [1], otherwise
a second criterion for sorting the solutions in RH must be considered. To that end, the
Hypervolume dominated exclusively by every solution in RH w.r.t. to z ∗ is determined.
Note that only the solutions belonging to that front are considered for the computation
of the Hypervolume contribution. The solution with the smallest exclusive Hypervolume
contribution is marked as worst solution a∗ and discarded from At+1 . SMS-EMOA proceeds
with the next epoch t := t + 1 [17].
The SMS-EMOA is a general framework for multi-objective optimization, working with
arbitrary genome-representations [44, 221]. Like NSGA-II [19], it is still subject of recent
research [86, 222, 223]. Due to its promising properties and its wide-spread application in
multi-objective optimization we see it as an adequate basis for evolving neural networks,
too.
Another algorithm recently proposed by Trautmann et al. [49] is the R2-EMOA. The
1
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idea and procedure are equal to SMS-EMOA, with the marginal difference that the R2
indicator is utilized instead of the Hypervolume indicator. As both quality indicators
have comparable properties, both algorithms also behave analogous [49]. An advantage
of R2-EMOA over SMS-EMOA is the smaller runtime complexity for determining the
R2 contribution of each solution in a set. Especially when many objectives are to be
considered, see Section 2.2.
Recall the novel variant of the R2 indicator of Shang et al. [92] described in Section 2.2.3.
As this allows to approximate the Hypervolume of a set within small computational effort of
determining the R2 value of that set, it blurs the boundaries between SMS- and R2-EMOA.
As the only difference between those algorithms in fact is the secondary sorting criterion
we will not focus on SMS- or R2-EMOA explicitly throughout this thesis. Nevertheless,
we utilize the framework initially proposed by Emmerich et al. [17] as the foundation for
a novel multi-objective neuroevolutionary algorithm described in this chapter.

5.2

Components and Procedure

The nNEAT algorithm has initially been proposed in [32] with further experimental analyses and applications being provided in [33]. It combines SMS-EMOA [44] and NEAT [12],
where SMS-EMOA provides the framework for multi-objective optimization and NEAT
contributes the functionality to evolve neural networks. Thereby SMS-EMOA defines
the procedure of the novel algorithm using references to the abstract components representation and variation. We implemented the genetic encoding of neural networks, the
innovations, and the variation operators from NEAT into nNEAT. A schematic overview
over the contributions of both algorithms is given in Figure 5.1. NEAT has been described
in Section 2.7 in detail.
The resulting algorithm is called nNEAT where the “n” stands for an increment of the “m”
in mNEAT2 proposed in [32, 33]. The algorithm itself is also meant to be a framework for
multi-objective neuroevolution, where the users can replace various components by their
own needs. Some entry points for customizing nNEAT are given in Section 5.3. Especially
with respect to parent- and survivor-selection the applied q-procedure plays a significant
role. The concept of q-procedures, see Section 3.1, allows to combine arbitrary quality
measures to sort a set of solutions, while the meaning of the abstract term “quality” is
user-defined. A suggestion of distinct q-procedures for different applications can be found
in Section 5.4.
Recall that all considered algorithms in this chapter are genetic algorithms. Thereby these
algorithms are based on the components introduced in Section 2.1.1 and follow the scheme
in Figure 5.2 with minor variations. It shows the collaboration of the major part of the
components that can be found in any EA [9, p. 28]. Further components not shown in
the figure are representation, fitness functions and the population.
In the remainder of this section, the components and procedure of nNEAT are introduced.
The relevant control parameters of the components are also outlined and are printed in
typewriter font.
2

Short for Multi-Objective NEAT.
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nNEAT
Representation
Fitness Function

Fitness Functions
Population

Initialization
Parent Selection

Initialization

Termination

Initialization

Parent Selection
Variation

Survivor Selection

SMS-EMOA

NEAT

Population

Representation

Variation

Survivor Selection
Termination

Termination

Figure 5.1: Components of NEAT and SMS-EMOA employed by nNEAT. The bold printed
components of the corresponding algorithm are considered in nNEAT. Initialization and
termination do neither follow NEAT nor SMS-EMOA explicitly.
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Figure 5.2: Components and their interaction in evolutionary algorithms (equal to Figure 2.4).

114

5.2. COMPONENTS AND PROCEDURE

Figure 5.3: Genotype to phenotype mapping in nNEAT (equal to Figure 2.24).

5.2.1

Representation

The genotype that encodes neural networks is taken from NEAT [12]. Every genome
comprises a list of innovation ids, each assigns a certain weight and a flag whether
the corresponding link is enabled or not. In combination with the innovation manager,
introduced together with NEAT [12], the phenotype can be reconstructed from this information. See Figure 5.3 for a visualization. The genotypes are mapped to neural networks
as phenotypes.

5.2.2

Fitness Functions

The fitness functions differ depending on the problem at hand. There are always at least
two objectives in multi-objective optimization – all experiments in this thesis consist of
three or more, partially conflicting objectives. Each solution is assigned an objective vector
after evaluation. As it may be the case that one or more fitness functions map to a range
different to [0, 1] ⊂ R, nNEAT normalizes all fitness values between the minimum and
maximum value occurring in the set for each objective. This ensures that all objectives
are contributing equally throughout the optimization process [15, p. 254]. The definition
of the fitness functions is problem-dependent and thereby left to the user, equal to the
decision whether a problem is subject to uncertainty or not. Recall that measures should be
taken to reduce the influence of uncertainty on the optimization process, see Section 2.3.
Based on their fitness vectors, the solutions are sorted with the novel framework proposed
in Section 3.2. Although the applied q-procedure is user defined, we suggest a default
combination of q-procedures in Section 5.4.

5.2.3

Population

The population in nNEAT has a fixed size of Population Size solutions. Every epoch λ
novel solutions are created through variation, determined by the parameters Replacement
Rate and Population Size:
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λ = max 1, bPopulation Size · Replacement Ratec .




nNEAT is based on a steady-state population model [9, p. 79f], which composes the next
generation from the best (Population Size) solutions from the current generation and its
offspring. Thereby it ensures that the quality of the population does not decrease from
one generation to the next. Contrary to NEAT [12], nNEAT does not rely on speciation
to protect innovation and foster diversity. While this simplifies the evolutionary process
significantly, it also requires taking further measures to maintain diversity in the population.
Preliminary experiments have shown that the choice of the q-procedures strongly influences
the population diversity and thereby should be applied with care. If not chosen properly,
the evolutionary process may focus on the wrong aspect, e.g., only on convergence while
diversity is neglected. Different q-procedures will be investigated in Section 5.4.

5.2.4

Parent Selection

Every generation up to 2 · λ members of the population At must be selected to create
offspring. Therefore, At is sorted at the beginning of each epoch by a certain q-procedure,
recall the detailed description of q-procedures in Section 3.2, including their relation to the
fitness vectors in Section 5.2.2. Then two parent solutions are selected using Stochastic
Universal Sampling (SUS) with linearly increasing selection probability from At for λ times.
The ranks of the solutions are determined by their q-values. From best to worst the
solutions receive ranks between one and |A|. The probability of a solution with rank
1 ≤ r ≤ |A| of being selected equals


!

|A| − r
1 
· 1 + Selection Pressure · 2 ·
−1 
p(r) =
|A|
|A| − 1
(adapted from [9, p. 82]).
Reconsider Implementation 6 on page 296 for more details on SUS and linear rank-toprobability-mappings.

5.2.5

Variation

The variation operators defined in NEAT [12] are appropriate for the requirements of
nNEAT and are also applied here. Variation comprises the recombination of two solutions
as well as mutating the genome of a solution. Three distinct mutation operators are
considered in nNEAT: Adding neurons and the corresponding links, adding links between
existing neurons and perturbing link weights. For recombination only the more fit parent
can transfer its disjoint and excess genes into the child. To determine which of the two
parents is the more fit one, a q-procedure is employed to establish a ranking among all
solutions of a set.
The different types of variation can be executed either individually or in combination.
If only a single parent is available for reproduction3 , recombination is not possible for
natural reasons. If two parents are available, recombination will occur with probability
3
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Figure 5.4: Variation procedure of nNEAT.

Recombination Probability. After recombination, the offspring will be further mutated
with likelihood Mutation Probability. To avoid the final offspring being an exact copy of
a parent, nNEAT enforces that always at least mutation or recombination will occur. The
variation procedure is depicted in Figure 5.4. Furthermore, it is provided as pseudo-code
in Listing 8 on page 292.

Recombination The recombination procedure follows the one in the original NEAT, see
Section 2.7.2: Two parents p1 and p2 are selected. The excess and disjoint genes are copied
from the parent with the lower (i.e., better) rank, determined in advance. Taking these
genes from the better parent aims at avoiding adding unnecessary topological information
to the offspring. The common genes of the parents are either taken over randomly from
one the parents or their weights are averaged. Mate by Selection Probability determines
the probability whether the weight is copied from either parent or averaged from both
parents’ weights. If a link is disabled in a parent, there is a chance that it is re-enabled in
the offspring again [12]. The probability for that to occur is defined in Gene Enabled on

Recombination Prob.

If recombination is forgone, either due to probability or because only a single parent is
available, a copy of the more fit (or only) parent is selected to undergo mutation:
Mutation During mutation, new neurons are added with probability Add Neuron Probability. Neurons can be placed on any link. New links, on the other hand, can start at
an arbitrary neuron but must not end at an input or the bias neuron. Furthermore, no
link can exist twice in a neural network. To that end, a list of not existing valid links is
determined during the add link mutation [12]. It ensures that the mutation always adds
a valid link or leaves the genome unchanged if no more links are available. For hidden and
output neurons a valid link also comprises a self-recurrent link. The probability for the
add link mutation to occur equals Add Link Probability. A third mutation type affects
the link weights, which are perturbed each by a value v · Weight Mutation Range with
probability Modify Weight Probability. The value v is randomly sampled within range
[−1, 1] ⊂ R. Note that the later versions of NEAT, like AccNEAT [224], also included
further mutation operators, for example a mutation to delete neurons [224], which are not
considered by nNEAT as no scientific literature is available about those.
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5.2.6

Survivor Selection

For survivor selection nNEAT follows a deterministic procedure in contrast to parent selection. Here elitism is decisive, which requires that the previous generation At and its
offspring are combined into one set. That set is sorted, using the defined q-procedure,
and the best (Population Size) solutions w.r.t. their ranks are taken over into the next
generation At+1 . The remaining λ solutions are discarded. This selection strategy comes
along with the steady state population model mentioned in Section 5.2.3.

5.2.7

Initialization

The initial population A0 is created randomly in nNEAT. Altogether Population Size
minimal neural networks with i input neurons and o output neurons each are created,
equal to NEAT’s initialization [12]. Between each input and output neuron a link of weight
v · Weight Mutation Range is added, where v is sampled randomly from [−1, 1] ⊂ R.
Thus, the initial networks do only differ in their link weights but not in their topology. Note
that we do not add a bias neuron because it is only of limited use for our neuroevolutionary
algorithms, contrarily it even slows down evolution for the Double Pole Balancing problem
with velocities [12, p. 50] for example. Further investigation is necessary to determine
whether this is a general trend, or under which conditions a bias neuron is useful or
hindering for nNEAT. Hence, an initial minimal network consists of i + o neurons and i · o
links. Additionally, we allow to create a non-minimal initial population by adding a userdefined amount h of hidden neurons to each network. The hidden neurons are all on the
same hidden layer then. Starting with a population of non-minimal networks can promote
evolution for non-linear tasks, which require the algorithm to add the necessary topology
to the candidate solutions to make them solve the task at hand. An example is the Double
Pole Balancing problem without velocities described in Section 4.2. In case that the user
prefers to start with a non-minimal population, each input neuron will be connected to
each hidden neuron, which hence is connected to each output neuron. A non-minimal
neural network will consist of i + h + o neurons and h · (i + o) links. However, this
explicitly stands against Stanley’s intention of iteratively adding only necessary structure
via complexification in NEAT [12, p. 40]

5.2.8

Termination Condition

By default, the termination of nNEAT is defined by a maximum number of evaluated
solutions. Note that the number of generations is not an appropriate termination criterion
from our point of view, as the population size can vary from one instance of nNEAT to
another. Even the number of offspring created per generation may fluctuate within a
single instance, see Section 5.2.3, according to parameter control. Thus, comparability
would not be given when the evolutionary process is stopped after a predefined number
of generations.
For the practical application, the definition of maximum runtime (in real time) could also
be useful. Because the diversity in a population is crucial in any evolutionary algorithm,
the diversity of the population can be a measure too: If it drops under a certain level, the
evolutionary process is stopped. As depicted in Figure 2.5, the evolutionary process will
always reach a point from which on it stagnates or shows only small fitness improvements
which do not justify further effort. Trautmann et al. [75] investigated procedures for
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Target Quality

Max. Time

Stagnation

Population
Diversity

Population
Quality
Diversity Threshold

Time

Figure 5.5: Illustration of different measures for terminating the evolutionary process. For
example, quality can be defined by the Hypervolume indicator. Diversity depends on an
arbitrary measure, e.g., the diversity in decision space.
detecting stagnation off- (requires several runs of the EA a priori) and online. The online
procedure Online Convergence Detection (OCD) can also be applied in nNEAT to detect
stagnation without any additional effort for the user in advance. Implementing and investigating a convergence-based termination approach for nNEAT will be subject to future
work. Figure 5.5 gives an illustration of exemplary measures that can be considered for
determining when to terminate the evolutionary process.

5.2.9

Procedure

(Initialization) nNEAT starts by creating an initial population A0 of Population Size
(minimal) neural networks. The generation counter is set to t := 0. Before the main loop
of nNEAT is entered, all initial solutions must be evaluated. Afterwards, the population
is sorted with a user-defined q-procedure. (Parent Selection) The first step within the
main loop of nNEAT is to select
λ = max 1, bPopulation Size · Replacement Ratec
n

o

parent-couples from At to create offspring by (Variation). The λ new created solutions
are added to the population At . The new or, depending on the problem at hand, all
solutions4 in At have to be (re-) evaluated. The evaluation procedure needs to be defined
by the user. (Fitness Functions) Evaluation always assigns a vector of K fitness values
to each solution, where K denotes the number of objectives. To determine which solutions
are new or not, each has an attribute age which is initially set to zero and is incremented
4

E.g., if coevolution is applied [9, p. 224 - 227].
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every epoch after survivor selection. This also allows making statements about the agestructure of the population. After evaluation, the population is sorted with the user
defined q-procedure. At this point, At contains more than Population Size solutions and
must be reduced to size Population Size. (Survivor Selection) As the population is
already sorted upon every solution’s quality, the worst |At | − Population Size solutions
of At are discarded. (Termination) If (one of) the termination condition(s) is fulfilled,
the evolutionary process is terminated at this point. The last step in each epoch is to
increment the generation counter t := t + 1. Altogether the procedure follows the scheme
provided in Figure 5.2. The description as pseudo-code is given in Listing 7 on page 291.
Note that the procedure of original SMS-EMOA does only create and replace a single
solution per epoch [44]. Replacing multiple solutions every epoch may lead to faster convergence towards the Pareto front, but on the other hand, it can cause the algorithm to
miss potentially good solutions by discarding them too quickly and not allowing them to
become parents. Thereby the parameter Replacement Rate must be set with caution.
One can easily see that the parameter Replacement Rate is only one example for the influence of control parameters on the performance of nNEAT. We introduce two approaches
for controlling the parameters of nNEAT in Chapter 6.

5.3

External Procedures in nNEAT

While the previous section described nNEAT, its components, procedure and control parameters in detail, this section focuses on external procedures that are utilized within
nNEAT and may also be replaced by the user.
Setting the Control Parameters Altogether there are eleven parameters that influence
the behavior of nNEAT. All parameters are described in Appendix A, their minimum,
maximum and default values are shown in Table A.1 on page 283. With the information
provided yet, nNEAT can be applied on arbitrary optimization problems concerning neural
networks. In that case, the default parameter values were applied. These are taken from
Stanley’s thesis [12, p. 146f] for the experiment Double Pole Balancing with velocities5
Nevertheless, it is beneficial to put further effort into controlling the parameter values.
That topic will be covered separately in Chapter 6.
Uncertainty Handling In Section 2.3.1 we introduced a variant of the multi-objective
standard error resampling [122] (moSEDR). We implemented it as default procedure for
coping with noise in nNEAT. The user may define new optimization problems by implementing a sub-class of the Experiment class. Aside an evaluation procedure, further
attributes have to be implemented. This also includes an attribute which defines whether
the experiment is prone to noise or not. In the first case, moSEDR will control the
evaluation process by default.
We selected moSEDR with a dynamically adjusted threshold, as it promises to reduce
noise towards a certain minimum level while keeping the number of sampling iterations as
small as possible [122]. Furthermore, the procedure is simple and comprehensible. When
We selected that particular default configuration as the reference algorithms NEAT-PS [46] and
NEAT-MODS [30] are also based on most of these control parameters. In Chapter 7 an experimental
comparison between those and nNEAT is carried out, based on the Double Pole Balancing problem.
5

120

5.3. EXTERNAL PROCEDURES IN NNEAT
Table 5.1: Parameter values of moSEDR with dynamic threshold adaption. t represents the
number of evaluations which increases with every generation. Hence, p must be updated
1
after each epoch. Note that the value of semax
max = 30 equals 10 % of the maximum
possible standard error occurring for Mmin = 3 samples when the objective will be in
range [0, 1] ⊂ R.
Description
Min. number of samples
Max. number of samples
Min. threshold
Max. threshold
Threshold adj. coefficient
Progression (dyn. updated)

Parameter
Mmin
Mmax
semin
max
semax
max
α
p

Value
3
15
0
1
30

2
t
T

a small value is selected for the threshold semax , it can occur that a solution is evaluated
for a large number of times, which slows down the evolutionary process to a non-justifiable
level. An additional parameter Mmax , denoting the maximum number of evaluations per
solution, aims at avoiding this situation. If a solution was evaluated for Mmax times, it
will not be evaluated any further, independent of its maximum standard error se(a). A
solution a ∈ At will only be evaluated, if




m(a) < Mmin ∨ m(a) ≤ Mmax ∧ se(a) > semax (p) ,
where m(a) returns the number of samples drawn for solution a.
In the selected variant, moSEDR introduces six control parameters which are printed in
Table 5.1. These values will not undergo parameter control as they do not belong to
the core of nNEAT, but only a component that can be replaced by the user. Finally,
the standard error threshold semax is updated once per epoch, whereas p is updated in
advance:
p=

t
T

and




min
min
semax (p) = (1 − p)α semax
max − semax + semax

[122].
Sorting the Population The concept of q-procedures, introduced in Section 3.2, allows
combining different quality or performance measures for assessing the overall q-value of a
solution. We expect that the choice of q-procedure depends on the problem at hand, and
thus influences the performance of nNEAT in a pronounced way. In [32] we investigated
the influence of four variations of quality measures: non-dominated ranking combined
with the Hypervolume and the R2 indicator, as well as both indicators applied standing
alone. Our findings obtained significant differences in the performance of nNEAT between
Hypervolume and R2 indicator. Nevertheless, as Shang et al. [92, 187] have shown the
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R2 indicator is somehow equivalent to the Hypervolume indicator. Therefore, we assume
that the resulting differences between Hypervolume and R2 indicator in [32] were prone
to implementation or evaluation errors and are not that pronounced in real. We will only
consider the R2 indicator and not the Hypervolume in the following comparison due to
their equivalence [92]. Furthermore, the computation of the R2 contribution requires less
computational effort, as described in Section 3.3. Inspired by the application in R2-EMOA
[49], R2-IBEA [82], NSGA-II [19] as well as the EMOAs proposed by Díaz-Manríquez et
al. [190] we suggest the following combinations of quality measures:
1. Non-dominated ranking + R2 indicator [49]
2. R2 indicator [82]
3. R2 indicator in iterative mode [190]
4. (Non-dominated ranking + R2 indicator, Crowding Distance), combines [49] and
[19]
In Section 5.4 we describe an experimental comparison of the different q-procedures on
the Double Pole Balancing problem with and without velocities. We expect to find out
which q-procedures are suitable for which purpose(s), as well as where the limits of each
q-procedure in its application are. Although we do only compare the q-procedures on
two variants of the Double Pole Balancing problem we expect that the basic properties of
each q-procedure can be mapped to most other problems. That question represents an
important aspect that should be investigated in future work.
Parent Selection Another procedure employed in nNEAT which can be replaced by a
different approach occurs in parent selection: While the default variant of nNEAT relies
on Stochastic Universal Sampling [9, p. 84] with the selection probabilities depending
on quality-proportionate ranks of the solutions within a set, other selection methods and
probability definitions can be employed if necessary or found beneficial. See [9, p. 80-87]
for an overview over chosen parent selection approaches.
Random Number Generation Finally, the Mersenne Twister [76] is employed as pseudo
random number generator. It can be replaced by an arbitrary alternative of similar quality.
Consider Section 2.1.1 to that end.
Figure 5.6 summarizes the external procedures visually. It also shows the problem dependent components, whose definitions are forcibly left to the user.

5.4

Different q-Procedures in nNEAT

The previous section suggested four different q-procedures whose influence on the performance of nNEAT is investigated in this section. The comparison is based on the
multi-objective Double Pole Balancing experiment in its two variations: with and without
velocities, see Section 4.2 for the detailed description. Three different population sizes
µ = {20, 100, 500} are considered. Termination happens after 5,000 evaluated solutions in
moDPB with velocities, and after 50,000 evaluations in moDPB without velocities. Every
experiment is repeated for 100 times. A comparison concerning the measures introduced
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Figure 5.6: Default implementation of external procedures influencing nNEAT. The task of
the user remains to define the problem to solve. However, the other implementations may
be replaced according to the user’s preferences. The following components remain fixed
due to the architecture of nNEAT: Representation, Population, Variation and Survivor
Selection.
in Section 4.1 will be conducted. We define the following abbreviations for the different
q-procedures:
Q1 = NDR + R2,
Q2 = R2,
Q3 = R2 (iterative), and
Q4 = (NDR + R2, CD).
Note that according to the findings in Chapter 6, all control parameters of nNEAT will be
set dynamically by the EARPC procedure, as it positively influences the performance of
nNEAT.
A repetition of the experiment will be considered as successful if at least one solution has
been found, whose fitness is equal to or better than the target objective vector F ∗ , defined
in Section 4.2:
!

1
1
F = f1 = 0, f2 = , f3 =
.
20
12
∗

The statistical analysis follows the approach defined in Section 4.3.

5.4.1

Multi-Objective Double Pole Balancing with Velocities

The Double Pole Balancing experiment with velocities is considered as the easier task in
this comparison. Nevertheless, it represents a challenging task for nNEAT depending on
the selected q-procedure. Table 5.2 provides the success rates achieved in the experiment.
Nearly all iterations of Q1 , Q3 and Q4 have been successful, if µ ≤ 100. A deterioration
can be observed when µ = 500. We assume that the early termination (after 5,000
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Table 5.2: (Success Rate) Partition of successful iterations of the experiment in percent.

NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2, EARPC); R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR
+ R2, CD) = nNEAT ((NDR + R2, CD), EARPC).

µ
20
100
500

NDR + R2
97
96
9

R2
24
1
0

R2 (it.)
99
100
22

(NDR + R2, CD)
97
94
11

Table 5.3: (Average Time to a Solution) Average number of evaluations until a solution
of adequate quality had been found. Numbers in brackets result from experiments with
success rate < 50%. No statistically significant differences occurred. NDR + R2 = nNEAT (NDR + R2, EARPC);

R2 = nNEAT (R2, EARPC); R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD),
EARPC).

µ

NDR + R2
1474

R2
(2883)

R2 (it.)
1123

(NDR + R2, CD)
1228

20

± 926

± 697

± 692

± 712

2382

(1912)

1851

1971

100

± 752

±0

± 598

± 631

(3534)

-

(3615)

(3619)

± 981

± 447

500

± 1209

evaluations) in combination with the large population size did only allow a couple of
generations to be created, thus too few steps in evolution were possible to find appropriate
solutions. Exceptional behavior has been observed for Q2 , which was successful in only a
small partition of all iterations. Q2 performs only a single iteration of the R2 indicator
and thus only the non-dominated solutions of the population are sorted based on their
contribution. The remaining solutions, which may represent the majority, remain unsorted.
As these do also contribute to parent selection, it partly resembles random selection.
The performance gap between Q2 and Q3 , where the only difference is the iterative
application of the R2 indicator, shows the importance of sorting the population as complete
as possible.
Considering the average number of evaluations to a solution of certain quality, see Table 5.3, we find that the number of evaluations necessarily increases with the population
size. We will not consider the results for µ = 500, as the partition of successful iterations
is too small to allow reliable statements. Also, Q2 will not be regarded at all for the same
reason. Q3 requires the least evaluations tightly followed by Q4 . Q1 requires the most
evaluations. However, there is no significant difference.
The runtime behavior, provided in Figure 5.7, shows that the convergence speed is related
to the population size, too. Smaller populations lead to faster convergence in this case.
Q3 and Q4 converge the fastest, followed by Q1 . The performance of Q2 is negligible
compared to the other q-procedures. Q1 , Q3 and Q4 , converge to similar levels for
µ ≤ 100. In case of µ = 500 one cannot state whether the evolutionary process would lead
to the same level. However, as all curves are not flattening out within 5,000 evaluations,
we assume that all would converge to the same level given more time. Note that while for
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Figure 5.7: (Runtime Behavior) Average Hypervolume of the Pareto front after the corresponding number of evaluations. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2, EARPC);

R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1, 2, 3} = 20;
{4, 5, 6, 7} = 100; {8, 9, 10, 11} = 500.

µ = 20, Q4 converges minimally faster than Q3 , the opposite is the case when µ ≥ 100.
However, the difference between Q3 and Q4 is small in any case.
Table 5.4 shows the mean quality of the final Pareto front. For µ = 20 Q1 , Q3 and
Q4 converge to similar values significantly better than the quality of Q2 . There is also
a statistically significant difference between Q1 and Q4 to Q3 . The quality levels are
also similar for µ = 100 except for Q2 , where a large deterioration is discernible. The
difference between Q2 and the other q-procedures is statistically significant. Also, the
qualities achieved by Q3 and Q4 are significantly better than Q1 ’s quality, although the
difference is small. All values deteriorate further when µ = 500: While Q3 and Q4 achieve
the best values and there is still a significant difference to Q2 , there is no significant
difference between Q1 and Q4 anymore.
Figure 5.8 gives an overview over the development of the population diversity in decision
space. Only Q1 for µ = 20 achieves a diversity level above the initial value. In case of
µ = 100 its diversity level stabilizes around the initial value like Q3 for µ = 20. In all other
cases, a continuous decreasing trend is observed – in most cases the diversity stabilizes
at a level around 0.65 the initial value after 2,500 evaluations. Altogether Q1 shows the
highest values concerning diversity for all population sizes. Only for Q2 the decreasing
trend is continuing until termination. This might be caused by Q2 focusing only on a
small part of the population. In general, we expect that because Q1 , Q3 and Q4 can
solve the problem quickly, or at least find promising solutions for µ = 500, nNEAT starts
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Table 5.4: (Mean Best Quality) Average Hypervolume dominated by the final Pareto front.
Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT
(R2, EARPC); R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC).

µ

NDR + R2
0.984

R2
0.734

R2 (it.)
0.993

(NDR + R2, CD)
0.992

20

± 0.092
2> , 3 <

± 0.259
1< , 3< , 4<

± 0.04
1> , 2> , 4>

± 0.019
2> , 3 <

0.992

0.213

0.997

0.995

100

± 0.007
2> , 3< , 4<

± 0.194
1< , 3< , 4<

± 0.003
1> , 2 >

± 0.009
1> , 2 >

0.638

0.178

0.852

0.788

500

± 0.268
2> , 3 <

± 0.158
<
1 , 3< , 4 <

± 0.132
1> , 2 >

± 0.166
2>

to concentrate on those solutions just as quick. Concerning diversity in objective space,
see Figure 5.9, the situation is more clear and uniform: The diversity increases for all
configurations and population sizes to levels between the initial value and three times that
value. There are two exceptions: For µ = 100 and Q3 the diversity strongly increases until
1,500 evaluations to a level of 90 times the initial value, followed by a phase of similarly
pronounced diversity loss. However, it finally achieves a level of 15 times the initial value.
Also, Q1 shows a continuously growing population diversity in case of µ = 20 until 15 times
the initial value. The outliers may foot on several reasons; however, further investigation
is necessary to find the cause. Throughout 5,000 evaluations all configurations are capable
to keep the diversity in objective space on a considerable level.
Concerning the topology development of the neural networks see Figure 5.10. The graph
indicates that the addition of topological elements is related to the number of generations
proceeded: The networks of small populations (µ = 20), for which more generations were
carried out within 5,000 evaluations, end in the largest topologies while the networks in
large populations (µ = 500) contain fewer links on average. The smallest topologies are
created by Q2 , which is due to little progress happening at all. This leads to no new
topological elements contributing to the offspring and thereby the networks do not grow.
The only exception is for µ = 20, where some elements are added and certain progress
is made, compare Figure 5.7. The meaningfulness of the small topologies found by Q2 is
limited due to these reasons. The networks created by Q3 end in similar size for µ ≤ 100,
which is between the network sizes resulting from Q1 and Q4 for µ = 20 and µ = 100.
Q1 and Q4 create networks of comparable size in all cases. However, Q1 , Q3 and Q4 all
end with networks of equivalent size in case of µ = 500. This can be explained by the
lower quality of the networks and smaller number of generations conducted.
Summarizing, the experiment shows that Q3 converges faster and to higher levels than
the other q-procedures. Tightly followed by Q4 , which in turn is followed by Q1 . The
application of Q2 seems not recommendable at all as is leads to performance insufficiency
of nNEAT. Nevertheless, Q3 requires multiple iterations of the R2 indicator, while Q4 and
Q1 do only require a single iteration. Furthermore, Q4 considers the population diversity
in objective space, which will be beneficial in the next part of the experiment.
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Figure 5.8: Diversity of the Pareto front (in decision space) after the corresponding number
of evaluations. The values provided are relative to the diversity of the initial population.
NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2, EARPC); R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR
+ R2, CD) = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1, 2, 3} = 20; {4, 5, 6, 7} = 100; {8, 9, 10, 11} = 500.

5.4.2

Multi-Objective Double Pole Balancing without Velocities

In the second part of the experiment, the neural networks will not be provided with the
velocities of the cart and the poles. To that end, it is necessary to add topological elements
that store these values internally. The experiment is found to be much more challenging
than the first part. This is also reflected by the success rates, which are zero for all
q-procedures and population sizes. The only exception is Q4 for µ ≥ 100 with a small
partition of successful repetitions. As the experiment is more challenging, but the same6
minimum fitness F ∗ is applied as in the first, easier experiment, the success rates naturally
deteriorate. Due to the low success rates, we will not provide the table concerning average
number of evaluations, but instead consider the mean best quality, see Table 5.5.
It is discernible that neither Q1 , nor Q2 or Q3 could make any considerable progress. On
the other hand, Q4 achieves significantly better qualities than the other q-procedures for
all population sizes. We find that this difference can be explained by Q4 also taking a
diversity measure (Crowding Distance) into account, while the other q-procedures do not.
Furthermore, the achieved quality increases with growing population size. We assume
that the evolutionary search profits from more space being available for storing diverse
solutions in this case. Our assumption in the previous section seems to be true as large
populations of µ = 500 converge to a promising Hypervolume level when given more time,
6

For the sake of comparability.
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Figure 5.9: Diversity of the Pareto front (in objective space) after the corresponding
number of evaluations. The values provided are relative to the diversity of the initial
population. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2, EARPC); R2 (it.) = nNEAT (R2 (it.),
EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1, 2, 3} = 20; {4, 5, 6, 7} = 100; {8, 9, 10,
11} = 500.

see Table 5.5.
The runtime behavior in Figure 5.11 confirms our observation in MBQ: The only qprocedure to make considerable progress is Q4 . The level of convergence increases with
growing population size. There is also no stagnation discernible after 50,000 evaluations:
While the positive inclination of the curves is small, we find no evidence for final stagnation.
This leads to the conclusion that provided longer runtime, slightly higher convergence
levels could be achieved. For µ = 100, Q4 initially converges faster than with µ = 500.
However, the situation changes after approximately 25,000 evaluations. At that point, the
larger populations achieve higher convergence levels.
The diversity in decision space, Figure 5.12, indicates similarities for Q1 , Q2 and Q3 : All
start with a short phase of strongly increasing (Q1 and Q3 ) or decreasing (Q2 ) diversity.
The extent is proportional to the population size, decreasing with growing size. That phase
lasts approximately 1,000 evaluations and then stagnates at 1.6 respectively 1.3 and 0.7
times the initial level. For µ = 500, Q1 and Q3 also fall slightly below the initial level. A
kind of diversity development can only be observed for Q4 : The diversity is increasing with
growing population size, while it is initially decreasing in case of µ = 500 for the first 7,000
evaluations. Finally, Q4 stabilizes at a higher diversity level than the initial value for all
population sizes. It is the only configuration to achieve this in the experiment. In objective
space, see Figure 5.13, only Q4 shows any difference to the initial level at all: The diversity
128

5.4. DIFFERENT Q-PROCEDURES IN NNEAT

7.4
0

7.3

3
0

7.2
3
0

7.1

6

7

3

2

2
6

2

6.9
6.8

4

7

6

0

7
4

6.7
3

7

6.6
4

6.5

2
1

7

10

6

6.4

8

1

4

10

8

6.3

10

1

6.2

11

8

1

6.1

5

5

5

5

9

9

6

11

11

9

0

5.9
0

500

1,000

1,500

2,000

2,500

3,000

3,500

4,000

4,500

5,000

Evaluations
NDR + R2

R2

R2 (it.)

(NDR + R2, CD)

Figure 5.10: Average number of genes (links) of the solutions in the Pareto front after
the corresponding number of evaluations. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2,

EARPC); R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1, 2, 3}
= 20; {4, 5, 6, 7} = 100; {8, 9, 10, 11} = 500.

is growing proportional to the population size. Furthermore, the curves are similar to the
ones concerning runtime behavior in Figure 5.11. This shows that best fitness and diversity
in objective space are closely related to each other in this experiment. The observations
further indicate that maintaining the diversity in both spaces plays a significant role in the
evolutionary process in moDPB without velocities. Q4 always maintains higher diversity
levels than the other q-procedures, as it is intended to.
In Figure 5.14 the development of the network topology is shown. With Q1 , Q2 and
Q3 no topological elements are added at all, which is explained by (or explains why) no
considerable progress happening at all for these q-procedures. Thus, also no beneficial
topological mutation can be found. Q4 increases the initial number of three links up
to four to eight links within 50,000 evaluations. The largest networks are created with
µ = 100, followed by µ = 500. Note that although the smallest genomes are created
for µ = 20, this result is negligible due to the low convergence levels achieved, compare
Figure 5.11. An open question remains why the networks created with µ = 500 are
smaller on average than the ones created with µ = 100. We guess that a large population
stores more diverse and similar promising solutions than a smaller population, allowing also
smaller topologies to take on while the smaller population must follow “take what you
can” principle. We will not provide a tabular representation here as it does not provide
any further information than the figure in this case. Also, the value of the fact that
there is a statistically significant difference in genome size between Q4 and the remaining
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Figure 5.11: (Runtime Behavior) Average Hypervolume of the Pareto front after the
corresponding number of evaluations. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2,

EARPC); R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1, 2, 3}
= 20; {4, 5, 6, 7} = 100; {8, 9, 10, 11} = 500.

q-procedures is limited – for natural reasons.
In the moDPB experiment without velocities only Q4 achieved considerable progress.
The best convergence levels in combination with the smallest beneficial topologies were
achieved with µ = 500, indicating that the evolutionary process profits from the capability
to store numerous genomes. Furthermore, our observations show that diversity plays a
decisive role in this experiment.

5.4.3

Conclusions Concerning q-Procedures

The experiments have shown that the performance of nNEAT strongly depends on the
q-procedure at hand. Altogether, we find that Q4 resulted in considerable performance
for nNEAT in both parts of the experiment. It is not only able to achieve reasonable
performance in the first, easier part of the experiment, but also in the second part, where
none of the remaining q-procedures have led to any progress. Additionally, Q4 convinces
by its computational efficiency. We are confident that Q4 will also lead to promising
performance of nNEAT in other problems. Therefore, we suggest Q4 , i.e., (NDR + R2,
CD) as default q-procedure for nNEAT, which will be applied as default throughout this
thesis. Nevertheless, the user is free to apply a different q-procedure tailored to the
problem at hand or generally superior to our suggestion. Due to our findings, we further
expect that a population size µ between 100 and 500 solutions should be considered as a
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Table 5.5: (Mean Best Quality) Average Hypervolume dominated by the final Pareto front.

Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT
(R2, EARPC); R2 (it.) = nNEAT (R2 (it.), EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC).

µ

NDR + R2
0.099

R2
0.098

R2 (it.)
0.099

(NDR + R2, CD)
0.238

20

± 0.001
2> , 4<

± 0.002
1< , 3< , 4<

± 0.001
2> , 4<

± 0.27
1> , 2> , 3>

0.098

0.098

0.099

0.781

100

± 0.001
2> , 3< , 4<

± 0.007
1< , 3< , 4<

± 0.001
1> , 2> , 4<

± 0.2
1> , 2> , 3>

0.098

0.098

0.105

0.839

500

± 0.001
2> , 4<

± 0.009
<
1 , 3 < , 4<

± 0.062
2> , 4<

± 0.069
>
1 , 2> , 3>

basic default value.

5.5

mNEAT – An Alternative to nNEAT

As an extension of NEAT [12] we proposed mNEAT [32, 33] to cope with multiple objectives. mNEAT is based on the same representation and variation operators as NEAT and
nNEAT. Its initialization procedure equals the one of nNEAT. Furthermore, it relies on the
population model as well as selection procedures of NEAT [12]. mNEAT also groups solutions into species of similar genomes. Therefore, the distance between a candidate solution
and the representative of a species is determined. It is based on the procedure described by
Stanley [12, p. 38f] with the difference that first the distance between any pair of solutions
in the set is determined, requiring t·(t−1)
comparisons, where t = Population Size + |S|
2
and |S| equals the number of species existing. Knowing the minimum and maximum
distances occurring allows to normalize all distances within range [0, 1] ⊂ R which furthermore enables to employ a control parameter Speciation Coecient ∈ [0, 1] ⊂ R to
define the maximum allowed relative distance between two species members. The number
of offspring a species can create is proportional to the fitness of its members [33]:
The K-dimensional objective vector of each solution is extended by another objective,
denoting the number of members in the species where the solution is assigned to. Based
on these K + 1-dimensional objective vectors, the q-values of all solutions are determined
by a user-defined q-procedure. The K + 1th objective is an auxiliary objective [225, 226]
as it penalizes larger species and gives certain advantage to the smaller ones. The total
quality of a species comprises the sum of its members’ q-values. Recall that the q-value
of a solution is proportional to its quality w.r.t. the solution set at hand. Based on the
q-values determined, the members of a species can also be sorted to ensure elitism within
each species. The auxiliary objective has no influence on the ranking among the members
of a species, as its value is equal for all of those. We employed this approach instead
of fitness sharing to reduce, but not to vanish, the influence of the species size on the
selection [33].
The fitness functions in mNEAT are defined accordingly to nNEAT, as well as the termination condition is set to a maximum runtime by default. For further details on mNEAT
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Figure 5.12: Diversity of the Pareto front (in decision space) after the corresponding
number of evaluations. The values provided are relative to the diversity of the initial
population. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2, EARPC); R2 (it.) = nNEAT (R2 (it.),
EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1, 2, 3} = 20; {4, 5, 6, 7} = 100; {8, 9, 10,
11} = 500.

and an experimental comparison we refer the reader to [33]. Future work will consider
mNEAT in more detail.

5.6

Summary

This chapter introduced the nNEAT algorithm and its components in detail. nNEAT is a
promising multi-objective variant of NEAT [12]. Not only due to its popular and efficient
base algorithms NEAT and SMS-EMOA [44], which are both quasi-standards in their
respective domains today. It furthermore profits from its clarity and simplicity compared
to other algorithms like mNEAT [32] or NEAT-MODS [30], see Section 2.7.7 for more
details. nNEAT relies on different external procedures that influence its components and
might be exchanged easily according to the user’s preferences or the problem at hand.
An experimental comparison of the influence of different q-procedures has been carried
out suggesting a combination of quality and diversity maintaining procedures, e.g., (NDR
+ R2, CD) as default approach. Nevertheless, further measures should be considered to
increase the usability of nNEAT: Exemplary the eleven control parameters of nNEAT are
mentioned here. Their optimal values depend on the problem to be optimized as well as
on the state of the evolutionary process and other factors. To make nNEAT applicable
ad hoc without further effort, controlling the values of these parameters during the run
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Figure 5.13: Diversity of the Pareto front (in objective space) after the corresponding
number of evaluations. The values provided are relative to the diversity of the initial
population. NDR + R2 = nNEAT (NDR + R2, EARPC); R2 = nNEAT (R2, EARPC); R2 (it.) = nNEAT (R2 (it.),

EARPC); (NDR + R2, CD) = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1, 2, 3} = 20; {4, 5, 6, 7} = 100; {8, 9, 10,
11} = 500.

automatically is a worthwhile goal. It will be addressed in Chapter 6. An experimental
comparison of nNEAT against other multi-objective variants of NEAT will be carried out
in Chapter 7. In future work, further measures to increase the usability of nNEAT, for
example employing a smart termination condition will be addressed. Furthermore, another
promising multi-objective variant of NEAT [12] has been introduced with mNEAT in [32].
While we only provided a brief introduction in Section 5.5, future work will focus on
investigating mNEAT in more detail. From our point of view a promising starting point is
the speciation component which represents the core of mNEAT.
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Figure 5.14: Average number of genes (links) of the solutions in the Pareto front after
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Chapter 6
Increasing Usability with Parameter
Control
The nNEAT algorithm introduced in Chapter 5 depends on numerous control parameters.
The influence of such parameters on the algorithm performance as well as measures that
can be taken to set parameter values have already been outlined in Section 2.4. This
chapter deals with the actual application of two parameter control approaches on the
parameters of nNEAT. As nNEAT is only based on numeric parameters, we focus our
investigation on the following two algorithms:
In Section 6.1 we will describe the parameter controlling mechanisms proposed by Aleti and
Moser [155, 163, 161] in more detail. Among those is EARPC [161] a promising candidate
for controlling numeric parameters, as will be explained throughout this chapter. Furthermore, we adapt a parameter control approach of Doerr et al. [152] to the requirements of
nNEAT in Section 6.2. We selected that approach for investigation due to its simplicity
and small number of hyper-parameters. Both approaches were implemented into nNEAT
without major adaptions being necessary. Concerning the latter, the major contribution is
to allow its generic application on an arbitrary number of parameters instead only a single
one.
The experimental comparison of the two approaches against a default and random configuration will be carried out in Section 6.3. The results show that EARPC as well as DDYPC
can contribute positively towards the overall performance of nNEAT. To our knowledge
there has not been a scientific work yet, that investigated the influence of parameter
control mechanism on the behavior of NEAT [12] or a multi-objective variant of NEAT.

6.1

Entropy-Based Adaptive Range Parameter Control

Aleti [227] investigated the adaptive control of parameters in evolutionary algorithms in
her dissertation. Among other contributions, the thesis introduces two parameter control
approaches, PPC [155] and ARPC [163], described in the referenced papers in detail.
Predictive parameter control (PPC) [155] aims at controlling numeric as well as symbolic
parameters by forecasting the utility of certain parameter values. To that end, numeric
parameters are discretized into M intervals o equal size, see Figure 6.1 for an example.
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Figure 6.1: The parameters from Table C.3 on page 300 split into discrete intervals. Note
that the number of intervals is user-defined and can differ among the numeric parameters
(adapted from [155]).
The example also visualizes that the number of intervals may differ among the parameters
at hand [155].
PPC runs K instances of an EA simultaneously. The control of the EAs remains at PPC:
At the beginning of each epoch, PPC selects a value for each parameter in each EA instance randomly. To that end, each interval (numeric parameters) and value (symbolic
parameters) are assigned a certain selection probability in advance1 . Initially, that probability is equal for all intervals respectively values. Note that we will continue by only
referring to intervals (numeric parameters) in the description. Symbolic parameters are
treated equivalently. After all EA instances have finished an epoch, including evaluation,
the success-rate of each of the selected intervals is determined. Whether a parameter
interval has been successful depends on the quality of the produced offspring: An interval
is stated to have led to success if the quality of the population of that EA instance is
equal or adobe the average population quality of all EA instances2 . The success rate of
an interval equals the proportion of successful applications in relation to the total number of applications. It determines the selection probability of the corresponding intervals
in the next epoch. Intervals that have not been queried in the previous epoch or had
a zero-success-rate, will get assigned a certain minimum selection probability to ensure
that these have a non-zero chance of being selected, too. All selection probabilities are
added to a history-list, which is maintained for each parameter interval. When there are
enough entries in that list to enable forecasting, the selection probability of an interval
does not depend on the previous epoch’s success rate anymore, but on a forecasting procedure [155]. As simple and likewise efficient procedure, Aleti et al. [228] suggest linear
regression. The slope of the resulting linear function indicates whether there is a trend of
increasing or decreasing success of a certain parameter interval [229] and thus contributes
Note that for numeric parameters a randomly drawn value from the selected interval is set for that
particular parameter.
2
In multi-objective context that quality might be described by the dominated Hypervolume of the
population.
1
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the state-dependence of control parameters [45, p. 272]. After determining the selection
probabilities for all parameter intervals and parameters, the procedure continues by selecting actual values for each parameter and EA instance based on the above procedure. The
loop continues until some termination criterion is met [155].
As the main disadvantage of PPC we see that the control of the evolutionary process
is handed to PPC rather than the EA instance(s) itself [155]. Thereby all EA instances
must wait for the last instance to finish evaluation. This can cause large idle times as the
computation amount may differ from one instances’ epoch to another. Exemplary in multiobjective Double Pole Balancing, when some populations do already contain high-quality
solutions whose evaluation is not aborted prematurely. Additionally, this does not allow
applying PPC on an arbitrary EA without further adaption of the algorithm in advance.
Multi-Threading PPC We think that the situation should be vice versa, and the EA
instances should update and query the PPC whenever they finished an epoch. If the
evolutionary process proceeds in varying speed, w.r.t. real time, one can also assume that
EA instance A will have finished T epochs after a different (real) time span than instance
B. To that end, we implemented a modified version of PPC which adds a temporal
dimension to the success-rates. The idea is to save all success rates to a history of the
corresponding parameter intervals. Whenever an instance reaches an epoch t, it queries
the history for all given parameters and intervals to determine the selection probabilities
(which are then based on the real success-rates of the instances that already finished epoch
t). After the epoch, it updates the history for upcoming EA instances that are currently
in an epoch < t. When no data about epoch t is available, i.e., the instance is the first
one to reach epoch t, linear regression is applied to forecast the expected success-rates
and selection probabilities. If linear regression is not applicable3 , selection is subject to
equal probabilities for all intervals.
Also, the quality of the population is stored in a separate history. It allows determining
whether an epoch of an EA instance (and thus the selected intervals) was successful. When
no data is available to compare against, the quality is forecasted by linear regression.
Although the approach has been promising in preliminary experiments it faces the problem
that it relies on a comparably complex algorithm which is neither comprehensible nor
implementable with justifiable effort. Also, the first instances running of an EA, which
can only rely on approximations or default probabilities, face a disadvantage compared
to later instances, which can determine selection probabilities based on real observations.
This will disturb any experimental measurements taken.
ARPC An extension of PPC has been proposed in the adaptive range parameter control
(ARPC) [163], which aims at controlling the interval sizes of numeric parameters. It
also considers M intervals of initially equal size for a parameter. The algorithm proceeds
equal to PPC until the selection probabilities have been set. Then the best (highest
selection probability) and the worst interval (lowest selection probability) are determined
for each parameter. The worst interval is merged with its worse neighboring interval. The
best interval is split into two intervals of equal size. The two new intervals get assigned
the selection probability of their “parent” interval. The merged interval gets assigned the
higher selection probability, i.e., the one of the neighbor. For an illustration see Figure 6.2.
3

Linear regression requires at least two coordinate-pairs with different x-values [230].
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Figure 6.2: An exemplary parameter p1 split in M = 5 intervals. After assigning the selection probabilities, the sizes of the intervals are altered: First the interval with the lowest
selection probability is merged with its worst neighbor (marked red). The interval gets
assigned the neighbor’s probability. Subsequently, the interval with the highest selection
probability is split into two new intervals (marked green). Both intervals get assigned the
same probability as the previous one.
The new intervals with the new selection probabilities are applied for the next epoch of
the EA instance [163].
Thereby promising intervals can be explored more detailed while the less contributing
intervals will be selected with lower probability. ARPC aims at iteratively adjusting the
size of the parameter intervals to an optimal configuration. The number of parameter
intervals will always remain equal throughout the entire process. The interval sizes are
inherited from one time step to another, the selection probabilities are forecasted just
as in PPC. As the interval bounds do not remain constant, special treatment for altered
intervals is necessary for time series forecasting: Is an existing time series of another
interval continued? Starts a new time series every time a new interval is created; or is
the data of two or more time series merged? We could not find information about how to
deal with such situations in [163] as well as [227].
Furthermore, there is a quite important question open concerning the implementation that
leaves the control at the EA instance rather than ARPC: What happens when a backdated
change is done by a later running EA instance, especially if this change has influence on
the ranking of the intervals in that manner that the previous worst interval is not the
worst any more or vice versa? Will all collected information in later generations become
obsolete then or can it be reused or merged? If not, such an implementation would not
be beneficial.
ARPC faces another problem: As the feedback from the EA is fluctuating due to its
stochastic nature, it may occur that a good interval gets assigned an inadequate quality.
As it then will be merged with another interval it is unlikely that this interval will be found
as promising anymore at later time, although it indeed is [163].
Altogether both, PPC and ARPC, rely on multiple EA instances running simultaneously.
The control remains at the parameter control algorithm. Our approach on returning the
control to the separate EA instances proves to be a complex and prone-to-error procedure.
Furthermore, we could not identify an appropriate way of applying that idea on ARPC.
Therefore, we decided to abandon this approach and instead utilize another procedure
described in the remainder of this section.
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Figure 6.3: The intervals and selection probabilities for an arbitrary parameter, defined by
vmax (i1 ) and p(i1 ).
EARPC Aleti and Moser [161] proposed another parameter control algorithm, which is
not only simple in application, but also encounters the issue of fluctuating feedback from
the EA. Contrary to PPC [155] it aims at numeric parameters only. The entropy based
adaptive range parameter control (EARPC) applies to a set of numeric parameters. It
maintains only two intervals i1 and i2 , each with a separate selection probability, for every
parameter. If each parameter can take a value in [0, 1] ⊂ R, only two information have
to be stored per parameter p: the maximum value vmax (i1 ) for the first interval i1 and
the probability p(i1 ) for selecting a value from i1 . Both are initialized with 0.5*4 . See
Figure 6.3 for visualization. Furthermore, every parameter maintains an, initially empty,
map of value-utility-pairs [161].
EARPC operates on only a single EA instance. Before each epoch, a value is randomly
drawn for each parameter. To that end, a random value from either interval is selected.
The interval is selected randomly with the given probability. After every epoch, the utility
of the selected parameter intervals is determined. As measure for utility, we employ the
difference between the previous population’s dominated Hypervolume and the current
one’s*. A two-dimensional point (x = parameter value, y = utility) is added to each
parameter’s value-utility-map. After N epochs, also N points have been added to each
parameter’s map [161]. The number of epochs is set by a user-defined hyper-parameter*.
This data is employed for adjusting the parameter interval and selection probability as
follows:
Let there be a map m containing |m| points. In a first step, the points are sorted into
two clusters c1 and c2 by k-means clustering5 . As result, every point p ∈ m is assigned
to one of the two clusters. The second step aims at finding the cut-point, i.e., the new
value of vmax (i1 ). To that end, all p ∈ m are sorted according to their respective values.
Henceforth, m represents a sorted list from now on. Consequently, the corresponding
Note that all facts marked with * are assumed by the author, as Aleti and Moser [161] did not provide
these details.
5
A trivial approach is given by Lloyd’s algorithm [231]: 1. Select two random points as cluster centers,
2. add each point ∈ m to the cluster with the closer center (w.r.t. [squared] Euclidean distance), 3.
determine the new centroid of each cluster (mean value in each dimension) and select the closest point
as new cluster-center, 4. reassign all points to the new clusters, 5. stop, if reassignment did not change
any cluster-membership.
4
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cluster-memberships may occur in an interspersed order: c1 , c2 , c2 , c1 , c1 , . . . , c2 , c1 , c2 , c2 .
The optimal cut-point k is where the class informationnentropy e(k) isominimal [161]. It
depends on the two subsets of points {1, . . . , k} and k + 1, . . . , |m| . The algorithm
n

o

iterates over all k ∈ 1, . . . , |m| − 1 and determines the corresponding class information
entropy e(k):

e(k) =

m[1, k]
|m|





· f m[1, k] +

m[k + 1, |m|]
|m|



· f m[k + 1, |m|]



where




c1 (s)
c1 (s)
c2 (s)
c2 (s) 
f (s) = − 
· log2
+
· log2

 [161].
|s|
|s|
|s|
|s|
Note that c1 (s) denotes the number of members of cluster c1 occurring in the sub-list
s and c2 (s) the equivalent for cluster c2 . |s| equals the number of points in sub-list s.
log2 is the logarithm to base 2. The operation m[low, high] returns the sub-list of m
from index low to index high, both inclusive. When the cut-point k has been determined,
m[k], the value of the point at index k in m, determines the new value for vmax (i1 ). The
selection probability for the first interval i1 equals the sum of utility values of all points in
i1 , regardless their cluster-membership, in relation to the total sum of utility values:
P

util(p)
[161].
q∈i1 ∪i2 util(q)

vmax (i1 ) = value(m[k]) and p(i1 ) = P

p∈i1

In the last step, EARPC discards all previously collected information and clears the history*.
Thus, it is ensured, that stored information always only affects the subsequent iteration
[161]. The pseudo-code for EARPC is provided in [161].
An advantage of EARPC over PPC and ARPC is, that it only requires a single EA instance
to run. Thereby no questions concerning synchronization and which algorithm is controlling the entire process do occur at all. Nevertheless, we assume that EARPC could also
profit from knowledge collected by multiple simultaneous EA instances although this would
introduce the same challenges as previously described for PPC and ARPC. As the history
is cleared after adjusting the intervals, fluctuating feedback from the EA does not have
that negative influence as it has in ARPC. Furthermore, EARPC only requires the user to
set a single hyper-parameter, namely the number of epochs before adjusting the intervals.
By dynamically adapting the intervals and their respective selection probabilities, EARPC
furthermore balances exploration and exploitation of the parameter space without any
user-defined parameters. Although EARPC is not suitable for controlling symbolic parameters, we appreciate it is an efficient procedure for controlling numeric parameters, anyway.
It convinces by a small number of hyper-parameters and a comprehensible algorithmic approach. EARPC has been established as a quasi-mandatory-to-mention approach in recent
reviews over parameter control [154, 148].
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Further Enhancement: Updating Parameters More Frequently We think that
EARPC could further benefit, if new parameter values are not selected in advance of an
epoch, but before each offspring solution is created. All control parameters of nNEAT,
except Replacement Rate and Selection Pressure, could be applied that way. The two
mentioned parameters do not come into question here, as they are always applied pergeneration instead of per-operation. The procedure would allow collecting more data
about all per-operation parameters, the two per-generation parameters would not have
any disadvantage compared to the default procedure. Nevertheless, changing parameter
values every operation necessarily increases the fluctuations in EA feedback, noise would
have greater impact on the utility of parameter values and probably disturb their relevance.
Evaluating parameters per-operation additionally requires an increased amount of “bookkeeping”: As the utility of a parameter-value can only be attributed after evaluation of
the corresponding offspring, the mappings between parameter-value and created offspring
must be kept until the evaluation of all offspring of an epoch is finished. We will conduct
further investigation on that topic in future work. For completeness note that a third
group of parameters in nNEAT exists, we call it per-instance parameters. These remain
at fixed values until termination. This group comprises the parameters Population Size,
Number of Objectives and Number of Evaluations. As there has been research on each
of those parameters6 nNEAT may be extended in future work to support the user in this
manner, too.

6.2

Doerr-Doerr-Yang Parameter Control

A multi-armed bandit approach has been proposed by Doerr, Doerr and Yang [152]. The
method aims at controlling a single parameter, but we also see it as a promising generic approach. Doerr et al. call it randomized local search with self-adjusting mutation strength,
RLSMS [152].
Doerr et al. propose a simple hill climbing algorithm working with bit-string representation.
Remarkable is the algorithm in so far, that it dynamically controls the mutation strength7
towards the most beneficial value. It achieved promising results in the LeadingOnes and
MST problems, which are two simple and scalable benchmarks used for heuristics [152].
The user must define the range of values for the mutation strength R = {1, . . . , rmax }.
Every generation a certain mutation strength is selected from R. A generation can be
either a learning iteration or a regular iteration, selection is made randomly upon probability
δ, the learning-rate. During learning iterations, a (uniformly distributed) random r ∈ R
is selected – the parameter space is explored. On the other hand, in a regular iteration
the r ∈ R with the best expected utility is selected deterministically. Regular iterations
rather exploit the available information but can also contribute to exploration (see later
Lobo and Lima [232] provide a literature review on dynamically setting the Population Size. Buzdalova (former Afanasyeva) and Buzdalov [233, 234] proposed an approach to select one of several
auxiliary fitness functions dynamically in a single-objective problem. Their work may be the basis to allow
the user to define numerous fitness functions which will only be considered in situations where those are
supposed to be beneficial. Setting the Number of Evaluations can be tackled by convergence detection,
i.e., to terminate the evolutionary process when no significant progress can be expected anymore, instead
of setting this value in advance. The online convergence detection by Wagner et al. [235] is mentioned
exemplary here.
7
The mutation strength r determines how many bits of a string are flipped (zero to one and vice
versa) during mutation.
6
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this section). In the following generation, the offspring is created with the selected r. After
evaluation of the offspring, the fitness difference to the previous generation is determined
and the respective r is credited accordingly. RLSMS addresses the state-dependence of
parameters by discounting older information based on the forgetting-rate . Doerr et al.
consider the utility of a certain mutation strength as its velocity v. It can be computed
iteratively with an auxiliary weight w. Both are subject to each possible r ∈ R and set to
zero initially [152].
The definition of fitness f is crucial in RLSMS, it might be the fitness value in a singleobjective problem or a certain quality measure in a multi-objective environment accordingly.
Furthermore, it can be any measure, for example the population diversity. We leave it
abstract for the moment. Let t be the generation counter starting at zero. Then
n

f∆ = max 0, ft+1 − ft

o

is the fitness difference between the current and the previous generation8 . All mutation
strengths’ velocities are updated based on one of the following rules [152]:
If r has been applied in generation t + 1, update its velocity
vr =

(1 − ) · wr · vr + f∆
(1 − ) · wr + 1

and weight
wr = (1 − ) · wr + 1.
Note that a negative development of the fitness contributes by zero to the velocity of r.
If r was not used in the current generation, only its weight is decreased according to
forgetting rate  [152]:
wr = (1 − ) · wr .
The velocity of a certain r is only updated when it has been applied in the prior generation. If a positive development of the fitness could be achieved, a certain contribution is
accounted, otherwise its velocity is decreased. The weight reduces with every generation
r has not been applied. The forgetting rate  determines the extent of decrease.
In a regular iteration the r ∈ R with the highest velocity is selected. Also, random
velocity-based selection approaches can be beneficial in fitness landscapes where the optimal mutation strength changes frequently. Another point to address is, that in regular
iterations, which – depending on δ – represent the majority of iterations typically, the
velocities are not updated. Here, information gained during exploitation is wasted and
should be used to update the velocities. However, as the work of Doerr er al. [152] is
This can first be applied in the second generation per definition. Note that the quality of the
first generation should be considered as baseline or reference quality, as it typically results from random
initialization.
8
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Figure 6.4: Exemplary numeric parameter p1 split into M = 5 equal sized intervals. Every
interval maintains its own velocity v and weight w.
of theoretical nature, that feature has been foregone to allow stating certain lemmas and
theorems on the approach at hand.
Employing RLSMS as Generic Approach While it has been shown to provide promising results, these were achieved when RLSMS was applied to control a single, well understood and studied parameter. There is no evidence for it to work also for multiple
parameters, especially as it does not take interactions between parameters into account
explicitly. Only in the implicit way, if two ranges for two parameters achieved a proper
fitness increment, these are more likely to be applied together in the future, too. Anyway,
RLSMS follows the multi-armed bandit which has already been applied in other parameter
control and selection tasks [236, 237, 238]. Thereby we assume that RLSMS [152] is also
suitable as generic parameter control mechanism.
In a lack of an appropriate name for our generic purpose, we call it Doerr-Doerr-Yang
Parameter Control (DDYPC) in the following. We employ DDYPC not only to control a
single, but all N = 11 parameters of nNEAT. Recall, that all of those are numeric. Every
parameter is split into M = 10 equal sized intervals. Doerr et al. [152] state that the
learning effort is proportional to the value of rmax , i.e., the number of intervals M in our
case. Their suggestion is to apply a small value. Every epoch, a vector of parameterinterval-indices is selected. Depending on learning rate δ, the selected indices are either
drawn randomly or selected based on their velocity. The velocity of an interval comprises
its weighted utility over the last generations [152], it thereby is an assumption on the
benefit of the corresponding interval for the next epoch. The first M · 10 generations
are always learning generations. This ensures that every parameter range has on average
been applied ten times9 before. Doerr et al. [152] further suggest a small learning rate of
δ = 0.1 and thus let exploitation play the leading role in parameter control. However, in
their test problems Doerr et al. [152] conducted millions of evaluations and thereby still had
a sufficient number of iterations for exploration. As we do not have that many evaluations
available in our neuroevolutionary tasks, we set δ = 0.2. This has the disadvantage that
only in 80 % of all generations we apply the most promising parameter values, but on the
other hand, it allows exploring parameter space more properly. For every parameter pn for
n ∈ {1, . . . , N } a vector of M weights and velocities is maintained.
In regular iterations, Doerr et al. [152] selected the mutation strength “greedily”, i.e.,
the r ∈ R with the highest velocity had always been selected. As a symbolic hyperparameter, we suggest enabling non-deterministic selection, e.g., roulette-wheel-selection
based on the velocities of the parameter intervals. Finally, the forgetting rate  plays a
9

Note that this value has been set by intention and may profit from certain tuning.
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vital role in DDYPC: If its value is large, the velocity quickly adapts to the more recent
utility of a certain parameter interval. The disadvantage here is, that previous utility
values are discarded in same speed and thereby the velocity may adapt to a temporary
and exceptional success or failure. On the other hand, small values will take previous
success into account to a substantial extent, resulting in the algorithm not addressing the
state-dependence of parameters but rather expecting a linear relation between time and
parameter utility [152]. We follow the suggestion of Doerr et al. [152] to select value of
 = 0.01.10
Once more, the definition of the term fitness is crucial in that sense. DaCosta et al.
[239] discuss different strategies for determining and assigning rewards to contributing
parameter intervals. In most cases these are based on the fitness and/or diversity of
the offspring created. An example addressing both, fitness improvement and diversity
preservation is given by the Compass method of Maturana and Saubion [240]. Further
approaches do not only reward the currently applied parameter intervals for creating good
offspring. Also, the parameter intervals that created their ancestors are considered for
“laying the foundation stone” [239]. For multi-objective neuroevolution we believe that a
proper definition of fitness is given by the means of some quality or diversity measure, the
Hypervolume indicator [44] or the Crowding Distance [19] for example.
This work only employs an early stage of DDYPC. While the approach is simple and easy
to follow and implement, it has to be shown whether it is a suitable controller for more
than one parameter. We believe that adjusting the parameter intervals, like ARPC [163]
or EARPC [161] do, or at least collecting information about which ranges inside a certain
interval are promising, could bring a further enhancement. We do also expect, that DDYPC
could profit from increasing the exploration speed by testing parameter vectors not only
per-generation but also per-operation, as described in Section 6.1. The pseudo-code for
DDYPC is provided in Listing 9 on page 293.

6.3

Controlling nNEAT in Multi-Objective Double Pole
Balancing

In the previous sections, Section 6.1, and Section 6.2, we introduced two approaches for
controlling parameter values during runtime in detail. The present section will investigate
the effect of both approaches on the performance of nNEAT. It is not our intention to
provide a detailed comparison on how one parameter control approach influences the
performance in relation to the others, but to investigate the effect of parameter control on
nNEAT in general. To that end we run the multi-objective Double Pole Balancing problem
with and without velocities for 100 times each. We will investigate different population
sizes µ = {20, 100, 500} in each experiment. The experiments will be terminated after
5,000 (with velocities) respectively 50,000 (without velocities) evaluated solutions. Finally,
the experimental results are compared for the measures introduced in Section 4.1, including
the statistical analysis based on Section 4.3.
As q-procedure nNEAT will employ the combination (non-dominated ranking + R2 indicator, Crowding Distance) which has led to promising results in Section 5.4. Four different
With  = 0.01 the relevance of an information after ten epochs is 90.4 %. When  = 0.1, the
relevance would drop to 34.9 % after the same number of generations.
10
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approaches on setting / controlling the parameter values of nNEAT are investigated:
1. Default parameter values (majority taken over from Stanley [12], values for NEAT
and the DPB problem with velocities after tuning),
2. random parameter values (initialize nNEAT with random values which remain fixed
during the run),
3. Entropy-based adaptive range parameter control (EARPC, Section 6.1), and
4. Doerr-Doerr-Yang parameter control (DDYPC, Section 6.2).
In the two latter approaches, the utility of parameter vectors equals the difference between
the quality of the present and the previous population. It is determined by the q-procedure
applied, i.e. (non-dominated ranking + R2 indicator, Crowding Distance). Although qprocedures aim at determining the individual contributions of solutions, these can also
return a q-value for a set of solutions. In case of Crowding Distance this equals the
average CD-value of all solutions. The non-dominated ranking does not support this
feature and instead returns the q-value determined by its subordinate q-procedure, hence
the R2 value of the set. Thereby parameter vectors get rewarded with a high utility if
they promote convergence as well as diversity in objective space.

6.3.1

Multi-Objective Double Pole Balancing with Velocities

The multi-objective Double Pole Balancing problem with velocities is considered as the
easier task that can be solved within a few evaluations. To that end the experiment is
terminated after only 5,000 evaluations, which obviously is too early for large populations
to converge, reconsider Section 5.4 to that end.
Table 6.1: (Success Rate) Partition of successful iterations of the experiment in percent.

Default = nNEAT ((NDR + R2, CD), Default); Random = nNEAT ((NDR + R2, CD), Random); EARPC = nNEAT
((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2, CD), DDYPC).

µ
20
100
500

Default
78
69
3

Random
89
91
21

EARPC
97
98
20

DDYPC
96
99
21

The success rates are provided in Table 6.1. It is discernible that EARPC and DDYPC
were successful in nearly each repetition for small and medium-sized populations. The
random configuration could find a solution of proper quality in approximately 90 % of
all cases. The worst results were achieved with the default configuration. For the large
population of µ = 500, only 21 % of the repetitions were successful in best case. This can
be explained by the large population size, which caused that the evolutionary process could
only create a few generations and thus mostly found low-quality solutions. Given more
time it would likely achieve similar or higher success rates than the smaller populations.
The average number of evaluations to a solution of certain quality is provided in Table 6.2.
For all configurations, the number of evaluations necessary on average increases with the
population size. Likely caused by a growing number of low-quality solutions and offspring
in larger populations. For µ = 20, DDYPC required the least evaluations, followed by
EARPC and the random configuration, hence followed by the default configuration. In
case of µ = 100, EARPC and DDYPC required fewer evaluations than the random and
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Table 6.2: (Average Time to a Solution) Average number of evaluations until a solution
of adequate quality had been found. Numbers in brackets result from experiments with
success rate < 50%. No statistically significant differences occurred. Default = nNEAT ((NDR + R2, CD),

Default); Random = nNEAT ((NDR + R2, CD), Random); EARPC = nNEAT ((NDR + R2, CD), EARPC); DDYPC =
nNEAT ((NDR + R2, CD), DDYPC).

µ

Default
1653

Random
1223

EARPC
1228

DDYPC
1062

20

± 970

± 814

± 712

± 600

2582

2060

1880

1945

100

± 782

± 886

± 599

± 687

(3020)

(3467)

(3494)

(3852)

± 1002

± 954

± 932

± 501

500

Table 6.3: (Mean Best Quality) Average Hypervolume dominated by the final Pareto front.
Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. Default = nNEAT ((NDR + R2, CD), Default); Random =
nNEAT ((NDR + R2, CD), Random); EARPC = nNEAT ((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2,
CD), DDYPC).

µ

Default
0.968

Random
0.958

EARPC
0.992

DDYPC
0.993

20

± 0.055
2< , 3< , 4<

± 0.142
1>

± 0.019
1>

± 0.014
1>

0.978

0.985

0.996

0.996

± 0.028
2< , 3< , 4<

± 0.049
1> , 3< , 4<

± 0.008
1> , 2>

± 0.004
1> , 2 >

0.642

0.749

0.796

0.81

± 0.17
2< , 3< , 4<

± 0.252
1>

± 0.176
1>

± 0.182
1>

100

500

default configuration. Note that we do not take populations of 500 solutions into account
in this evaluation, as the success rates were too low in that case to allow a meaningful
comparison. Recall that only successful repetitions are considered in the average number
of evaluations.
The runtime behavior of nNEAT with the different configuration approaches is given in
Figure 6.5. For all population sizes, EARPC and DDYPC converge faster and to greater
extent than the default and random configuration. Only for µ = 500, the random configuration leads to similar performance as EARPC and DDYPC. In case of µ = {20, 100}
the curves of all configurations are flattening after 2,500 evaluations. In contrast, for
µ = 500 all the curves show a steep inclination, which underlines the above statement
that the evolutionary process was stopped too early in that case. Continuing these runs
would be beneficial for µ = 500. However, for µ = {20, 100} after 5,000 evaluations
all configurations hav led to a dominated Hypervolume of ≥ 0.96, which is close to the
optimum. EARPC and DDYPC even converged levels around 0.99. Accordingly, the mean
best quality values are provided in Table 6.3. For µ ≤ 100, EARPC and DDYPC have
converged to a statistically significant higher Hypervolume level than the random and de146
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Figure 6.5: (Runtime Behavior) Average Hypervolume of the Pareto front after the corresponding number of evaluations. Default = nNEAT ((NDR + R2, CD), Default); Random = nNEAT ((NDR

+ R2, CD), Random); EARPC = nNEAT ((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2, CD), DDYPC).
µ: {0, 1, 2, 3} = 20; {4, 5, 6, 7} = 100; {8, 9, 10, 11} = 500.

fault configurations. Also, the random configuration outperformed the default in the same
way. For µ = 500, the default configuration achieved the worst level, the difference to the
other approaches is also statistically significant. The remaining configurations achieved to
similar levels between 0.75 and 0.81. Once more, the lower performance for µ = 500 can
be explained by the termination that happened too early for all configurations. Note that
the Hypervolume levels achieved by the random configuration underlie a large standard
deviation, compared to the remaining approaches. This explains the situation concerning
statistically significant differences, e.g., for µ = 20, where default reaches a higher Hypervolume than random on average but is stated to be significantly worse than the random
configuration.
The diversity of the populations in decision space is shown in Figure 6.6. For all population
sizes and configurations, except µ = 20 with default configuration, we observe a decreasing
trend concerning diversity. Further there seems to be a relation between the population size
and the level at which the diversity in decision space stabilizes: It decreases with growing
population size. Similar to the runtime behavior, the default and random configurations
are maintaining analogous levels, the same holds for EARPC and DDYPC. Generally, the
two former lead nNEAT to keep diversity in decision space at a higher level than the
controlling approaches. The diversity in objective space shows a different development of
consistently increasing diversity, see Figure 6.7. The highest diversity levels are maintained
by the random and default configurations once more. However, their difference is more
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Figure 6.6: Diversity of the Pareto front (in decision space) after the corresponding number
of evaluations. The values provided are relative to the diversity of the initial population.
Default = nNEAT ((NDR + R2, CD), Default); Random = nNEAT ((NDR + R2, CD), Random); EARPC = nNEAT
((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2, CD), DDYPC). µ: {0, 1, 2, 3} = 20; {4, 5, 6, 7} = 100;
{8, 9, 10, 11} = 500.

pronounced than in case of decision space diversity. The diversity levels are also reducing
with increasing population size. Concerning EARPC and DDYPC, both curves follow
similar shapes that show an increasing trend until 1,500 evaluations followed by slow
diminution of diversity. Nevertheless, all configurations with any population size stabilize
at a higher level than their initial one.
Considering the genome size of the final Pareto front found in the experiments, see Figure 6.8. All networks contain between six and seven links on average, while the number
of links increases with time proceeding. A trend is discernible in so far, that for all
configurations the genome size is inverse proportional to the population size. The default
configuration creates the smallest genomes followed by the random configuration, DDYPC
and EARPC. This can be explained by the default configuration having a comparably small
chance of adding neurons or links to a network, while the remaining configurations can take
an arbitrary probability in the range of allowed values, here. Due to the minor differences,
we forego evaluating the tabular representation in this case.
The experiment has shown that the small populations of µ = {20, 100} solutions are
superior to the large population µ = 500. There are multiple indications, for example the
trend in Figure 6.5, that later termination would have vanished that difference. Nevertheless, we do also observe that nNEAT with a parameter control mechanism, regardless
of whether EARPC or DDYPC, converged faster and to a better Hypervolume level. The
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number of evaluations. The values provided are relative to the diversity of the initial
population. Default = nNEAT ((NDR + R2, CD), Default); Random = nNEAT ((NDR + R2, CD), Random); EARPC

= nNEAT ((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2, CD), DDYPC). µ: {0, 1, 2, 3} = 20; {4, 5, 6,
7} = 100; {8, 9, 10, 11} = 500.

success rates were higher and promising solutions could be found within fewer evaluations
compared to the default or random configuration. Nevertheless, EARPC and DDYPC
have also led to larger genomes compared with the default configuration. While this is
forcibly necessary in some cases, it also increases the computational effort being put into
evaluating new candidate solutions.

6.3.2

Multi-Objective Double Pole Balancing without Velocities

The second part of the experiment considers finding a controller being able to keep the
poles balanced without their velocities being known in advance. Networks do initially only
consist of four neurons and three links between those, but the task necessarily requires
creating additional recurrent links and neurons11 to store this information internally. As
it is considered as the harder task, we decided to terminate the experiment after 50,000
evaluations.
As the minimum quality-value for a solution to make a run “successful” is equal to the
value in the previous experiment, the success rates have deteriorated in all cases. In
most repetitions no such solution could be found, leading to most configurations having
a success rate of zero. Only EARPC and DDYPC could achieve a small but negligible
11

Per definition, see Section 5.2.5, links are not allowed to end in input neurons or the bias neuron.
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Figure 6.8: Average number of genes (links) of the solutions in the Pareto front after the
corresponding number of evaluations. Default = nNEAT ((NDR + R2, CD), Default); Random = nNEAT
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number of successful runs. We do not provide the tables on success rates and average
number of evaluations to a solution here, as their utility is limited due to the small number
of successful repetitions.
The runtime behavior in Figure 6.9 shows a clear preference of EARPC and DDYPC over
the random and default configurations for all population sizes. Also, a small and thereby
negligible domination of DDYPC over EARPC is discernible. Further, the random configuration converges to a higher level than the default one does. There is no considerable
convergence for small populations µ = 20 for any configuration, likely being caused by
the populations contain too few solutions to achieve and maintain a certain diversity,
which is indispensable in this experiment. The best convergence is achieved by the large
populations for all configurations, although the difference between µ = 100 and µ = 500
is small for EARPC and DDYPC. Nevertheless, for µ = 100 nNEAT starts to converge
after approximately 5,000 evaluations, while for µ = 500 this happens after circa 10,000
evaluations. Furthermore, note that after 20,000 to 25,000 evaluations the dominated
Hypervolume of large populations is greater than the one of the medium-sized populations
for all configurations. It supports our previous statement, that a large population requires
more time to evolve but may benefit from its size in later stages of the evolutionary process. The mean best quality shown in Table 6.4 confirms our observations of the runtime
behavior: Larger population sizes lead to higher Hypervolume levels for all configurations.
Furthermore, note that the performance of nNEAT with default configuration is always sig150

6.3. CONTROLLING NNEAT IN MULTI-OBJECTIVE DOUBLE POLE BALANCING
1
0.95
0.9
0.85
0.8

10

11

0.75
0.7
6

0.65

7
6

10

11

6

7

7

11

9

0.6
10

0.55

5

8

9
5

0.5
8

7

0.45

4
5

0.4

6

4

0.35
4
9

0.3

3

0.25

8
2

0.2

3
2

0.15
0.1

2

3

5

4
01 2

1

1

1

0

0

0

0

3

0.05
0
0

5,000

10,000

15,000

20,000

25,000

30,000

35,000

40,000

45,000

50,000

Evaluations
Default

Random

EARPC

DDYPC

Figure 6.9: (Runtime Behavior) Average Hypervolume of the Pareto front after the corresponding number of evaluations. Default = nNEAT ((NDR + R2, CD), Default); Random = nNEAT ((NDR
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µ: {0, 1, 2, 3} = 20; {4, 5, 6, 7} = 100; {8, 9, 10, 11} = 500.

nificantly worse than the the remaining configurations. Furthermore, for µ = {100, 500}
the Hypervolume levels achieved by EARPC and DDYPC are significantly higher than the
levels achieved by the other two configurations.
The population diversity in decision space is provided in Figure 6.10. Contrary to the
observation in moDPB with velocities, the diversity increases with growing population size
for all configurations. The default configuration maintains the highest diversity levels,
while the remaining configurations are certainly indifferent to each other. For µ = 500,
these configurations initially enter a phase of decreasing diversity which then turns after
6,000 evaluations into the other direction and stabilizes slightly above the level of those
three configurations for µ = 100. In case of µ = 20, all configurations remain at a
nearly constant level slightly above their initial values. Note that for all configurations and
population sizes, nNEAT increases the population diversity compared to the initial level
during the evolutionary process. An analogous situation can be observed in objective space,
where the average diversity also grows with increasing population size, see Figure 6.11.
The order of maintaining the highest population diversity, unequal to the decision space, is:
DDYPC, EARPC, random and default configuration. For all configurations, the diversity
initially increases faster with population size µ = 100 compared to µ = 500. This trend
switches after approximately 30,000 evaluations for all configurations. Note that this is
closely after the point in the evolutionary process, where also the dominated Hypervolume
of large populations exceeded the medium-sized populations. The default configuration is
151

CHAPTER 6. INCREASING USABILITY WITH PARAMETER CONTROL
Table 6.4: (Mean Best Quality) Average Hypervolume dominated by the final Pareto front.
Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. Default = nNEAT ((NDR + R2, CD), Default); Random =
nNEAT ((NDR + R2, CD), Random); EARPC = nNEAT ((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2,
CD), DDYPC).

µ

Default
0.136

Random
0.201

EARPC
0.265

DDYPC
0.303

20

± 0.133
2 , 3< , 4 <

± 0.227
1>

± 0.29
1>

± 0.304
1>

0.462

0.576

0.775

0.794

± 0.264
2 , 3< , 4 <

± 0.318
1 , 3 < , 4<

± 0.216
1> , 2>

± 0.2
1> , 2 >

0.587

0.647

0.82

0.827

± 0.157
2< , 3< , 4<

± 0.257
1> , 3< , 4<

± 0.094
1> , 2>

± 0.091
1> , 2 >

<

100

<

500

>

the only one, where the development for the population sizes µ = {100, 500} is similar.
As a conclusion for both spaces considered, the differences in the diversity levels are
caused by EARPC and DDYPC to find a greater number of promising solutions at all.
The outstanding diversity of the default configuration in decision space may be caused
by comparably large values concerning the mutation parameters, leading to more diverse
genomes. As the random configuration often had to cope with lower quality solutions and
thus mostly similar topologies the exploration of new topologies was likely slowed down.
Concerning the genome size, the average number of links ranges from three to eight. A
graphical presentation is provided in Figure 6.12. The number of links also grows with
time going on. In general, we observe that the smallest genomes are created with small
populations of µ = 20, the largest ones with the medium-sized populations of µ = 100.
Interestingly the large populations of µ = 500 consistently find smaller genomes than
the solutions found within medium-sized populations. Larger populations did also lead
to better values concerning the dominated Hypervolume, compare Table 6.4. As the
small populations do not allow considerable convergence, we assume that the resulting
small genomes do not cope with the balancing task effectively. On the other hand, the
medium-sized populations grow their genomes larger than necessary, as the comparison to
large populations shows. We further assume that the greater number of solutions in large
populations positively influences their diversity and thereby allows to evolve high quality
solutions with small topologies. Due to the small probabilities for adding links and neurons,
the default configuration results in the smallest genomes, here. The largest genomes
are consistently created by DDYPC, followed by EARPC and the random configuration.
Nevertheless, the problem at hand requires a certain quantity of topological elements
to be added to the networks, particularly recurrent links. The tabular representation of
the genome sizes in Table 6.5 underlines our observations in Figure 6.12. It also shows
that EARPC and DDYPC do always create significantly larger genomes than the default
configuration and, in many cases, the random configuration do. Consequently, the number
of recurrent links is larger if the parameter values are controlled by EARPC or DDYPC.
An interesting question to cover in future work is, how large the networks really have to
grow to solve the task, and how to approach this.
The observations in this experiment have shown, that medium and large populations
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Figure 6.10: Diversity of the Pareto front (in decision space) after the corresponding
number of evaluations. The values provided are relative to the diversity of the initial
population. Default = nNEAT ((NDR + R2, CD), Default); Random = nNEAT ((NDR + R2, CD), Random); EARPC

= nNEAT ((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2, CD), DDYPC). µ: {0, 1, 2, 3} = 20; {4, 5, 6,
7} = 100; {8, 9, 10, 11} = 500.

µ = {100, 500} outperformed smaller ones µ = 20. We assume that the larger populations
profit from the considerable number of solutions existing in the population and thus allow
greater diversity, in decision space as well as objective space. Parameter control did also
positively influence the convergence behavior and success rate of nNEAT, although it
tended to create larger genomes than the default or a random configuration did.

6.4

Summary

The two experiments on the multi-objective Double Pole Balancing have shown that parameter control positively influences the performance of nNEAT. Especially in the experiment without velocities the positive influence of parameter control was clear. The runtime
behavior of nNEAT with the different configuration approaches as well as the success rates
underline the positive influence of parameter control on the algorithm’s performance. On
the other hand, it is obvious that parameter control adds certain computational effort to
the EA.
While setting fixed parameter values once before nNEAT is run would avoid additional
effort for controlling the parameters, it would not consider the state-dependence of parameters [45, p. 272]. We assume that provided the user set the parameter values problem
specific based on expert knowledge, nNEAT would achieve a performance like the random
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configuration or slightly above. An open question is why the default configuration consistently led to the worst performance of nNEAT.Probably the two additional objectives
of the multi-objective Double Pole Balancing result in the default parameter values being less suitable than in Stanley’s experiments. There may also exist negative effects of
the remaining parameters of nNEAT that did not occur in NEAT. Future work should
investigate whether such effects occur and how to compensate those.
We conclude that parameter control is worth additional effort as it drives nNEAT towards
better performance in the test problems at hand. We therefore suggest and employ a
default parameter control algorithm to nNEAT throughout this work:
We have observed that the performance differences between nNEAT controlled by EARPC
and DDYPC were small in the experiments conducted. Their differences and common
components from algorithmic view are provided in Table 6.6. The key fact is that both
approaches focus on certain sub-ranges of values for the selection of parameter values
(in the exploitation phase). Although this goal is achieved differently, both parameter
controllers seem to find promising ranges properly, which may be an explanation for their
similar success and performance. Nevertheless, when further development is conducted
on DDYPC it should also be compared with several state-of-the-art parameter controllers
explicitly. This provides the opportunity to examine the similarities and differences between
EARPC and DDYPC more deeply, then.
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While both approaches, EARPC and DDYPC, have achieved comparable results, DDYPC is
still an experimental algorithm that may profit from further development and investigation.
An interesting direction for future work on DDYPC is provided by the POKER algorithm
proposed by Vermorel and Mohri [162]. It addresses the challenge of balancing exploration
and exploitation (which is determined in DDYPC by the learning-rate δ) by assigning a
price to the information gained when applying a certain parameter interval. Also, it aims
at estimating the utility, or velocity in terms of DDYPC [152], of parameter intervals that
have not been tested yet, based on their neighboring intervals [162].
On the other hand, EARPC is already a well-established and certainly investigated parameter controller [161, 154, 241, 148]. From our analysis we conclude that the computational
effort being spent on parameter control is negligible compared to the other components
of nNEAT, e.g., fitness evaluation, for both approaches. As EARPC furthermore follows
a simple and promising idea, we will employ EARPC as the default parameter control
mechanism for nNEAT throughout this thesis.
A further direction for future work w.r.t. increasing the usability of nNEAT is to employ a
dynamic termination condition. An example is provided by the Online Convergence Detection (OCD) [75] approach which decides when a further improvement of the population is
unlikely at a certain stage of the evolutionary process. Evolution is terminated then. Recall
Figure 6.5, where the runtime behavior within the Double Pole Balancing with velocities is
shown: While the evolutionary process could already be terminated after 2,500 evaluations
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Table 6.5: Average topology (quantity) of solutions belonging to the final Pareto front.

Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. Default = nNEAT ((NDR + R2, CD), Default); Random =
nNEAT ((NDR + R2, CD), Random); EARPC = nNEAT ((NDR + R2, CD), EARPC); DDYPC = nNEAT ((NDR + R2,
CD), DDYPC).

µ
Neurons
20

Links
Links (Rec)
Neurons

100

Links
Links (Rec)
Neurons

500

Links
Links (Rec)

Default
4.1

Random
4.4

EARPC
4.6

DDYPC
4.8

2< , 3< , 4<

1>

1>

1>

3.3

4.2

4.9

5.4

2< , 3< , 4<

1>

1>

1>

0.1

0.3

0.6

0.6

<

3 ,4

<

1

4.3
<

4.9

<

2 ,3 ,4

<

>

>

1>

5.3

<

1 ,3 ,4

<

>

1 ,2

5.4
>

>

1 , 2>

4.3

6.2

7.6

8.0

2< , 3< , 4<

1> , 3< , 4<

1> , 2>

1> , 2>

0.7
<

3 ,4

1.0
<

<

3 ,4

4.1
<

1.5
<

>

1 ,2

4.8

<

2 ,3 ,4

<

>

1.6
>

5.1

<

1 ,3 ,4

<

>

1 ,2

>

1 , 2>

5.2
>

>

1 , 2>

3.9

5.8

6.8

7.2

2< , 3< , 4<

1> , 3< , 4<

1> , 2>

1> , 2>

0.7
<

3 ,4

0.9
<

<

3 ,4

1.2
<

>

1 ,2

1.3
>

>

1 , 2>

for smaller populations µ = {20, 100}, the large populations µ = 500 would benefit from
running for more than 5,000 evaluations. Online convergence detection thus can help to
allocate computation time when necessary, to achieve better overall performance [75].
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Table 6.6: Differences and common components of EARPC and DDYPC. P denotes the
number of parameters considered.
Category
Hyperparameters

EARPC
Success-based
Update frequency N

Intervals perparameter
Size of Intervals
Utility Attribution

2
Utility-based
Min. Entropy

Update Effort
Update Selection Prob.
Common

O(P · N 2 )
every N th epoch

DDYPC
Learning-based
Number of intervals M ,
Learning rate δ,
Forgetting rate 
M
User defined (= 1/M )
Development of utility with
time-based discounting
O(P · M )
every epoch

• Operation only on numeric parameters
• Discretization of continuous ranges into
several intervals
• Selection of a random value from either
interval
• Utility of intervals is partly based on the
quality difference between the current
and previous population
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Chapter 7
Multi-Objective Double Pole
Balancing
In this chapter we compare the novel nNEAT against NEAT-PS [46] and NEAT-MODS
[30], two multi-objective variants of NEAT [12]. For the comparison we conducted experiments on the multi-objective Double Pole Balancing problem with and without velocities,
introduced in Section 4.2. The experiments have been stopped after 5,000 evaluations
(with velocities) and 50,000 evaluations (without velocities) respectively. Three different
population sizes µ = {20, 100, 500} have been considered. Each experiment was repeated
for 100 times. As in the previous experiments, a repetition of this experiment is stated to
be successful if at least one solution with a fitness better than F ∗ was found:
!

1
1
.
F = f1 = 0, f2 = , f3 =
20
12
∗

The statistical analysis follows the procedure that can be found in Section 4.3.
nNEAT has been applied in its default variant, as suggested in the previous chapters:
(NDR + R2, CD) as q-procedure (see Section 5.4) and controlling its parameter values
with the EARPC algorithm (see Section 6.3). As EARPC is a generic approach and NEATPS [46] as well as NEAT-MODS [30] both consider similar or equal parameters to nNEAT,
the control parameters of both algorithms are also controlled by EARPC. We expect
that this will also improve the performance of the respective algorithms and furthermore
allows a fair comparison between those and nNEAT. A major difference between NEATPS, NEAT-MODS and nNEAT is, that the first two employ speciation, equal to the
original NEAT. nNEAT does not rely on speciation but maintains diversity by its selected
q-procedure. Nevertheless, in our implementation of NEAT the target number of species
|S|target resulting from speciation is set by the parameter Speciation Coecient as follows:



|S|target = max 2,


$

%


1
· Population Size · Speciation Coecient .

2

Speciation Coecient can take any value between 0 and 1, thus speciation creates between two and 12 · Population Size distinct species containing between 21 · Population Size

and two solutions on average. The actual threshold applied for speciation is determined in
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a pre-speciation procedure which finds the threshold value that leads to the desired number of species by trial-and-error1 . Further note that the distances between the networks
are normalized according to the approach described in Section 5.5. However, this has no
influence on the result of the speciation procedure as the threshold is determined using
these normalized differences, too. Both, NEAT-PS and NEAT-MODS extend that NEAT
implementation and thereby use the modified speciation procedure. Altogether we expect
that it does not influence their respective performance negatively.

7.1

Multi-Objective Double Pole Balancing with Velocities

Table 7.1: (Success Rate) Partition of successful iterations of the experiment in percent.

nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS = NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).

µ
20
100
500

nNEAT
98
97
20

NEAT-PS
2
3
15

NEAT-MODS
82
48
10

Table 7.2: (Average Time to a Solution) Average number of evaluations until a solution
of adequate quality had been found. Numbers in brackets result from experiments with
success rate < 50%. No statistically significant differences occurred. nNEAT = nNEAT ((NDR + R2, CD),
EARPC); NEAT-PS = NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).

µ

nNEAT
1162

NEAT-PS
(273)

NEAT-MODS
1921

20

± 646

± 100

± 1124

1925

(2713)

(2269)

100

± 674

± 754

± 1059

(3305)

(3263)

(3016)

± 1114

± 1248

± 1116

500

The first part of the experiment considers the multi-objective Double Pole Balancing
with velocities. The success rates of the single algorithms are depicted in Table 7.1.
It is discernible that nNEAT is successful in nearly each run if µ ≤ 100. Also, NEATMODS shows an acceptable success rate of 82 % with a small population of size µ = 20.
Nevertheless, the success rates of nNEAT and NEAT-MODS deteriorate with growing
population size. Especially for µ = 500, the success rates drop to an unsatisfactory
level, which is due to early termination after only 5,000 evaluations. NEAT-PS, on the
other hand, always achieves small success rates but shows a positive trend with growing
population size.
The procedure starts with a certain threshold and assigns the solutions of the set into species. If
the resulting number of species is too small, the threshold is increased, and decreased otherwise. The
procedure stops, if the desired number of species has been created or after a fixed number of iterations.
The number of species will be equal or close to the desired number with high probability.
1
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Figure 7.1: (Runtime Behavior) Average Hypervolume of the Pareto front after the corresponding number of evaluations. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS = NEAT-PS
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The average number of evaluations is provided in Table 7.2. We will only consider the
success rates of nNEAT and NEAT-MODS for µ ≤ 100, as the success rates are too
small to allow a statement in the other cases. nNEAT requires fewer evaluations than
NEAT-MODS does. The difference is most pronounced when µ = 20.
Figure 7.1 shows the runtime behavior of the algorithms. For all population sizes nNEAT
converges faster than NEAT-MODS, which in turn converges faster than NEAT-PS. Generally, NEAT-PS does only make progress in case µ = 500. Here it seems to profit from
the large population. For smaller populations, NEAT-PS does not achieve any considerable progress. nNEAT and NEAT-MODS both show a connection between population
size and convergence: The convergence speed decreases with growing population size.
nNEAT converges to the highest level of 0.99, while NEAT-MODS stabilizes around 0.9.
For µ = 500 the curves of all three algorithms are still inclined at termination which leads
to the insight, that a later termination would be beneficial in this case.
The mean best quality, provided in Table 7.3, underlines the findings made according to
the runtime behavior. nNEAT does always achieve significantly better quality values than
NEAT-MODS, which in turn, achieves significantly better values than NEAT-PS. The data
confirms the deterioration of the mean quality of nNEAT and NEAT-MODS with growing
population size. Furthermore, it underlines that NEAT-PS profits from a large population
with µ = 500. Nevertheless, for µ ≤ 100, nNEAT nearly achieves the maximum possible
value of 1.
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Table 7.3: (Mean Best Quality) Average Hypervolume dominated by the final Pareto front.
Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS =
NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).

µ

nNEAT
0.994

NEAT-PS
0.109

NEAT-MODS
0.906

20

± 0.008
2> , 3>

± 0.127
1< , 3 <

± 0.212
1< , 2>

0.996

0.116

0.855

100

± 0.005
2> , 3>

± 0.114
1< , 3 <

± 0.193
1< , 2>

0.797

0.426

0.527

500

± 0.183
2> , 3>

± 0.322
1< , 3 <

± 0.308
1< , 2>

With respect to the diversity in decision space, see Figure 7.2, all algorithms except
NEAT-MODS for µ = 20, show a decreasing trend. On the other hand, NEAT-MODS
ends with the smallest diversity for µ > 20. Also, nNEAT is not able to keep the diversity
at the initial level, achieving only minimally higher diversity values than NEAT-MODS
does in case of µ > 20. Comparably, the highest diversity levels are maintained by
NEAT-PS, which is possibly due to the small progress achieved w.r.t. convergence of
NEAT-PS. In objective space, consider Figure 7.3, all algorithms increase the diversity of
their populations throughout the evolutionary progress. Here, NEAT-PS ends with the
smallest diversity levels. nNEAT starts with a phase of growing diversity for µ ≤ 100,
which ends after 1,000 or 2,000 evaluations respectively and then stabilizes at a level of
twice the initial value. Only for µ = 500 a continuous trend of increasing diversity can be
observed. Due to the inclination of the curve, we expect it to grow further, provided a
longer runtime of the algorithm. NEAT-MODS maintains the highest diversity levels, all
growing monotonic from the beginning on. Smaller populations end with higher diversity
levels in NEAT-MODS, which is interesting as the other algorithms behave exactly vice
versa.
The average genome size is provided in Figure 7.4. A general observation is that nNEAT
consistently creates smaller genomes than NEAT-PS, which in turn, creates smaller genomes
than NEAT-MODS. Especially for µ ≤ 100, the genomes in NEAT-MODS are grown to
nearly twice their initial size. For nNEAT and NEAT-PS the genome size is proportional
to the population size, where smaller populations result in larger genomes, which can be
explained by the positive convergence behavior in the case of nNEAT. Nevertheless, according to the runtime behavior in Figure 7.1, showing that nNEAT achieves the highest
quality, we find that NEAT-MODS grows its networks unnecessarily large to achieve good
fitness. Further note, that although NEAT-PS did not achieve considerable progress in
the runtime behavior, it grows the genomes in its population, especially for µ ≤ 100. This
indicates that the search process might be misguided in NEAT-PS for some reason. The
tabular representation of the final genome sizes in Table 7.4 confirms that the difference
in genome size is significant for all algorithms and population sizes, except the number
of recurrent links in case of µ = 500, in the following order: nNEAT creates smaller
genomes than NEAT-PS, which in turn creates smaller genomes than NEAT-MODS. It
shows a preference of nNEAT over the other algorithms, as it allows quicker evaluation of
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Figure 7.2: Diversity of the Pareto front (in decision space) after the corresponding number
of evaluations. The values provided are relative to the diversity of the initial population.
nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS = NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).
µ: {0, 1, 2} = 20; {3, 4, 5} = 100; {6, 7, 8} = 500.

the networks and thereby faster evolution at all.
Summarizing, we find that nNEAT achieves the best success rates within the smallest
number of evaluations. Also, its mean best quality as well as runtime behavior are superior
to NEAT-MODS [30] and NEAT-PS [46]. NEAT-MODS makes considerable progress with
small population sizes too, although it shows the disadvantage that it grows the networks
unnecessarily large. For µ = 500 nNEAT and NEAT-MODS could not achieve satisfactory
success rates, which would likely be compensated, provided a longer runtime. NEAT-PS
has only shown a positive trend concerning its runtime behavior for µ = 500, indicating
that NEAT-PS seems to profit from larger populations. Nevertheless, for nNEAT and
NEAT-MODS the smaller populations seem to be an adequate choice for this simple kind
of problem.

7.2

Multi-Objective Double Pole Balancing without
Velocities

The second part of the experiment was to find a controller for the cart which is not
provided with any velocities (neither poles nor cart) as input. It thereby needs to evolve
the necessary topological structure to determine and store these values internally. This
part of the experiment is considered to be the more difficult one [173].
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Figure 7.3: Diversity of the Pareto front (in objective space) after the corresponding
number of evaluations. The values provided are relative to the diversity of the initial
population. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS = NEAT-PS (EARPC); NEAT-MODS =
NEAT-MODS (EARPC). µ: {0, 1, 2} = 20; {3, 4, 5} = 100; {6, 7, 8} = 500.

The success rate of all considered algorithms with any population size have been close
to zero. Only for µ = 100, nNEAT and NEAT-MODS could achieve a small partition of
successful runs. Although the problem at hand is found to be much harder than moDPB
with velocities, we decided to leave the necessary minimum fitness F ∗ equal to the first
part of the experiment. This allows a fair comparison and visualizes the difficulty difference
between the two variations of the experiment. Due to the small success rates no or only
very few data is available on the average number of evaluations. We find that this does
not allow an adequate evaluation. Thereby we will not provide the tables about success
rates and average number of evaluations here.
The runtime behavior of the algorithms is shown in Figure 7.5. It is discernible that NEATPS does not make any progress. On the other hand, nNEAT and NEAT-MODS were able
to converge to certainly higher quality levels. Although both are converging initially faster
with µ = 100, the average quality of larger populations with µ = 500 exceeds the smaller
populations’ quality after circa the half of the run. In the end, it turns out that the
quality is proportional to the population size: Larger populations lead to better quality
on average. nNEAT achieves better quality values than NEAT-MODS for any population
size, especially for µ ≥ 100 the difference is pronounced. Note that for µ = 500, nNEAT
approaches a quality level of 0.829, which is close to q ∗ = 0.871, compare Section 4.2.
This information can be retrieved from Table 7.5, which prints the mean best quality of
the algorithms. While NEAT-PS does not make any progress based on its initial quality,
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Figure 7.4: Average number of genes (links) of the solutions in the Pareto front after
the corresponding number of evaluations. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS =

NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC). µ: {0, 1, 2} = 20; {3, 4, 5} = 100; {6, 7, 8} = 500.

NEAT-MODS achieves small, but nevertheless promising quality improvements. When
µ ≥ 100, nNEAT can achieve considerable quality levels, much higher than the levels
reached by NEAT-MODS. All differences are statistically significant, here. In contrast to
moDPB with velocities, where smaller populations have led to better quality values, the
situation is vice versa here. This shows that diversity and a population that provides much
space to store many diverse promising solutions are the key elements in this task.
Considering diversity in decision space, see Figure 7.6, we observe a positive development
for nNEAT with any population size. On the other hand, the diversity of the populations
of NEAT-PS drops to values between 0.65 to 0.85 the initial level. Both algorithms
have in common that the diversity is proportional to the population size, where larger
populations result in higher diversity levels. However, the differences are comparably
small. The situation is vice versa in case of NEAT-MODS, which is remarkable in so
far that NEAT-MODS approaches its highest quality with µ = 500 but simultaneously
maintains the smallest diversity level in that case. The fact may be reconsidered in future
work to determine the reason for that relation. NEAT-MODS keeps the diversity at the
initial level for µ ≤ 100, whereas it faces a considerable deterioration when µ = 500.
nNEAT always maintains the highest diversity level, followed by NEAT-MODS and NEATPS. This ranking also holds concerning diversity in objective space, shown in Figure 7.7.
The difference from nNEAT to NEAT-MODS and NEAT-PS is more pronounced here.
Furthermore, the curves are similar to the ones of the runtime behavior in Figure 7.5. All
curves concerning nNEAT and NEAT-MODS show a positive development. Interestingly,
165

CHAPTER 7. MULTI-OBJECTIVE DOUBLE POLE BALANCING
Table 7.4: Average topology (quantity) of solutions belonging to the final Pareto front.

Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS =
NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).

µ
Neurons
20

Links
Links (Rec)
Neurons

100

Links
Links (Rec)
Neurons

500

Links
Links (Rec)

nNEAT
7.2

NEAT-PS
7.9

NEAT-MODS
8.3

2< , 3 <

1> , 3<

1> , 2 >

7.1
<

2 ,3

8.6
<

>

1 ,3

9.9
<

>

1 , 2>

0.6

0.6

0.9

3<

3<

1> , 2 >

7.2
<

2 ,3

7.5
<

7.0
<

2 ,3

2 ,3

1 ,3

>

1 ,3
>

1 ,3

1 , 2>
1> , 2 >

0.6
7.4

<

6.9
<

>

11.3
<

7.2
<

6.5
<

>

0.5

7.1
2 ,3

1 ,3

9.0
<

7.6
<

0.5

<

>

>

1 , 2>

7.2
<

>

1 , 2>

0.3

0.5

0.4

2< , 3 <

1> , 3>

1> , 2 <

NEAT-PS does also show a positive trend for small populations with µ = 20, it remains
to be investigated whether a small population allows NEAT-PS to converge to a higher
quality level, provided more time for evolution. For nNEAT and NEAT-MODS the diversity
level increases with growing population size. Although it grows faster for µ = 100 first,
the diversity of the large populations, µ = 500, exceeds the level of the smaller ones in
the second half of the evolutionary process.
The average genome size in Figure 7.8 shows similarities to the development in the moDPB
with velocities: nNEAT creates the smallest genomes – NEAT-MODS the largest ones.
As NEAT-PS does not make any progress, the genomes also remain small for µ ≥ 100.
Only for µ = 20, where we also observed a positive trend in diversity in objective space,
see Figure 7.7, the genomes grow to comparable size as the genomes created with NEATMODS. nNEAT and NEAT-MODS create the largest genomes with µ = 100, mediumsized with µ = 500 and the smallest with µ = 20. As µ = 500 did also lead to the
best convergence in both cases, the large populations seem to be beneficial as more
diverse solutions can be stored there. This also allows solutions with smaller genomes
to emerge and replace larger ones of similar quality or avoid large ones to be created at
all. We referred to this as the “take what you can” strategy in Section 5.4. The data in
Table 7.6 confirms that nNEAT creates significantly smaller networks than NEAT-MODS
does. Note that although the networks created by nNEAT and NEAT-MODS with µ ≥ 100
are significantly larger than the ones by NEAT-PS, the latter algorithm did not achieve any
considerable quality or diversity level in both cases. Hence, this information is of limited
expressiveness.
Summarizing, the success rates of all investigated algorithms are poor in this part of the
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Figure 7.5: (Runtime Behavior) Average Hypervolume of the Pareto front after the corresponding number of evaluations. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS = NEAT-PS
(EARPC); NEAT-MODS = NEAT-MODS (EARPC). µ: {0, 1, 2} = 20; {3, 4, 5} = 100; {6, 7, 8} = 500.

experiment. An explanation can be found in the minimal fitness F ∗ , which remained
unchanged w.r.t. the first part of the experiment that is found to be much easier to solve
[173]. nNEAT achieves the highest mean best quality values, followed, with pronounced
margin, by NEAT-MODS [30]. NEAT-PS [46] could not make any considerable progress.
The curves provided concerning the runtime behavior also underline that nNEAT clearly
outperforms its competitors. It also maintains the highest diversity levels in decision
and objective space. This is contrary to moDPB with velocities, where NEAT-MODS
maintained the highest diversity levels. It confirms that the q-procedure (NDR + R2, CD)
is promising as it fosters diversity and convergence concurrently. An interesting direction
for future work is to find out, how to promote either direction more explicitly. Equal to
the first part of the experiment, the genomes created by nNEAT are much smaller than
the ones by NEAT-MODS and NEAT-PS, while also achieving much better quality levels.
The second part of the experiment also confirms, that nNEAT allows faster evolution
to a higher quality level than NEAT-MODS and NEAT-PS. In contrast to moDPB with
velocities, larger populations are beneficial in comparison to smaller ones.

7.3

Summary

This chapter presented an experimental comparison of nNEAT, NEAT-PS [46] and NEATMODS [30] on the multi-objective Double Pole Balancing with and without velocities.
Altogether we find that nNEAT clearly outperforms NEAT-MODS. Furthermore, a pref167
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Table 7.5: (Mean Best Quality) Average Hypervolume dominated by the final Pareto front.
Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS =
NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).

µ

nNEAT
0.239

NEAT-PS
0.094

NEAT-MODS
0.162

20

± 0.266
2> , 3>

± 0.001
1< , 3 <

± 0.165
1< , 2>

0.752

0.095

0.268

100

± 0.228
2> , 3>

± 0.001
1< , 3 <

± 0.253
1< , 2>

0.829

0.095

0.415

500

± 0.093
2> , 3>

± 0.001
1< , 3 <

± 0.265
1< , 2>

erence of NEAT-MODS over NEAT-PS is discernible in the multi-objective Double Pole
Balancing experiment. nNEAT is also able to maintain a high diversity level in the population when necessary. This is remarkable in so far that nNEAT completely foregoes the
complex procedure of speciation, which in turn is an essential component in NEAT-MODS
and NEAT-PS. Of course, the situation would be different if nNEAT applied a distinct
q-procedure that does not foster diversity combined with convergence. Preliminary experiments have shown that nNEAT behaves similar to NEAT-PS in this case. Considering
this information, we assume that NEAT-PS was not able to find promising solutions as
it does not consider diversity explicitly. Although it is inspired by SPEA2 [29] it only incorporates the Pareto strength approach, but not the diversity maintenance procedure of
SPEA2 [46]. Abramovich and Moshaiov [30] did also outline that the focus of NEAT-PS
on elitism is one of its major drawbacks. Future work will extend our preliminary experiments on NEAT-PS to find out whether the addition of a diversity measure to NEAT-PS
positively influences its performance.
Altogether we find that nNEAT is an adequate novel multi-objective variant of the NEAT
algorithm. Most remarkable are its simplicity and efficiency. The experiment has also
led to the insight, that the population size should be chosen w.r.t. the problem at hand:
A larger population when diversity plays a more important role, and a smaller one otherwise. However, this must be investigated in future work as well as whether there is a
general preference of nNEAT over NEAT-PS and NEAT-MODS and to identify potential
limitations of nNEAT.
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Figure 7.6: Diversity of the Pareto front (in decision space) after the corresponding number
of evaluations. The values provided are relative to the diversity of the initial population.
nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS = NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).
µ: {0, 1, 2} = 20; {3, 4, 5} = 100; {6, 7, 8} = 500.
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Figure 7.7: Diversity of the Pareto front (in objective space) after the corresponding
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Figure 7.8: Average number of genes (links) of the solutions in the Pareto front after
the corresponding number of evaluations. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS =
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Table 7.6: Average topology (quantity) of solutions belonging to the final Pareto front.

Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. nNEAT = nNEAT ((NDR + R2, CD), EARPC); NEAT-PS =
NEAT-PS (EARPC); NEAT-MODS = NEAT-MODS (EARPC).

µ
Neurons
20

Links
Links (Rec)
Neurons

100

Links
Links (Rec)
Neurons

500

Links
Links (Rec)

172

nNEAT
4.5

NEAT-PS
7.8

NEAT-MODS
7.5
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Chapter 8
Case Study: Fighting Games
Throughout the last years, video games have gained considerable research interest concerning computational intelligence [5, 242, 243, 20]. The earliest publications include
board games, card games, arcade games like Pac-Man (and Ms. Pac-Man) and strategy
games like StarCraft [51, p. 119-145]. For a detailed overview over the distinct types of
games concerning computational intelligence we refer the reader to [51, Section 3.4]. One
game type where research interest appeared in the recent past are racing games. TORCS1
[48], a popular representative of racing games will be investigated in Chapter 9.
Video games are interesting for the scientific community for several reasons: While designing the actual AI in a video game is a challenging task, it is easy to formalize and evaluate
in the given environment. This allows to develop and assess novel AI methods with comparably low effort [5]. Video games provide interesting and complex problems to solve which
are designed to challenge the human brain [51, p. 16f]. These problems confront all areas
concerning artificial intelligence, including but not limited to: Planning, navigation, control, and signal processing [51, p. 20f]. Also, the aspect of human-computer-interaction
can be addressed by capturing and analyzing the interaction between player and game
[51, p. 18]. Video games are subject of a multi-billion-dollar industry that is still growing.
Thereby it supplies substantial amounts of content as well as data [51, p. 18f]. See for
example the MineRL dataset [244], including 60 million state-action pairs recorded from
human players in the game Minecraft 2 . Another example is given by the Open Dota data
dump [245] holding information about more than a billion real matches in Dota3 [51, p.
18-20]. According to the evaluation by Yannakakis and Togelius [51, p. 21], the environment of video games excellently fits to realize the long-term goals of artificial intelligence,
as for example computational creativity or general intelligence. Vice versa, also the video
game industry has considerable interest in developing and improving artificial intelligence
as it allows to create more believable and challenging opponents and non-player characters for example. Furthermore, aspects like AI-based content generation are of relevance.
Thus, the creation of games with (nearly) endless replay value comes within reach [51,
p. 24]. AI may furthermore support the process of game developing itself: Taylor et al.
[246] suggest training AI through reinforcement learning “how to play a game”, which in
turn helps the player to learn a video game by suggesting adequate actions while playing.
The Open Racing Car Simulation
Online: https://www.minecraft.net/en-us, last accessed: 2021-03-26.
3
Online: https://en.dota2.com, last accessed: 2021-03-26.
1
2
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Thereby, development time for tutorial missions and manuals can be saved and spent on
other relevant aspects [246].
Recently, Lu et al. [47] suggested fighting games as platform and testbed for artificial
intelligence. In fighting games, it is not only important for an AI controller to develop
a universal strategy, but much more learning to react properly to the opponent. For
example, to decide the next own action based on the opponent’s current action and the
distance to the opponent. That strongly situation-dependent decision-making leads to a
high complexity of fighting games as AI testbed [47]. Note that all actions are referred to
as skills in FightingICE [47].
Enabling research on fighting games, the ICE Lab.4 at the Ritsumeikan University, Kyoto, Japan introduced the Java-based 2D-platform FightingICE, a video game similar to
Tekken5 or Streetfighter6 . The FightingICE allows researchers and programmers to develop their own AI controllers for that platform, which is the main purpose of FightingICE
– rather than being an enjoyable video game. Since 2013 a competition is held annually,
where opponents following different strategies and approaches are competing against each
other. Lu et al. [47] provide an overview over other competitions concerning AI in video
games (state of 2013). The ICE Lab. defined the following research questions [247]:
• Is it possible to realize general fighting game AI? In other words, an AI that is strong
against any opponent, human and artificial, in any play mode.
• If the first question can be answered with yes, how to realize such an AI?
Based on those, we formalize another research question concerning neuroevolution:
Research Question 2. Can multi-objective neuroevolution find a balanced fighting game controller which is able to cope with state-of-the-art reference opponents?

A first variant of ANNBot, our neuroevolutionary controller for FightingICE, has been
introduced in [33]. It is based on direct input encoding and has already shown promising
performance in the experiments carried out in [33]. Nevertheless, we conducted further
research on that variant of ANNBot and identified certain weaknesses which are addressed
in an updated version of our bot. A detailed description is provided in Section D.3. During
further experiments we derived the insight that ANNBot could profit from providing
preprocessed information to the controlling neural network. To that end, we propose
a novel variant of ANNBot in this chapter. It mainly considers preprocessing of the
information encoded in the game state to filter not only the attacks being available, but
also whether these are promising to cause damage to the opponent at all. Our experimental
investigations reveal that the direct encoding variant is not able to learn to react on the
opponent or making decisions situation-dependent, but rather follows a generally applicable
strategy. Those strategies often use the same skills in large quantity. However, the variant
with preprocessed input could learn to apply the most beneficial skill, w.r.t. some measure
in the current game state. However, it requires certain preparation before and during the
fight. We investigate whether applying multiple fitness functions can foster evolving a
Intelligent Computer Entertainment Lab.
Online: https://tk7.tekken.com, last accessed: 2021-03-26.
6
Online: https://streetghter.com, last accessed: 2021-03-26.
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controller that is strong against different opponents to provide an answer on our research
question.
Related Work We are not the first who consider neural networks in fighting games,
existing approaches range from traditional (fixed topology) neural networks over neuroevolution to Deep Learning [248, 249, 250, 251, 252]. We briefly summarize a couple
of approaches:
Kristo and Maulidevi [248] employed NEAT to predict the next skills of the opponent.
Prediction is based on data collected during multiple matches. From those NEAT evolves
a neural network that returns the expected probability of each attack skill available. All
possible skills of the player and its opponent are simulated in round-robin style, the value
of each player skill is multiplied with the probability of the corresponding opponent skills.
The player skill with the highest product of value and probability is selected to be started
[248]. Tri et al. [253] do also aim at predicting the next skill of the opponent, to that
end they employed a deep convolutional neural network (DCNN). They recorded 560
matches between three of the top agents (in the 2015 competition) and collected more
than six million state-action pairs (one per frame). The neural network was provided with
certain information aligned in a grid. Different grid sizes and shapes were investigated and
confirmed that the shape of the grid influences the prediction accuracy [253]. Takano et
al. [254] utilized a Deep-Q-Network (DQN, [255]) that has been trained via hybrid reward
architecture [256]. They provided more than 140 input values to the network, from those
the exact state of the game may be reconstructed [254]. Details on the in- and outputs
will be discussed in Section D.2. In a very recent paper Kim et al. [257] proposed a
neural-network-based agent trained with deep reinforcement learning. Thereby a single
network has been trained over two phases: The first was against the reference opponent
MctsAi over 1.5 million steps. Here, the agent learned basic features like moving and
attacking. A step does not map to a frame in game but to one skill committed by the
agent. The second phase, lasting 1.9 million steps, was based on self-play. The network
had to play against one opponent from a pool of agents. This initially included a copy
of the network after the first phase. The pool was extended by an up-to-date copy of
the network every 500,000 steps or, if the current network was able to win 80 % of the
last 30 fights against the agents in the pool. Kim et al. consider the matching problem,
i.e., which agent to select from the pool for training, by a success-based approach: They
expect that if the network is weaker against one agent, i.e., has a low success-rate, it
should fight more often against that opponent to overcome these insufficiencies [257].
Further approaches considering neural networks are given by Mendonça et al. [249], who
applied neural networks to simulate human behavior in the game Boxer 7 . Robison [251]
trained a fixed-topology neural network based on data excerpt from fights between a set
of reference opponents. Yoon and Kim [258] applied a DQN to create a fighting game AI
with reduced skill set based on visual input only. To that end, the data of four different
frames has been provided as input to the network. Furthermore, Oh et al. [259] applied
deep neural networks that were trained via self-play in the video game Blade & Soul Arena
Battles 8 .
Note that while multi-objective optimization in games has already been considered by
Schmitt and Köstler [260] for finding optimal parameter configurations against opposing
7
8

Online: https://gamejolt.com/games/boxer/29331, last accessed: 2021-03-26.
Online: https://www.bladeandsoul.com/en, last accessed: 2021-03-26.
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players’ units in the strategy game StarCraft II, we are not aware of any application in
fighting games yet. All the previously mentioned approaches are single-objective, which
forces focusing on a single target or weighting multiple targets – in every case a certain
abstraction is necessary. Recall that in multi-objective optimization, several objectives are
addressed concurrently, finally providing a set of trade-off solutions to the user [15, p. 12].
This allows to evolve a neural network that maximizes the damage dealt to the opponent
while it minimizes the own suffered damage for example.
Outline This chapter is structured as follows: Section 8.1 gives an introduction in the
architecture of FightingICE and lists a set of reference opponents that will be considered
in the experimental analysis. Two variants of training neural networks in the context of
FightingICE are discussed in Section 8.2. Based on these considerations we describe the
results of preliminary experiments in Section 8.3. Furthermore, we identify a couple of
weaknesses which the investigated variant of ANNBot faces. It was initially proposed in
[33] and is described in detail, with certain changes, in Section D.3. To tackle the identified
issues of the first variant of ANNBot, we introduce an alternative approach on ANNBot
in Section 8.4, based on certainly preprocessed input values. An experimental investigation
of the two variants of ANNBot against each other is carried out in Section 8.5. Finally,
Section 8.6 summarizes our findings. Further content and implementation details can be
found in Appendix D on page 303.

8.1

The Fighting Game AI Competition

The procedure of Fighting ICE is as follows: Two opponents fight against each other.
Every fight consists of three rounds over 60 seconds each. The game runs with fixed
60 frames per second (fps), summing up to 3,600 frames per round. Every frame, both
opponents can evaluate the current game situation and find a decision for which skill
to perform next [47]. The information about the game situation is delayed 15 frames
to simulate human reaction [47] (the first 14 frames of a round, the initial information
of frame 0 is available). The evaluation of the current game situation can happen by
evaluating sensor data provided by the simulation or visual-based (evaluating the pixels of
the current game scene). Note that the visual-based evaluation has no delay, ICE Lab.
made this design decision to foster the development of visual-based AI [261].
There is a total of 56 skills, which can be performed by any player. 40 of those can be
actively triggered while the remaining 16 are a consequence of a previous or the opponent’s
skill, e.g., getting hit by a punch. Among the 40 active skills are movement, guarding and
attack skills. Attacks can be distinguished in punches, kicks or firing projectiles. Many
attacks require and consume a certain amount of energy points (EP) which can be gained
by hitting the opponent or getting hit itself. Every attack causes a predefined amount of
damage, while there is a small bonus for combinations of four or more successful attacks,
which are also called combos. If the opponent blocks the attack, it receives reduced or
no damage. Damage means the number of health points (HP) the opponent’s health is
reduced when getting hit [261]. Every attack happens in three phases [262]:
1. StartUp (player is preparing for attack, no hit box),
2. Active (hit box, only phase where the attack can cause damage to the opponent),
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Figure 8.1: Exemplary attack skill in its three phases. The two active frames are shaded
red, the frame from which on the skill can be canceled is denoted by the orange bar (from
[262]).
3. Recover (player is returning to initial state, cancel-able at a certain point by next
skill).
An illustration of the attack skill Stand_A can be found in Figure 8.1.
Skills are executed by hitting the corresponding key combination in FightingICE. There
are seven keys Up, Down, Left, Right, A, B and C. Note that the keys Up and Down
respectively Left and Right cannot be hit simultaneously. The same holds for A, B and C.
Altogether there are 36 valid combinations of keys that can be hit per frame9 , but on the
other hand, there are 40 skills that can be executed by a player. Following, some skills can
only be started by a combination of different keysets being hit over multiple succeeding
frames. There must not be any empty (input-less) frame in between10 . For example, the
combination 1. Down, 2. Down + Right, 3. Right + C (or Left instead of Right, if the
player is facing the opposite direction) lets the player throw a fireball [261].
In FightingICE three different characters exist: Zen, Garnet and Lud which all make use
of the same 40 (including recovery: 56) skills but with different motion data, e.g., length
of StartUp phase, attack damage, consumed energy. The official competition is run in two
different game modes: Standard (round-robin among all opponents) and Speedrunning
(the shortest time to beat the reference opponent MctsAi) [263].
Since July 2017 there exists an open-source implementation of the FightingICE11 , allowing
to implement the necessary changes to conduct neuroevolution efficiently in FightingICE.
The description of FightingICE is mainly based on our review on the source code of the
software [261]. Certain modifications to the default implementation of FightingICE were
necessary to conduct this case study. These changes are described in Section D.1.
Considered Reference Opponents Today video games in general and fighting games
in particular are a topic of great research interest, as outlined in the introduction of this
chapter. An often-utilized technique is Monte Carlo Tree Search (MCTS) which will briefly
be described in the remainder of this section.
(Up | Idle | Down) · (Left | Idle | Right) · (Idle | A | B | C)
This furthermore makes it difficult (or even impossible) for a human player to start a skill combined
from multiple keys in succeeding frames due to the short time-slot of 16.7 ms per frame. It underlines
that FightingICE does not aim at being an enjoyable video game at all.
11
Online: https://github.com/TeamFightingICE/FightingICE, last accessed: 2021-03-26.
9

10
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Concerning FightingICE MCTS has gained large interest with the publication of MctsAi in
2016 as part of the framework itself. MctsAi is based on work of Yoshida et al. [264] and
is applied as reference opponent to beat in the competition’s SpeedRun mode. MctsAi
selects the next action based on MCTS [264]:
In Monte Carlo Tree Search a tree of all possible states that can be a future of the current
(initial) state is built. The single states are connected via directed links – every link
represents an action that leads from one state into a certain subsequent one. The general
framework of MCTS comprises four steps per iteration [265]:
• Selection: Descent through the tree to an expandable node, i.e., a state that still
has unexplored actions yet. The decision which node to explore is strongly based on
the selection strategy at hand.
• Expansion: Expand the node by possible action(s) and the resulting subsequent
state(s).
• Simulation: Simulate the transition from the original state to the subsequent one(s)
as a Monte Carlo Experiment. Determine the value of the action(s) in relation to
the given original state. The definition of “value” is problem specific, in FightingICE
often the delta in the HP difference (own HP vs. opponent’s HP) is considered [248,
254, 259].
• Backpropagation: Propagate the outcome of the simulation upwards through the
tree to the parental states.
After the last iteration, the action that received the highest value (originating from the
initial state) is selected to be executed [265]. While MCTS achieves impressive results in
agent decisions, as the results of FightingICE competition suggest [266], it is likewise simple and effective and does not require specific domain language. The main considerations
are concerning the available transitions, i.e., actions, and the definition of the meaning
of value 12 . A disadvantage of MCTS is that it requires as many iterations as possible to
find the most promising action for the given state [265]. Thereby MCTS-based AI fighters
often occupy the whole 16.7 ms time slot per frame for computation. A simulation faster
than real time is not possible for this reason.
Since the release of MctsAi in 2016 many MCTS-based AI fighters were published and
have participated successfully in the annual FightingICE competition. Often the winning
AI fighters of the competitions since 2016 are at least partly based on MCTS [267, 266].
In this case study we will consider five existing AIs as reference opponents: FooAI, JayBot_GM, MctsAi, Thunder and Toothless. All of those, except MctsAi, were among
the participants of the last years competitions. Further information about the reference
opponents is provided in Table 8.1. Note that there are also more recent AI opponents
available for the FightingICE. Nevertheless, the preparation of these experiments started
in 2017 where we selected the first opponents. These were added then by one or two
opponents of the current competition each year until July 2020. However, these reference
opponents cover different approaches being prevalent in the FightingICE environment.
A source code analysis of the reference opponents showed that the value of an action / skill is
determined by the resulting HP difference between the fighters. A value greater than zero indicates that
the difference has been increased for the benefit of the own fighter. The same definition of value also
occurs in the literature [248, 254, 259].
12
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Table 8.1: Overview over the reference opponents. The column Year shows when this
variant of the opponent first occurred / took part in the competition. Partly based on
[33, Tbl. 10].
Name

MctsAi
FooAI

Ref.
[264]
-

Year
2016
2017

JayBot_GM [268, 269] 2018

Thunder

-

2018

Toothless

-

2019

Decision Making
MCTS, “default reference opponent”.
MCTS, optimizations on MctsAi (e.g., distinction
between characters).
MCTS with filtered skills, alternatively (character dependent): genetic algorithm to filter skills. Note that
we could not find evidence for the actual application
of a genetic algorithm in the source code provided
[270].
Situation-based, simulates the outcome of different
predefined skills and selects the most promising; distinction between characters.
MCTS, similar to Thunder’s attack selection; distinction between characters.

They thereby represent a challenging benchmark for our neuroevolutionary approach in
this thesis.
A discussion about the different sensor information and actuators considered by the reference and other related opponents can be found in Section D.2. Also, a couple of general
findings for our work with FightingICE are derived there.

8.2

Training Neural Networks

We identified two ways of training the ANNBot: Either against external reference opponents or against other instances of ANNBot controlled by neural networks in turn.
Fixed Reference Set In the first approach, each candidate solution is evaluated against
a set of opponents for a given number of repetitions. The fitness is averaged over all fights.
Many state-of-the-art opponents are entirely or at least partly based on MCTS, which is
repeated as often as possible in each frame. These opponents go into an infinite loop which
measures the time since the loop was entered first and leaves that loop when 16.5 ms
are passed, each frame. This results in slow, nearly real-time simulation. The evaluation
(without repetitions) of a µ-sized population would take time between 3 · 60 s and 3 · 60 · µ
s depending on the number of CPU cores utilized13 . There are two major disadvantages
using this method: 1. Evolution proceeds comparably slow; and 2. the neural networks
are trained to fight against a fixed set of opponents. The networks might find and exploit
those opponents’ weaknesses. However, they also tend to be overfitted to exactly those
weaknesses and thus perform worse against different opponents. Thereby it is necessary to
consider a large set of diverse reference opponents, taking even more time for evaluation.
Take the following example: Evaluation of 50 solutions against five reference opponents over three
1
rounds each, 24 threads are processed concurrently. The process would be finished after approx. 24
·
(50 · 5 · 3 · 60) = 1, 875 seconds.
13
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Evaluation time can be saved by fighting fewer rounds against each opponent, which in
turn increases the influence of noise on the results, see Section 2.3. Also, the length of a
round might be reduced to < 3, 600 frames. Anyway, this might perturb the round results
strongly as often a few hundred frames can change the game and decide about first and
second place.
Additionally, the networks may be trained against a single opponent from the training set
only. For each opponent one promising network, which could beat that opponent, might
be considered for a combined training set of neural networks. Note that although this
allows comparably fast simulation once the training set networks are defined, it faces the
problem that the win-relation is not transitive. Thus, a network that beats all reference
networks does not guarantee to beat the corresponding reference opponents, too. The
in-transitivity will be described in the remainder of this section as one of the challenges of
coevolution in more detail.
Coevolution Another approach is to train ANNBot against other instances of ANNBot
in coevolution. Coevolution is necessary if a solution cannot be evaluated standing alone,
as it is a part of a greater solution or, which is the case in FightingICE, the solution
works in opposition to other solutions [9, p. 223]. In the FightingICE one is looking for
a universally good controller that can outperform other controllers. Thereby coevolution
can either be cooperative or competitive.
Hillis [271] was one of the first to apply coevolution: He evolved sorting networks14
using a genetic algorithm. He stated that the evolutionary process was facing two major
problems: 1. The search often got stuck in local optima; and 2. the considered test
cases could be solved after a few generations easily by most of the candidate solutions.
To overcome these two issues, Hillis decided not only to evolve the sorting networks but
also the test cases in a separate population, called “parasites”. The two populations were
evolved accordingly while each solution of the first population was evaluated against a fixed
number of test cases from the second population. The fitness of the first population’s
members was determined by their capability to solve the given test cases. On the other
hand, the fitness of the second population’s members was proportional to the number of
sorting networks that did not solve the test case correctly [271]. That procedure avoids
the genetic algorithm getting stuck in a local minimum, as when a large sub-population
around a local minimum is existing in the first population, the second one will certainly
find countermeasures, i.e., test-cases that tackle this sub-population. Furthermore, as
the second population does only contain test cases that exploit weaknesses among the
members of the first population, new candidate solutions of the first population must be
tested only against some test cases from the second population. Thus, computation time
is saved. Hillis found that coevolution resulted in faster and better results than a singlepopulation-approach [271]. Coevolution can also be performed within a single population,
i.e., its members compete against each other directly, as well as between two or more
populations.
The choice of pairing, i.e., which solutions are evaluated against each other, mainly influences the fitness of the solutions and thereby the progress of the evolutionary process.
Hence, the choice of a pairing strategy is a crucial one [9, p. 227]. Panait and Luke [272]
A sorting network represents a sorting algorithm determining the order in which comparisons and
changes of elements of a fixed-size set take place [271].
14
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investigated different pairing strategies. We will briefly describe selected pairing strategies
here:
K-Random-Pairing Every solution is paired with K other randomly selected solutions,
every pair occurs unique, and no solution can be selected more than K times. The
only exception is for the last few solutions, when no more pairing partners would be
available, otherwise. Panait and Luke [272] also found that single-random-pairing
(which is an extreme of K-random-pairing with K = 1) and round-robin pairing
(the opposite extreme with K = µ − 1) were not able to compete with intermediate
values for K w.r.t. performance [272].
Hall-of-Fame-Pairing All members of the population are paired with the best K (w.r.t.
the ratio of won matches) solutions yet known, except itself if it is one of the
best members. As the best solutions can only be replaced by solutions that are
successful against a greater part of the best yet known solutions, the overall quality
of the population should increase over time [272]. A disadvantage of Hall-of-FamePairing is that it does not allow controlling diversity. Thereby it might happen that
the best K solutions all follow the same strategy which makes it easy for a solution
that can beat this single strategy to take over the population quickly.
Parent-Front-Pairing Another hall of fame pairing strategy naturally occurs with multiobjective optimization: The best members – against which all new and existing
solutions are evaluated – are the members of the Pareto front. As the Pareto
front contains all non-dominated solutions of the population w.r.t. a certain set of
objectives [15, p. 11], its members represent a large diversity in objective space.
This surmounts the disadvantage of Hall-of-Fame-Pairing. As we did not find any
comparable suggestions in literature, we refer to this approach as the Pareto-FrontPairing strategy.
Success-Based-Pairing Kim et al. [257] found that a solution should be paired more
often against opponents where it is unsuccessful in many cases. Following that way,
it may learn to overcome its weaknesses against that opponent. Although Kim et
al. applied this technique to train a single network against one agent of a training
pool each iteration in self-play [257], it could easily be employed for coevolution,
too.
All hall-of-frame pairing strategies have the advantage that the most promising solutions,
the members of the hall of fame, are evaluated in more detail than the less performing
ones, as each of those is paired with the µ − 1 other solutions instead of only the best K
or the Pareto front. A further interesting question is about the frequency the reference set
should be updated: If there is a new set every generation, always the best-known solutions
are employed as reference though, but this also increases the risk of cyclic evolution, see the
next paragraph for an example. Updating the reference set only every M generations gives
the population a chance to evolve countermeasures against the reference set effectively
over more than a single generation. We could not find any literature concerning that
question, it merits further investigations which will be carried out in future research.
While coevolution can be beneficial or even necessary in various applications, it faces
different challenges: 1. The win-relation among solutions is not transitive (e.g., a is
better than b, b wins against c, however, c is able to beat a [273, p. 4] – due to
the weaknesses and strengths of the solutions) [274]. This may lead to cycling or an
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“infinite” loop in evolution. 2. When the fitness landscape of one population is significantly
altered by another population’s current strategies, the fitness and development of one
population is shifted into a direction that is beneficial w.r.t. the prevalent strategy of the
other population. Coevolution thereby does not ensure that two competing populations
are becoming objectively better with time proceeding, which is called the Red Queen
Effect [275]. And 3. an effect called “disengagement” which occurs when one population
outperforms another population to an extent, where its members become indistinguishable
w.r.t. their respective fitness vectors. This results in the evolutionary process ending in
undirected search where no more considerable progress is observable [276]. Note that
while the first two issues are always existing in coevolution, the third effect only occurs
with two or more populations.
Contrary to that, it is stated that one of the greatest strengths of coevolution is its selfscalability: While at the beginning of the evolutionary process poor solutions may succeed,
only better solutions will be successful when the overall population fitness increases [9,
p. 227]. The advantage of self-scaling fitness functions has always to be considered in
relation to the Red Queen Effect [275].
Note that the ideas and pairing strategies described in this section are exemplary and do
only represent a subset of the methodology available in this research field. We will not
provide more details on coevolution here but refer the reader to a recent literature review
of Antonio and Coello Coello [277]. The review considers coevolutionary multi-objective
algorithms in cooperative, competitive, and mixed application.
Jin and Tsang [278] define the terms relative and absolute fitness: While the relative
fitness is a dynamic function, which is context dependent, the absolute fitness is static.
The context, the relative fitness depends on, is the time in the evolutionary process, or
more precisely the competing candidate solutions in the population. Thus, in coevolution
fitness is relative. Nevertheless, only absolute fitness functions allow drawing conclusions
about the evolutionary progress [278]. We assume that the reference set, whether it
might be the K most successful members w.r.t the win-ratio or the Pareto front, is also
an adequate choice of candidates for evaluation against a fixed set of reference opponents.
Such external evaluation allows to transform the relative (population-at-time dependent)
fitness into absolute fitness.

8.3

Preliminary Experiments

In [33] we proposed a variant of ANNBot that relies on direct input encoding, selecting the
next skill following a coordinate-based system. We implemented further enhancements to
that variant of ANNBot, which are described in Section D.3. Mainly, it considers different
input values and follows a new strategy in selecting the next skill based on the output
of the neural network. However, preliminary experiments have shown that the described
variant of ANNBot is neither able to fulfill our requirements nor to provide a positive
answer to our research question. Our procedure and the results of those experiments are
described within this section.
In preliminary experiments concerning this variant of ANNBot we considered a coevolutionary approach instead of training against a fixed set of reference opponents. Our
decision was based on the fact that the latter would require much more simulation time
than the variant where ANNBot is training against itself. As described in Section 8.2,
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coevolution yields a couple of challenges to cope with: First, it may happen that the population evolves “into the wrong direction” as it is not guided by a fixed set of opponents
to beat. Hence, it possibly does not evolve competitive controllers. For example, the population could be occupied by defensive-only controllers. Second, it is difficult to evaluate
the runtime behavior of a coevolutionary algorithm. As the fitness values are self-scaling,
a fitness value f1 = 0.5 in the first generation cannot be compared to the same value obtained in the 100th generation. Recall the difference between absolute and relative fitness
to that end [278]. One could encounter this problem by evaluating the Pareto front, i.e.,
the candidate solutions found best performing, of each generation against some external
reference opponents. This would reduce the number of external evaluations by a certain
factor. However, depending on the number of objectives K, the resulting reduction of the
runtime will be marginal15 . Another approach would be, to run that procedure only every
N th generation, which indeed would reduce the number of external evaluations further by
factor N . This approach suffers from the disadvantage, that it might miss the “moment”,
where the population contains promising solutions for external evaluation. These may
already be replaced by relatively better, but absolutely worse performing solutions. As our
literature research did not provide an adequate answer on this question, we decided not to
consider any external reference evaluation but only coevolution. Thus, also no statistical
comparison or experimental analysis are provided.
The preliminary experiments were conducted with population size of µ = 50 and a maximum runtime of 50, 000 evaluations. For pairing we selected the Pareto front strategy,
which evaluates all candidate solutions against the Pareto front of the current population.
After each experiment was finished, we randomly16 picked members of the Pareto front
at different stages of the evolutionary process. These solutions have then been evaluated
over ten rounds each against the reference opponents described in Section 8.1. As expected, most candidates were worse performing, winning less than 20 % of all fights. But
in nearly every experiment’s output, we found some solutions that could win up to 60 %
of all fights. Note that in most cases these controllers could win all fights against three of
five reference opponents, while all fights were lost against the remaining ones. We assume
that those solutions have learned behaviors that exploited potential weaknesses of some,
but not all, of the opponents. In a couple of experiments, we could even find solutions
that were close to winning all fights against all reference opponents. We further inspected
those solutions and found that all followed the same pattern:
Strategy 1. Dash-And-Kick: A combination of two skills being executed alternatingly: Dash
and Stand_B. The controllers initially reduce the distance to the opponent to a minimum by
running towards it with the Dash skill. Then the controller hits the opponent with a kick which
pushes the opponent backwards. The controller then approaches the opponent again with Dash
and commits another kick by Stand_B. The opponent thereby has no time to recover from the
kick and cannot perform any countermeasures or attacks itself. It describes a typical dangerous
situation, also employed by our reference opponents, which is addressed in Section 8.4.6.
Often, size of the non-dominated set is proportional to the number of objectives K, as more solutions
can be non-dominating when further objectives are added [211].
16
Due to the large number of solutions found. Procedure: Every network was saved as a single XML-file
on the hard drive. We selected a certain amount of solutions and copied those in the input-directory of
the evaluation instance.
15
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Table 8.2: Basic topological information about the networks ANN 4285 and ANN 20353.
w... provides information about the link weights.
ID
4285
20353

Hidden Neurons
15
61

Links
156
338

wmin
−16.1
−27.0

wmedian
1.3
1.4

wmean
1.9 ± 5.8
1.7 ± 11.5

wmax
18.3
29.7

Kim et al. [257] attained a similar strategy in a recent study. They applied deep reinforcement learning on a neural network which has been trained over 3.6 million frames: The
agent switches between the skills Crouch_B and Dash and thereby achieves high success
rates against most reference opponents. Kim et al. also provided a video on YouTube17
showing the resulting fighter [257]. It is discernible that this strategy is quite similar to
Strategy 1.
Note that Lam et al. [279] recently also suggested a similar strategy for their FightingICE
bot. They estimate the value of an attack skill, based on the number of frames it will
take the opponent to gain control again. Lam et al. are also aiming at preventing the
opponent from taking control [279].
Exemplary Networks and Further Experiments Exemplary we selected two networks
which applied Strategy 1, these were found in independent repetitions of the experiment:
ANN 4285 and ANN 20353. As both networks contain more than 150 links, we forego
visualization here. We expect that the value of this information was limited to the reader.
Nevertheless, we provide some basic information on their topologies: Both networks consist
of 12 input and 9 output neurons, the remaining data is provided in Table 8.2. The XMLfiles describing the two networks can be found in the attachment of this thesis. See
Section F.2 for an overview of the additional content.
Note that although the strategy of combining the skills Dash and Stand_B was the
only successful one found in the preliminary experiments we do not claim it to be the
only successful strategy against the considered reference opponents. We expect that the
resulting behavior is mainly affected by the input encoding and output strategy, described
in Section D.3.2 and Section D.3.3, respectively. Other encodings are likely to result in
different successful behaviors. It also may be that there were more promising solutions
among the experimental results that were randomly not picked by us.
Although ANN 4285 (and the other similar behaving networks) was able to beat all
reference opponents, we do not consider their strategy as a general fighting game AI. We
could easily implement a hard-coded agent that behaved equally to ANN 4285, called
DummyBot. It is working as follows: Start with the skill Dash followed by the attack skill
Stand_B. Apply both skills alternately. It is easily discernible that this behavior is rather
a generally applicable procedure than a serious general fighting game AI. At this point we
concluded, that the coevolutionary approach will not lead to an appropriate answer on our
research question with this variant of ANNBot.
In further experiments, we trained ANNBot against a fixed set of fast-to-simulate reference
opponents, including the DummyBot – following Strategy 1. The drawback of those
reference opponents is indeed, that they are much easier to beat than the actual reference
17
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opponents, defined in Section 8.1. Hence, promising development of the fitness vectors
of the neural networks could be observed during training. However, in evaluation against
the stronger reference opponents, no considerable successes were achieved.
Nevertheless, DummyBot is expected to be a challenging opponent for training neural
networks which can be simulated fast. We consider it as one member of a multi-member
training set of opponents for subsequent experiments concerning FightingICE in this thesis.
Discussion: Why did the Experiments Fail? We assume that the problems of the
approach at hand are two-sided:
1. Although a considerable fitness improvement against the training set opponents could
be achieved, the results during evaluation did not confirm these fitness vectors. We
assume that ANNBot did not learn a universally applicable fighting strategy or “fighting”
in general but focused on beating the opponents in the training set. This might be caused
by the selected input encoding and output strategy which possibly did not allow to evolve
a promising neural network controller against the small training set of two opponents.
2. The output strategy of ANNBot, suggested in Section D.3.3, in combination with
the input values provided, faces different weaknesses: First, the skills ANNBot executes
are a black box to it. The ANNBot decides which type of skill is started next and, if
an attack to start, also the weighting between speed and damage. But ANNBot has
no information about the hit-areas of the different attacks, their required energy or more
general: In which situation an attack can be successful at all? This, of course, is a task
typically for reinforcement learning, but necessarily requires an adequate training set and
extensive training at all. Applying a training set of strong opponents requires a lot of
simulation time which prevents from training ANNBot exhaustively. On the other hand,
with a training set of fast-computable but weak opponents one can invest more time in
training, which in turn is 1. often not necessary against weak opponents; and 2. will likely
not lead to success against stronger opponents.
Furthermore, the selection of input values has a major weakness: Recall the 15 frames
delay [47] all information provided to ANNBot is subject to. To determine the current
game state, a copy of the delayed state is made which is continued for 15 frames (by
simulation) then. The procedure assumes that no new keys are hit in the meantime,
hence skills that were actually started in the previous 15 frames are not considered in
simulation with high probability. In the worst case, the opponent started an attack within
these 15 frames, which then will not occur in simulation.
In contrast to that 84 % of all attacks have a StartUp phase that is shorter than 15
frames, i.e., the hitboxes of these attacks will occur before ANNBot gets to know that
the opponent has started an attack. Even 45 % of all attacks have already entered their
Recovery phase within the 15 frames – the attack is finished, and the hitbox disappeared
before ANNBot noticed that an attack is about to be started. We conclude that the
information when a hitbox occurs is often deprecated and thereby misleading. Also, the
value of information about the position of the opponent’s attack hitbox is limited: As only
16 % of all hitboxes will be detected before they appear, it is unlikely that ANNBot will
be able to dodge the hitbox or find appropriate countermeasures.
Considering that most competitors in FightingICE simulate numerous distinct situations
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before selecting the next skill, i.e., the most promising18 among these. It is likely that the
opponent will only start an attack when it promises a high probability of hitting ANNBot,
i.e., ANNBot will have only little chance to avoid or counter the attack.
Simply spoken, we expect that when ANNBot detects a hitbox in range it has already
been hit or will not be able to avoid getting hit anymore. Similar problems exist for the
flags that determine whether the opponent’s attack is a close or far one, as well as the
current states (standing, jumping, . . .) of ANNBot and its opponent.
On the other hand, we expect that the information
• dX (= distance_X),
• dY (= distance_Y),
• sX (= speed_dierence_X) and
• sY (= speed_dierence_Y)
are useful as they provide relatively accurate values due to simulation. We therefore
suggest employing this motion information to provide extended knowledge to ANNBot
and allow it to make situation dependent decisions.
We find that the different output encodings and their application, described in [33] and
Section D.3.3, if successful at all, have always led to the same two successful strategies
Jump-And-Fire and Dash-And-Kick. While the first was only successful against a couple
of reference opponents, the latter could beat each of those. Nevertheless, both face the
disadvantage that they are rather a generally applicable procedure than a serious fighting
game AI. We could rebuild those easily by a simple bot that applies two skills, jump /
projectile respectively dash / kick, alternately. Take this pseudo-code for example:
(boolean) doFirst := not doFirst
if( doFirst ) return firstSkill else return secondSkill
We conclude that both approaches do not provide valuable answers to our research question, as they do not represent intelligent or state-aware behavior but instead exploit implementation weaknesses of the software. We aim at providing an AI agent that at least
behaves like a human and decides the next skill based on the state rather than only the
previous skill. We are confident that providing accurate and preprocessed information to
the neural network will allow ANNBot to take a step towards a general fighting game AI.
To that end we describe a completely new variant of ANNBot considering preprocessed
information about the skills at hand to decide which path to follow next.

8.4

ANNBot with Preprocessing

This section proposes another variant of ANNBot with a new, simplified input and output
encoding. To provide the relevant information to ANNBot, we focus on a combination
of raw input values as distance and speed, and preprocessed values that form a solid base
for decisions.
18
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Recall the definition of “value” in this context often comprises the HP difference between the fighters.
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8.4.1

Idea

As the variant of ANNBot described in Section D.3, provided with direct input values has
not led to considerable success, we propose a variant that induces preprocessing to select
adequate skills. A major weakness of the variant of ANNBot in Section D.3 was, that it
did not consider the attacks’ properties, like hitbox area, duration, or damage in advance.
So, we focus on providing information about which attack is promising at which state to
the new ANNBot.
We determine which attack to use in which game state experimentally over numerous
fights against different opponents. This does not only consider the 15 frames delay but
also the behavior of the opponent. Additionally, other influences like gravity and drag
are contemplated implicitly. Furthermore, this method allows to capture a large amount
of data19 about when which skill leads to success and when not. For these reasons we
decided to measure the data in practical application rather than computing it from the
source files. All those fights are carried out with a simple bot called CollectionBot:
It selects its next skill randomly to explore the available attacks in as many game states
as possible. With a probability of 70 % the bot selects a movement skill, which is only
possible if it is standing on the ground. Otherwise, an attack is selected randomly from
the set of available attacks. These are filtered by their corresponding starting location
to avoid selection of an invalid attack. To ensure that attacks, requiring a large amount
of energy, e.g., the fireball for 150 EP, can be started as often as less energy consuming
attacks, CollectionBot gets assigned 300 EP each frame before selecting an attack.
To collect a considerable amount of data we ran 10,000 fights with CollectionBot against
two training set variants of DummyBot (Strategy 1 and FooAI fallback) each. Every
fight comprised three rounds over 3,600 frames each.
Fight Observation and Evaluation During the fight, all attacks started by CollectionBot are recorded. Each record also includes the distance to the opponent in x- and
y-direction when the attack hitbox occurred, as well as, whether the attack hit the opponent or not. Conducting numerous fights ensures that every attack is sampled exhaustively,
which allows to state in which situation an attack promises to be successful.
We expect that the “optimal” situations for every attack, especially depending on the (x,
y)-distance, are diverse. Possibly multiple optimal coordinate pairs for a single attack are
also existing. Furthermore, these may vary from one character to another. This thesis
focuses on the character Zen.
To attribute our assumption, we determine a bi-variate joint probability distribution (JPD)
[280, Section 9.1] for each attack. The distribution considers the distance in x- and ydirection as input variables and states about the probability of an (x, y)-pair to lead to
success in relation to all successful samples. Hence, the JPD provides an answer to the
question in which area(s) of the (x, y)-space an attack will most likely hit the opponent.
All samples are condensed into squares of 10 · 10 pixels. More details on JPD and our
approach are provided in Section D.4.
The exemplary marginal probability mass functions for the attack Air_DB are provided in
Within 500 fights against three different opponents we collected between 5,000 and 16,000 samples
for every attack skill.
19

187

CHAPTER 8. CASE STUDY: FIGHTING GAMES

0.6
Estimated Value

0.3
0.4
0.2
0.2

0.1

0

0
0

50

100 150 200 250 300

dX

−300−200−100 0

100 200 300

dY

Figure 8.2: Marginal probability mass functions for the attack Air_DB over the distances
dX and dY. For readability grid size N is set to 20.
Figure 8.2. The corresponding joint probability mass function can be found in Figure 8.3.
The different mass functions indicate that most successful executions of Air_DB occurred
for dX ≤ 140 and −160 ≤ dY ≤ −120. This is also attributed in the joint mass function.
Recall that it does not describe the expected success probability but the (x, y)-vectors
where the corresponding attack was successful more or less often during data collection.
This allows to state whether an attack is suitable or not given a certain state.
There are some attacks that are more robust than others are: Within the same number of
recorded samples those attacks were successful more often than others. This implies that
such attacks can hit the opponent less dependent on the distances dX and dY. Thus,
the number of successful samples will be more distributed over the x-y-space than for less
successful ones. This consequently leads to the value pX,Y (x, y) for a robust attack at the
most promising (x, y)-distance will likely be lower than the maximum joint probability at
the most promising (x, y)-distance of another, less robust attack. The final consequence
is that the probabilities of different attacks may not be directly compared to each other.
As such a comparison is crucial, normalization is necessary: Every probability is viewed
in relation to the 0.95 percentile of all probability values for that attack. This allows
to find out whether an (x, y)-vector belongs to the most promising distance-vectors or
not. Hence, a comparison among different attacks becomes possible, which is essential
for attack selection. Details will be discussed later in this section.
The marginal probability mass functions combined over all attacks are provided in Figure 8.4. These indicate that most attacks are successful over short ranges up to 150 pixels
in x-direction. Most attacks are successful when both opponents are standing on ground,
i.e., dY = 020 . A non-negligible part of attacks is also successful when dY is negative,
i.e., CollectionBot finds itself above the opponent. Whenever the player is below the
opponent, dY > 0, only a small number of attacks is successful. One might already state
from this figure that it is a bad choice for any AI agent to stay below the opponent.
Details on the implementation and procedure are given in Section D.4.
Note that the point of the mass function for dY is at position (20, 21 ), as N = 20 and the corresponding square contains all (x, y)-vectors with 0 ≤ x, y ≤ 20.
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Figure 8.3: Joint probability mass function for the attack Air_DB concerning dX and
dY. For readability grid size N is set to 20.
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dX and dY. For readability grid size N is set to 20.
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Recommending Attacks to ANNBot In Section 8.3 we pointed out the necessity to
allow the neural network to decide between several attacks depending on the game state.
The approach described in Section D.3.3 let the network select an attack type and a
weighting between damage and attack speed. In this variant of ANNBot we consider the
previously collected and preprocessed data about the attacks. During the fight, whenever
ANNBot has control, i.e., it can start a new skill, it suggests two attacks to the neural
network. The attacks suggested are the one with the highest potential damage and the
fastest one; both with considerable estimated success probabilities.
Based on the joint probability distributions an estimated value v(a) for each attack a ∈ A21
is determined. v(a) does always take a value between zero and one – larger values denote
higher success probabilities here. After the estimated values of all a ∈ A were determined,
all attacks with v(a) < 0.1 are discarded. We employed this pre-selection step to avoid
the network getting suggested only low-valued attacks, e.g., in a situation where the xdistance between the opponents is 400 pixels or more. The remaining attacks are added
to the set A0 . Only attacks with a certain positive estimated value, i.e., a chance to hit
the opponent are considered for selection. It may occur that no attack fulfills the above
condition for a given game state. In that case no attack is suggested to the neural network
in favor of an active no-op [259].
Otherwise, before the most damaging and the fastest attacks are determined, the estimated
value of each attack a ∈ A0 is multiplied / divided with the attack damage / number of
frames:
vdmg (a) = v(a) · damage(a)
and
vtime (a) =

v(a)
.
numOf F rames(a)

The attack(s) a, b ∈ A0 with the highest values vdmg (a) and vtime (b) are suggested as next
possible attacks to the neural network. It may occur that a = b, also if A0 > 1. Aside
deterministic selection of the one or two best attacks, which is our selected approach in
this thesis, these could also be selected with a non-deterministic approach like roulette
wheel selection. The estimated values and the corresponding skills are stored in a set of
variables, the estimated values v(a) and v(b) are provided as input to the neural network.
Note that if no attacks are available due to energy or estimated-value-constraints, the
suggested attacks are left to null.
Details on the implementation are provided in Section D.4.
Other Techniques Considered Note that aside the described approach we have also
considered different alternatives like multiple linear regression (a five-dimensional plane
describing a linear relation between dX, dY, sX, sY and the estimated value), polynomial regression (separate polynomials of fourth degree for dX, dY, sX and sY, results
21
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merged by multiplication) and multiple polynomial regression (three-dimensional polynomial of fourth degree considering dX and dY). Also, PERT distributions22 to estimate
success probabilities of attacks were considered in preliminary experiments. However, the
previously examined approaches all suffered either from decoupling dependent variables,
considering different dimensions insufficiently or wrong assumptions (like the linear relation between success and distance respectively speed) in general. Linear regression, if it
is based on the ordinary least squares (OLS) method [282], furthermore requires a similar
amount of successful and not successful samples for each attack to be considered23 . When
an attack shows a success rate other than 50 % a subset of successful or not successful
samples may not be considered during regression. Concluding, we find that the approach
based on a joint probability distribution is quite promising as it faces none of these issues.
Furthermore, the estimation of the success probability should be based on as little dimensions as possible. By measuring the distance to the opponent when entering the Active
phase of an attack, we could eliminate the speed difference as additional dimensions. Our
observations on the most promising dY values for all attacks, see Figure 8.4, suggest that
also the y-dimension could be simplified in the matter of only considering a couple of
different levels, e.g., −200, −100, 0, 100, in future work.

8.4.2

Input Layer

The input layer of the neural network contains six neurons, among these are the estimated
values v(a) and v(b) of the two suggested attacks. Note that only the “raw” estimated
values (not total scores concerning damage or time consumption) are considered, thereby
the network is provided with a uniform measure for the expected success of the two skills.
Values above one are truncated. If no attacks could be suggested, i.e., the corresponding
reference is null, the input value equals minus one.
Two further input values represent the distance to the opponent in x- and y-direction, like
the approach in Section D.3.2. We restricted the considered maximum distance to 300
pixels, instead of the arena width and height. It is discernible in Figure 8.4 that most
attacks are successful within the ranges x ∈ [0, 300] respectively y ∈ [−300, 300]. To that
end we provide these values more fine-grained while larger or smaller values will always
result in an input of one or zero, respectively.
Additionally, the speed difference in x- and y-direction between the two opponents is
provided to the network. The inputs are divided by the maximum speed differences that
may occur in x- or y-direction. Although not necessary for attack selection, the neural
network will profit from these values to navigate through the arena successfully.
As three of the distance- and speed-values may take negative values, those are shifted
from range [−1, 1] ⊂ R to [0, 1] ⊂ R by the formula
A variant of the Beta distribution, see [281, p. 405f] for further information.
OLS aims at selecting the intercept and regression coefficients for a linear function that reduces the
total difference between the real and the predicted values of the dependent variable for equal predictor
variables [282]. To that end it is important to consider the success rate of each attack: If for example
only every 10th attack of a type has been successful, 90 % of all samples will map to 0 (fail) and the
remaining ones to 1 (success). As the 90 % of 0 values represent the majority, OLS will focus on finding
a linear function matching these 90 % to greater extent than the remaining 10 %. The resulting function
will likely provide lower estimated values than actually true.
22
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x0 =

x+1
.
2

Thus, the only negative input to the neural network may occur for the first two inputs if
no attacks were suggested.
It is discernible that we provide only raw relative values concerning movement and positions
to the neural network. We expect that this basic information is sufficient for ANNBot
to navigate through the arena. On the other hand, the suggested attacks and provided
estimated values ensure that ANNBot always selects the assumed most promising attack
based on our previous observation without having to learn that aspect. ANNBot thereby
can focus on learning proper movement and when to apply an attack or when to dodge.

8.4.3

Output Layer

To speed up training and to focus ANNBot on the most essential features we defined
four output values. The first two decide whether ANNBot tends to move and into what
direction: ANNBot does not determine the next movement skill based on a movement
matrix, compare Figure D.1, but defines the desired target speed. This increases the
connectivity between the network output and the performed skill, compared to an abstract
movement matrix that separates the different skills based on arbitrarily defined border
values. We have selected six movement skills:
• BACK_STEP (-15, 0),
• BACK_JUMP (-6, -22),
• JUMP (0, -24),
• FORWARD_WALK (5, 0),
• FORWARD_JUMP (6, -22), and
• DASH (10, 0).
Where the numbers in brackets determine the speed vectors, i.e., speed in x- and ydirection that affects the agent’s character during the execution of the corresponding skill.
The ranges of possible values are x ∈ [−15, 10] ⊂ Z and y ∈ [0, −24] ⊂ Z. The first
two output values o1 , o2 ∈ [0, 1] ⊂ R determine the desired speed in x- and y-direction
in relation to the ranges of possible values. For example, when o1 = o2 = 0.5, ANNBot
interprets this as move the character with speed
sx = −15 + 0.5 · (10 − (−15)) = −2.5
and
sy = −24 + 0.5 · (0 − (−24)) = −12.
Similar to attack selection in [33], the squared Euclidean distance24 of each of the six
speed vectors to the target speed vector is determined. All distances are normalized
Due to faster computation than Euclidean distance, as the computationally expensive sqrt-operation
is avoided.
24
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into an interval [0, 1] ⊂ R by dividing those by the maximum possible squared distance
252 + 242 . A threshold defines the circle around the target speed vector in which the next
movement skill is searched for. If no skill was found, i.e., all squared Euclidean distances
exceeded the threshold, movement is foregone. If more than one skill is found, the closest
w.r.t. squared Euclidean distance is selected. We set the default value for the threshold
to 0.05.
Thereby ANNBot always prefers moving over attacking, which forces the combination of
movement skills with attacks instead of only attacking the opponent. Thus, it resembles
a basic military tactics called fire and movement [283].
In case movement is foregone the outputs o3 , o4 ∈ [0, 1] ⊂ R decide which of the previously
suggested attacks is started. When o3 ≥ o4 , the attack causing more damage is selected.
Otherwise, the less time-consuming attack will be started. The outputs o3 and o4 thus
represent a one-hot encoding similar to the variant of ANNBot described in Section D.3.
When no attacks have been suggested, ANNBot will continue with the Idle skill. Based
on the classification25 of Oh et al. [259], this equals an active no-op. In nearly each
game state ANNBot will be able to perform certain attacks (as some require zero EP for
execution), we added the threshold of v(a) ≥ 0.1 for each attack to be considered for
execution, to explicitly force ANNBot waiting in a situation where no promising attack is
available. ANNBot will remain Idle then and in the next game state that finds any a ∈ A
with v(a) ≥ 0.1 it will start an attack unless it decides for a movement skill. Thereby,
we expect ANNBot to learn how to act more conscious and human-like. The threshold
of 0.1 has been chosen by intuition, as well as the 0.95 percentile for estimated value
normalization. Tuning of those values will be subject to future work.
We decided to base selection whether to move or attack on the threshold approach rather
than a one-hot-encoding, as this would require two more output values that decide which
skill type is next. The remaining outputs then would decide the actual skill. Furthermore,
we found that the learning speed was decreased using one-hot encoding in preliminary
experiments.

8.4.4

Fitness Functions

Another crucial element in neuroevolution is the choice of the fitness function(s). We
have experimented with a couple of different fitness functions – the finally selected ones
are provided in this section:
1. Damage dealt to the opponent,
2. damage received by the opponent,
3. proportion of rounds won and total rounds, and
4. proportion of successful and total attacks.
We define the following abstract functions and constants that occur in the fitness functions:
Oh et al. [259] distinguish between active and passive no-ops, i.e., idle times. A passive no-op is
present if no other skill than Idle is available, e.g., due to energy or location constraints. On the other
hand, an active no-op has actively been selected in presence of alternative skills by the agent. Oh et al.
find that the prevalence of passive no-ops has negative influence on the learning efficiency of an agent
and thereby suggest avoiding those [259].
25

193

CHAPTER 8. CASE STUDY: FIGHTING GAMES
- opponent(x): Returns the opponent of the argument x, i.e., the other player.
- dmg(x): Returns the damage received by x.
- won(x): Returns the number of rounds won by x.
- hit(x): Returns the number of attacks that hit x.
- started(x): Returns the number of attacks started by x.
- r: Constant that determines the maximum damage considered per round.
- rounds: Number of rounds fought.
For the ANNBot p we provide the following description of the functions:
f1 : Opponent Damage The damage the opponent o received throughout the round in
relation to a certain reference r. By default, we set r = 1, 000.

dmg(opponent(p))
f1 (p) = 1 − min 1,
r
(

)

As the opponent damage is to maximize, the fitness value is inverted w.r.t. one. The
fitness value allows stating about the attacking behavior and success of ANNBot.
f2 : Own Damage The damage ANNBot p received throughout the round in relation to
a certain reference value r. For comprehensibility r should be chosen equal to the
value of r in f1 .

dmg(p)
f2 (p) = min 1,
r
(

)

It represents a comprehensible fitness value allowing to state about the development
of the defensive behavior of a solution. Whenever for a controller p and a reference
value r holds: f2 (p) < 1 − f1 (opponent(p)) one can assume that p received less
damage than itself caused to the opponent. As the damage within a round is only
limited by the number of frames, values greater than one are clipped.
Note: The relation between f1 and f2 can also be mapped in a single fitness function,
see f5 in Section D.5.
f3 : Won Rounds Proportion The proportion of rounds won against the opponent. Represents one of the main goals26 in the Fighting Game AI Competition.
f3 (p) = 1 −

won(p)
rounds

As the number of won rounds is to be maximized, it is inverted w.r.t. one.
f4 : Attack Success Ratio Describes the proportion of successfully executed attacks
among all attacks started during a round. The fitness function aims at promoting agents that are more conscious when to start an attack or when to remain idle
26
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respectively moving. In other words, attacks should only be started if there is a
considerable chance to hit the opponent.





f4 (p) = 



1

, if started(p) = 0

, else
1 − hit(opponent(p))
started(p)

All fitness values, except f3 , are determined for each round of a fight separately and
then averaged. A fight typically goes over three rounds. Further fitness functions are
suggested in Section D.5. Some of those can be beneficial in coevolutionary training, as
they represent certain auxiliary objectives: For example, f6 encourages the bot to approach
its opponent instead of keeping safe distance and “sharing” a medium fitness. Thereby
the bot has to stay in motion while also applying close attacks, as far attacks are likely
not leading to success in this scenario. On the other hand, when candidate solutions
are evaluated against fixed reference opponents, such auxiliary objectives are often not
necessary: The reference opponents are designed to win as many rounds as possible.
Independent whether simple rule based, MCTS or another technique is applied. Hence,
they can approach their opponent and cause damage to it. To achieve proper values in
the fitness functions applied here, ANNBot must learn to cope with different behaviors,
including close and far attacks or opponents that are frequently in motion. While f3 , the
proportion of won rounds in a fight, is the main goal, the functions f1 and f2 represent
a typical conflict in multi-objective optimization: Causing damage to the opponent often
requires getting into attack range of that opponent, therefore also the risk of getting
attacked and hit by the opponent is increased. Also, f4 represents a conflict, as by our
observation, using attacks with caution often has negative influence on the damage dealt
to the opponent and the won-lost-ratio in general. However, f4 is necessary to foster
conscious and human-like behavior. In combination, the described fitness functions f1 to
f4 promote to find a controller that balances its own and the opponent’s damage while
winning as many rounds and consequently fights as possible. Furthermore, it needs to
be conscious when to apply an attack. The conflicting and cooperating objectives are
visualized in Figure 8.5.

8.4.5

Neural Network Operation Mode

The controlling network of ANNBot is operated in active mode, see Section 2.5, the input
values are not pushed through the whole network in a single update call by multiple repetitions, but only shifted to the next layer (or to the connected neurons more precisely) once
per update. Thereby the network can store values internally once evolved the necessary
topology. The activation function for all neurons is the Elliot sigmoid function [284]:
p·x
1
+1
elliot(x) = ·
2
1 + |p · x|

!

with p = 4.9. Note that this function is similar to the sigmoid function applied by Stanley
[12, p. 146]:
sigmoid(x) =

1
.
1 + e−p·x
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Figure 8.5: Conflicts among the fitness functions, depicted by connecting lines. Conflicting: Red, dashed, x-connectors. Cooperating: Green, solid, =-connectors.
See Figure 8.6 for a visual comparison of these functions. Both are positively monotone
within the domain [−1, 1] ⊂ R. Furthermore, they have in common that they asymptotically approach zero or one for x → −∞ respectively x → +∞. We see two advantages
of the Elliot sigmoid over the sigmoid function applied by Stanley [12, p. 146]: 1. It
converges slower towards zero or one than the sigmoid does. Thereby neurons will also
be saturated slower [285]. 2. It can be computed faster in practice, in discussions on the
web it is referred to as “fast sigmoid function” [286, 287, 288]. The same advantages are
present in comparison with the hyperbolic tangent [289]:
tanh(x) = 1 −

e2x

2
.
+1

Note that although ReLU [172], see Section 2.5, can be computed even faster than the
Elliot sigmoid, it is only suitable for hidden neurons in case of ANNBot27 . However, we aim
at treating all neurons equally, independent of their respective type [12, p. 9]. Furthermore,
as defined in Research Question 1.C, we focus on maintaining a high usability and allow
the user to apply nNEAT ad-hoc without further considerations. To that end we leave the
activation functions within nNEAT to their default in the case studies. Nevertheless, the
performance of ANNBot may be improved by considering different activation functions.
We will carry out an investigation in future work.

8.4.6

Implemented Default Behaviors

While working with FightingICE we found that there are two situations that can be decisive
for the result of a round. ANNBot is prone to struggle in these when not controlled by a
scripted policy:
Recall that the output neurons must return values within [0, 1] ⊂ R, see Section 8.4.3. However,
ReLU does not guarantee that the resulting activation is within that range.
27
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Figure 8.6: The sigmoid [12, p. 146] (red, dashed) and Elliot sigmoid [284] functions
(blue, solid).
The first is, when the opponent throws a fireball. As this skill causes more damage than
any other skill, we consider it as the most dangerous one in FightingICE. All reference
opponents apply that skill when possible. Second, whenever ANNBot is standing in one
of the two corners while the opponent is blocking the way towards the center of the
arena, most opponents start an unbreakable combo of attacks. The combo is certainly
unbreakable, as when an attack hits ANNBot, it blocks ANNBot from acting for a longer
period of time, than it takes the opponent to enter the Active phase of the next attack.
Hence, ANNBot cannot take control and escape from the corner. To avoid this, we
consider the situation to be dangerous when ANNBot is close to a corner for more than
45 frames (0.75 seconds of real time).
Whenever one of these dangerous situations arises, ANNBot tries to escape by jumping
forward with Jump_For. The corresponding scripted behavior is defined in the source
code of ANNBot. The neural network is not updated in this case.

8.5

Experimental Analysis

This section describes the training and experimental evaluation procedure applied on both
variants of ANNBot, introduced in Section D.3 and Section 8.4, respectively. First, the
training will be delineated, followed by the description and evaluation of the experiments
from evolutionary view. Finally, the fighting results against the external reference opponents will be discussed for both variants. It becomes discernible that while variant 1 shows
a more promising runtime behavior than variant 2 during training, it clearly falls behind
variant 2 when it comes to evaluation against the reference set.
Training Although competitive coevolution is a promising way of training ANNBot,
it remains a difficult and time-consuming task to visualize the results comparably. Also
evaluating all solutions belonging to the Pareto front each generation against the external
reference opponents exceeds our computational limits. To that end, we decided to train
the new variants of ANNBot only against fixed reference opponents. We considered the
fitness functions f1 : opponent damage, f2 : own damage, f3 : won rounds proportion and
f4 : attack success ratio. See Section 8.4.4 for details on the fitness functions. These are
partly conflicting as well as cooperating, a visualization is provided in Figure 8.5.
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For the training set we selected two variants of DummyBot: 1. A variant that follows the
Dash-And-Kick strategy (Strategy 1) by alternately applying the skills Dash and Stand_B;
and 2. the “fallback procedure” of FooAI28 . As both variants do not require any loop-based
decision procedures they allow fast simulation. In preliminary experiments we considered
further variants of DummyBot as reference, anyway we found that the two selected
variants are a solid base for evolution as they behave diverse compared to each other.
While the first is very offensive, the second opponent is rather reflective and chooses its
next skill state dependent. Thereby they are challenging for ANNBot to cope with different
fighting styles. Nevertheless, the small training set includes the danger of a strong focus
on these particular opponents, i.e., overfitting. As evaluation set, we selected five different
state-of-the-art opponents FooAI, JayBot_GM, MctsAi, Thunder and Toothless. All
members of the final Pareto front of each iteration of the experiment will be evaluated
against these. The opponents for evaluation were introduced in Section 8.1.
By suggesting the next attacks based on prior observations to ANNBot variant 2, we
expect that evolution may focus on learning how to move ANNBot appropriately and
when to attack in which way. The remaining input values support the decision-making
whether attacking, dodging, or approaching the opponent is useful.
Experiments The goal of the experiments is to find controllers for ANNBot that can
compete with the reference opponents defined in Section 8.1, for the variant proposed
in Section 8.4 as well as the directly encoded approach in Section D.3. Altogether 15
repetitions of the following experiment are carried out: An initially random population
of 200 neural networks is trained with nNEAT for 20,000 evaluations. There are four
objectives to cope with:
1. Maximize the opponent’s damage points,
2. minimize own damage points,
3. maximize the number of rounds won, and
4. maximize the proportion of successful attacks.
All objectives are translated into the corresponding fitness functions f1 to f4 which all
have to be minimized. The amount of reference health points r is set to 1, 000. See
Section 8.4.4 for details on the corresponding fitness functions. As q-procedure nNEAT
utilizes the suggested default (NDR + R2, CD), see Section 5.4. The evaluation of the
neural networks is based on one fight over three rounds (3,600 frames each) against each
reference opponent:
• DummyBot with the Dash-And-Kick strategy (Strategy 1), and
• DummyBot with the FooAI fallback procedure.
The fitness values are averaged over all six rounds. The algorithm parameters are controlled
by the EARPC procedure, see Section 6.1. The first part of this section investigates the
behavior of nNEAT concerning evolutionary progress, while the second part is dedicated
to the analysis of the two variants of ANNBot.
A variant of FooAI that is applied for the character Zen if MCTS is not considered. It decides the
next skill based on character state, location, remaining EP, distance to opponent, HP difference and the
opponent’s state. Excepting the initial simulation of the past 14 frames, it does not utilize simulation
and thereby can be simulated comparably fast.
28
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8.5.1

Evolutionary View

In the experimental analysis nNEAT has been applied in only a single variant29 and configuration, but in combination with the two different variants of ANNBot. We refer to the
two variants as ANNBot1 (Section D.3) and ANNBot2 (Section 8.4). The evolutionary
perspective for both variants is discussed within this section.
Table 8.3: (Success Rate) Partition of successful iterations of the experiment in percent.
ANNBot1 = nNEAT ((NDR + R2, CD), EARPC); ANNBot2 = nNEAT ((NDR + R2, CD), EARPC).

µ
200

ANNBot1 ANNBot2
100

73

Table 8.4: (Average Time to a Solution) Average number of evaluations until a solution
of adequate quality had been found. Numbers in brackets result from experiments with
success rate < 50%. No statistically significant differences occurred. ANNBot1 = nNEAT ((NDR + R2, CD),

EARPC); ANNBot2 = nNEAT ((NDR + R2, CD), EARPC).

µ

ANNBot1 ANNBot2

200

4961

7707

± 3573

± 4452

Table 8.5: (Mean Best Quality) Average Hypervolume dominated by the final Pareto front.

Small italic numbers denote statistically significant differences to the value(s) in the corresponding row(s). The < and >
signs denote the relation of the corresponding mean ranks. ANNBot1 = nNEAT ((NDR + R2, CD), EARPC); ANNBot2

= nNEAT ((NDR + R2, CD), EARPC).

µ

ANNBot1 ANNBot2

200

0.803

0.637

± 0.089
2>

± 0.037
1<

As target objective vector we define:
!

4
4
4
F = f1 = , f2 = , f3 = 0, f4 =
.
10
10
10
∗

Recall that F ∗ defines the fitness threshold that must be exceeded by at least a single
solution found in an experiment, for it to be called successful.
Thus, a neural network is found to be a successful controller if the opponents took at
least 600 damage points per round on average. In addition, ANNBot received at most
400 damage points per round. ANNBot had to win all rounds, where at least 60 % of all
attacks had to hit the opponent.
Accordingly, the minimum quality, based on the Hypervolume with reference point z ∗ =
(1, . . . , 1) ∈ [0, 1]K ⊂ RK :
We employed the suggested default variant of nNEAT, including parameter control with EARPC and
a q-procedure composed of (NDR + R2, CD). The experiments in the previous chapters have shown,
that nNEAT exhibits a promising performance in this configuration.
29
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Figure 8.7: (Runtime Behavior) Average Hypervolume of the Pareto front after the corresponding number of evaluations. The pale colored area surrounding the curve(s) denotes the standard deviation.

ANNBot1 = nNEAT ((NDR + R2, CD), EARPC); ANNBot2 = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1} =
200.

!

!

4
4
4
q = 1−
· 1−
· (1 − 0) · (1 − ) = 0.216.
10
10
10
∗

Although q ∗ = 0.216 seems to be a comparably small value, it is a challenging task for
ANNBot to cause unlikely more damage to the opponent than itself takes. The difficulty
is even increased by f4 which forces applying attacks with caution and not “on suspicion”.
A successful network requires to achieve a fitness equal to or better than F ∗ . For a more
detailed description of F ∗ and q ∗ we refer the reader to Section 4.2. The statistical analysis
follows the approach defined in Section 4.3.
The success rates of both variants of ANNBot are shown in Table 8.3. It is discernible
that while a successful network could be found in each repetition of the experiment with
ANNBot1 , only 11 of 15 repetitions of the experiment with ANNBot2 , i.e., 73 % have
led to success. Note that we did not consider the minimum quality q ∗ but the target
fitness vector F ∗ for determining success. The reason is visualized in Figure 8.7, which
shows that the initial populations already cover a Hypervolume of 0.13 respectively 0.23 on
average. F ∗ provides a precise definition of the fitness threshold which needs to be beaten
by a solution, thus we ensure that only good and balanced controllers will be attributed
“successful”. However, the minimum quality q ∗ could be easily achieved differently.
The average number of evaluations is printed in Table 8.4, showing that ANNBot1 re200
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Figure 8.8: Diversity of the Pareto front (in decision space) after the corresponding number
of evaluations. The values provided are relative to the diversity of the initial population.

The pale colored area surrounding the curve(s) denotes the standard deviation. ANNBot1 = nNEAT ((NDR + R2, CD),
EARPC); ANNBot2 = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1} = 200.

quired 5,000 evaluations on average while ANNBot2 required 7,700 evaluations to find a
solution of minimum fitness F ∗ . However, both values are subject to pronounced standard
deviations. In combination with the runtime behavior, see Figure 8.7, it is discernible that
the mean Hypervolume dominated by the population grew faster and to greater extent in
case of ANNBot1 . ANNBot1 started with a lower base level of 0.13, entering a phase of
fast convergence until circa 10,000 evaluations. The population reached a Hypervolume
of 0.73 within that phase. In the second half of the evolutionary process the convergence
speed decreased, while the inclination of the curve is still considerable ending at a level
of 0.803 at termination. We assume that nNEAT did not stagnate in this phase, allowing
10,000 more evaluations until stagnation might be beneficial in further repetitions of the
experiment.
Contrarily, ANNBot2 started with a higher initial level of 0.23, also entering a phase of
fast convergence for the next 5,000 evaluations. A mean Hypervolume level of 0.51 has
been reached within that time window. The remaining 15,000 evaluations resulted in small
quantitative improvement to a level of 0.64. This observation shows, more pronounced
than in case of ANNBot1 , that the most essential progress was made in the first quarter of
the optimization process while the remaining time could only achieve slight improvements.
Further runs may already be terminated after 10,000 evaluations in case of ANNBot2 . We
assume that ANNBot2 already starts with a promising and successful foundation, where
the neural network mainly controls the decision between when and where to move and
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Figure 8.9: Diversity of the Pareto front (in objective space) after the corresponding
number of evaluations. The values provided are relative to the diversity of the initial
population. The pale colored area surrounding the curve(s) denotes the standard deviation. ANNBot1 = nNEAT
((NDR + R2, CD), EARPC); ANNBot2 = nNEAT ((NDR + R2, CD), EARPC). µ: {0, 1} = 200.

when to attack: As every frame (up to) two promising attacks are suggested and probably
selected for execution, ANNBot2 can already cause damage to the opponent when making
“random” decisions. Nevertheless, the evolutionary process found neural networks that
are aware of the current situation and may decide when to attack or move. Both curves
show a comparably small standard deviation, while in case of ANNBot2 it is obviously
smaller than for ANNBot1 . The exact average Hypervolume levels, provided in Table 8.5,
confirm that there is a statistically significant difference between the Hypervolume levels
achieved by ANNBot1 and ANNBot2 .
The fast progress concerning ANNBot1 might be explained in its architecture that does not
allow promising decisions without training. Given enough time for training, ANNBot1 ’s
capability in selecting appropriate skills could be sharpened to greater extent.
Figure 8.8 provides information about the average population diversity concerning topology and weights in the neural networks. It is discernible that for both variants, the diversity
strongly increases within the first 3, 000 to 6, 000 evaluations and then remains at that
level, after a phase of diminution, until termination. That phase is unlikely longer for
ANNBot1 compared to the other variant. The values finally stabilize at a level around
1.5 times the initial value. The standard deviation is large in this figure, showing that the
diversity fluctuates noticeably from one repetition of the experiment to another. Nevertheless, concerning ANNBot2 diversity never drops below the initial level in any repetition
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Figure 8.10: Average number of added genes (links) of the solutions in the Pareto front
after the corresponding number of evaluations. The pale colored area surrounding the curve(s) denotes
the standard deviation.
EARPC). µ: {0, 1} =

ANNBot1 = nNEAT ((NDR + R2, CD), EARPC); ANNBot2 = nNEAT ((NDR + R2, CD),
200.

of experiment which allows the conclusion that there seems to be no focus on a single
topology or weight structure. The opposite is the case for ANNBot1 where the standard
deviation is even larger, and approaches values lower than the initial diversity level. This
allows the assumption that in some repetitions there might have been populations that
were increasingly based on similar genotypes. In combination with Figure 8.10, which
shows that the network topologies grew slowly in both cases, we find that the differences
concerning the genomes of the networks are mainly due to different link weights rather
than topologies.
A comparable situation is given concerning diversity in the objective space, see Figure 8.9.
During the first 4, 000 to 6, 000 evaluations also a sturdy growth to a level around four
times the initial value can be observed, which is also continued by a phase of diminution
until 6, 000 respectively 10, 000 evaluations. Both values then stabilize at levels between
three and four times the initial value. The large standard deviation in this (diversity)
measure shows that there have been repetitions of the experiment that have maintained a
population with comparably low diversity, caused by solutions with similar fitness vectors
and thus probably synonymous behaviors. This might be caused by the population being
composed of solutions with similar topologies and weight structures. Nevertheless, the
mean diversity indicates that in many repetitions the objective space diversity remains
at a considerable level, furthermore it never drops below the initial level. Vice versa to
Figure 8.8, the standard deviation was smaller in case of ANNBot1 . Within the phase of
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increasing diversity, the standard deviations of both variants reached their maximum levels
followed by decreasing standard deviation. While ANNBot1 kept the standard deviation
at a manageable level, we observe an increasing trend concerning ANNBot2 once more
from 6, 000 evaluations until termination. However, the differences are small and do not
allow any conclusions or statements about which variant has led to more robust diversity
levels in the populations.
The mean size of the genomes, i.e., the number of links in a network, in the Pareto front
is shown in Figure 8.10. Different to the previous diagrams the curves originate from
size zero, hence the figure only shows the total growth in number of links during the
evolutionary process. This is due to the significant difference of the initial genome sizes
between 24 (ANNBot2 ) and 108 (ANNBot1 ). As already mentioned above, the genomes
grow slowly during the evolutionary process: The genomes in the final Pareto front contain
1.7 respectively 2.0 links more on average than the initial genomes. This shows that over
20,000 evaluations only two topological additions have been made on average. While the
size increases comparably fast within the first half of the evolutionary process; it nearly
stagnates in the second half. The standard deviation is growing with time ongoing to an
absolute value of ±0.8 for both variants, showing that deviations are quite rare. Anyway,
there is a small amount of growth in every repetition of the experiment.
The answer to the question, why the resulting networks are that small, may be found in
the fact that ANNBot2 ’s attacking behavior is based on the suggestion of two promising
attacks. Thereby the main task of the neural network is to decide when the bot approaches,
dodges or attacks the opponent. All attacks suggested to the neural network do always
have a certain chance to successfully hit the opponent, see Section 8.4.1. Thus, it is
independent of the network’s topology and its output. Thereby tweaking the topology
allows the network to make better decisions in order where and when to move or to
attack. In doing so it improves the general behavior of ANNBot2 as well as its plausibility.
In case of ANNBot1 we assume that it has focused on certain promising attacks in many
cases, as observed in the preliminary experiments, which did not require many topological
changes but mostly adaptions in link weighting.
Note that we exclude the parameter controller EARPC, see Section 6.1, as the source for
the small final topologies: While the assumption seems obvious that EARPC worked properly and reduced the mutation probability to the minimum necessary amount, we carried
out another experiment with uncontrolled and comparably large mutation probability30 .
The resulting networks were of similar small sizes as in the controlled case. We forego the
visualization of that experiment’s results but refer the reader to the appended files, see
Section F.2.
In preliminary experiments we also conducted more evaluations before termination, however, the resulting solutions were always of equivalent size and performance. Recall the
runtime behavior in Figure 8.7, where the development of the Hypervolume level is stagnating in the second half of the evolutionary process. The growth of the genomes, shown
in Figure 8.10, is stagnating around 20,000 evaluations as well. In case of ANNBot2 we
explicitly have chosen a small number of input and output values, compared to ANNBot1
and the related work, described in Section D.2. We assume that the small topologies
created during the evolutionary process indicate that we have chosen the “right” input
values, which are a proper base in combination with the proposed output strategy.
30
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The mean between minimum and maximum parameter values, see column v=0.5 in Table A.1.
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8.5.2

Evaluation of

ANNBot1

Table 8.6: (ANNBot variant 1) Number of neural network controllers that could beat
the corresponding opponent in 20, 50 and 80 percent of all rounds. The total number of
considered networks equals 605.
Opponent

FooAI
JayBot_GM
MctsAi
Thunder
Toothless

Won 20 %
59
114
67
23
64

Won 50 %
20
40
20
1
14

Won 80 %
1
14
3
0
4

Table 8.7: (ANNBot variant 1) Legend of network references including the network
genome sizes. The network names follow the pattern: Experiment_ID.Network_ID.
Ref.
#1
#2
#3
#4
#5
#6
#7
#8
#9
#10

Network
00.12589
00.14094
00.13857
10.07487
08.14673
08.15122
10.11102
14.17140
08.18016
10.19034

Size
114
117
115
110
110
110
113
111
111
111

Ref.
#11
#12
#13
#14
#15
#16
#17
#18
#19
#20

Network
05.17194
10.16640
12.19221
08.13950
00.19947
12.16289
12.19008
14.07249
02.19270
08.14730

Size
114
115
112
111
115
109
108
108
110
110

Over 15 repetitions of the experiment with ANNBot1 all members of the final Pareto
fronts were stored to be evaluated against the reference set. To that end, each solution
has fought ten rounds against the following opponents: FooAI, JayBot_GM, MctsAi,
Thunder and Toothless. These have already been introduced in Section 8.1. Four of these
opponents were also part of the evaluation set in [33]. The opponent KotlinTestAgent
won the second place in the 2018 competition [290]. Based on this agent another AI
opponent called Toothless participated in the 2019 competition and achieved the third
place [266]. We did not consider the JerryMizunoAI as reference anymore. Altogether
there were 605 solutions representing the members of all final 15 Pareto fronts. This
equals an average size of 40.3 ± 13.5 solutions per Pareto front.
To ensure comparability we limited the number of iterations in MCTS between 150 and
160. In each frame a random number of iterations within the above range is done.
Hence, the MCTS-based reference opponents do not behave deterministic. Although
experiments have been conducted with 200 to 225 iterations in [33], we found that the
performance difference between 155 and 213 iterations on average is negligible. Thus, we
could save computation time when evaluating ANNBot against the reference opponents.
In this experiment only the character Zen has been considered. As the characters Lud
and Garnet are subject to different motion data, an investigation based on these will be
carried out in future work. Each fight is started with random starting positions of the
two fighters to add certain noise to the fight. Thus, the fights are non-deterministic and
success rates may fluctuate.
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Table 8.8: (ANNBot variant 1) Number of rounds won (of 10) of the networks against
the corresponding opponents. Considered the 20 best networks w.r.t. the mean success
rate. The column Beaten shows against how many opponents the network could win the
fight, i.e., won more rounds than lost. Legend: o1 = FooAI, o2 = JayBot_GM, o3 = MctsAi, o4 =
Thunder, o5 = Toothless.

Ref.
#1
#2
#3
#4
#5
#6
#7
#8
#9
#10
#11
#12
#13
#14
#15
#16
#17
#18
#19
#20

o1
5
9
4
6
5
6
5
2
5
1
6
5
0
4
3
0
2
6
2
5

o2
8
2
0
1
8
8
2
4
9
8
3
4
6
8
7
8
2
0
7
7

o3
6
7
8
9
6
4
8
6
3
5
2
6
0
3
2
0
6
6
3
2

o4
0
0
0
0
0
0
0
0
0
0
0
0
2
0
0
0
0
2
1
0

o5
9
8
9
4
0
1
3
6
0
2
5
0
7
0
2
6
4
0
1
0

P

81

102

92

5

67

%
56
52
42
40
38
38
36
36
34
32
32
30
30
30
28
28
28
28
28
28

Beaten
3/5
3/5
2/5
2/5
2/5
2/5
1/5
2/5
1/5
1/5
1/5
1/5
2/5
1/5
1/5
2/5
1/5
2/5
1/5
1/5
of 200

Table 8.6 provides the success percentiles of the networks, i.e., the number of networks
that could beat the corresponding opponent in at least N % of all rounds. However, the
result is not satisfactory: Although ANNBot1 converged to promising Hypervolume levels
against the training set, often only 10% of all considered solutions could win 20 % of
the rounds against the reference opponents. The situation deteriorates for the higher
percentiles: Here only 3 to 6% of all networks could decide 50% of all rounds in their
favor. Against the opponent Thunder, only a single network could win 50 % of all rounds.
The number of networks that could beat an opponent in 80 % of all rounds reduces to
four to zero. Only the opponent JayBot_GM represents an exception: Here a larger
number of networks has been successful in all considered percentiles.
Concerning the individual success rates of the networks we filtered the most promising 20
out of the 605 candidates, w.r.t. their success rates. The results are provided in Table 8.8.
Recall that by success rate we refer to the proportion of rounds won in relation to the total
number of rounds fought. Note that the network names (composing of experiment id and
network id) are abbreviated in the tables due to space restrictions. The legend, together
with the genome sizes is provided in Table 8.7. The table shows that the 20 most promising
solutions originated only from seven different repetitions of the experiment. Hence, the
performance achieved within the single repetitions of the experiment is strongly differing.
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The genome sizes in Table 8.7 range from 108 to 117. Recall, that the initial genome size
is 108 in case of ANNBot1 , showing that also among the 20 best networks only a small
topological growth was necessary. However, the best three networks were grown by six to
nine links, which certainly seems to influence their performance positively.
The fight results of the 20 most promising solutions are provided in Table 8.8. The data
of the remaining networks can be taken from appended files, see Section F.2, and will not
be referenced here. Only two of the considered 605 networks achieved success rates of at
least 50 %. None of the 20 networks could win all ten rounds against any opponent. The
opponent Thunder could beat most networks in all rounds. Fluctuations in the number of
won or lost rounds, i.e., all values different from zero or ten, might be caused by random
starting positions of the two fighters or the variable number of MCTS iterations within
the opponents. Two networks were able to beat three of the five opponents, while the
remaining networks could only win two or, in most cases, a single fight. The results shown
in Table 8.8 are far from promising or indicating that ANNBot1 seems to be a serious
counterpart to the selected reference opponents.
Finally, consider Table 8.9 which allows determining how close a round ended on average.
The table shows two lines per network and opponent, which contain the damage ratio for
all won and lost rounds. The damage ratio equals the definition of the fitness function f2 :
Damage Ratio in Section 8.4.4. When a line is blank, no won or lost rounds respectively
have been recorded for this combination of network and opponent. In general holds: The
lower the sum of both values in a cell, the better did ANNBot1 learn to be offensively
successful while avoiding receiving damage on its own. Due to the unsatisfactory results
concerning the success rates we will not analyze single solutions here. In general, we
observe that the mean damage ratio has shown a large margin in both cases, won and
lost rounds. Anyway, the margin towards the opponent in lost matches often exceeded
ANNBot1 ’s margin to the opponent in won matches. This indicates that rounds often
ended with clear results that allow the conclusion that one player dominated the other
there. We assume that due to the small number of three won rounds on average ANNBot1
could only sometimes overpower its opponent, where it was not able to turn the tables
anymore. Nevertheless, the average damage ratio of won rounds equals 0.35 ± 0.11 while
it reads 0.75 ± 0.16 for lost rounds.
Summarizing we find, that although ANNBot1 was able to achieve considerable fitness
against the training set opponents, it was not able to learn any strategy leading to success
against the more challenging opponents of the reference set. To that end we constitute
that ANNBot1 does not provide a positive answer on the research question defined at the
beginning on this chapter.

8.5.3

Evaluation of

ANNBot2

Within the 15 repetitions of the experiment described above, all members of the 15 final
Pareto fronts have been stored for further evaluation. In case of ANNBot2 these sum to a
total of 831 solutions, the average Pareto front contained 55.4 ± 9.1 solutions. Evaluation
also was carried out over ten rounds against the reference opponents each.
The success percentiles of all rounds against each reference opponent are provided in
Table 8.10. Each column contains the number of networks that could win at least the
corresponding proportion of rounds against the opponent. The numbers are absolute,
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recall that in sum 831 networks were tested. Between 73 and 79 % of all networks could
beat FooAI, JayBot_GM, MctsAi in 20% of all rounds. Toothless was beaten by 49
% and Thunder only by 22 % in two of ten rounds. However, the amount distinctly
reduces in all cases when a minimum of 50 % rounds won are considered. Still 64 % of
all networks have been successful against JayBot_GM, circa 40 % against FooAI and
MctsAi and ten to one percent against Toothless and Thunder. Note that 50 % of all
rounds have been won does not necessarily mean that there has been a draw between
ANNBot and the opponent31 . The 80 % percentile has been fulfilled consequently by a
smaller number of networks. Nevertheless, for each reference opponent there has at least
been one network found that could win 80 % or more of all rounds. A ranking among
the reference opponents seems to be obvious by the number of networks that could win
80 % of more rounds: JayBot_GM – (MctsAi, FooAI) – Toothless – Thunder. This
is probably due to the strategy the single opponents follow, which seems to contain small
to no weaknesses ANNBot2 can exploit. It also depends on ANNBot’s input and output
encoding, as that sequence of opponents has been different in earlier experiments with
different variants of ANNBot. So, the gradation is w.r.t. ANNBot’s implementation.
Consider Table 8.12 for an overview over the single networks’ success rates. The corresponding legend, together with the genome sizes is provided in Table 8.11. The considered
networks originate from 13 (of 15) different repetitions of the experiment and consist of
24 to 30 links. This shows that, in contrast to ANNBot1 , in nearly each repetition of the
experiment a certain number of promising solutions has been found.
Table 8.12 shows the 20 best networks w.r.t. to their success rate. Information about the
remaining networks will not be provided here, but can be taken from the appended files,
see Section F.2. Altogether 117 of the 831 inspected networks had success rates of 50 %
or more. A fact that comes clear is that in most cases no network has won or lost all ten
rounds against a certain opponent, there are only a couple of exceptions for both extremes,
e.g., #1 against JayBot_GM or #8 against Thunder. We see this as an indication, that
none of the networks follows a static strategy like Strategy 1 or Strategy 2 but instead
considers the state of the game. The fluctuations may also be caused by random starting
positions or the random number of MCTS iterations though. It is further discernible that
the success rates often compose of numerous successful rounds against several opponents
and only a few successful rounds against the remaining opponents. Take for example the
networks #2, #6 or #7. Most networks were able to beat three of five opponents, these
comprise FooAI, MctsAi and JayBot_GM in most cases. A single network, #10 could
only beat two opponents, while it achieved a draw against MctsAi and closely lost against
FooAI and Thunder with four of ten rounds won. A couple of networks, e.g., #1 and
#3 could beat four of the five opponents. An outstanding candidate is #5 as it was the
only one to beat the opponent Thunder with seven rounds won, only against Toothless
a draw has been achieved.
Further details on how close or significant the result of each round has been on average
are provided in Table 8.13. Recall that by “margin” this table means the difference to a
value of 0.5, which means that both opponents have lost the same amount of HP – a
draw. We forego a full analysis of all cells but will have a closer look at the networks #1,
which could beat four opponents and #5, the only network that could also beat Thunder.
For example, if there were ten rounds of which five were won by ANNBot2 , four by the opponent
and a single one ended with a draw – ANNBot2 would have won that fight accordingly.
31
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However, it is discernible that there has been a large margin between the won and lost
rounds of #5 against Thunder. This indicates that either #5 or Thunder could overpower
their opponent clearly at some point in the match. The margin is smaller in case of #1,
showing that it could also have beaten Thunder in most rounds. While #1 has won more
rounds on average, the results were comparably close with 0.4 (won) and 0.56 (lost). In
case of #5 the margins were more pronounced with 0.37 respectively 0.61. We assume
that while #1 seems to be an unsafe controller with a small difference between won and
lost matches, #5 either wins or loses a round more clearly. Based on these observations,
we would prefer to participate in the competition with #5 rather than #1.
Altogether we find that most values, for won and lost rounds, concentrate around 0.5.
The overall mean HP-ratios for won and lost rounds are 0.39 ± 0.06 and 0.6 ± 0.06,
respectively. On average 6.4 rounds were won, while 3.6 were lost. This suggests that
numerous rounds could also have been decided in the favor of the other fighter. Most
rounds were won on average against JayBot_GM and FooAI with similar HP-ratios, while
the rounds lost against FooAI show larger margin. The least rounds could be won against
Thunder, furthermore the average HP-ratio difference between won and lost rounds was
more pronounced than for any other opponent. This shows that, although quite simple,
the tactics of Thunder is still challenging for ANNBot2 and thereby may represent a
worthwhile reference opponent in the training set of ANNBot2 in future work.
Behavior of the Most Successful Networks Finally, we observed the behavior of the
most successful networks, #1 and #5, which could beat four of five reference opponents,
visually in the original, unmodified FightingICE environment.
Both follow a similar pattern which composes of frequent jumping for- and backwards.
Thus, ANNBot2 avoids getting hit by the opponent’s ground attacks and furthermore
maintains a certain distance to the opponent. According to Figure 8.4 it is reasonable to
approach a position above the opponent whenever possible. Both controllers use projectiles
to keep the opponent at certain distance. These are fired when the fighter is in air as well
as standing on ground. When the distance to the opponent is large, both controllers try
to build a “wall of projectiles” by firing projectiles at different height levels. A difference
between both could be observed in the behavior when the distance was small: While
#5 always tried to increase the distance by approaching the opposite corner, #1 also
included different close attacks and vertical projectiles when it was close to and above
the opponent. We assume that this explains the closer HP-margins concerning won- and
lost-rounds in case of #1, see Table 8.13. Both behaviors show state-awareness of the
controller, however, often we observed that ANNBot was not able to win a round when
it was not able to follow the “wall-of-projectiles”-strategy properly.
Noticeable concerning all visually observed controllers is that these move the ANNBot
mostly via jumping forwards and backwards, we see two possible reasons for this behavior:
1. It is found to contribute most positively to the HP difference throughout the evolutionary process, while we believe that this behavior is hindering starting combos of attacks on
the opponent. Or 2. this behavior is caused by the output strategy of ANNBot2 which
needs to match two output values to the desired acceleration in x- and y-direction of the
next move. We will investigate and address this question in future work to allow ANNBot
navigating more precisely through the arena.

209

CHAPTER 8. CASE STUDY: FIGHTING GAMES

8.5.4

Summary of the Experimental Findings

This section conducted an experimental analysis of two new variants of ANNBot, initially
introduced in [33]. First, the experiments were evaluated from evolutionary view, showing
the ANNBot1 could achieve a higher quality-level than ANNBot2 . Both variants have
maintained similar diversity levels and have only shown little growth w.r.t. network topology. This shows that tuning the link weights was more important than adding further
neurons and connections. Nevertheless, most evolved networks have shown a certainly increased genome length. We assume that if the networks were trained against a different,
more challenging training set, also the addition of more topological elements would have
become necessary.
However, the second stage where the neural networks were evaluated against the opponents
of the evaluation set, ended in a completely different result: While ANNBot1 was not able
to achieve considerable success-rates, ANNBot2 was successful in 60 to 70 % of all rounds
fought. Many network controllers were able to beat four of the five opponents during
evaluation. We assume that ANNBot1 has focused too much on beating the training
set rather than developing generally applicable behavior – it “overfitted” the training set.
Based on this, success against the evaluation set was not possible, showing that a more
diverse training set, or different input and output encoding could be beneficial in this case.
As the results of ANNBot2 show, a different encoding including certain preprocessing
of the data can be advantageous. While ANNBot2 did not have to focus on selecting
attacks, it could learn to move properly and when to apply attacks or when to dodge. We
could not ascertain any overfitting in case of ANNBot2 .
All reference opponents, except Thunder, could be beaten regularly by ANNBot2 . Thunder is one of the most challenging AI fighters, as the results of the last four years’ competitions indicate, where Thunder has won the first respectively second place continuously
[266]. Concerning ANNBot2 , for every opponent in the training set at least one network
has been evolved, that could beat that opponent in 80 % or more of all rounds.

8.6

Conclusions and Outlook

This chapter introduced a new variant of ANNBot, a neural-network-controlled agent for
FightingICE. First, an introduction to FightingICE including its architecture and selected
reference opponents has been given. Options for training the neural networks, namely
evolution against fixed reference opponents as well as coevolution have been considered
before the description of a novel variant of ANNBot followed. Additionally, the work of
[33] has been continued. Its results are presented in Section D.3 as another variant of
ANNBot. Based on the two variants of ANNBot, an experimental analysis has been
carried out which has shown that the new variant of ANNBot is able to cope with most
of the reference opponents. Although not all of those could be beaten, the majority of
rounds (and thereby fights) could be won by the evolved controllers. A visual analysis
conducted in the original FightingICE environment has shown that our approach already
shows promising properties, e.g., the state-dependent decision whether to attack closely,
attack by projectile or dodge the opponent. Consider the fact that ANNBot does not
require (or attempt) to test multiple alternative subsequent states per frame, but always
makes a single decision. This is faster by numbers in comparison to all reference opponents
considered. Recall that these require simulating 150 or more different state-action pairs
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per frame. Thereby ANNBot allows fast evaluation and still leaves a large amount of
remaining time within the 16.7 ms timeslot of every frame to do further computation that
may improve its performance.

ANNBot did not participate in the official Fighting Game AI Competition yet. Although
we see it as a promising fighter in FightingICE, we are concerned that it will be successful in
the competition in its current form. Provided with some sharpening, more information and
training time, we assume that it can become a serious opponent to the other competitors
in the future.
We have outlined several directions of future work: For example, considering a second
neural network that is trained to forecast the next skill of the opponent can provide a
benefit to ANNBot. Furthermore, considering guarding and movement skills in the success
probability estimation of ANNBot2 can also increase the state-awareness of ANNBot.
Future work should also take a more diverse training set into account. To that end,
the characters Lud and Garnet, along with Zen, represent an important step towards a
general fighting game AI, as these have their own strengths and weaknesses. They force
the resulting controller to be robust over a variety of different characters and opponents.
This presupposes a precise understanding of the neural network about its environment in
general and the rules of FightingICE in particular.
Recall Research Question 2 defined in the introduction of this chapter:
Research Question. Can multi-objective neuroevolution find a balanced fighting game controller
which is able to cope with state-of-the-art reference opponents?

The results from our experimental analysis indicate that ANNBot, in combination with a
well-trained neural network controller, can decide state dependent, whether to approach,
dodge or attack its opponent. Many rounds against the opponents of the evaluation set
could be won, which has led to considerable success rates of up to 70 %. However,
ANNBot often utilized a small set of promising skills repetitively. Also, some fights were
won with comparably close margin to the opponent. Hence, these could also have ended
vice versa. While ANNBot can cope with the state-of-the-art reference opponents, there
is still a lack concerning human-like behavior which should also be addressed in future
work. Summarizing, we find that neuroevolution is a considerable approach for training AI
agents for FightingICE. It that should be examined more detailed in future work. ANNBot
provides a solid foundation to that end.
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Table 8.9: (ANNBot variant 1) Damage ratios of the rounds won (1st line) and lost (2nd
line) against the corresponding opponent. Considered the 20 best networks w.r.t. the
mean success rate. Data is rounded to two decimal places. Standard deviation is not
provided for the sake of readability. Legend: o1 = FooAI, o2 = JayBot_GM, o3 = MctsAi, o4 = Thunder,
o5 =

Toothless.

Ref.
#1
#2
#3
#4
#5
#6
#7
#8
#9
#10
#11
#12
#13
#14
#15
#16
#17
#18
#19
#20
Mean
212

o1
0.28 (5)
0.62 (5)
0.22 (9)
0.55 (1)
0.16 (4)
0.57 (6)
0.32 (6)
0.68 (4)
0.46 (5)
0.55 (5)
0.46 (6)
0.58 (4)
0.32 (5)
0.76 (5)
0.26 (2)
0.72 (8)
0.49 (5)
0.59 (5)
0.48 (1)
0.59 (9)
0.28 (6)
0.65 (4)
0.37 (5)
0.68 (5)
0.78 (10)
0.47 (4)
0.53 (6)
0.32 (3)
0.72 (7)
0.87 (10)
0.37 (2)
0.76 (8)
0.24 (6)
0.89 (4)
0.22 (2)
0.55 (8)
0.47 (5)
0.56 (5)
0.34 (4.1)
0.66 (6.0)

o2
0.33 (8)
0.53 (2)
0.37 (2)
0.76 (8)
0.81 (10)
0.48 (1)
0.86 (9)
0.44 (8)
0.53 (2)
0.42 (8)
0.52 (2)
0.37 (2)
0.62 (8)
0.44 (4)
0.7 (6)
0.44 (9)
0.52 (1)
0.45 (8)
0.52 (2)
0.34 (3)
0.63 (7)
0.35 (4)
0.6 (6)
0.46 (6)
0.58 (4)
0.44 (8)
0.52 (2)
0.43 (7)
0.64 (3)
0.45 (8)
0.55 (2)
0.44 (2)
0.62 (8)
0.85 (10)
0.44 (7)
0.53 (3)
0.46 (7)
0.52 (3)
0.42 (5.1)
0.62 (4.9)

o3
0.33 (6)
0.55 (4)
0.35 (7)
0.62 (3)
0.32 (8)
0.69 (2)
0.37 (9)
0.6 (1)
0.46 (6)
0.56 (4)
0.45 (4)
0.56 (6)
0.24 (8)
0.91 (2)
0.23 (6)
0.79 (4)
0.44 (3)
0.54 (7)
0.46 (5)
0.57 (5)
0.28 (2)
0.79 (8)
0.23 (6)
0.71 (4)
0.77 (10)
0.47 (3)
0.52 (7)
0.31 (2)
0.87 (8)
0.81 (10)
0.36 (6)
0.72 (4)
0.25 (6)
0.83 (4)
0.45 (3)
0.57 (7)
0.49 (2)
0.52 (8)
0.36 (4.6)
0.68 (5.4)

o4
0.93 (10)
0.96 (10)
0.95 (9)
0.97 (10)
0.85 (10)
0.81 (10)
0.99 (10)
0.98 (10)
0.76 (10)

o5
0.4 (9)
0.75 (1)
0.36 (8)
0.98 (1)
0.32 (9)
0.98 (1)
0.23 (4)
0.93 (10)
0.39 (1)
0.94 (9)
0.13 (3)
0.99 (7)
0.18 (6)
0.98 (4)

0.97 (10)

0.95 (10)
0.26 (2)
0.93 (8)
0.2 (5)
0.95 (4)

0.91 (10)
0.16 (2)
0.78 (8)

0.92 (10)
0.43 (7)
1.0 (3)

0.7 (10)

0.93 (10)
0.48 (2)
0.8 (8)
0.41 (6)
0.86 (4)
0.16 (4)
0.93 (6)

0.77 (10)

0.84 (10)
0.89 (10)
0.94 (10)
0.06 (2)
0.96 (8)
0.49 (1)
0.66 (9)
0.78 (10)
0.24 (0.3)
0.87 (9.7)

0.95 (10)
0.04 (1)
0.93 (9)
0.93 (10)
0.29 (3.4)
0.93 (6.3)

Mean
0.34 (5.6)
0.68 (4.4)
0.33 (5.2)
0.77 (4.6)
0.27 (4.2)
0.8 (5.6)
0.35 (4.0)
0.78 (4.8)
0.45 (3.8)
0.68 (6.2)
0.43 (3.8)
0.68 (6.2)
0.27 (3.6)
0.85 (6.4)
0.28 (3.6)
0.83 (6.4)
0.46 (3.4)
0.67 (6.6)
0.41 (3.2)
0.68 (6.8)
0.28 (3.2)
0.8 (6.6)
0.32 (3.0)
0.76 (7.0)
0.35 (3.0)
0.78 (7.0)
0.46 (3.0)
0.64 (7.0)
0.39 (2.8)
0.77 (7.2)
0.43 (2.8)
0.8 (7.2)
0.33 (2.8)
0.79 (7.2)
0.18 (2.8)
0.9 (7.2)
0.33 (2.8)
0.65 (7.2)
0.47 (2.8)
0.66 (7.2)
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Table 8.10: (ANNBot variant 2) Number of neural network controllers that could beat
the corresponding opponent in 20, 50 and 80 percent of all rounds. The total number of
considered networks equals 831.
Opponent

FooAI
JayBot_GM
MctsAi
Thunder
Toothless

Won 20 %
620
658
605
182
409

Won 50 %
356
530
342
9
82

Won 80 %
46
232
47
1
8

Table 8.11: (ANNBot variant 2) Legend of network references including the network
genome sizes. The network names follow the pattern: Experiment_ID.Network_ID.
Ref.
#1
#2
#3
#4
#5
#6
#7
#8
#9
#10

Network
12.15652
10.03636
11.09019
09.18776
11.10358
08.11857
07.12189
07.08201
09.10789
09.03645

Size
26
25
26
30
24
25
24
24
30
30

Ref.
#11
#12
#13
#14
#15
#16
#17
#18
#19
#20

Network
03.06782
04.04884
05.13481
08.05291
00.09458
12.07477
14.09094
02.19703
03.18391
06.13899

Size
24
25
24
25
28
24
25
25
24
24

213

CHAPTER 8. CASE STUDY: FIGHTING GAMES

Table 8.12: (ANNBot variant 2) Number of rounds won (of 10) of the networks against
the corresponding opponents. Considered the 20 best networks w.r.t. the mean success
rate. The column Beaten shows against how many opponents the network could win the
fight, i.e., won more rounds than lost. Legend: o1 = FooAI, o2 = JayBot_GM, o3 = MctsAi, o4 =
Thunder, o5 = Toothless.
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Ref.
#1
#2
#3
#4
#5
#6
#7
#8
#9
#10
#11
#12
#13
#14
#15
#16
#17
#18
#19
#20

o1
8
8
9
6
7
6
8
10
8
4
9
5
6
7
9
9
9
10
10
6

o2
10
9
9
10
8
8
9
9
9
9
9
8
10
9
8
8
8
10
7
8

o3
7
9
7
8
6
9
8
8
8
5
7
8
7
8
9
9
6
8
7
5

o4
4
5
3
3
7
2
2
0
2
4
3
4
3
2
2
1
1
2
1
3

o5
8
3
6
7
5
8
5
5
5
10
3
6
5
5
2
3
6
0
5
8

P

154

175

149

54

105

%
74
68
68
68
66
66
64
64
64
64
62
62
62
62
60
60
60
60
60
60

Beaten
4/5
3/5
4/5
4/5
4/5
4/5
3/5
3/5
3/5
2/5
3/5
3/5
3/5
3/5
3/5
3/5
4/5
3/5
3/5
3/5
of 200
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Table 8.13: (ANNBot variant 2) Damage ratios of the rounds won (1st line) and lost
(2nd line) against the corresponding opponent. Considered the 20 best networks w.r.t.
the mean success rate. Data is rounded to two decimal places. Standard deviation is not
provided for the sake of readability. Legend: o1 = FooAI, o2 = JayBot_GM, o3 = MctsAi, o4 = Thunder,
o5 =

Toothless.

Ref.
#1
#2
#3
#4
#5
#6
#7
#8

o1
0.36 (8)
0.55 (2)
0.3 (8)
0.56 (2)
0.38 (9)
0.69 (1)
0.36 (6)
0.56 (4)
0.36 (7)
0.61 (2)
0.4 (6)
0.64 (4)
0.37 (8)
0.56 (2)
0.32 (10)

#18

0.38 (8)
0.69 (2)
0.24 (4)
0.59 (6)
0.33 (9)
0.68 (1)
0.42 (5)
0.64 (5)
0.42 (6)
0.58 (4)
0.38 (7)
0.59 (3)
0.44 (9)
0.7 (1)
0.39 (9)
0.56 (1)
0.42 (9)
0.55 (1)
0.37 (10)

#19

0.33 (10)

#9
#10
#11
#12
#13
#14
#15
#16
#17

#20
Mean

0.41 (6)
0.55 (4)
0.37 (7.7)
0.61 (2.3)

o2
0.37 (10)
0.32 (9)
0.53 (1)
0.42 (9)
0.58 (1)
0.36 (10)
0.39 (8)
0.59 (2)
0.34 (8)
0.54 (2)
0.41 (9)
0.51 (1)
0.4 (9)
0.57 (1)
0.34 (9)
0.51 (1)
0.39 (9)
0.6 (1)
0.45 (9)
0.58 (1)
0.43 (8)
0.66 (2)
0.34 (10)
0.37 (9)
0.55 (1)
0.36 (8)
0.55 (2)
0.42 (8)
0.51 (2)
0.4 (8)
0.55 (2)
0.35 (10)
0.4 (7)
0.55 (3)
0.43 (8)
0.57 (2)
0.38 (8.8)
0.56 (1.3)

o3
0.38 (7)
0.51 (3)
0.39 (9)
0.51 (1)
0.36 (7)
0.52 (3)
0.4 (8)
0.61 (2)
0.42 (6)
0.6 (4)
0.39 (9)
0.52 (1)
0.36 (8)
0.53 (2)
0.36 (8)
0.51 (2)
0.37 (8)
0.52 (2)
0.38 (5)
0.58 (5)
0.29 (7)
0.6 (3)
0.39 (8)
0.59 (2)
0.36 (7)
0.58 (3)
0.35 (8)
0.52 (2)
0.37 (9)
0.79 (1)
0.39 (9)
0.7 (1)
0.37 (6)
0.55 (4)
0.38 (8)
0.64 (2)
0.34 (7)
0.56 (3)
0.42 (5)
0.59 (5)
0.37 (7.5)
0.58 (2.6)

o4
0.43 (4)
0.61 (6)
0.45 (5)
0.59 (5)
0.41 (3)
0.63 (7)
0.44 (3)
0.69 (7)
0.37 (7)
0.69 (3)
0.49 (2)
0.62 (7)
0.47 (2)
0.65 (8)
0.71 (10)
0.25 (2)
0.57 (8)
0.47 (4)
0.71 (6)
0.47 (3)
0.66 (7)
0.35 (4)
0.64 (6)
0.47 (3)
0.63 (7)
0.44 (2)
0.72 (8)
0.45 (2)
0.67 (8)
0.04 (1)
0.69 (9)
0.48 (1)
0.68 (9)
0.48 (2)
0.65 (8)
0.41 (1)
0.66 (9)
0.44 (3)
0.7 (7)
0.41 (2.7)
0.66 (7.3)

o5
0.45 (8)
0.58 (2)
0.44 (3)
0.57 (7)
0.43 (6)
0.65 (4)
0.39 (7)
0.61 (3)
0.33 (5)
0.58 (5)
0.44 (8)
0.58 (2)
0.37 (5)
0.56 (5)
0.39 (5)
0.59 (5)
0.41 (5)
0.63 (5)
0.34 (10)
0.35 (3)
0.6 (7)
0.41 (6)
0.59 (4)
0.4 (5)
0.55 (5)
0.45 (5)
0.7 (5)
0.42 (2)
0.63 (8)
0.42 (3)
0.61 (7)
0.41 (6)
0.62 (4)
0.58 (10)
0.42 (5)
0.56 (3)
0.44 (8)
0.53 (2)
0.41 (5.3)
0.6 (4.7)

Mean
0.4 (7.4)
0.56 (2.6)
0.38 (6.8)
0.55 (3.2)
0.4 (6.8)
0.61 (3.2)
0.39 (6.8)
0.62 (3.2)
0.37 (6.6)
0.61 (3.2)
0.41 (6.6)
0.58 (3.2)
0.4 (6.4)
0.56 (3.6)
0.37 (6.4)
0.6 (3.6)
0.35 (6.4)
0.58 (3.6)
0.36 (6.4)
0.62 (3.6)
0.38 (6.2)
0.62 (3.8)
0.4 (6.2)
0.62 (3.8)
0.4 (6.2)
0.59 (3.8)
0.4 (6.2)
0.62 (3.8)
0.41 (6.0)
0.67 (4.0)
0.33 (6.0)
0.61 (4.0)
0.42 (6.0)
0.59 (4.0)
0.4 (6.0)
0.62 (4.0)
0.38 (6.0)
0.58 (3.6)
0.43 (6.0)
0.59 (4.0)
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Chapter 9
Case Study: The Open Racing Car
Simulation
This chapter considers the development of a neural-network-controlled driver for The Open
Racing Car Simulation (TORCS), a multi-agent racing car simulation [48].
Its core challenge is the so-called racing problem [48]. The problem composes different
elements like controlling the vehicle, static and dynamic trajectory planning, car setup, 3-d
visual processing and tactics like overtaking and pit-stops. These elements can be considered at distinct levels, for example controlling the car at a lower level is to maintain the
trajectory while on a higher level the minimum lap time turns into focus. In combination,
the target of the racing problem is to find a general racing strategy which, e.g., maximizes
the probability of winning a race. The racing problem consists of numerous challenges of
distinct difficulty [48].
Thereby TORCS is an ideal research platform for artificial intelligence. Among other
applications, TORCS has been employed as an automotive testbed [291], to investigate
focus attention and stress detection of drivers [292] and to assess economic truck driving
strategies [293]. Starting in 2005 the TORCS Endurance World Championship [294]
has been carried out annually, last in 20191 . While this competition focuses on building a
community around TORCS that enjoys developing and comparing new AI driving strategies
among each other, a second competition has emerged in 2007:
The Simulated Car Racing Championship [115] (SCR) is dedicated to the scientific community instead of hobbyist programmers. Its goal is to design racing car controllers that
can drive on unknown tracks against the clock as well as other drivers. It includes a
couple of implementation changes to the original TORCS, which are referred to as the
SCR software. We will provide information about the architecture of the SCR software in
Section 9.1. The competition was last held on the GECCO conference 2015 [295], the
competing AI drivers have already achieved extraordinary levels, also mastering difficult
tasks like overtaking in addition to driving the tracks in considerably short times. From
that point on, researchers focused on other, less investigated problems, for example the
Fighting Game AI Competition, see Chapter 8.
Today, the research interest as well as maintenance of TORCS are diminishing: The last
See the “Events” subpage on http://www.berniw.org/trb/events/eventlist.php, last accessed:
2021-03-26.
1
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update of TORCS (version 1.3.4) was released on 2012-10-19, the last update to SCR
software (version 2.0) on 2013-04-08. A summary about the most current state of TORCS
can be found in [48].
Nevertheless, we are of the opinion that TORCS in combination with the SCR software (we
will only refer to that combination by TORCS in the remainder of this chapter) provides a
suitable environment to investigate nNEAT and its capability of evolving neural networks
for the practical application in car racing. We aim to find a controller that can drive a
racing car safely and fast on unknown tracks without warm-up or meta information being
necessary and thereby approach the racing problem. We formalize the following research
question:
Research Question 3. Is nNEAT able to evolve a model-free neural network controller with
direct input mapping satisfying multiple objectives to drive a racing car safely and fast on
unknown tracks?

Outline This chapter is structured as follows: In Section 9.1 we give an introduction into
the Simulated Racing Car Championship software and its foundation TORCS. An overview
over related work and the most prominent racing car bots follows in Section 9.2. ANNRacer, a novel racing car bot controlled by a neural network is presented in Section 9.3.
Along the architecture of the network also scripted default routines are described. These
are necessary to handle certain unexpected situations in the actual TORCS environment.
The fitness functions considered in the evolutionary training of the neural networks are
introduced in Section 9.4. Finally, an experimental analysis of the novel ANNRacer is
carried out. To that end, the evolutionary view from the perspective of nNEAT as well as
the perspective of ANNRacer as racing car controller will be investigated in Section 9.5.
A summary of this chapter is provided in Section 9.6. Note that further details on the
abstract racing car simulation simTORCS can be obtained from Appendix E starting at
page 323.

9.1

The Simulated Car Racing Championship Software

The original TORCS implementation provides an API to implement user-defined (ro)bots,
i.e., the participants of a race [48]. However, Loiacono et al. [115] describe two major
problems concerning the TORCS architecture: First, the action-selection-step of each
bot is blocking the main thread of the TORCS simulation. Hence, a robot can take
“as much time as necessary” to perform computations for deciding the next action. It
thus delays the other robots and the simulation and may impede TORCS from running in
(nearly) real-time. Second, the robots have access to all data structures defined in TORCS
during runtime and thereby may take all information from the memory into account. This
includes the geometric data of the track as well as the state of the race and its opponents,
to mention only a few [115]. Furthermore, the original TORCS bot API requires a C or
C++ implementation, hence there is no flexibility given to the developer in selecting the
programming language.
To cope with these problems, Loiacono et al. [115] implemented the SCR software,
which adds an abstraction layer between race server and the driver source, the sensors and
actuators model. They selected a couple of sensor information that are provided to the bot
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Figure 9.1: The modified TORCS architecture (adapted from [115]).
through that layer. Thus, all bots have access to the same limited information, allowing
a fair comparison between the robots [115]. Furthermore, this information can also be
noise-perturbed which forces the bots to find robust measures to cope with uncertainty.
The architecture of the SCR software, including the client and server model, is visualized
in Figure 9.1. The communication between the clients and servers is based on the UDP
protocol on ten different ports, allowing ten bots being controlled concurrently. For further
details on the architecture of the SCR software we refer the reader to [115].
In TORCS (with SCR software), one second of simulated time comprises 50 ticks. Every
1
tick thus represents 50
second. Within every tick the controller of the car is provided
with a set of sensor information. A complete overview can be found in [115], a subset
of selected sensors is printed in Table 9.1. Note that all directional sensors originate the
center of the car (along x- and y-axis) [115]. This means that if a track edge sensor
returns zero, the car has already half passed the track edge in the sensor’s direction.
Based on the sensor (input) values an arbitrary computation can be performed within
the given timeout of 10 ms. Finally, an output must be returned to the server [115].
Loiacono et al. defined a fixed format for that output, called action, see Table 9.2. The
components of an action control the gas-, brake- and clutch-pedals, the steering wheel,
and the current gear of the car. Furthermore, an action includes a (meta) command to
request a restart of the race and the focus setting, which allows to determine the target
direction of the five focus sensors. These sensors can be queried once per second, being
directed into an arbitrary direction (from the car’s perspective). Note that we forego a
detailed description of the focus sensors here as we do not consider those for our bot.
Concerning the pedal components, e.g., the gas pedal, a value of one means “full gas”
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Table 9.1: Applied sensor values in ANNRacer (adapted from [115, Tbl. 1 and 2]). There
exist further sensors like opponent sensors or wheel spin velocities, the complete list of
sensors can be found in [115].
Sensor
Angle α between the car’s driving direction and
the track axis.
Current damage to the car. Note that while
Loiacono et al. [115] describe the maximum
damage as unlimited, there is a limit of 10,000
damage points [296, p. 123] in fact. If a car
exceeds that damage value, it is disqualified.
Rotations (RPM) per minute of the car’s engine.
Distance between the car and the center (axis)
of the track, also referred to as deviation. The
value equals zero if the car’s center is located at
the center of the track, and one respectively minus one if it is centered at the left respectively
right track edge. Values greater than one or
smaller than minus one indicate, that the car is
off track.
Current velocity of the car.
Track edge sensors. 19 sensors that each cast
a ray into a predefined direction to detect the
edge of the track. By default, these sensors are
aiming at range [−90◦ , 90◦ ] in 10◦ steps. When
the car is off track, the sensors return −1
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Range
[−π, π] ⊂ R

Unit
[rad]

[0, 104 ] ⊂ N

[0, ∞] ≡ N
[−∞, ∞] ≡ R

[−∞, ∞] ≡ R
[0, 200] ⊂ R or −1

[km/hour]
[m]

9.2. RELATED WORK
Table 9.2: Actuators in TORCS [115, Tbl. 3]. Note that the clutch is operated automatically by the simulation environment, if not provided otherwise.
Actuator
Accelerate
Brake
Clutch
Gear
Steer
Focus
Request Restart

Range
[0, 1] ⊂ R
{−1, 1, . . . , 6} ⊂ Z
[−1, 1] ⊂ R
5 × [−90, 90] ⊂ Z
{0, 1} ⊂ N

while a value of zero indicates, that the corresponding pedal remains “untouched”. A
value of one for the steering wheel means that it is turned left at maximum expense. This
causes the front wheels to be inclined in an angle of 0.366519 rad, i.e., ≈ 21◦ . Vice versa
for minus one into the right direction. Zero indicates the neutral position of the steering
wheel [115].
Based on the SCR software a considerable number of researchers has contributed towards
the different challenges of the racing problem. The next section describes a couple of bots
and approaches that have led to success in the one or another challenge.

9.2

Related Work

Throughout the last years there have been numerous scientific papers contributing towards artificial intelligence in TORCS. These reach from scripted controllers (like the
SimpleDriver contained in the sample sources of the Simulated Car Racing Championship
[115]) over rule-based controllers [296, p. 124f] to controllers imitating others’ behavior
[297]. Also, controllers trained unsupervised are present in TORCS. Among those evolutionary methods are popular: Autopia’s control parameters [298], influencing the target
speed for example, were configured by an evolutionary algorithm. Additionally, online EAs
to determine a promising trajectory [299] have been applied. Neuroevolution in form of
NEAT has furthermore been considered to evolve controllers for TORCS unsupervised
[296, p. 123f], [300]. However, we are not aware of multi-objective neuroevolutionary
approaches.
Simmerson [296, p. 123f] proposed a neural-network controller evolved by the (singleobjective) NEAT algorithm. The controller does not require domain knowledge and takes
the following sensor values directly as input: The car’s speed and direction to the track
axis and location on the track, the 19 track sensor values, the currently selected gear,
the RPM and the four wheel-spin values. The network has three outputs controlling
the power of the car (accelerating or breaking), the steering wheel and the gear change.
The fitness function was composed of the total distance raced, the damage suffered, the
position of the car on the track and the maximum speed reached. Results have shown
that Simmerson’s NEAT-based controller was superior to other approaches in 2008 [296].
Interesting about the controller is that it also evolves gear-shifting capabilities, while most
other approaches rely on automatic gear-shifting based on a lookup table for the RPM of
the engine [296, p. 123f].
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Cardamone et al. [300] applied NEAT and rtNEAT to evolve neural network controllers
for TORCS online. They provided a reduced set of seven track edge sensors and the car’s
speed as input values. The two output values of the neural network control the steering
wheel as well as the gas and brake pedals. To avoid spending time on evolving secure but
slowly driving controllers, the network output for gas and brake is overridden by “full gas”
when no track edge is detected in front of the car within the next 100 meters. The singleobjective fitness function is composed of the number of ticks where the car is off-track,
its average speed and the total distance raced [300].
Munoz et al. [297] aimed at evolving controllers rather behaving human-like than driving
fast. Munoz et al. distinguish between direct and indirect controller models: In case of the
first, the sensor values are directly mapped to control values. The latter takes sensor values
as input to perform certain computation to determine the next control values. Compared
to direct controller models, indirect ones provide the advantage that they are less likely
to cause instabilities in control behavior due to noisy sensor values. To evolve human-like
behavior they first learned a model of the track containing its different segments and
direction angles. The information about the surrounding segments is provided as input to
different neural networks, each trained with Backpropagation [177]. The neural networks
determine the next waypoint to head for as well as the target speed of the car. The car
follows the networks’ decisions using scripted policies. Evaluation against human players
on five different tracks, has shown that the neural-network-controlled bots were 20 %
slower than the human drivers, in the best case [297].
Dobrovsky [301] and Wettberg [302] both evolved car controllers based on genetic programming. Furthermore, Wettberg [302] considered the evolution of neural networks with
NEAT. Both approaches are single-objective.

Autopia, one of the most successful recent bots [303], has been proposed by Onieva et

al. [298]. It contains various components like ablating gas and brake pedal positions
from a given target speed or defining the steering wheel position from the sensor angles
and distances to the track edge. Autopia computes the target speed and steering values
based on different sensor values. The influence of the corresponding sensor information is
determined by several control parameters which are tuned by an evolutionary algorithm.
The genome of a solution encodes all these parameters. For evaluation, the encoded
parameter values were inserted in the equations for steering and speed. The fitness of a
configuration was set according to the distance the car has driven within a given amount
of time. In case the car got stuck or damaged the configuration received a certain penalty.
The tuning of the parameters was done during training on four different tracks of type
oval. Furthermore, Autopia has a simple learning module that keeps track of locations
of the track where the car was involved in an accident or has lost the track. At these
locations, the target speed is reduced by a certain factor to avoid these accidents in
upcoming laps. Further mechanics like automatic gear-shifting and an anti-lock braking
system are implemented as scripted policies [298].
Similar advanced to Autopia is Mr. Racer proposed by Quadflieg et al. [117]. It also
contains numerous components, including track model generation and planning of the
target speeds for each segment of the track. Mr. Racer includes scripted policies for
handling situations like the car getting stuck or has left the track as well [117].
Nallaperuma et al. [299] utilized a simple online GA which runs a complete evolutionary
cycle between two ticks, the EA is terminated just before the response timeout is exceeded.
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A genome encodes the next values for gas, brake, and steering. Based on these values
and the current state of the car, a trajectory for the next track segments is determined.
Its fitness is approximated by how well it fits to the track at hand. The underlying GA
maintains a single-individual population, every generation that individual is mutated and
evaluated. If its fitness is higher than the parents one, the child replaces the parent. After
termination that solution’s values for gas, brake and steering are transmitted to the server.
In 2014 Nallaperuma et al. were able to perform around 2,000 generations of their GA
per tick [299]. Their results have shown that the proposed approach outperformed other
strong opponents like Autopia [298] or Mr. Racer [117].
While most controllers for TORCS rely on preprocessed sensor information, there are also
controllers that process the scene visually from the drivers view, without requiring any
sensor information. For example, the work of Koutník et al. [304] evolves neural networks
with over one million weights using the CoSyNE algorithm [21]. To reduce the search
space to a considerable dimension, the neural networks were compressed by coefficient
mapping. A comparison to a subset of the default TORCS bots has shown, that the
visual-input controller could achieve similar performance [304].
The following section introduces ANNRacer, a novel neural network controlled TORCS
bot.

9.3

ANNRacer

This section describes the implementation of a novel, neural network based TORCS bot
called ANNRacer. Recall the research question formalized at the beginning of this chapter:
Research Question. Is nNEAT able to evolve a model-free neural network controller with direct
input mapping satisfying multiple objectives to drive a racing car safely and fast on unknown
tracks?

As constraints for the design of ANNRacer we define that it must not require a warmup phase of the race to create a track model. Thereby ANNRacer is a model free
bot. Furthermore, we decided for a direct input mapping, where none of the sensor
information is preprocessed in any way [297]. Although both features could improve the
overall performance of ANNRacer, they are limiting the decision space and thereby the
possible outcome. We are interested to find out, how well nNEAT can evolve a neural
network that drives the racing car fast and safely without any preprocessing.
Note that ANNRacer is designed for time races where only a single car is driving the
track simultaneously. Components required for a race with multiple cars, like pit-stops,
overtaking and car collision avoidance are not considered in this study and will be subject
to future work.
While designing ANNRacer, we simultaneously conducted preliminary experiments for
assessing the relation between different input and output values. From our perspective
TORCS faces the disadvantage that it is an external software that cannot be integrated into
a Java- or Kotlin-project directly. Instead, the evaluation of a single solution requires to run
the TORCS software with the given solution as controller and wait for the racing results.
Recall Figure 9.1, the software always reserves ports 3001 to 3010 for communication
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with the controllers, thus at most ten different solutions may be evaluated in a single run
[115]. As these do affect each other in their racing behavior, e.g., by causing accidents,
the evaluation results are distorted if more than a single solution is evaluated in a single
race instance. To that end, it is necessary to evaluate each solution in an individual race
to get precise fitness information. On our test system (see Section F.1) a race with a
single bot over 6, 000 ticks, i.e., 120 seconds of simulated time, took five seconds of real
time.
As neuroevolution depends on evaluating many candidate solutions, this exposes us to
a conflict. For example, consider an experiment over 20, 000 evaluations where each
candidate solution is evaluated on two different tracks: The experiment would take approximately 56 hours on our test system. Despite TORCS is run in console-only mode
for evaluation, it requires a 3-d GPU. The virtual high-performance computers accessible
to us (see Section F.1) do not offer this capability and thereby experiments concerning
TORCS can only be run on our test computer.
To cope with this challenge, we decided to apply a surrogate model to train and evaluate
solutions as car controllers. Surrogate models are inexpensive-to-evaluate variants of a
certain circumstance whose evaluation is expensive in turn. While these allow a faster
evaluation their precision and applicability are limited. For further details on surrogate
models, we refer to [140] as a starting point. As surrogate model for TORCS we propose an
own racing car simulation with an abstract physics engine based on the paper of Monster
(that has been archived in) [305]. The basis for our car physics implementation was
provided by Linkovich [306]. See Appendix E for a detailed description of the simulation
environment.

9.3.1

Input Layer

The core component of the ANNRacer is the neural network, which controls the steering,
acceleration, and braking behavior of the car. These values are encoded in the output of
the neural network. In this section we introduce the input values provided to the neural
network. Recall, that one of our goals is to apply a plain design for our ANNRacer.
The section concerning related work has outlined that already a lot of work has been put
into TORCS, based on that many promising input values may be extracted from the sensor
values:
Take for example the sample AI SimpleDriver [115], which always keeps the car at the
track center by steering in the following direction:
steering = α − s · d,
where α ∈ [−π, π] ⊂ R equals the directional deviation of the car to the track axis (in
radians), d ∈ R is the car’s distance to that axis (see Table 9.1) and s is a sensitivity
constant with default being s = 12 [115].
Providing this information to the neural network, properly scaled, the network could show
excellent steering behavior by shifting this value towards the output that controls the
steering wheel. While this can be useful in initial stages of evolution, it is likely to
hinder evolving new, competitive behavior in later stages of the evolutionary process.
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Preprocessed information of this type does not require any learning and thus will likely
occur in most solutions after a couple of generations. However, maintaining the car
centered on the track is not optimal, especially when driving through tight bends at high
speeds [307]. Such behavior will likely never occur when the network is provided with the
steering angle to the track axis. We do not see such a network as considerable concerning
neuroevolution.
On the other hand, preprocessed information often only offers an estimation of the actual
value: Take for example the estimation of the arc of the turn ahead, based on the track
edge sensor data by Quadflieg et al. [308]. In their application information is collected
during the warm-up phase of a race to build a model of the track. As this information was
reconsidered by Mr. Racer [308] during the race, it has led to considerable performance
enhancement. However, we aim at implementing a simple, model-free controller. Thus,
the only way ANNRacer could gather such information is during the race: Although it
allowed estimating whether the next turn is left or right reliably, we found that there were
strong fluctuations of the estimated turn arc while approaching the turn. SimpleDriver
[115] also determines the arc of the next turn by considering only three sensors (straight
ahead, left, and right inclined). Preliminary experiments have shown that both variants
underlie those fluctuations and therefore are not beneficial for ANNRacer.
For the explained reasons, we decided to provide raw sensor information to ANNRacer:
Altogether the neural network counts 21 input values, the first two are the current speed
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Where speedmax = 330 km/h, which resembles the approximate maximum speed of the
racing car car1-trb1, which is applied in the Simulated Racing Car Championship. The
remaining input values are the track edge sensor information, capped at 150 meters:
(

in+2

sensor(n)
= min 1,
150

)

with 1 ≤ n ≤ 19.

The 19 sensors are arranged in five-degree steps from −45◦ to 45◦ concerning the heading
of the car. Provided this information, we expect the controller to learn how to estimate
the track ahead as well as its own position on the track and the time remaining until the
next action or reaction is necessary. The neural networks are operated in active mode with
the Elliot sigmoid function as activation function for all neurons. See Section 8.4.5 for
more detailed explanations on the activation function.

9.3.2

Output Layer

While the input is encoding raw sensor information, we decided to let the output be a
hybrid of raw controlling and higher-level information. Altogether there are three output
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values, all within range [0, 1] ⊂ R. The first two o1 and o2 determine the turning of
the steering wheel to the left or right respectively, the position of the steering wheel is
determined by
steering = o1 − o2 .
The final steering angle (in radians) furthermore depends on the maximum turning angle of
the wheels steerLock , which is approximately 21 degrees (= 0.366519 rad) for car1-trb1:
angle = steering · steerLock .
In preliminary experiments we combined the two outputs o1 and o2 in a single value
oprelim ∈ [0, 1] ⊂ R, where
1
steering = (oprelim − ) · 2.
2
Although this reduced the size of the network, it had the negative effect that in many
cases the controller was steering from left to right and vice versa frequently. The car was
driving in serpentine lines, avoiding it from reaching high speeds. This circumstance has
also been reported by Wettberg [302, p. 101]. However, the extent of the steering was
often reduced over time. We assume that this behavior resulted from some “balancing”
towards the target direction. Introducing penalizing fitness functions concerning steering
behavior did not solve this issue. However, considering separate steering values for left
and right has led to the expected results.
The third output value o3 encodes the target speed, i.e., a higher-level information:
speedtarget = speedmin + o3 · (speedmax − speedmin ),
where speedmin = 50 km/h and speedmax = 330 km/h. We set the minimum speed of 50
km/h to force the controllers to drive fast through large turns and tight bends, otherwise
also successful controllers would emerge that drive at very low speeds, e.g., five km/h
through every turn. Thereby we accelerated the training process similar to [300].
The mapping from target speed to the gas and brake value gb is given by
gb =

2
s·(speed−speedtarget )

− 1,

1+e

where s is also a scaling value, determining the sensitivity on the speed difference, typically
s = 1. A visualization is provided in Figure 9.2.
If gb ≥ 0, its value is applied to the gas pedal, i.e.
gas = gb and brake = 0,
and otherwise, its absolute value is applied to the brake pedal:
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Figure 9.2: Deriving the values for gas and brake from the difference between target speed
and current speed of the car (adapted from [298, Fig. 5]).

gas = 0 and brake = |gb| .
This approach has also been applied in Autopia [298] and SimpleDriver [115] before.
In preliminary experiments we have also introduced two output values for gas and brake
to have a “uniform” encoding. We found that this hindered ANNRacer from driving at
high speeds, probably because the connection between the speed and sensor input values
could not be trained to the required extent fast enough. Nevertheless, applying that hybrid
output encoding has provided promising results during preliminary experiments.
Note that we added a rudimentary anti-lock braking system to ANNRacer, which is
working as follows: When the controller applies braking force of 0.5 or more over multiple
frames, the ABS releases the brake in every second frame. This system is somewhat
naive and strongly depends on the defined threshold but is found to be sufficient for
training. Recall, that our surrogate model does not provide the wheel spin velocities as
sensor information. Further note, that for the evaluation in the (real) TORCS simulation
ANNRacer profits from a more sophisticated anti-lock braking system and additional
assistance systems. A description of all of those is provided in Section 9.3.3. While our
surrogate model only requires providing steering, gas, and brake, TORCS allows much
more precise control of the car, see Table 9.2 for the set of available actions. Although
the clutch does not have to be operated in TORCS it requires the controller to set at
least the current gear. In the real TORCS simulation ANNRacer relies on automatic gear
shifting based on the engine’s RPM, see also Table 9.2.
The neural network is allowed to provide an action to the car every frame, i.e., every
second.

9.3.3

1
50

Implemented Default Behaviors

The previous section outlined that there are certain differences between TORCS and
simTORCS, the surrogate model applied for training. These are due to the abstraction
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level of the surrogate model. Primarily note that during training the racing car may not
leave the track or get stuck in a barrier or obstacle, see Section E. In TORCS many track
segments are composed of a left border, the left outer track area, the track, the right
outer track area, and a right border. A car may get off track or receive damage when it
hits a border. These cases must be considered for the evaluation in TORCS.
Stuck Control To determine whether the car is stuck ANNRacer relies on two criteria
2
; or 2. the absolute deviation of the car
in disjunction: 1. The speed is lower than 10 km
h
1
d greater than 2 , i.e., the car is located on one of the two outer quarters of the track and
the angle between the track axis and the car’s heading is greater than π6 rad, i.e., 20◦ . If
at least one condition is fulfilled for more than 50 ticks (one second of simulated time),
it is assumed that the car is stuck. This is checked every tick unless the car is currently
in the stuck routine. If the car is stuck it enters the stuck routine. While in the stuck
routine the neural network controller is not processed, and the routine takes full control
of the car. The routine consists of three steps: 1. If the car is still driving forward, brake
the car with 50 % intensity to stop. 2. Drive backwards with maximum throttle and steer
in angle
−angleT oT rack
.
steerLock
3. Check whether the stuck situation is cleared, i.e., the track edge in front sensor direction
is at least 15 meters away or the car is starting to displace itself from the track center.
This can be determined easily with the equation:
angleT oT rack · d > 0.
When the stuck situation is cleared, the gear is set to 1 and the neural network takes
control again. The stuck procedure is taken over from [298], Onieva et al. do also provide
a visualized description of the procedure in [298].
Off-Track Handling If the car is off track, i.e., |d| > 1 but not stuck, ANNRacer
applies a simple routine to find back to the track again: It determines the angle to the
center of the track and steers towards that direction while accelerating moderately with
gas = 0.3. This is also one of the procedures of Autopia [298].
Gear Shifting Many controllers [309, 297, 298] approach gear shifting with a lookup
table and a simple policy: If the car is in gear g < 6 and exceeds a predefined amount of
RPM, shift one gear up. Otherwise, if it is in gear g > 1 and RPM falls below a certain
threshold, shift one gear down. We have also implemented this procedure for ANNRacer,
the upper and lower RPM bounds can be found in Table 9.3. Note that the reverse gear is
only applied by the stuck control routine and never the neural network itself. The clutch
is operated by the TORCS simulation automatically.
The speed criterion is only applied, when the car already has exceeded that speed limit after starting
the race or a completed stuck routine. This is to avoid that the stuck routine takes control due to the
car is accelerating to slow, for example.
2
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Table 9.3: RPM of the engine at which the gear is shifted up or down. The reverse gear
is only applied by the stuck routine and never the neural network. The values are taken
from the lookup table defined for Autopia [298].
Gear
↑
↓

1
9,500

2
9,500
4,000

3
9,500
6,300

4
9,500
7,000

5
9,000
7,300

6
7,300

Anti-Lock Brake System The anti-lock brake system (ABS) allows steering the car
safely while braking with high intensity. A simple countermeasure against losing control
while braking is to set and release the brake in short time intervals. We have implemented
the procedure of SimpleDriver [115] here:
It first determines the difference between the driving speed of the car and the average
speed of its wheels, which is called slip. If the slip exceeds a value of two meters per
second, i.e., the cars speed is faster than its wheels are turning (on average) by 7.2 km/h
or more, the brake is released to avoid the car leaving the expected trajectory [115]:
brake0 = brake −

slip − 2
.
3

In other words, if the slip exceeds five meters per second, the brakes are released completely.
The wheels will then start turning again, the slip reduces, and the brakes are applied in
the next frame again. The car remains controllable while braking [115].
In this variant of ANNRacer we have neglected to implement other sophisticated components such as overtaking. The control is mostly left to a neural network which has been
trained to drive the car forwards on the track. Only in different exceptional situations it
is supported or controlled by the described assistance systems. While gear shifting is not
demanding when the lookup-table approach is applied we find that it is also an interesting
task for neural networks: It is “basic driving school knowledge” that shifting-up as early
as possible is seen as economical driving behavior – on the account of torque and thereby
acceleration. The point at which the gear can be shifted upwards or must be shifted
downwards depends on several external influences like the slope of the road or the mass
of the car. Training a neural network for economic shifting is another interesting point
for further research from our perspective: Is it possible to let the network select the best
point to shift up or down to fulfill two objectives: 1. Drive economical, i.e., consume as
less fuel as possible; and 2. drive sporty, i.e., allow fast acceleration anyway, in various
situations and environments. A first study to increase the average driving speed of the car
by proper gear shifting has been carried out by Becheru and Stoean [310].
Based on the described neural network architecture as well as the assistance systems we
expect ANNRacer to achieve considerable performance w.r.t. to driving speed and safety.
While the training will be carried out in simTORCS, the final evaluation will be subject to
the real TORCS environment. The next section introduces the fitness functions applied
for training.
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9.4

Fitness Functions

The definition of the fitness functions strongly influences the progress during the evolutionary process. In car racing the main goal is to drive the own car faster over a certain
distance than the competitors do. In a multi-lap race this can be expressed by the largest
number of laps driven in limited time, the first driver finishing a certain number of laps or
the minimum time ever required for finishing one lap (also known as “fastest round”) [296,
311, 312]. Aside driving fast, and even more important, is driving the racing car safely
through the track while also taking care of the competitors. Other aspects like driving
economically are subordinate for one specific driver3 . Aside the two main goals of driving
fast and safely we do only see auxiliary objectives in racing car simulations.
During our research we found that typically fitness-function-based training approaches take
the maximum or average speed, the damage and the mean distance driven or lap time into
account [301, 302, 313]. All of these compose the different values into a single fitness
function. Wettberg [302] furthermore considered a penalizing component concerning the
steering behavior of the controller, as described in Section 9.3.2.
Aside from evolving a controller for TORCS that can drive the car fast and safely, we
do also aim at finding controllers that behave like a human driver and may not perform
noticeably abnormal actions. Note that this thesis does not investigate “safe driving” in
order of considering other competitors in the same race instance, we do only focus on
following the track safely. Human-like behavior forbids actions like rapidly steering from
left to right and vice versa without a clear reason to do so. Furthermore, the controller
should be able to distinguish between high-speed turns (small arc, large radius) and tight
bends and find a comprehensible trajectory to follow. We will address these “soft” targets
in a visual evaluation by observing the behavior of a selected neural network controller in
Section 9.5.3.
Due to simTORCS, which is quite abstract in comparison to the TORCS simulation, we
define the following “quasi-constraints” that lead to disqualification and thereby worse
fitness values:
1. The car may not leave the track. The simulation stops when the track is left. This
saves simulation time and forces controllers to stay on the track to be competitive.
2. The car may not hit any obstacle. In TORCS obstacles do only occur off the track
– the surrogate model does not allow leaving the track.
3. The car may not drive the track in the wrong direction. Simulation is stopped in
this case.
As all these situations may occur in TORCS, we implemented different assistance systems
for ANNRacer that are enabled when driving in TORCS but not in simTORCS, described
in Section 9.3.3. The final evaluation in TORCS will show that these constraints influence
the driving behavior of the evolved controllers in a positive way, expressed by exceptionally
low damage values and small deviation from the track axis.
Note that we consider a single race in training to last tmax = 6, 000 frames, i.e., two
minutes of simulated time. We define the following fitness functions:
Although the author is of the opinion that reducing the overall fuel consumption and exhaust of
racing cars is an important question indeed.
3
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f1 : Distance Driven The total distance driven by the controller within the limit of 6,000
frames in relation to the maximum possible distance that may be driven with an
average speed of 180 km/h:
(

distancetotal
f1 = 1 − min 1,
distancemax180

)

where
distancemax180 =

180 tmax
·
= tmax .
3.6 50

This fitness function attributes the speed and acceleration behavior of the controllers.
Faster controllers will achieve better fitness values. Furthermore, a controller may
only achieve a considerable value here if it is able to keep the car on track while
driving at high speed. We defined the reference value of 180 km/h based on the
TORCS Racing Board4 where the best drivers reach average speeds around 200
km/h on many tracks. As these have access to all information available in TORCS,
and not only the sensor values provided in the SCR software, we see 180 km/h as
an adequate reference.
f2 : Turn Speed Behavior The turn speed behavior addresses how the controller distinguishes between different types of turns and their particular maximum speeds. When
the car approaches a turn, its current speed is set in relation to the maximum speed
speedturn the turn can be passed with. We assume that when the turn is more than
50 meters away, the car may drive with speedmax . When it is inside the turn, it
may drive with speedturn 5 . When the distance dist between the car and the turn is
lower than 50 meters, the expected maximum speed linearly reduces from speedmax
to speedturn :
speedpossible = speedturn +

dist
· (speedmax − speedturn ) .
50

In case the speed of the car is lower than 0.95 · speedpossible , its fitness is penalized
with the according difference. On the other hand, if the car is driving faster, the
difference positively contributes to the fitness value:
speed4 = 0.95 · speedpossible − speed
and further
speedallT urns = speedallT urns + speed4 .
We selected 95 % as the target value, as we assume that it is hard for the neural
network to estimate the exact maximum speed a turn can be driven through from
raw sensor data without a track model. Thereby we expect to increase the learning
4
5

Online: http://www.berniw.org/trb/tracks/tracklist.php, last accessed: 2021-03-26.
If speedturn > speedmax (which may happen for high-speed turns), speedturn is set to = speedmax .
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speed. Note that only the number of frames f ramesallT urns is considered in which
the car was just before (≤ 50 m) or in a turn, thereby this fitness function does only
depend on the turn driving behavior and is not perturbed by the straight driving
behavior.
The final fitness value equals





)

speedallT urns
.
f2 = max 0, min 1,
f ramesallT urns · 50 
(

Note that the factor 50 is considered to transform the value from frames into seconds. We expect that the resulting controllers may be improved with further tuning
of the two constants (50 m, 95 %) occurring here.
Procedure to Determine the Maximum Turn Speeds The corresponding
track is imported into simTORCS and all turns are extracted. The following is
repeated for each turn: 1. Set the speed of the car to speedtarget = speedmax . 2.
Place the car on the segment just before the turn starts. Set its speed to speedtarget
and heading towards the segments heading. 3. Start the simulation, the car aims
to steer towards the track center6 always and maintains speed speedtarget . 4. If
the track was left, i.e., the turn was not passed, reduce speedtarget by 12 m/s and
continue at step two. 5. If the turn was passed, set speedturn = speedtarget and
proceed with the next turn at step one. Note that this information is only available
to the fitness function and not to the neural network.
f3 : Steering Behavior From our own observations human players are planning a trajectory after analyzing the track segment(s) ahead. Following that trajectory includes
steering towards the desired direction and consequently driving straight without
steering for as long as possible, applying only minor corrections to the trajectory.
The steering behavior fitness function prefers controllers that drive straight with only
minor steering actions for as long as possible. This ensures that the car is enabled
to accelerate for extended periods of time and thereby achieves high driving speeds.
Furthermore, this penalizes controllers that rapidly steer from left to right and vice
versa. A similar approach of explicitly penalizing controllers for rapid steering actions
has been applied by Wettberg [302].
In every frame, if the absolute value of the selected steering action is below a
threshold of 0.05 (which comprises a wheel inclination of circa one degree), the car
is meant to drive straightly. If this is the case, the distance df rame driven within a
single frame:
df rame =

speed 1
·
[in meters]
3.6 50

is added to the counter
This is the reason, why a controller may drive faster than speedturn through a turn. If the car follows
a more beneficial trajectory that allows higher speeds than the center axis of the track, the determined
turn speed may be exceeded.
6
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distancestraight = distancestraight + df rame .
The reference value equals the total distance that may be driven with an average speed of 180 km/h distancemax180 , see f1 , multiplied with the relation of the
summed length of all track segments that do not belong to a turn trackstraight and
the total track length tracklength :






f3 = 1 − min 1, 










distancestraight
distancemax180 ·

trackstraight
tracklength



.






The provided fitness functions encourage finding neural networks that drive fast and safely
through the track, a combination that is worthwhile for racing cars. Not only driving fast
on straights but also “as fast as safely-possible” through turns is promoted, while the
neural network must distinguish between distinct types of turns and their corresponding
maximum speeds. Note that there is a certain conflict between f1 and f3 : To drive
through a track it is necessary to steer the car somehow, this initially deteriorates the
fitness values concerning f3 . In later stages of the evolutionary process, we expect that
controllers might be found that establish a compromise between driving fast, safely, and
only committing necessary steering actions.
As all fitness values are determined within simTORCS while the application of the evolved
controllers happens in TORCS, the fitness values are only a fitness approximation according
to the terminology of Jin and Branke [112]. See also Section 2.3.
Note that an often-referred objective is a high maximum speed or average speed in racing
games [301, 302, 313]. On the other hand, applying the maximum distance driven within
limited time and as low as possible average speed are two conflicting, but also worthwhile
objectives: Thereby controllers are preferred that drive slow but over large distances, i.e.,
that make use of shortcuts and cutting turns. A combination of objectives that should be
considered in future work.

9.5

Experimental Analysis

This section describes the experimental analysis of ANNRacer and its performance on
different TORCS tracks. We will give an overview over the training procedure followed
by the experimental setup. The experiments are first evaluated from the perspective of
nNEAT, which will be applied as neuroevolutionary algorithm. This includes the investigation of runtime behavior, success rate, diversity, and other measures. The evaluation
of ANNRacer’s performance with the provided neural networks is carried out in the real
TORCS simulation then. A comparison to the state-of-the-art opponents Mr. Racer [117]
and Autopia [298] is provided to evaluate whether ANNRacer is a serious competitor to
those.
Training The training of the neural networks takes place in the environment of simTORCS, introduced in Appendix E. As stated above this brings the advantage that the
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evaluation of neural networks can be carried out much faster than in real TORCS7 . Furthermore, we can utilize the multi-threading capacity of the current computer generation
and run multiple evaluations concurrently.
Every controller will be evaluated in its own race instance, which means that no other
racing cars and thereby noise-inductors will be present. The sensor information will be noise
affected anyway. According to [115] this includes that the track edge sensor information,
which represent the majority of ANNRacer’s input values, are randomly perturbed (normal
distribution, standard deviation of 5 % of the sensor range). To cope with noise, we
employ multi-objective standard error dynamic resampling (moSEDR) with three to 15
races per track, see Section 2.3.1. As training track, we imported the TORCS roadtrack Brondehach8 into our simulation. Note that in most tracks there is an imbalance
between left- and right-turns, which negatively influences training: Brondehach consists
of six major right turns and two left turns. The controller would thereby focus on driving
right turns accurately. To train the networks’ capabilities to cope with left turns as well,
every controller is also trained on a reversed variant of Brondehach, where the turn angles
are inverted to point into the opposite direction. This shows another advantage of our
abstracted simulation: Tracks from the original TORCS simulation can be imported and
arbitrarily modified. Every training race lasts 6,000 frames, i.e., 120 seconds of real time.
According to the best available results in the TORCS Racing Board, this allows to drive
nearly two full laps 9 . Recall that the simulation is stopped immediately if the car leaves
the track or drives into the wrong direction.
Experiments The evolutionary experiment is carried out with nNEAT and a population
size of µ = 200. nNEAT’s parameters are controlled by EARPC, see Section 6.1. As
quality measure we employ the combination (NDR + R2, CD), see Section 5.4. The
experiment is terminated after 20,000 evaluations. It is repeated 30 times.
nNEAT must find neural networks that are capable to
1. drive the greatest possible distance within limited time,
2. drive through turns with maximum possible speed, and
3. reduce the number of steering actions to the necessary minimum.
While the two latter objectives are auxiliary to the first one, there is also a conflict between
the first and the third objective, as steering is necessary to follow the track. All fitness
values have to be minimized, see Section 9.4 for the definition of the fitness functions.
The final fitness vector is averaged over all repetitions and the two variants of the training
track.

9.5.1

Evolutionary View

In the experimental analysis nNEAT has been applied in only a single variant and configuration, the results will be discussed in this section. No statistical analysis will be carried
The speedup is between factor 110 and 125, as our experiments have shown. See later this section
for more details.
8
Based on the former Formula-1 track Brands Hatch in Fawkham, England.
9
Online: http://www.berniw.org/trb/tracks/track_view.php?viewtrackid=40, last accessed:
2021-03-26.
7
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Figure 9.3: (Runtime Behavior) Average Hypervolume of the Pareto front after the corresponding number of evaluations. The pale colored area surrounding the curve(s) denotes the standard deviation.
nNEAT = nNEAT ((NDR + R2, CD), EARPC). µ: {0} = 200.

out, as no reference algorithm / procedure is available in this case.
As target objective vector concerning success rate we defined
!

2
1
15
.
F = f1 = , f2 = , f3 =
10
10
100
∗

Thus, a neural network is stated to be a successful controller if it maintained an average
speed of 144 km/h (80 % of 180 km/h), while in 90 % of all measured frames driving
through or approaching turns the car’s speed was at least 95 % of the maximum measured
turn speed. Furthermore, 85 % of the straight segment length of the track (in relation
to the maximum distance that can be driven at 180 km/h within 120 seconds) has been
driven with only minor steering (≤ 1◦ ) actions. The minimum quality equals
!

!

2
1
15
q = 1−
· 1−
· (1 −
) = 0.612.
10
10
100
∗

As we only applied a single variant of nNEAT to investigate ANNRacer, of which also
only one variant has been proposed10 , we forego the tabular presentation of success rates
and the average number of evaluations. The success rate comprises 93 % which means
10

Unlike ANNBot for FightingICE, of which we proposed two different variants in Chapter 8.
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Figure 9.4: Diversity of the Pareto front (in decision space) after the corresponding number
of evaluations. The values provided are relative to the diversity of the initial population.
The pale colored area surrounding the curve(s) denotes the standard deviation. nNEAT = nNEAT ((NDR + R2, CD),
EARPC). µ: {0} = 200.

that only in two of the 30 repetitions no solution of fitness F ∗ or better had been found.
On average, nNEAT required 10, 111 ± 4, 284 evaluations, which approximately describes
the point where the Hypervolume development of the population started stagnating.
The runtime behavior, described by the average Hypervolume covered by the Pareto front,
is provided in Figure 9.3. It is discernible that the Hypervolume starts at a low level of 0.05,
indicating that the initial population was not able the drive the car properly through the
track. Nevertheless, we expect that provided preprocessed information, like the steering
angle towards the track center, see Section 9.3.1, would have led to a significantly higher
starting level. For the input data at hand, the Hypervolume strongly increases to a level
of 0.63 within the next 4,000 evaluations before it enters a phase of slower growth. At
approximately 10,000 evaluations the Hypervolume approached its maximum level of 0.75.
From that point on only minor improvements happen until the termination at 20,000
evaluations. Finally, a mean value of 0.778 ± 0.023 is reached. While the progress is
nearly stagnating after 10,000 evaluations, indicating that further experiments might be
terminated at this point, it is also discernible that the standard deviation further reduces
during the second half of the evolutionary process. This shows that in most repetitions
the populations were finally approaching an increasingly similar Hypervolume level with
growing number of evaluations.
Concerning diversity, we investigate the decision and the objective space. The diversity
development in the decision space is shown in Figure 9.4. While the diversity is strongly
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Figure 9.5: Diversity of the Pareto front (in objective space) after the corresponding
number of evaluations. The values provided are relative to the diversity of the initial
population. The pale colored area surrounding the curve(s) denotes the standard deviation. nNEAT = nNEAT ((NDR
+ R2, CD), EARPC). µ: {0} = 200.

increasing within the first 2,000 evaluations, the development continues by a phase of
decreasing diversity until 4,000 evaluations. Then a moderate growth of the diversity until
termination can be observed, finally reaching a level of circa two times the initial value.
Although there are fluctuations among the repetitions of the experiment, indicated by the
large standard deviation, all repetitions have led to diversity above the initial level. We
furthermore guess that within the first 2,000 evaluations the basic driving behavior has
been learned. That success has led to a temporary focus on those network topologies
and thereby decreasing diversity. Sharpening and refinement of those skills happened over
time, expressed by growing diversity in turn.
Our above assumption about the development of driving skills is supported by the diversity
in objective space, which shows increasing diversity until approximately 5,000 evaluations.
A visualization can be found in Figure 9.5. It reaches 16 times the initial value. After
5,000 evaluations the Hypervolume development also entered a phase of slower progress,
compare Figure 9.3. Until 10,000 evaluations the diversity is constantly reduced followed
by a leap of further reduction. In the second half of the evolutionary process the diversity
remains largely constant with only a small diminution towards termination to circa nine
times the initial value. Recall, that after 10,000 evaluations the Hypervolume development
has also nearly stagnated, compare Figure 9.3. This allows the conclusion that there is a
relation between the stagnation concerning Hypervolume and the reduction of diversity in
objective space. The standard deviation is also large in objective space diversity. However,
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Figure 9.6: Average number of added genes (links) of the solutions in the Pareto front
after the corresponding number of evaluations. The pale colored area surrounding the curve(s) denotes
the standard deviation. nNEAT = nNEAT ((NDR + R2, CD), EARPC). µ: {0} = 200.

in each repetition the diversity could be increased during the evolutionary process.
The genome size development based on the initial genome size as reference is provided in
Figure 9.6. Within the first 10,000 evaluations on average 1.4 links have been added to the
genomes. The second half resulted in minor topological additions to the networks. There is
a large standard deviation in this measure, growing with increasing number of evaluations.
In combination with the high success rate of 93 % this shows that there have also been
repetitions that could find well-performing solutions with smaller topologies. The initial
genome includes 63 links, based on 21 input values and three output values. Altogether the
genomes have grown with small quantity on average. Nevertheless, in combination with
the evaluation results provided in the next section this shows that only a few topological
additions have been necessary to find a well driving controller. It indicates that nNEAT
can explore and exploit the decision space in lower dimensions (w.r.t. genome size) and
only adds topological elements to a network when necessary or promising. Stanley [12, p.
41] has intended the same behavior for the original NEAT.

9.5.2

Evaluation in TORCS

The 30 repetitions of the experiments altogether resulted in 30 final Pareto fronts, i.e.,
the non-dominated solutions of the last generation. We consider all these solutions for
evaluation in TORCS, there is a total of 1,273 solutions.
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All of these have been evaluated in TORCS on five different tracks each. The tracks
will be described later in this section. There has been a single race per controller and
track with noisy sensors and one race without noise. We expect that the noise does not
affect the performance of the controllers significantly or even distort their corresponding
ranking as the networks were trained to cope with noise in simTORCS: Recall, that the
neural networks were trained with noisy sensor values over three to 15 repetitions using
multi-objective standard error dynamic resampling, see Section 2.3.1, on two tracks. Or
more precisely on two variants of the track Brondehach – the original track and its
inverted variant. Furthermore, the track edge sensor arrangement, with only a five-degree
angle pairwise between the 19 sensors, should allow that a “defect”, i.e., wrong sensor
information, can be re-balanced by its neighboring sensors. A race ends after two laps on
the track have been finished or the car being disqualified for damage. No time limit has
been applied.
Note that while ANNRacer is controlled by a neural network in the evaluation phase, it
is further supported by the assistant systems described in Section 9.3.3. These comprise
the anti-lock braking system, gear shifting, off-track- and stuck-handling.
We forego a further evaluation on the other four tracks in our simTORCS environment
due to the behavior of most controllers: These mainly drive – and do also approach turns –
at high speeds, rapidly reducing the driving speed just before steering is applied. Thereby
many controllers are “drifting” through turns in different situations. Although this is a
desirable behavior, it often leads the car to partly leave the track. Hence, the car would
immediately be disqualified in simTORCS. In real TORCS no such disqualification rule
exists and a small deviation from the track has only minimal influence on the car’s stability. Thereby that fact is negligible in TORCS, contrary to simTORCS: Our observations
have shown that most controllers were not able to finish two rounds on all five tracks.
The results of further evaluation would thereby be of limited expressiveness. With some
adaptions to simTORCS that circumstance could be fixed in future work, allowing such
an evaluation in a considerable way.
Additionally, we see the results in TORCS as much more relevant than their corresponding
counterpart in simTORCS in this case study, as simTORCS is intended as surrogate model
for TORCS.
After a race has been finished, we export the following information about the racing car:
• Average driving speed [in km/h],
• maximum driving speed [in km/h],
• total distance raced [in m], (mostly two laps, but certainly less)
• average distance from track per racing second in [m/s] (zero, if the track was never
left),
• damage points, and
• time required for finishing two laps on the track in [s].
From technical perspective, the evaluation (on Microsoft Windows) requires calling the
external program wtorcs.exe in command line mode. As the communication between
ANNRacer and TORCS is held via a fixed set of UDP ports (3001 for car 1, ..., 3010
for car 10), only a single instance of TORCS can be run at once on a single computer.
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Thereby the evaluation of candidate solutions has to be done sequentially. To overcome
this, and enable parallel evaluation, modifications to the source code of TORCS would
be necessary: Either making the port numbers variable to be set during runtime [301]
or allow racing ten cars within the same race, but without influencing each other, i.e.,
being permeable. As we exclude committing any changes to the source code of TORCS,
the only alternative would be a cluster of computers to share the evaluation-workload as
suggested by Wettberg [302]. However, as we do also not have a cluster of computers
available, evaluation is carried out sequentially.
On our test system the evaluation of the 1,273 networks over five races took approximately
5.5 hours. This is reasonable in so far, that we only had to do that evaluation procedure
twice (once with and without noise each). On the other hand, conducting 30 repetitions
of the above-described experiment would take approximately 518 hours of real time, based
on the assumption that a single controller-race evaluation would take 3.11 seconds. Note
that the evaluation of 1,273 networks on the five tracks in simTORCS took circa three
minutes on our test system. The reduction of computation time thereby is around factor
11011 .
Tracks We provide an overview over the tracks in the evaluation set in Figure 9.7. The
selected tracks are challenging ANNRacer on different scenarios: While Forza contains
comparably long straight track elements and some tight turns, G-Track-3 has only short
straight elements and numerous tight bends. It also includes a “jump” that must be
handled by the controller – a scenario that cannot be trained in the 2-d environment of
simTORCS. Brondehach represents an intermediate track that combines longer straight
track elements with tight and large left and right turns. Recall that this is also the training
track in simTORCS. Wheel-2 is a long track that combines high-speed parts with tight
turns and often changing directions. Finally, G-Track 1 is the shortest track considered.
It contains only a few but, in most cases, tight turns.
The tracks Forza, G-Track-1 and Wheel-2 have also been considered in an experimental
comparison by Quadflieg et al. [314] with noise as well as without noise. This allows a
comparison without necessarily implementing those reference opponents.
Evaluation: ANNRacer Alone The best, average, median and worst racing times are
provided in Table 9.5 and Table 9.6. The different scenarios with and without noise are
considered. We identify two trends concerning the data: 1. The gap between the best
and worst time on each track is large. It shows that there are also some slow respectively
unsafely driving controllers within the Pareto fronts. In combination with the best racing
times, it further indicates that the performance of ANNRacer indeed depends on the
controlling neural network at hand. 2. On each track, except G-Track-3, the best time
was smaller when no noise has been prevalent. This also holds for the mean time, except
Wheel-2, and median time on all tracks. Concerning the worst time, the noisy variant
was faster on Brondehach, Forza and G-Track-3.
The best ever measured racing times for the considered tracks according to the TORCS
Racing Board [315] are printed in Table 9.4.
We repeated the evaluation of a single controller on five tracks for 20 times in TORCS and simTORCS.
While a single repetition took 20, 896 ± 1, 223 ms in TORCS, the same procedure in simTORCS required
only 167 ± 16 ms. This equals a factor of 125.1.
11
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Forza (5,784 x 11 m)

G-Track-1 (2,058 x 15 m)

Brondehach (3,919 x 13 m)

Wheel-2 (6,205 x 12 m)

G-Track-3 (2,843 x 10 m)

Figure 9.7: Bird’s-eye-view on the default TORCS tracks considered for evaluating the
neural networks as controllers for ANNRacer. All are of type Road. Track lengths and
widths provided in brackets. The images are taken from [315].

Table 9.4: Best lap times with car1-trb1 recorded [315] on the evaluation tracks. Note
that these times were achieved outside the Simulated Racing Car Championship, hence
the controllers had access to all TORCS internal information (without noise) for decisionmaking. The time assumed for two laps composes of two times the lap time plus five
seconds. All times in seconds.

G-Track-1 G-Track-3 Brondehach Wheel-2 Forza
One Lap
Two Laps

34.2
73.4

55.5
116

71
147

99.6
204.2

76.1
157.2
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Table 9.5: Time required by the fastest, mean, median and slowest controllers to finish
two laps on the corresponding tracks. Evaluation without noise. All times in seconds.
Best
Median
Mean
Worst

Brondehach

Forza

169.2
183.2
216.4
±99.1
907.6

193.2
207.2
240.7
±117.8
1162.4

G-Track-1 G-Track-3 Wheel-2
84.8
93.9
97.3
±16.8
351.0

133.2
149.2
159.3
±42.8
639.9

245.2
293.2
329.1
±122.3
1132.5

Table 9.6: Time required by the fastest, mean, median and slowest controllers to finish
two laps on the corresponding tracks. Evaluation with noise. All times in seconds.
Best
Median
Mean
Worst

Brondehach

Forza

173.2
187.2
218.2
±92.4
850.4

197.2
211.2
255.8
±128.6
1158.3

G-Track-1 G-Track-3 Wheel-2
86.6
95.7
100.0
±21.8
405.2

133.2
153.2
164.3
±44.9
580.9

251.2
297.2
327.2
±110.0
1231.9

The fastest controllers on each track are compared in Table 9.7 and Table 9.8. For each
track we selected the controller with the shortest time for two laps. The resulting five
controllers are compared w.r.t. their performance on all evaluation tracks. Interesting is
that the controllers 0.9839, 14.19704 and 22.12779 occur in both tables, i.e., are robust
and perform reliably with as well as without noise. Also, no controller occurs twice in
the tables, i.e., was the fastest controller on two or more tracks, which leads us to the
insight that there could not be found a universally good controller that is superior to all
others. Instead, the controllers evolved specific skills and behavior that is beneficial on
certain tracks while it is misleading on others. Take for example 14.19704, the fastest
controller on G-Track-3, but significantly worse than the other controllers on Brondehach,
Forza and G-Track-1 without noise, and on all other tracks when noise is prevalent. The
difference in the total racing times between the first and second place in this overview
comprises more than five seconds, except on G-Track-1, which is considerable in terms
of car racing. That margin becomes smaller in the noise-free variant, where it is between
two and three seconds.
However, the aim of this study is not to compose ANNRacer of different track-dependent
controllers but to select a single network that represents a compromise of racing times.
Furthermore, this reduces the risk of selecting the wrong controller on an unknown track.
To that end the best controllers found are provided in Table 9.9 and Table 9.10. Based on
the point system12 applied in SRC 2013 [117], we established the ranking as follows: First,
all controllers were sorted by their racing times for the corresponding track in ascending
order. If there were two or more controllers with the same racing times on a track,
no further sorting criteria were applied. Instead, those controllers all received the same
number of points. That situation occurred comparably often in the set of controllers
considered for evaluation. Although this procedure is not typical in car racing, we follow
it for two reasons: 1. The tremendous number of competitors would otherwise lead to
Which is based on the Formula-1 point system from 2003 to 2009. Online: https://www.formula1.
com/en/results.html/2009/races/851/germany/race-result.html, last accessed: 2021-03-26.
12
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Table 9.7: Evaluation results without noise. Two laps were driven alone on the track by
the fastest controller found. The track for which the controllers have been selected is
shaded in light green. All times in seconds. No warm-up phase before the race.
ID
20.17503
22.12779
0.9839
14.19704
21.16560

Brondehach

Forza

169.2
183.2
175.2
656.0
171.2

199.2
193.2
221.2
1078.5
195.2

G-Track-1 G-Track-3 Wheel-2
86.6
88.5
84.8
99.4
88.5

139.2
141.2
141.2
133.2
135.2

287.2
251.2
271.2
277.2
245.2

Table 9.8: Evaluation results with noise. Two laps were driven alone on the track by the
fastest controller found. The track for which the controllers have been selected is shaded
in light green. All times in seconds. No warm-up phase before the race.
ID
12.15395
22.12779
0.9839
14.19704
18.19654

Brondehach Forza G-Track-1 G-Track-3 Wheel-2
173.2
361.2
179.2
519.8
185.2

205.2
197.2
223.2
774.9
203.2

92.1
88.5
86.6
344.2
88.5

149.2
171.2
145.2
133.2
157.2

305.2
269.2
277.2
528.9
251.2

the points being spread over numerous controllers, i.e., most controllers would not receive
points from more than one race. Hence, the ranking would resemble a track-based ranking
for which we explicitly do not strive. 2. There are often equal racing times, especially
among the best controllers, see track Forza for example. Further sorting criteria are
either not available or do also take the same values for multiple controllers. The average
track racing times of the five best controllers are always smaller in case of no noise being
prevalent. While the difference takes a few seconds on most tracks, it is 21 seconds on
Wheel-2 and even 56 seconds on Brondehach, mainly caused by the outliers 21.16560
with 435.22 s on Brondehach and 20.13611 with 347.22 s on Wheel-2. Three controllers,
6.15243, 20.17503 and 21.16560, occur in both tables. While 21.16560 is first place
without noise it only takes fifth place with noise. The situation is vice versa for 6.15243:
It improves its place in ranking from third to first (together with 6.12482) when noise is
taken into account. 20.17503 also receives a higher total score when noise is prevalent.
Evaluation: ANNRacer Against State-of-the-Art Quadflieg et al. [117] describe an
advanced version of Mr. Racer, their well performing TORCS driver. It is based on many
sophisticated components which we will not describe in detail here. Quadflieg et al. [117]
conducted an experimental comparison to three of the world’s top TORCS bots, including
the already introduced Autopia [298], from which ANNRacer also borrows a couple of
components. Additionally, they considered Mariscal & Fernández, a bot that combines
rules based on expert knowledge with multi-objective optimization [316] and Ready2Win
[317], combining a modular architecture with a track model that is learned during warmup. The races were carried out on the tracks G-Track-1, Forza, and Wheel-2, which
belong to the default TORCS track set, and Mueda, Kerang and Zvolenovice, which
were part of past simulated car racing championship competitions [117]. We could not
obtain these additional tracks from the internet and thereby focus evaluation on the three
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Table 9.9: Evaluation results without noise. Two laps were driven alone on the track. The
best 5 networks concerning their total number of points over all tracks were considered.
All times in seconds. No warm-up phase before the race. The fastest controllers are
shaded in light green.
ID
21.16560
6.8464
6.15243
12.19005
20.17503
Average

Brondehach Forza G-Track-1 G-Track-3 Wheel-2
171.2
171.2
171.2
173.2
169.2
171.2

195.2
195.2
195.2
195.2
199.2
196.0

88.5
88.5
86.6
92.1
86.6
88.5

135.2
137.2
147.2
141.2
139.2
140.0

245.2
247.2
253.2
249.2
287.2
256.4

Points
40
36
29
28
28

Table 9.10: Evaluation results with noise. Two laps were driven alone on the track. The
best 5 networks concerning their total number of points over all tracks were considered.
All times in seconds. No warm-up phase before the race. The fastest controllers are
shaded in light green.
ID
6.12482
6.15243
20.17503
20.13611
21.16560
Average

Brondehach Forza G-Track-1 G-Track-3 Wheel-2
173.2
177.2
173.2
177.2
435.2
227.2

199.2
199.2
201.2
199.2
199.2
199.6

92.1
88.5
88.5
88.5
90.3
89.6

141.2
143.2
141.2
139.2
139.2
140.8

255.2
253.2
279.2
347.2
253.2
277.6

Points
34
34
29
28
28

considered default tracks. Taking the data provided by Quadflieg et al. [117] into account,
we can compare ANNRacer against the world’s elite to a certain extent, instead of only
against other neural network controllers. We also could avoid an individual implementation
which is prone to errors and requires substantial amounts of time. Quadflieg et al. [117]
conducted their analysis with races going over two laps, as the first lap is typically driven
slower due to initial acceleration and the starting position being behind the finish line. We
apply the same procedure here.
Table 9.11: Genome sizes, damage, and off-track information about the selected controllers for the comparison against the reference drivers. Evaluation without noise.
ID

Genome Size

21.16560
6.8464
6.15243

67
64
64

Forza
Damage
0
0
0

G-Track-1
Off
0.02
0.0
0.0

Damage
0
0
0

Off
0.0
0.0
0.0

Wheel-2
Damage
0
0
6

Off
0.0
0.0
0.11

We selected the three best neural network controllers w.r.t. the tracks Forza, G-Track-1,
and Wheel-2. The ranking is equivalent to the above-described procedure, where ties are
resolved by assigning the same number of points to the corresponding controllers. The
procedure is different in so far, that only three of five tracks are considered. The three
selected controllers are 6.8464, 6.15243 and 21.16560 without noise and 6.12482, 6.15243
and 20.17503 with noise. Note that all of those are also occurring in Table 9.9 respectively
Table 9.10, i.e., are also well performing on the tracks G-Track-3 and Brondehach. The
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Table 9.12: Genome sizes, damage, and off-track information about the selected controllers for the comparison against the reference drivers. Evaluation with noise.
ID

Genome Size

6.12482
6.15243
20.17503

67
64
63

Forza
Damage
0
0
0

G-Track-1
Off
0.0
0.0
0.0

Damage
0
0
0

Off
0.0
0.0
0.0

Wheel-2
Damage
0
0
51

Off
0.01
0.0
0.34

Table 9.13: Evaluation results without noise. Two laps were driven alone on the track.
The best 3 networks concerning their total number of points over the tracks [Forza, GTrack-1, Wheel-2] were considered. Also, four reference opponents were added to the
ranking, the corresponding information is taken from [314]. The first line per cell contains
the time in seconds, the second line the resulting number of points. No warm-up phase
for ANNRacer before the race. The fastest controllers are shaded in light green.
Controller

Forza G-Track-1 Wheel-2

Mr. Racer

201.8
8
195.2
10
195.2
10
195.2
10
206.3
6
207.3
5
209.3
4

ANNRacer (21.16560)
ANNRacer (6.15243)
ANNRacer (6.8464)
Autopia
Ready2Win
M. & F.

83.4
10
88.5
4
86.6
8
88.5
4
88.2
6
89.9
3
88.4
5

237.1
10
245.2
8
253.2
4
247.2
6
254.2
3
251.4
5
255.7
2

Total Points
28
22
22
20
15
13
11

only controller occurring in all four tables is 6.15243.
In Table 9.11 and Table 9.12 the total damage as well as the average off-track distance
per second are provided for all considered controllers. It is discernible that those values
are negligible in case of these controllers and tracks with and without noise. This leads
to the already mentioned issue that there is no proper secondary measure to resolve ties
concerning the racing times. It supports our procedure to apply the modified scoring
system. Furthermore, note that the genome sizes of the six solutions are comparably
small, the initial genome size equals 63. A brief discussion of this fact was provided in
Section 9.5.1.
With the three controllers identified for each scenario, we compared the racing times to
establish a ranking among ANNRacer, Autopia, M. & F., Mr. Racer and Ready2Win.
Note that equal racing times on a single track only occurred for the instances of ANNRacer, this led to different ANNRacer instances received the same number of points in
some cases. It further supports a fair comparison as the other controllers thus could also
receive the number of points that is justified by their racing times. Take for example the
track Forza without noise in Table 9.13, where the three ANNRacer instances achieved
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Table 9.14: Evaluation results with noise. Two laps were driven alone on the track. The
best 3 networks concerning their total number of points over the tracks [Forza, G-Track1, Wheel-2] were considered. Also, four reference opponents were added to the ranking,
the corresponding information is taken from [314]. The first line per cell contains the
time in seconds, the second line the resulting number of points. No warm-up phase for
ANNRacer before the race. The fastest controllers are shaded in light green.
Controller

Forza G-Track-1 Wheel-2

Ready2Win

200.3
8
201.6
5
199.2
10
199.2
10
209.4
4
201.2
6
210.4
3

Mr. Racer
ANNRacer (6.15243)
ANNRacer (6.12482)
Autopia
ANNRacer (20.17503)
M. & F.

88.7
5
84.7
10
88.5
6
92.1
3
87.5
8
88.5
6
90.7
4

249.4
10
250.4
8
253.2
6
255.2
5
256.2
4
279.2
2
276.2
3

Total Points
23
23
22
18
16
14
10

the best racing time, and thereby 10 points each. If the traditional scoring system was
applied, the instances would receive 10, 8 and 6 points. The next best controller Mr.
Racer would only have received five points then, contrary to the eight points it deserves.
The racing times and corresponding number of points are provided Table 9.13 and Table 9.14 for the two scenarios. In noiseless case, the ranking is led by Mr. Racer followed
by ANNRacer (6.15243 and 21.16560). The margin of six points from first to second
place is significant. The difference from the best ANNRacer instance to the next lower
ranked reference opponent is similar pronounced with seven points to Autopia. Also,
in the races with noise, Mr. Racer leads the score board, together with Ready2Win.
They are tightly followed, only one point behind, by ANNRacer (6.15243). In turn that
instance has also a clear margin to Autopia, which follows six points behind. In both
variants M. & F. took the last place. We find that ANNRacer is less consistent when
noise is prevalent, shown by the differences in the number of points and ranking among
the considered ANNRacer instances.
Taken always the first occurrence of ANNRacer in the two rankings into account, we
summarize the following rankings:
Without Noise 1. Mr. Racer, 2. ANNRacer, 3. Autopia, 4. Ready2Win, 5. M. &

F.

With Noise 1. Mr. Racer, 1. Ready2Win (shared first place), 2. ANNRacer, 3.
Autopia, 4. M. & F.
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On average this leads to the following ranking:
1. Mr. Racer,
2. ANNRacer,
3. Ready2Win,
4. Autopia, and
5. Mariscal & Fernández.

9.5.3

Visual Observation

In Section 9.4 we defined the requirements that ANNRacer should show human-like behavior, including following a certain trajectory without steering rapidly from left to right
and vice versa. Furthermore, it should distinguish distinguishing between tight bends and
large turns. As the neural network 6.15243 has been extraordinarily successful against the
reference opponents, with and without noise, we selected it as controller for ANNRacer.
We observed its behavior on each of the five tracks considered for training and evaluation.
First, we observe that ANNRacer indeed distinguishes between different types of turns:
While it drives fast through large turns at the center of the track, it reduces speed and
steers towards inner border of the track in tight bends. It can drive the tight turns on GTrack-3 with high speeds, however, it left the track once after a 90◦ -turn on Brondehach,
although that mistake did not happen in consequent laps. Sometimes ANNRacer reduced
the speed to greater extent than necessary which could be observed on tracks with very
long turns with small arc, e.g., Forza. On the other hand, the S-turn on Forza was
handled in an exemplary way: It started braking late and then followed a nearly straight
trajectory tightly to the respective track borders. ANNRacer sometimes started braking
too late which then resulted in the car “drifting” through a turn. Although this behavior
is dangerous the car never left the track and was able that way to drive into a turn faster
than other racing car controllers. Especially in the tight 180◦ -turn on Brondehach this
behavior is quite advantageous.

ANNRacer fulfills our requirement that steering only occurs when necessary: It does not

steer on long straight track segments and thereby follows a certain trajectory. Sometimes
the rapid left-right-steering occurs, as observed in earlier variants of ANNRacer, see
Section 9.3.2. However, it is not as pronounced by far and thereby negligible. ANNRacer
also uses the car’s brakes instead of steering left-right to slow down the car.

The “jump” on G-Track-3 was taken at speed of 160 km/h by ANNRacer. Although
the car broke out when touching ground again, it was stabilized quickly with comparably
small steering effort. ANNRacer did not lose its trajectory or a considerable amount of
speed: In the “slowest” phase of stabilizing it was driving at 135 km/h.
A couple of weaknesses could be observed: In some situations, ANNRacer does not
accelerate adequately and thereby remains at too low speeds. Also, it shows unnecessary
braking behavior in some long turns with small arcs. ANNRacer furthermore does not
head towards the outer border of the track when approaching a tight turn to pass it with
higher speed.
Altogether, we find that ANNRacer with the neural network controller 6.15243 shows
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convincing performance. In many situations it already resembles or even exceeds human
behavior. We conclude that the small weaknesses observed are negligible for this version
of ANNRacer and will be addressed in future work.

9.5.4

Summary of the Experimental Findings

The conducted analysis revealed that ANNRacer achieved the second place among the
five competing drivers. Although the analysis only comprises three tracks and a greater
number of tracks and track types should be considered in future work the racing behavior
of ANNRacer appears promising. Our visual observation confirms those findings. We
find that it could learn how to drive fast and safely over different unknown tracks which
allows to give a positive answer on Research Question 3:
Research Question. Is nNEAT able to evolve a model-free neural network controller with direct
input mapping satisfying multiple objectives to drive a racing car safely and fast on unknown
tracks?

Three different objectives, all supporting a safe and fast driving behavior with small conflicting potential were considered. Evolving neural networks to optimize those objectives
simultaneously has led to results in the TORCS simulation that clearly exceeded our initial expectations. Supported by simple assistant systems like automatic gear shifting,
an anti-lock braking system and a stuck- and off-track- handling procedure, ANNRacer
could compete with the reference opponents that often compose different scripted and
model-based procedures. Note that according to Table 9.11 and Table 9.12 the stuckand off-track- handling procedures did not influence the racing behavior of ANNRacer
effectively and thereby represent a backup instead of a necessary component.
The performed analysis is different to a real race, in which multiple cars drive on the same
track simultaneously. ANNRacer does not have the skills necessary to compete with the
considered reference opponents in such situations yet. We are confident that we can train
ANNRacer the necessary behavior like considering opponents, overtaking, pit stops and
more in future work with small extensions to simTORCS. This will likely enable ANNRacer
to take the first place in a future ranking against Mr. Racer and the other opponents. In
general, we find that ANNRacer is a considerable opponent to the established drivers in
the environment of time-racing.
Note that all reference opponents considered, except M. & F., depend on a track model.
That model is created during the warm-up phase of the race. ANNRacer does not take
a model of the track into account – a feature that may be beneficial in future work. The
reference opponents are also explicitly designed to cope with noise-affected sensors: For
example, Preuss et al. [116] introduced a noise handling method for Mr. Racer. The
underlying idea is based on multiple averaging and a regression step, including some preand post-processing work done. This allows to determine the turn angles in the generated
track model precisely. However, ANNRacer has been trained in a noisy environment and
does not require explicit measures to cope with noise. Only noise-robust networks were
able to compete with other networks evolved by nNEAT. It underlines the simplicity of
ANNRacer.
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9.6

Conclusions and Outlook

This chapter investigated the racing car simulation TORCS. Although TORCS is a challenging and well-established testbed for AI, we find that it is not usable for neuroevolution
in its default variant. Neuroevolution depends on evaluating numerous points in decision
space, i.e., candidate solutions. For the reasons described in Section 9.3 evaluation in
TORCS is time-consuming and cannot be performed concurrently. To that end, we introduced an abstract racing car simulation simTORCS that is based on a rudimentary physics
engine and provides the same sensor information as the real TORCS simulation does. It
furthermore allows to import the original TORCS tracks as well as defining new individual
tracks with small effort. On our test computer, evaluation was more than 100 times faster
compared to real TORCS. Reconsider Research Question 3 that has been defined in this
chapter’s introduction:
Research Question. Is nNEAT able to evolve a model-free neural network controller with direct
input mapping satisfying multiple objectives to drive a racing car safely and fast on unknown
tracks?

According to the experimental evaluation and our visual observations on ANNRacer we
clearly see a positive answer to this question. As simTORCS provides the same sensor
information as TORCS does, the controllers evolved in simTORCS can also be applied
in TORCS without any adaption being necessary. The results of the evaluation on five
different tracks, from which four were unknown to the controllers, are impressive: Most
controllers were able to drive the racing cars in TORCS remarkably fast and without leaving
the track or receiving any damage. The neural networks did also learn to differentiate
between distinct types of turns as the adjustment of the driving speed has shown. The
networks did also learn to follow a certain trajectory, which however, was not the “ideal
line” for driving the tracks at highest possible speed [307].
The evaluation against the state-of-the-art reference drivers [317, 298, 117, 316] has
revealed that ANNRacer can compete with those in concerns of driving speed, safety,
and lap time. Future work will focus on learning ANNRacer further necessary behaviors
to compete in a real race: Considering opponents, overtaking, pit stops and more. We
are confident that these tasks can be mastered with neuroevolution.
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Chapter 10
Conclusion and Future Work
Multi-objective neuroevolution is a promising research field within the greater area of
reinforcement learning. However, most of the previous work has focused on the application
of neuroevolution in general and NEAT for single-objective tasks. This thesis introduced
a novel multi-objective neuroevolutionary algorithm (MONA) called nNEAT. It combines
the fundamental principles of both research fields, neuroevolution and multi-objective
optimization, and achieves considerable performance in the considered test cases and
applications. Recall Section 1.4, where we defined our main research question 1.A, as
well as two more specific research questions that are intended to contribute to the answer
to the main question. Further details on Research Question 1.A will be given later this
section, the two subordinate research questions are:
Research Question. Is a combination of NEAT with recent evolutionary multi-objective algorithms beneficial for multi-objective neuroevolution? How can the different concepts be combined
and integrated with each other? (Research Question 1.B)
Research Question. Which measures have to be taken to allow the ad-hoc application of the
novel neuroevolutionary algorithm? (Research Question 1.C)

The novel nNEAT aims to provide an answer to these two as well as their superordinate
research question. Figure 10.1 gives an overview over the different components, algorithms
and test problems developed and implemented for nNEAT.
In Chapter 2 an extensive overview about the foundations of evolutionary algorithms,
neural networks, and neuroevolution has been provided. It also covered the state-of-the-art
concerning neuroevolution and multi-objective optimization. Also, considerations about
setting control parameters of evolutionary algorithms as well as coping with uncertainty
are part of this chapter.
The discussion about sorting in multi-objective space in Chapter 3 built the base for the
novel sorting framework which addresses the identified issues. It further allows the user to
combine various quality measures from different spaces, e.g., objective or decision space,
with comparably small effort. Thereby it supports the comparability of the results of experiments and may not only provide an answer to Research Question 1.B and Research
Question 1.C, but also build a proper basis for future work within multi-objective opti251
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Figure 10.1: Algorithms (blue and green, left part), quality measures (orange, right part)
and test cases (red, lower part) considered in this thesis (equal to Figure 1.1).
mization. The new efficient algorithm for determining the exact R2 contribution of each
solution within a set, along with the first proof of such a concept, is of equal validity for
other quality measures like IGD+ , 4p and + [83].
A description of different performance, robustness and diversity measures followed in
Chapter 4. Their application in the context of this thesis has been described and a
multi-objective variant of the well-known Double Pole Balancing problem [43] has been
introduced. It has been applied as a benchmark control task for nNEAT as well as for
NEAT-PS [46] and for NEAT-MODS [30], the well-established reference algorithms in our
experimental comparison in Chapter 7. The chapter closed with details on how experimental data is stored, evaluated, and analyzed statistically throughout this thesis.
The novel nNEAT algorithm was introduced and described in detail in Chapter 5. It
combines different components from (single-objective) neuroevolution and multi-objective
optimization. The combination is straight forward and allows profiting from the performance of the respective parent algorithms, NEAT [12] and SMS-EMOA [44], on their
particular fields of application. The external components on which nNEAT relies, from
the initialization procedure to the generation of random numbers were described and allow
the users to replace certain components by other procedures of their own choice. These
do also point out directions for increasing the usability of nNEAT and thereby contribute
to Research Question 1.C. Based on an experimental analysis, a default variant of nNEAT
has been proposed. We expect that this variant achieves at least moderate performance
on most optimization tasks. The chapter mainly contributed to Research Question 1.B.
Furthermore, another multi-objective derivative of NEAT, called mNEAT [32], has been
described briefly. Although this thesis does not focus on mNEAT we will carry out further
investigation and provide more detailed information in future work.
The usability of nNEAT is substantially affected by the way, its control parameter values
are set. To increase the usability and enhance the performance of nNEAT, we described
and implemented two parameter control algorithms, from which DDYPC is a generic
extension of a previously proposed approach by Doerr et al. [152]. Both algorithms were
implemented for nNEAT, which is the first time that parameter control is applied on a
multi-objective neuroevolutionary algorithm explicitly to our knowledge. Experiments with
both parameter control algorithms have confirmed their pronounced positive effect on the
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performance of nNEAT. We suggest EARPC [161] as default for nNEAT. Note that both
algorithms were of similar performance in the experimental analysis, however, EARPC has
been investigated in more detail by Aleti and Moser [161] and others [241], thereby we
decided to follow that approach. On the other hand, further investigations will be carried
out on DDYPC in future work. This chapter contributes to Research Question 1.C.
The experimental comparison of nNEAT against NEAT-MODS and NEAT-PS on the multiobjective Double Pole Balancing problem in Chapter 7 has confirmed our expectation, that
NEAT and SMS-EMOA form an adequate basis for the novel nNEAT: While NEAT-MODS
and NEAT-PS have shown to deliver promising results, nNEAT could even outperform
both algorithms clearly in the given task. Note that all three algorithms consider similar
or equal control parameters and thereby were controlled by EARPC each for the sake of
comparability. Furthermore, nNEAT has been found to be also effective when only small
population sizes were considered. Altogether, nNEAT could cope with the multi-objective
Double Pole Balancing task very well. The experimental findings contribute positively to
Research Question 1.B.
Our experimental findings are supported by the practical application of nNEAT on two
case studies. We have considered the development of a novel controller for a fighting
game bot in Chapter 8, as well as a controller for a racing car in Chapter 9. Principal
component of both controllers is a neural network that is evolved with nNEAT. In both
cases promising solutions that were able to cope with the state-of-the-art opponents could
be evolved with comparably little effort. Therefore, we find that nNEAT also meets our
requirements for evolving neural networks in multi-objective environments. In combination
with the remaining chapters of this work, the results of the case studies allow to draw a
positive conclusion on our main research question 1.A:
Research Question. Is multi-objective neuroevolution competitive to other approaches of reinforcement learning and artificial intelligence?

In an explicit comparison in Chapter 7 we have outlined that there are pronounced performance differences among the considered multi-objective variants of NEAT. A comparison
of multi-objective neuroevolution against other approaches concerning artificial intelligence
has been carried out implicitly in the case studies in the Chapters 8 and 9: Here, our neural
network controlled bots were coping with approaches including, but not limited to: Monte
Carlo tree search [264, 268, 269, 318], rule- and simulation-based routines [318, 270,
319], as well as opponents that compose of various components, relying on rules, models
and also evolutionary algorithms [298, 117, 316]. The neural networks for our controllers
were evolved using nNEAT. The results of the case studies indicate that multi-objective
neuroevolution is a competitive approach within the larger area of artificial intelligence.
In all considered cases, nNEAT was able to find promising solutions with comparably
small effort. It was able to come along with small populations and a sparse number of
evaluations. We have identified certain directions for future work which are summarized
in the conclusions of the corresponding chapters. The most important and promising are
outlined here.
We see a couple of promising and important directions for continuing our work: To foster the development on the research field of neuroevolution, it is important to define a
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common set of benchmark problems, similar to the ones defined for multi-objective optimization, e.g., ZDT [197] and DTLZ [196]. These should cover different tasks for neural
networks, like controlling or planning and navigation. Competitions like the Fighting Game
AI Competition [47] and the MineRL Competition [7] are a first step towards this. Also,
the OpenAI Gym toolkit [205] is a promising contribution to that target.
Concerning nNEAT, we see the necessity of investigating it in additional, different scenarios
to gain further knowledge about its strengths and deficiencies. Also, the goal of providing
a highly usable algorithm by nNEAT should be followed consequently. The next possible
step is to consider the termination criterion: The algorithm should be able to determine
when the population approaches its maximum quality and evolution may be stopped automatically. An example is given by the Online Convergence Detection of Trautman et
al. [75]. The generic DDYPC parameter control algorithm will also be subject of future
investigations. These will provide answers about its limitations or whether there is even
a preference over established algorithms like EARPC [161]. The minor questions identified in the different chapters and case studies also indicate further points for improving
nNEAT. The introduction of HyperNEAT [22] allowed evolving large-scale networks with
small adaptions to the original NEAT. The effort to allow nNEAT to evolve such networks
for multi-objective tasks would be equally small [27]. Thereby it should also be considered
in future work, as the networks developed with HyperNEAT are found to be superior to
traditional NEAT-networks in different scenarios [320, 180].
mNEAT [32], a variant of NEAT where certain components of the original NEAT were
replaced to match the requirements of multi-objective environments will be addressed in
future work. We will perform a deeper investigation as well as the comparison to other
multi-objective neuroevolutionary algorithms, including nNEAT.
We have outlined the role and importance of video games concerning artificial intelligence
in Chapter 8. The video game engine Unity 3D 1 counts more than 15 million game
developers, including prestigious companies like Electronic Arts or Nintendo [321] and is
freely available to everyone. To that end we see it as an important task to share the
results of this thesis within a free Unity 3D asset2 . This will allow game creators across
the world to apply the methods and approaches developed throughout this thesis in their
games and projects. Thereby it will also offer a great amount of feedback about the
strengths and limitations of our work. Furthermore, this will foster the application of
neuroevolutionary methods in the industry and thus will contribute to their development.
Furthermore, we will provide the findings and results of this thesis in form of an open
source Kotlin framework on GitHub3 . This also includes the implementation of the novel
sorting framework, see Section 3.2, to provide its benefits to numerous researchers and
programmers.
We conclude this thesis with the finding that nNEAT is a promising multi-objective neuroevolutionary algorithm. Aside the fact that there exist only a limited number of multiobjective neuroevolutionary algorithms, it has shown to be very efficient in our experimental comparison. To that end it combines the most promising features from NEAT and
Online: https://unity.com, last accessed: 2021-03-26.
A Unity 3D asset represents a certain package of reusable components during game development, for
example source code, 3D models, sounds and much more. The Unity 3D Asset Store is available online:
https://assetstore.unity.com, last accessed: 2021-03-26.
3
Online: https://github.com/stevenkuenzel/Dissertation, last accessed: 2021-03-26.
1
2
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SMS-EMOA, which are both efficient in their respective domains. To our best knowledge nNEAT is the first multi-objective neuroevolutionary algorithm that explicitly aims
at being highly usable: It contains a set of tools and external procedures that allow even
inexperienced users to apply nNEAT for their own tasks. It furthermore represents the
first application and investigation of parameter control as default on a multi-objective
neuroevolutionary algorithm. Aside from nNEAT, this thesis also contributes to sorting
candidate solutions in multi-objective environments: On the one hand, we provide a fast
algorithm for determining the non-dominated subset of a solution set and, on the other
hand, an efficient implementation of the R2 indicator is proposed, including the first proof
of the applied principle. In addition to these two specific algorithms, this thesis introduced a novel framework on sorting in multi-objective environments. It allows to select
and combine different quality metrics from arbitrary spaces, e.g., decision and objective
space, which does not only contribute to the general usability of (neuro-)evolutionary
multi-objective algorithms, but also allows researchers to create comprehensible and comparable algorithms and reproducible results with ease. Finally, this thesis introduces a
multi-objective variant of the popular Double Pole Balancing problem [43] as well as two
computationally efficient implementations for the Fighting Game AI Competition [47] as
well as The Open Racing Car Simulation [48]. Both implementations are ready to use
and aim at fostering neuroevolution, which presumes that numerous points in decision
space can be evaluated within comparably few time. The implementations of our variants
of FightingICE4 and TORCS5 are available on GitHub. Summarizing, this thesis does
not only provide a major step towards merging the fields of evolutionary multi-objective
algorithms and neuroevolution. Its findings are also relevant in improving the applicability,
usability, and comparability of all evolutionary multi-objective algorithms for scientific as
well as professional application.

4
5

Online: https://github.com/stevenkuenzel/FightingICE, last accessed: 2021-03-26.
Online: https://github.com/stevenkuenzel/simTORCS, last accessed: 2021-03-26.
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Appendix A
Control Parameters in nNEAT
This section gives a brief description of the control parameters occurring in nNEAT, as
well as their respective minimum, maximum and default values in Table A.1.

Population Size

Number of solutions in the population.

Number of Objectives

Number of objectives to optimize simultaneously.

Number of Evaluations

Maximum number of evaluations before termination.

Weight Mutation Range

The maximum amount a link’s weight can be perturbed within a single mutation
operation.

Mutation Probability

Probability that mutation occurs during variation. Inverse of Stanley’s mate only
probability.

Recombination Probability

Probability that recombination occurs during variation. Inverse of Stanley’s mutate
only probability.

Mate by Selection Probability

Probability that a common gene is copied from either parent during recombination.
Otherwise, the offspring’s gene is averaged from both parents.

Modify Weight Probability

Probability that the weight of a link is perturbed. Multiplied with the number of
links of a network to determine the number of weights to mutate.

Add Neuron Probability

Probability that a neuron is added to a neural network during mutation.

Add Link Probability

Probability that a link is added to a neural network during mutation.
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Gene Enabled on Recombination Prob.

Probability that a link is re-enabled during recombination if it occurs in both parents
and is disabled in either.

Replacement Rate

Determines the number of offspring created per generation. Multiplied with Population Size, at least one.

Selection Pressure

Pressure on parent selection. With increasing value, the gap in selection probabilities
between worse and better solutions grows.

Maximum Stagnation

Maximum number of generations a species can survive without finding a new best
solution among its members. Not applied in nNEAT.

Interspecies Mating Probability

Probability that offspring is created by mating two solutions from distinct species.
Not applied in nNEAT.

Speciation Coecient

Determines the speciation threshold. Different application according to the speciation procedure. Not applied in nNEAT.

Factor C1 Excess

Relevance coefficient for excess genes on the difference between two network genomes.
Not applied in nNEAT.

Factor C2 Disjoint

Relevance coefficient for disjoint genes on the difference between two network
genomes. Not applied in nNEAT.

Factor C3 Weight Dierence

Relevance coefficient for weight differences of common genes on the total difference
between two network genomes. Not applied in nNEAT.
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Table A.1: Control parameters of nNEAT, NEAT-PS and NEAT-MODS. The default values
are, if defined, equal to Stanley’s definition for Double Pole Balancing with velocities [12,
p. 148]. The column v=0.5 describes the mean value (Min + Max) / 2.
Parameter

Weight Mutation Range
Mutation Probability
Recombination Probability
Mate by Selection Probability
Modify Weight Probability
Add Neuron Probability
Add Link Probability
Gene Enabled on Recombination Prob.
Replacement Rate
Selection Pressure
Maximum Stagnation
Interspecies Mating Probability
Speciation Coecient
Factor C1 Excess
Factor C2 Disjoint
Factor C3 Weight Dierence
Population Size
Number of Objectives
Number of Evaluations

Min
0.1
0.1
0.1
0.25
0.001
0.001
0.001
0.001
0.0
0.001
15.0
0.001
0.0
0.1
0.1
0.1

v=0.5
1.8
0.5
0.5
0.5
0.251
0.126
0.126
0.051
0.45
0.501
507.5
0.051
0.5
0.55
0.55
0.55

Max
3.5
0.9
0.9
0.75
0.5
0.25
0.25
0.1
0.9
1.0
1000.0
0.1
1.0
1.0
1.0
1.0

Default
2.5
0.8
0.75
0.6
0.25
0.03
0.05
0.001
0.5
0.8
15.0
0.001
0.5
1.0
1.0
0.4

User Defined
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Appendix B
Pseudo-Code
Algorithm 1: Procedure getNondominated. Efficient determination of the nondominated subset.
Input: Set of objective vectors A.
Output: Set of non-dominated objective vectors R1 .
1 dominated := boolean array of length |A|, all values false
2
3
4
5
6

for 1 ≤ i < |A| do
if dominated[i] = false then
for i + 1 ≤ j ≤ |A| do
if dominated[j] = false then

/* Dominance test: A[i] vs. A[j]
if A[i] dominates A[j] then
dominated[j] = true

7
8
9
10
11
12
13
14
15
16
17
18

*/

end if
else if A[j] dominates A[i] then
dominated[i] = true
end if
end if
end for
end if
end for
R1 := ∅

19
20
21
22
23
24

for 1 ≤ i ≤ |A| do
if dominated[i] =
n false
o then
R1 := R1 ∪ A[i]
end if
end for

25
26

return R1
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Algorithm 2: Procedure sort
Input: Set of solutions A
Data: Global unique q-procedure id, Iterative mode flag iterative, Superordinate
q-procedure prev
1 sortInternal(A) ;
/* See Listing 3. */
2
3

if prev = null then

/* Ensure that all q-values are within range [0, 1].
normalizeContribution(A, id, id, 0, 1) ;
assignRanks(A)

4
5
6

end if
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*/
/* See Listing 5. */

Algorithm 3: Procedure sortInteral
Input: Set of solutions A
Data: Global unique q-procedure id, Iterative mode iterative, Subordinate
q-procedure next
1 ∀a ∈ A: cid (a) := 0
2

3
4
5

6
7
8
9
10
11
12
13
14
15

16
17
18
19
20
21
22

23
24
25
26
27
28
29

/* Create a copy of A. Note that the solutions in this copy refer to the same
instance as A.
*/
remaining := copy(A); sorted := new List()
while |remaining| > 1 do

/* Determine and set the contribution of all solutions in remaining.
computeContribution(remaining)

*/

zeroContributing := new List()
sizeLast := |sorted|
for a ∈ remaining do
if cid (a) > 0 then

sorted.add(a)

end if
else if iterative then

/* Do only add solutions for another iteration if in iterative mode.
*/
zeroContributing.add(a)

end if
end for
if |sorted| = sizeLast then
break;
end if
for i = 1 to sizeLast do

/* No solutions are contributing anymore. */

/* contributions refers to line 6
cid (sorted[i]) := cid (sorted[i]) + max {contributions}

end for
A.sort↓(cid (a)) ;
if next 6= null then
sortEqualContributing(A) ;
end if
end while

*/
/* a ∈ A */

/* See Listing 4. */
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Algorithm 4: Procedure sortEqualContributing
Input: Sorted set of solutions A
Data: Global unique q-procedure id, Subordinate q-procedure next, q-value
margin u (0 ≤ u < 1)

1
2
3

/* Create all lists of solutions with equal contributions. Each sublist contains
the indices where it begins and ends in A.
*/
sublists := createSublistsOfEqualContributing(A)
for (start, end) ∈ sublists do
next.sortInternal(A[start, end])

4

/* Determine the lower- and upper bound for normalization. Consider
special cases.
*/
own := cid (A[start]) min := 0; max := 1
if start > 1 then
max := cid (A[start - 1])

5
6
7

end if
else if max < own then

8
9

max := own

10

end if

11
12

if end < |A| then

13

min := cid (A[end + 1])

14

end if
if max < min then

15
16

max := min + 1

17

end if

18
19

margin := 12 (1 − u)

20
21

22

23

/* See Listing 5.

normalizeContribution(A[start, end], id(next), id,
own − margin · (own − min), own + margin · (max − own))
end for
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*/

Algorithm 5: Procedure normalizeContribution
Input: Sorted set of solutions B, subordinate id(next), superordinate id,
minimum norm. value minid , maximum norm. value maxid
1 if minid = maxid then
2
minid := 0; maxid := 1
3 end if
4
5
6
7
8
9
10
11
12
13
14
15

/* Determine the minimum and maximum contribution for next(id) in B. */
minid(next) := cid(next) (B[|B|]); maxid(next) := cid(next) (B[1])

if minid(next) = maxid(next) then
for a ∈ B do
cid (a) := 21 · (maxid − minid )
end for
end if
else
for a ∈ B do


−minid(next)
cid (a) := minid(next) + cid(next) (a) − minid(next) · maxid(next)
maxid −minid
end for
end if
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Algorithm 6: Efficient computation of the R2 contribution (form [33]).
Input: Set of objective vectors A, weight vectors Λ, reference point z ∗
Output: contribution = R2 contribution of each vector a ∈ A
1
2
3
4

contribution := real array of length |A|, all values 0
foreach λ ∈ Λ do
λ1 , λ2 := ∞

index := -1

5
6

foreach a ∈ A do
v := λ1 · z1∗ − i1
if v < λ2 then
for 2 ≤ k ≤ K do

7
8
9
10

v := max v, λk ·

11

14
15

index := indexOf(a) ;

16

end if
else if v < λ2 then
λ2 := v
end if
end if
end foreach

17
18
19
20
21
22
23

contribution[index] := contribution[index] + λ2 - λ1

24

26
27
28
29

− ik



end for
if v < λ1 then
λ2 := λ1
λ1 := v

12
13

25

zk∗

end foreach
for 1 ≤ i ≤ |contribution| do
contribution[i] := |Λ1 | · contribution[i]
end for
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/* in set A. */

Algorithm 7: Main-loop of nNEAT.
Data: Population A, q-procedure q, parameter controller p
1
2
3

A := new List()
initialize(µ) ;
q.sort(A) ;

/* Add µ random solutions to A. */
/* Sort with the q-procedure. See Listing 2. */

4
5

while ¬ terminate do

6

for 1 to λ do

7
8
9
10
11
12
13
14
15

16
17
18
19
20
21

22

/* Parent selection and ospring creation.

*/

/* Select two parent solutions for variation. Default: SUS with
rank-based probabilities.
child := variation(selectParents(A))

*/

A.add(child)
end for
evaluate(A) ;

/* Experiment specic. */

q.sort(A) ;

/* See Listing 2. */

/* A is sorted from best to worst now.

*/

A.removeLast(|A| − µ);
p.updateParameters() ;

/* Survivor selection. */
/* Optional. Default: EARPC. */

end while

/* Return the non-dominated subset. See Listing 1.
return getNondominated(A)

*/

291

APPENDIX B. PSEUDO-CODE

Algorithm 8: Procedure variation
Input: Parent solutions p1 (6= null) and p2
Data: MinimumCrossoverDierence
Output: Offspring solution baby.
1
2
3
4
5
6
7
8

pmutation := Mutation Probability
precombination := Recombination Probability
doMutation, doRecombination := false
if p2 = null then
doMutation := true

end if
else

doRecombination := random() ≤ precombination
doMutation := random() ≤ pmutation

9
10
11

/* No variation operation has been selected. However, force at least one
of both.
*/
if ¬ ( doMutation OR doRecombination) then
doRecombination := random() ≤ 12
doMutation := ¬ doRecombination

12
13
14
15
16
17

18
19
20
21
22
23

end if
end if

/* Perform the selection operation(s).
baby := null
if doRecombination then
baby := recombine(p1 , p2 )
end if
else
if p2 6= null AND rank( p2 ) < rank( p1 ) then

baby := copy(p2 )

24

end if
else

25
26

baby := copy(p1 )

27
28
29
30
31

end if
end if
if doMutation then

baby := mutate(baby)

32
33
34
35

end if
return baby

292

*/

Algorithm 9: Main loop of DDYPC. Based on [152]. Note that for readability
we provide the description for a single parameter here. For multiple parameters,
an array representation is required. See the appended source code.
Input: Number of ranges M, exploration rate δ, forgetting rate , number of
iterations of exploration E
Data: nNEAT
1
2
3

/* Single parameter. Multiple parameters by using arrays.
util := array of M real vectors (vel, weight)
selectedRange := 1 ∈ {1, . . . , M}
t := 0

*/

4
5

6
7
8
9
10
11
12
13

14
15
16
17
18
19
20
21
22
23
24
25
26
27

while (loop is coupled with main loop of nNEAT) do

/* Explore or Exploit?
if t < E OR random() ≤ δ then
selectedRange := randomRange()

end if
else

selectedRange := bestRange() ;

/* Process next genration in nNEAT, then continue:

if t > 0 then

qdi := max(0, qnow - qprev )

end if
for r = 1 to M do

w := util[r].weight
v := util[r].vel
wNext := (1 − ) · w
if selectedRange = r then

util[r].weight := wNext + 1
util[r].vel := w1 · (wNext · v + qdi )

end if
else

util[r].weight := wNext

32
33
34
35
36

*/

qprev := qnow
qnow := nNEAT.getPopulationQuality()
qdi := 0

29

31

/* Range with highest vel. */

end if
return random value within selected range.

28

30

*/

end if
end for

t := t + 1
end while
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Appendix C
Further Details on: Foundations
This section provides additional content to the foundations of this thesis, described in
Chapter 2.

C.1

Implementation of the EA Components

Implementation 3. Representation
Taking into account the moTSP in Example 1 on page 11, a phenotype could be a route
A → B → C → D → E(→ A). The corresponding genotype can be given by a permutation of
the cities A to E: (A, B, C, D, E).
Implementation 4. Fitness Functions
In Example 1 we have introduced two fitness functions

f1 (P ) =

N
−1
X











distance cin , cin+1 + distance ciN , ci1



n=1

and

f2 (P ) =

N
−1
X



time cin , cin+1 + time ciN , ci1



n=1

for N cities with indices i1 to iN . The index equals its occurrence in the permutation P . For
the exemplary permutation P = (A, B, C, D, E) the corresponding fitness values, according to
Table 2.1 on page 12, are:
f1 (P ) = 193 + 497 + 432 + 591 + 585 = 2, 298 km
and
f2 (P ) = 127 + 297 + 261 + 355 + 370 = 1, 410 min.
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Table C.1: Dominance relations of objective vectors and sets of objective vectors in a
multi-objective minimization problem (adapted from [15, Table 5.2]).
Relation
Strictly Dominates
Dominates
Weakly Dominates
Incomparable
Indifferent
Strictly Dominates
Dominates
Weakly Dominates
Better
Incomparable
Indifferent

Objective Vectors a = F (x), b = F (y) ∈ RK
a ≺≺ b
∀k ∈ {1, . . . , K} : fk (x) < fk (y)
a≺b
∀k ∈ {1, . . . , K} : fk (x) ≤ fk (y)∧
∃l ∈ {1, . . . , K} : fl (x) < fl (y)
ab
∀k ∈ {1, . . . , K} : fk (x) ≤ fk (y)
akb
¬ (a  b ∨ b  a)
a∼b
a=b
Sets of objective vectors A, B ⊆ RK
A ≺≺ B ∀b ∈ B, ∃a ∈ A : a ≺≺ b
A≺B
∀b ∈ B, ∃a ∈ A : a ≺ b
AB
∀b ∈ B, ∃a ∈ A : a  b
A/B
A  B ∧ A 6= B
AkB
¬ (A  B ∨ B  A)
A∼B
AB∧B A

Implementation 5. Population
The exemplary EMOA for moTSP employs a population of fixed size µ. Note that the choice
of µ must be taken with care: If the population is too small it is likely to converge to solutions
of inadequate quality. However, a too large population leads to misuse of resources [134].
Implementation 6. Parent Selection
Exemplary we employ stochastic universal sampling (SUS) for selecting two parent solutions
that create a single offspring per generation. SUS is comparable to the roulette wheel selection
(RWS), which represents every selectable candidate by a hole on a roulette wheel. Each hole’s
size is relative to the quality of the corresponding solution. For selecting a single solution from
the candidates, the wheel is spun once. RWS always selects a single candidate which includes
the disadvantage that two succeeding repetitions of RWS may select the same candidate. SUS
employs an equally distributed λ-armed roulette wheel to select λ candidates at once. As λ
solutions can be selected with a single spin no repetitions are necessary. Thereby the risk of
selecting a single candidate multiple times is reduced1 . Equal to RWS the size of a hole on
the roulette wheel increases with growing quality of a candidate. Also increasing its selection
probability in SUS [9, p. 84]. Note that the pseudo-code is provided on page 84 in [9].
In advance of selecting parents all candidates must get assigned a selection probability: After
sorting all solutions of the population, based on their qualities, every solution gets assigned a
rank from µ − 1 (best solution) to 0 (worst solution). The selection probability of the solution
with rank i is given by
Plin-rank (i) =

2 − s 2i (s − 1)
+
µ
µ (µ − 1)

where 1 < s ≤ 2 is determined by Selection Pressure + (1 − ), for a small  > 0 [9, p.
84]. This comprises a linear mapping from rank to probability, the sum of all candidates’
A solution may be selected more than one times if the distance 1/λ between two arms is lower than
or equal to the hole size of a solution [9, p. 84].
1
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selection probabilities equals one. Note that also formulae with exponentially growing selection
probabilities are commonly applied to that end [9, p. 81f.]. For µ = 10 and s = 1.75 the selection
probabilities for the best and worst solution are Plin-rank (9) = 0.175 respectively Plin-rank (0) =
0.025.
Implementation 7. Variation (Mutation)
Eiben and Smith [9, p. 69f] visualize four different mutation operators on permutations which
also find application in other literature [322]:
• Swap two randomly selected genes.
• Insert: Select two genes and move the second next to the first one.
• Scramble: Select two indices at random and reorder the range within those indices randomly.
• Invert: Select two indices at random and invert the genes within that range. Note that
all connections, unless the entry and the exit of the range remain unchanged by that
operation.
For the exemplary implementation we allow all these four operations to occur, the actual operator
is determined by a parameter Mutation Operator. Furthermore, the chance that mutation is
performed at all is determined by a parameter Mutation Probability. Note the obvious difference
between the two parameters Mutation Operator and Mutation Probability: While the first can
only take a certain value from the fixed set {Swap, Insert, Scramble, Invert}, the latter may
take any value within the range [0, 1] ⊂ R. Both parameters are of distinct types: Mutation
Operator is symbolic while Mutation Probability is a numeric parameter [9, p. 119f]. We have
given further details on control parameters and their influence on EAs in Section 2.4.
Implementation 8. Variation (Recombination)
Recombination only takes place subject to a certain Recombination Probability. While the mutation operator is parameterized, we have chosen a fixed recombination operator for permutations
from [9, p. 70 - 74], named Partially Mapped Crossover (PMX) which works as follows: Let

N
there be two parent genomes A, B ∈ X N and an initially empty child-genome C = ∅, . . . , ∅ .
All genomes consist of N genes. Furthermore, we define the following functions:

ind : X N × X
→ {1, . . . , N }
elem : X N × {1, . . . , N } →
X
Where ind returns the index of a given gene in a genome and elem returns, inverted to ind, the
gene from a genome at a given index. The procedure of PMX is as follows:
1. Select two indices s, e : 1 < s < e < N which determine the middle segment. Copy all
values from A[s, e] to C[s, e].
2. Repeat the following steps for all elements in B[s, e] that do not occur in A[s, e], hence
have not been copied to C yet. Let i be the index of the corresponding element in B:
∀j ∈ {s, . . . , e} : elem(A, j) 6= elem(B, i):
(a) Determine the element f = elem(A, i) and find its index i0 in B: i0 = ind(B, f ).
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Figure C.1: In the first step, PMX selects a segment [s, e] = [4, 7] randomly which is
copied from parent A to child C (from [9, Fig. 4.12]).

Figure C.2: Now the middle segment of parent B is iterated for elements that occur in B
but not in A. The position of element 8 in B is occupied by elem(A, ind(B, 8)) = 4 in A.
The element 8 can be copied to the index where element 4 occurs in B: ind(B, 4) = 9.
Index 9 is not occupied in C yet. The next element that does not occur in the middle
segment of A is 2. It is occupied by elem(A, ind(B, 2)) = 5 in A. The index of element
5 in B is ind(B, 5) = 7, which is already occupied by element elem(C, 7) = 7 in C.
Hence, PMX determines the position of element 7 in B: ind(B, 7) = 3. As this index is
guaranteed not to be occupied in C yet, the element 2 can be copied to index 3 in C. The
elements 5 and 6 are present in the middle segment of A and B (from [9, Fig. 4.13]).
(b) If elem(C, i0 ) = ∅, copy the value elem(B, i) to index i0 in C: elem(C, i0 ) =
elem(B, i).
(c) Otherwise, find the index, this value occupies in B: i00 = ind(B, elem(C, i0 )). Copy
the value elem(B, i) to index i00 in C: elem(C, i00 ) = elem(B, i).
3. After copying the missing values from B[s, e] to C, copy the remaining elements from B
(whose indices are not occupied in C yet) at the same position to C.
4. Create the second child by reversing both parents’ roles [9, p. 70-72].
An exemplary visualization of the PMX procedure is given in Figures C.1 to C.3.
Implementation 9. Survivor Selection
Exemplary we will sort all solutions based on their quality and select the best µ solutions to
remain in the population. All other ones are discarded.
Implementation 10. Initialization The example EA starts with a population of (Population
Size) randomly created permutations.
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Figure C.3: In the last step, the remaining elements of B that do not occur in C yet are
copied into the same indices in C (from [9, Fig. 4.14]).
Table C.2: Implementation of the components of the exemplary EA.
Representation
Fitness Functions
Population
Parent Selection
Mutation
Recombination
Survivor Selection
Initialization
Termination

Permutation
Total distance and traveling time
Fixed size µ, steady state
quality based ranking, Stochastic universal sampling
Swap two indices
PMX, only first child
Discard worst (excess) solution
Random
After T evaluations

Implementation 11. Termination Condition
The exemplary EA will be terminated after a certain Number of Evaluations has been finished,
i.e., that number of solutions have been evaluated. Independent of the quality and diversity of
the population.
Implementation 12. Random Number Generation
For any randomized operations in this thesis, we employ the Mersenne Twister implementation
of the Java framework Apache Commons RNG 2 .

C.2

Implementation Details on the Traveling Salesman Example

A simple EMOA tailored to evolve solutions for the multi-objective Traveling Salesman
problem described in Example 1 on page 11, is composed of the components described in
Section 2.1.1 on page 17. Their respective implementation details are given in Section C.1,
while Table C.2 provides a summary. Furthermore, recall the control parameters introduced
to that end, Table C.3 gives an overview. The values in column Default were defined
without further considerations and are only exemplary. The simple EMOA in this example
always applies these default values.
To visualize the evolutionary process, we reconsider Example 1. As the five cities defined
2

Online: http://commons.apache.org/proper/commons-rng, last accessed: 2021-03-26.
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Table C.3: Parameters introduced in the exemplary description of an EA.
Parameter

Population Size
Number of Evaluations
Replacement Rate
Selection Pressure
Recombination Probability
Mutation Probability
Mutation Operator

Domain
[10, 100] ⊂ N
[100, 104 ] ⊂ N
]0, 1] ⊂ R
]0, 1] ⊂ R
[0, 1] ⊂ R
[0, 1] ⊂ R
{swap, insert,
scramble, invert}

Default
50
5, 000
0.1
0.75
0.5
0.5
swap

within the example do only allow twelve different routes 3 , we created a fictive map with
11 cities to visit. The starting city (index 0) is also fixed here which creates a decision
space of N = 10 dimensions. The decision space X 10 thus contains nearly two million
different routes (the direction is neglected). The map has a size of 100 · 100 distance units
and is populated with cities by the following algorithm: A circle of radius 50 is drawn
around the location (50, 50), the 11 cities are located uniformly distributed on that circle.
We will not show that map here, as it can easily be imagined and reconstructed. The
distance between two cities is given by their Euclidean distance. It is obvious that the
shortest possible route leads, starting from city 0, from each city to its nearest neighbor in
either direction (clockwise or counterclockwise). The shortest possible route has a length
of circa 310 distance units. On the other hand, the longest distance between any two cities
is the distance between a city to its opposite city on the circle, i.e., 100 distance units. An
acceptable upper bound for the maximum length of a route is given by 11 · 100 distance
units4 . For any route, its length will be within range [310, 1100] ⊂ R in that example. The
traveling time between any two cities with Euclidean distance d is determined as follows:
t(d) = d · s · (0.9 + 0.2 · random(0, 1))
where s is a certain speed factor, selected from the following list: bus (1.3), car (0.9), train
d
· 40.
(1.1), plane (0.5)5 . It is sampled randomly from a Poisson distribution with mean 100
If the sampled value v < 10, bus is selected, similarly for 10 ≤ v < 20 car, 20 ≤ v < 30
train, and plane, otherwise. Thus, the selection of the mean of transport certainly depends
on the distance between two cities. The second summand in the brackets ensures a slight
perturbation of the time values. The shortest traveling time that could be achieved is
given by the shortest route, each part traveled by plane, perturbed by factor 0.9, i.e., 140
time-units. On the other hand, the maximum traveling time (longest route, all parts by
bus, perturbed by factor 1.1) equals 1, 573 time-units. Thus, all routes’ traveling times
will be in range [140, 1573] ⊂ R. As the minimum and maximum values for route length
and traveling time are known all fitness values can be normalized within range [0, 1] ⊂ R.
Note that for the sake of reproducibility we always used the same configuration of cities
and traveling times, initialized with a fixed seed6 . By introducing different speed factors
(5 − 1)!, fixed starting city A, arbitrary direction.
Although such a route would not be a valid route (the longest valid possible route would probably
be shaped like a star), this bound is an acceptable approximation of the “real” upper bound.
5
Note that these factors were selected based on intuition and do not resemble any real relation.
6
The seed equals 20200402. Its application can be obtained from the source files. See Section F.2 for
31
2
4
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and further random perturbation we ensure, that there is a conflict between f1 and f2 ,
i.e., there will be routes that are shorter than others but take longer traveling time, as
well as routes that dominate others in both objectives.
The solutions are sorted, based on their fitness vectors with non-dominated ranking as
primary and the R2 indicator as secondary criterion. For each fitness vector a scalar
quality value 0 ≤ q ≤ 1 is determined (in the context of the current population). The
solutions are sorted on this basis. See Section 2.2 for an introduction to quality indicators
and Section 3.2 for details on how the q-value is computed.
The results concerning this example problem are provided in Section 2.1.2 on page 21.

C.3

Specifications on the Quality Indicators

This section refers to the introduction of quality indicators in Section 2.2 on page 24. It
provides implementation details and deviations from the original descriptions in the context
of this thesis.
Implementation 13. Hypervolume
The reference point is updated every generation following the procedure proposed by Ishibuchi
et al. [85] in our implementation.
Implementation 14. R2 Indicator
As reference point we employ the ideal vector z ∗ = (0, . . . , 0) ∈ RK .
The set Λ comprises 100 weight vectors, created with the Hammersley method [97].
Implementation 15. Crowding Distance
We employ a version of CD considering normalized values. All distances will be divided by the
total range in each dimension: It comprises the distance between the extreme values in each
dimension, see Figure 2.10. All extreme objective vectors will get added a value of one (instead
of ∞) for the corresponding dimension. Finally, dividing all summed distances by K ensures
that each solution has a CD value between zero (the worst possible value) and one (best value).
Exceptional cases like only a single value occurring in a certain dimension must be handled with
caution.

C.4

Latin Hypercube Designs

Let there be several independent factors M within an arbitrary domain. A Latin Hypercube
Design (LHD) is a M × N matrix which distributes different values of each factor equally
over that domain [323]. The number of levels N is proportional to the number of factors
M [324, 323]:
an overview of the additional content.
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A range of possible values, e.g., [0, 1] ⊂ R is defined for each factor fm with m ∈
{1, . . . , M }. That range is split into N uniformly spaced levels pm,n for n ∈ {1, . . . , N }.
Each column within L can be seen as the values for a single parameter distributed over
N different points. Every row in L defines a certain point in the M -dimensional space.
If the inner product of any two columns ∈ L is zero the LHD is called orthogonal [323],
hence there is no correlation between any two factors. While there also exist orthogonal
designs for M > 7 factors, Cioppa and Lucas [324] state that their space-filling properties
are poor. To that end they suggest allowing correlations between the factors as long as
the property of orthogonality is fulfilled for at least one column in L. This results in
nearly orthogonal Latin Hypercube Designs (NOLH) with better space-filling properties
than OLHs would have for M > 7 [324].
Concerning parameter tuning and control, see Section 2.4, LHDs can be applied for creating a fixed number of parameter vectors which altogether are representing the parameter
space. Each control parameter of an EA represents a factor in the LHD. Each row equals a
certain parameter vector. The number of parameter vectors thus depends on the number
of control parameters at hand7 . An LHD allows to find the most beneficial parameter
vectors for multiple control parameters with relatively few trials. Sanchez [325] provides
an implementation based on Cioppa and Lucas’ [324] work that allows to create OLH
for up to seven factors and NOLH for up to 29 factors. Also, multiple iterations over an
LHD can be considered: Thereby the two most promising parameter vectors could specify
the bounds of the parameter values for the next iteration. This allows a more detailed
investigation of equally distributed values within the new ranges [326]. An exemplary
application for Latin Hypercube Designs in the purpose of parameter tuning is given by
Wessing and López-Ibáñez [327]. Although they state LHD to be an opportunity to create parameter vectors for further testing, they note that the uniformity of distribution of
LHDs is not better than random. To that end Wessing and López-Ibáñez employ a simple
genetic algorithm for finding optimized LHDs w.r.t. several fitness functions. Although
the computational effort is large, the results in [327] are promising and seem to be worth
the effort. Their procedure is also capable to handle nested, i.e., subordinate parameters.

For example, if there are 16 control parameters an NOLH with 65 rows, i.e., parameter vectors is
necessary. Testing those 65 parameter vectors will give a good hint, which combinations of parameter
values seem to be beneficial for the problem at hand.
7
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Appendix D
Further Details on: Fighting Games
This section refers to Chapter 8 in the main part of this thesis. It includes more detailed
descriptions and implementation details on topics that were only addressed abstractly in
the main part.

D.1

Modifications on FightingICE

This section introduces the changes to the source code of the FightingICE that were
necessary to employ our neuroevolutionary approach.
The central class in the FightingICE implementation is GameManager, responsible for
loading and updating the different scenes. The first scene loaded is the Launcher which
loads the game resources and then invokes the Play scene. This scene handles the whole
game process: It initializes new rounds; processes break times between two rounds and
the round itself. Additionally, this scene creates an instance of Fighting, which itself
keeps instances of both opponents’ characters and interprets the controllers’ commands,
computes positions, hits, damages, gravity, friction and more [261].
There are further manager classes, aside the GameManager: Display-, Graphics-, Soundand InputManager. The InputManager creates and initializes the controllers and executes a separate thread for each controller [261]. The remaining three manager classes
are not relevant for our implementation of FightingICE.
The game is limited to 60 fps. In every frame both opponent-threads are supposed to return
an input to the Fighting-instance. This means that each controller has 1 s/60 = 16.67 ms
of time to perform necessary computations and respond to the main thread. As each
controller runs in a separate thread, it is necessary that both threads and the main thread
of the FightingICE are synchronized each frame. The synchronization is handled in the
AIController class [261]. Because of multi-threading, the FightingICE may not run with
60 fps on older, respectively slower computers.
Neuroevolution is based on an initial random population whose members get refined over
time, it thereby requires numerous fights being performed to evaluate the single solutions.
Hence, a considerable reduction of computation-time per fight has become necessary to
implement the ANNBot.

303

APPENDIX D. FURTHER DETAILS ON: FIGHTING GAMES
Game Resources For evolving neural networks as AI controllers in FightingICE it is
beneficial to remove unused features from the implementation. Among these are the 60
fps limitation of the game and classes like the Graphics- and the SoundManager, as
well as all logging functions. By removing graphical and acoustical elements from the
game we could remove a major part of the game resource files which reduces its size
on the file system and thus increases the loading speed. The result of removing these
features is a comparatively fast simulation of the game. The drawback is that due to
the synchronization of multiple controller threads, the controllers’ commands are only
executed in very few frames because the simulation proceeds without waiting for the
threads. Additionally, our lightweight-implementation of FightingICE cannot be used to
evolve visual-based AI, because all methods and dependencies handling visual data have
been removed.
Multi-Threading To solve the first issue we removed the separate threads – all computation is done in a single thread now. The advantage of a single-threaded simulation
is that it becomes independent of the executing computer’s speed. Additionally, there is
no synchronization between multiple threads necessary anymore. The drawback of this
approach is that the simulation does only use a single CPU core for computation. This is
compensated by running multiple simulations concurrently on a single computer. Therefore, additionally the instance-wise loading of data from the hard disk has been replaced
by loading these data into the memory once and fetching it when necessary.
Another time-consuming issue to tackle is caused by the delay of 15 frames: To overcome
the limitations introduced by that and to generate an up-to-date image of the game state
it is frequent practice that bots (e.g., FooAI, Thunder or Toothless) simulate the next
14 to 17 frames based on the deprecated game state provided. The Simulator class of
FightingICE allows doing so while assuming that both characters do not start a new skill
during the next frames. Thereby one can get an approximation of the current state. The
disadvantage of this approximation is that it increases the number of simulated frames
by factor 14 and hence slows down evolution significantly. An idea that has also been
investigated in preliminary experiments was based on the fact that the resulting simulated
frame data is imperfect, i.e., shows deviations in the different values of the game state.
We assumed that the (real) up-to-date game state, randomly perturbed within certain
range would have strong similarities to the imperfect simulated game state, which could
then be applied in training. Although thus substantial amounts of simulation time could
be saved, the performance difference between training and evaluation is considerably large.
Therefore, we discarded this approach. An analogous situation occurs when the agent was
provided with the real game state (non-delay, no simulation) during training.
Note that our custom modified implementation of FightingICE yields the disadvantage
that it is decoupled from further development of FightingICE after 2021-01-18, where
we forked the latest version of FightingICE from the official GitHub repository. However,
future changes to the official variant of FightingICE can easily be integrated into our
repository1 , using the features provided by GitHub.
1
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D.2

Discussion: Input Encoding and Output Strategies

The FightingICE offers an interesting basis for developing and training AI in a complex
environment. While many successful agents are based on MCTS [265] also neural networks
have been considered to that end, recall the introduction of Chapter 8. In [33] we presented
our idea of applying neuroevolution to develop neural network controllers for a FightingICE
agent. This section discusses different approaches on defining the sensors and actuators
of a bot in FightingICE. Note that this does not only match to neural networks but also
other approaches.

D.2.1

Input Variables

Every frame the agents are provided with a FrameData object that contains information
about the two characters as well as the projectiles that are currently present in the scene.
The character information contains, among others, the HP, EP, position, speed, size,
current state, skill, and remaining skill frames of the character. Similarly, the projectile
information contains its position, speed, damage and further. Selecting which information
to regard in decision-making is crucial, as missing information will lead to a low-performing
agent and too much information will increase training time unnecessarily. To that end we
have analyzed the source code of the reference opponents:
Reference Opponents First note that all of those are at least partially based on MCTS.
Thus, the developers did not decide for certain input values but provided the complete set
of data to the simulation. The outcome of the simulation is only investigated concerning
the HP difference between the player and its opponent: If it is positive towards the player,
the value of a skill is positive, too. This concerns the opponents MctsAi [264] and FooAI
[318]. JayBot_GM [270] also relies on MCTS but filters the considered skills based on
scripted rules of the form:
if distance ≤ X and energy ≥ Y then . . .
The possible skills are also filtered according to the opponent’s skills. This reduces the
number of transitions per state in MCTS and allows a deeper investigation of the remaining
skills in the same amount of time. Toothless [319] and Thunder [270] both follow similar
strategies2 : If the distance to the opponent is within a predefined border, they try to
throw a fireball. Otherwise, a set of predefined attacks is filtered (for state and EP),
simulated for a certain number of frames (60 in most cases) and ranked by their resulting
HP differences. Furthermore, both agents consider a certain score bonus to attacks that
force the opponent down to the ground and thereby hinder it from attacking itself for
a small amount of time. If no skill could be found, e.g., because no attack achieved a
positive value, movement or guarding is considered. These are also simulated in advance to
find the skill with the highest value. Furthermore, the opponents apply different strategies
based on game mode and character. Here, we selected the procedures for character Zen
and the game mode Normal.
Note that the selection procedures of both agents are different in a couple of details, we describe
these in an abstract way that allows to unify both approaches into a single description.
2
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It is discernible that the selected reference opponents mainly base their decisions on simulations of the game. Nevertheless, some of those filter the attacks and skills that are
subject to selection, based on the state of the player (standing on ground or jumping),
the distance to the opponent in x-direction and the remaining EP.
Related Work While the above information was obtained from the source code of the
respective controllers, we have also analyzed the related work, referenced in the introduction of Chapter 8:
Kristo and Maulidevi [248] collected data over numerous fights for their skill-prediction
neural network. They have considered the distance in x- and y-direction, the HP and EP
of both and the opponent’s skill. The network was evolved with six inputs (except the
skill of the opponent, which is the output of the network) and 31 outputs. Each output
value represents the probability for one of the 31 available skills3 to be started by the
opponent [248]. The input grid provided to the DCNN by Tri et al. [253] contained the
HP, EP, character height and width, hitbox coordinates (top, bottom, left and right), the
remaining frames in the current skill, the skill type, speed in x- and y-direction, looking
direction, number of projectiles and whether the character is currently controllable (or in
skill-execution) for both characters. The following relative information is also considered:
distance (no information provided in [253], we expect Euclidean distance) and distance
in x- and y-direction separately, and the HP and EP difference. Tri et al. [253] did
not describe the output of the network, we expect it to describe a single skill, i.e., the
expected next skill of the opponent. Takano et al. [254] included 141 different inputs in
sum: Aside the HP, EP, position x and y and speed in x- and y-direction they provided
the current skill of the character in form of a one-hot-encoding. As there are 56 different
skills, the vector had 56 values. Because the current skill is provided for both characters,
the two one-hot vectors contributed 112 input values to the neural network. Also, the
output of the network was one-hot-encoded, resulting in 40 values [254]. Kim et al. [257]
provide 165 input values to their DNN. Among those are absolute information about each
character, e.g., EP, HP, or movement direction as well as the current skill, encoded as
one-hot vector. Furthermore, information about the existing projectiles in the scene and
relative data like distances are provided. The output is a one-hot vector encoding the 56
skills available in FightingICE [257]. Note that Kim et al. do also consider subsequent
skills of previously executed ones, e.g., all recovery skills. This is not necessary as those
do never bring any benefit for the agent. The output size might be reduced to 40 by
discarding these subsequent skills. By far the highest number of input values during our
literature research we found in Robison’s work [251]. Here, a total of 201 input values has
been provided to a neural network while these were mapped through a hidden layer on an
output layer with 59 neurons. Robison does not provide any details in his work [251].
Evaluation It is obvious that a large number of in- and output values leads to numerous
links and a large initial genome size. While this is valid and typical in deep learning, as
conducted by Takano et al. [254], we focus our work on “as small as possible” neural
networks to allow fast evaluation and thereby fast evolution. On the one hand, small
topologies allow faster updating and thereby also accelerated evaluation of the network.
The FightingICE environment contains 40 skills that can be actively triggered by the player [261].
We cannot explain this discrepancy, however, possibly earlier versions of FightingICE provided a reduced
set of skills.
3
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Providing too many input values further decreases training speed as the distinction between
relevant and less important inputs requires setting the weights adequately which in turn
involves further training steps. Also, we do not consider providing the current skill of
the player or the opponent to the network, as this information is misleading due to the
15 frames delay. See Section 8.3 for a discussion on that issue. Finally, large topologies
tend towards overfitting, a smaller number of degrees of freedom, i.e., weights is desirable
[328].

D.2.2

Output Strategies

A controller in FightingICE can execute skills either by inputting the corresponding combination of keys or selecting the skill itself. Recall Section 8.1 where the different keys
and their combination were introduced. It is important to encode the output of the neural
network properly. One should ensure that all skills can be started based on the possible
output. Furthermore, the network should only create valid output or consider a strategy
for invalid output, e.g., a repair function. Different output strategies are discussed in this
section.
Naive Key-Based Output Recall the seven keys existing in FightingICE: Up, Down,
Left, Right, A, B and C. The simplest output strategy is to define seven output values
∈ [0, 1] ⊂ R, where each of those represents a key Up, Down, Left, Right, A, B or C. A

key is hit if the corresponding output value is greater than 0.5. While this approach does
not require any specific knowledge about the architecture of FightingICE, it faces a couple
of not negligible issues: 1. The keys Up and Down respectively Left and Right cannot be
hit simultaneously. The same holds for the buttons A, B and C. 2. Some skills can only
be started by a combination of multiple key-pairs over two or three succeeding frames.
This naive key-based output allows 128 different key combinations of which the majority
will be invalid, additionally the chance of hitting a multi-frame-combination successfully
reduces dramatically with increasing number of frames necessary.

Restricted Key-Based Output Taking these observations into account, another straightforward output strategy occurs: Let there be three output values o1 to o3 , each within
the interval [0, 1] ⊂ R. The first two outputs determine whether the button Up or Down
and Left or Right are pressed, respectively. For example, if 31 < o1 ≤ 23 press Up, else if
2
< o1 press Down or if o1 ≤ 31 neither Up nor Down. Left and Right accordingly. The
3
output o3 determines which of the buttons A, B or C – or none of these is pressed: o3 ≤ 14
press no key, 41 < o3 ≤ 21 press A, keys B and C correspondingly. This output strategy
still allows invalid key-combinations to occur and additionally is not aware of multi-framestarted-skills, too. A countermeasure could be based on the work of Zuin et al. [329]
who applied a genetic algorithm for discovering combos and unforeseen key-sequences in
fighting games. Effectively a further fitness function thereby would count the ratio of valid
and invalid key-combinations being hit, fostering that the proportion of valid combinations
will increase during evolution. Note that further approaches for handling such constraints
are available, for example repair functions, see [9, p. 204 - 211] for a brief introduction.
The neural network would have to be provided with the key combinations that have been
hit in the previous frames.
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Skill-Based Output (One-Hot-Vector) A third option, also requiring only little knowledge about FightingICE is to define 40 output values, each representing one of the executable skills. The skill with the respective largest output value is selected to be started
next, the output is called one-hot encoded [330]. Only executable skills, w.r.t. energyor location constraints, should be considered. This approach is commonly applied in literature [249, 254, 257]. We do also expect Robison to have applied such an output
encoding in [251], however the author did not provide these details. Alternatively, a nondeterministic approach is to select the next skill using roulette-wheel-selection based on
the different output values. Nevertheless, this encoding includes numerous output neurons
and consequently increases the genome size, slowing down evaluation and evolution.
Analogue-Stick Output In [33] a strategy based on the idea of an analogue stick of a
game controller has been proposed. The neural network had three output values, of which
the first two represented an x- and y-coordinate. The third output determined whether
the ANNBot will move or try to start an attack in the next frame. It further distinguishes
whether a close attack or a projectile will be started. The x- and y-coordinates were then
used to select a skill from the skill-matrix, as shown in Figure D.1. Attack skills were
treated similarly, these were filtered by the means of 1. remaining and required EP; and 2.
the position of the ANNBot (standing on ground or jumping). Then all remaining skills
were transferred to a skill-matrix based on the positions of each skill’s hitbox. Note that
this matrix could also contain empty areas that did not belong to any skill as well as areas
that were covered by multiple skills. In case an empty area has been selected by the xand y-coordinates, the nearest skill (Euclidean distance to the center of the hitbox) was
selected. When there came multiple skills in choice for the same position, the one with
the highest expected damage has been selected.
With that output strategy we could already achieve reasonable success-rates of nearly
100 % against some reference opponents. On the other hand, there were opponents that
could not be beaten by ANNBot, such as KotlinTestAgent or Thunder. All evolved
(successful) controllers exploited the same behavior:
Strategy 2. Jump-And-Fire: The agent was jumping up and down while firing projectiles
frequently. That behavior was not human-like and furthermore has not been successful against
certain opponents, e.g., Thunder.

This section described a partition of the (infinite number of) possible output strategies
available for fighting game controllers. Many implementations are based on a one-hot
encoding, which are simple to implement but increase the number of outputs – often
unnecessarily. However, any more sophisticated output strategy should also ensure that
each skill, or at least a particularly chosen subset of skills, can be selected accordingly.
Altogether, the number of outputs should be kept as small as possible for the same reasons
as the number of inputs.

D.3

ANNBot – Direct Input Encoding

Neural networks are suitable for various tasks, including controlling agents in virtual and
real environments. In [33] we initially investigated a neural network-controlled bot for the
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Figure D.1: The movement-skill-matrix used for selecting the next movement-skill. The
skill covering the area at which the x- and y-coordinate aim, is executed. For example,
A = (0.5, 0.5) causes a step backwards and B = (0.8, 0.2) results in jumping forward.
The matrix is mostly equal to the one presented in [33], only the skills Step (Back) and
Guard (Standing) have been switched.
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Figure D.2: Classification of skills in FightingICE. Green shaded skill-classes can be started
when the character is jumping or standing on ground. Orange shaded classes only when
it is standing on ground.
FightingICE. This section extends the work of [33] and introduces an updated variant of
ANNBot with direct input encoding. Another variant based on preprocessed input values
has been described in Section 8.4.

D.3.1

Idea

Based on our promising results in [33] this variant of ANNBot also considers a direct
encoding of a small subset of the information available. The output strategy distinguishes
all skills by their respective types according to the classification provided in Figure D.2.
While this allows to select all skills it also keeps the size of the network’s output layer
small, compared to a one-hot encoding of all 40 skills.

D.3.2

Input Layer

The FightingICE provides numerous information that might be considered for evaluating
the current game state and deciding for a subsequent skill. We mentioned and discussed
different input values considered in related work on the FightingICE in Section D.2.1.
Recall Robison [251], who provided 201 input values to the neural network. We believe
that this is not necessary and indeed slows down the evolutionary process by numbers. To
that end, we decided to filter the information available and provide only essential data to
the neural network. Let there be the player p, controlled by ANNBot, and an arbitrary
opponent o.
The following distance information is provided to the neural network: The distance to the
opponent (in x- and y-direction), the distance to the hitbox of the opponent’s current
attack (x- and y-direction) and the distance to the nearest hitbox of a projectile fired by
the opponent (only x-direction). Note that the hitboxes do only exist if a corresponding
skill has been started in advance. In case, they are not existing, the input values will be
replaced by one. In general, all distance information takes values within [−1, 1] ⊂ R,
normalized by the arena width and height accordingly. If x < 0, ANNBot is left of the
opponent in the arena and right otherwise. In case y < 0, ANNBot is located above the
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opponent, e.g., caused by a preceding jump, and vice versa if y > 0. Furthermore, the
speed difference between the two opponents is provided to the neural network. It also
takes values between [−1, 1] ⊂ R and is normalized within the maximum possible speed
values in x- and y-direction. Values < 0 describe a situation where the distance between
the two opponents increases; for > 0 the opponents are approaching each other and their
distance decreases.
The states of both opponents, i.e., whether they are knocked Down (= 0), Crouching (=
1
), Standing (= 23 ) or in Air (= 1), are encoded in two separate input values.
3
Finally, the type of the current attack of the opponent is encoded one-hot, we distinguish
between close attacks and projectiles. Also, the number of frames until the hitbox of an
attack occurs first, is provided to the neural network. It takes a value within [0, 1] ⊂ R
and is normalized within 60 frames. If no hitbox is about to appear, the value is left to
one.
Altogether, twelve input values are provided to the neural network. Values concerning
distances and positioning relations are normalized within range [−1, 1] ⊂ R while the
remaining ones are taking values within [0, 1] ⊂ R or {0, 1} ⊂ N using appropriate
minimum and maximum values, e.g., the arena width or height.
We assume that most important for deciding whether to attack or dodge from the opponent are the distance and the speed of two opponents are approaching each other. We
could also provide raw position vectors of both opponents, which in turn would require
further training to translate those values into the relevant information – the distance.
However, note that providing the position vectors could be beneficial in so far, that the
AI might derive further information from those. For example, the distance to the left and
right border of the arena. While designing this variant of ANNBot we expected that it
would profit from receiving information about its own and the opponent’s state as well
as the opponent attack information: Is it currently starting a close attack or a projectile?
When and where will the corresponding hitboxes appear? However, after the experiments
being carried out, we conclude that this information does not bring benefit to ANNBot,
see Section 8.3 for the explanation.

D.3.3

Output Layer

The output encoding applied in [33] has already led to promising results, but we assume
that selecting among the available attack skills using a coordinate-based output requires
a lot more training to be learned and applied successfully [33]. As we have a limited
computational budget, we propose another output strategy of which we believe that it
comes along with less training effort:
For ANNBot we classify all skills depending on their corresponding type, as shown in
Figure D.2. There are three basic types of skills: movement, guarding and attacking.
Attack skills are further split into close attacks and projectiles. Close attacks are classified
by the (vertical) location of effect: Low, Middle or High. Another special case is formed
by the skill-type Throw, which hits the opponent and pushes (or “throws”) it back for a
certain distance.
As depicted in Figure D.3 ANNBot is controlled by nine output values. Equal to [33],
the first two do also determine an x- respectively y-coordinate. We have taken over
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1. Move
Horizontal

2. Move
Vertical
Movement
Matrix

3. Move
One-Hot Encoding of the Estimated Value

Start
4. Fire
Projectile

Return
Select Skill from
Movement Matrix
true

5. Attack
Low
Determine Skill Type

Move ?

Select ﬁrst Skill

6. Attack
Middle
false

7. Attack
High

Filter Skills by:
- Type
- Location
- Energy

8. Attack
Throw

9. Weight:
Time /
Damage

Sort Skills by:
- Num. of Frames
- Damage
w.r.t Weighting

Character
Information:
- Location
- Energy

Figure D.3: Output values (red-shaded) of the neural network controlling ANNBot. After
the skill type has been selected, either the according movement skill is obtained from
the movement matrix (see Figure D.1), or an attack skill of matching type is selected.
Selection is subject to location- and energy-constraints, as well as the damage-time-weight
determined by o9 . See Table D.1 for further explanation.
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the movement-skill-matrix from [33] (with minor changes in the matrix organization), all
movement and guarding skills are selected from that matrix, see Figure D.1. The type
of the skill that is started in the next frame(s) is selected by the output values o3 to o8 .
Every value represents the estimated value of a skill of the corresponding type in the next
frame(s). The skill type with the highest estimated value is selected to be started next,
i.e., the types are one-hot encoded. Note that if the player is currently in air, there are no
skills of type Low or High available. Hence, o5 , o6 and o7 are all mapping to type Middle
in this case.
The output values o1 and o2 determine the selection of movement skills from the movementskill-matrix, equal to the procedure described in [33].
All attack types contain a set of attacks with different properties each. Differences are
given in duration, damage and required energy points for example. While there are further
properties we classify the above three as most crucial. The duration of an attack is
determined by the total number of frames, counted from starting the attack until the
player returns into Idle position. Furthermore, the length of the StartUp as well as
Active phase are of interest.
After a type has been selected, according to Figure D.3, all attack skills are filtered by their
respective types and energy demands. If only a single skill is remaining, that skill is selected
for execution. If no skill is remaining, the ANNBot remains in Idle state. Following the
definition of Oh et al. [259] this equals a passive no-op, which is not desirable at all [259].
However, this case is expected to be quite seldom and thereby its effect is negligible from
our point of view. Otherwise, if multiple skills are remaining, we employ a further criterion
for deciding between those.
It is important to allow further, state-dependent differentiation among the attack skills
of equal type. If the skills were sorted by their respective damage always the same skill
would be selected for each type, provided that the player has enough EP. We therefore do
not only rely on criteria like largest damage but allow the neural network to decide on its
preferences in the current state: As the energy precondition has already been considered,
only the attack duration dur and its damage dmg are remaining among the crucial criteria.
The output o9 ∈ [0, 1] ⊂ R determines a weighting between damage wdmg and attack
duration (number of frames) wdur :
wdmg = o9 and wdur = 1 − wdmg .
Table D.1 shows exemplary how attack selection works: After filtering for energy demand
and starting location the skills a3 , a4 and a5 are remaining. For each of those skills the
number of frames and damage are normalized to dur0 respectively dmg 0 , taking values
between zero and one. While the damage is to be maximized, faster attacks are to be
preferred over slower ones and thereby the normalized value dur0 is inverted to dur00 =
1 − dur0 . The total value of each skill s is determined accordingly:
value(s) = wdur · dur00 (s) + wdmg · dmg 0 (s).
Finally, the skill with the highest value is selected for execution.
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Table D.1: Exemplary skill selection. Assumed precondition: The character has currently
35 EP and is standing on the ground, an attack skill of type Middle is to be selected. The
set of all attack skills of type Middle equals {a1 , a2 , a3 , a4 , a5 }. The weighting between
damage and number of frames is wdmg = 0.3 to wdur = 0.7. First, the skills are filtered, a1
and a2 are discarded as the player has not enough EP available (a1 ) or is currently at the
wrong location (a2 ). For the three remaining skills, the number of frames is normalized
(range: [20, 50] ⊂ N) as well as the damage (range: [5, 20] ⊂ N). Before computing the
final score of each skill, the duration value dur is inverted as faster attacks are preferable
over slower ones. Under the given conditions, skill a4 is selected.
Attack
EP
Location
dur
dmg
dur0
dmg 0
1 − dur0
Weighted
Selection

a1
50
GND

a2
20
AIR

Weights
wdmg = 0.3
wdur = 0.7
Score

a3
0
GND
35
10
1/2
1/3
1/2
9/20

a4
30
GND
20
5
0
0
1
7/10
x

a5
15
GND
50
20
1
1
0
3/10

The proposed selection procedure allows ANNBot to select an attack according to the
current game state. For example, when the opponent is jumping above ANNBot, select
an attack of type High. Furthermore, ANNBot may decide whether to prefer a fast or
powerful attack. Thereby we expect ANNBot to learn distinguishing between different
situations, i.e., whether there is enough time to start a slow but powerful attack, or
a fast but low-damage attack is the only option. The selected skill is started by the
CommandCenter-class over one (or more) frames in the simulation.
Thus, we do not have to provide detailed information about each skill to ANNBot but
allow it to select every available skill depending on three criteria. A disadvantage of the
one-hot encoding of the attack types is the increased number of output values.
This variant of ANNBot also considers the scripted default procedures described in Section 8.4.6.

D.4

Implementation Details on Preprocessing Inputs
to ANNBot

More details on the function and procedures of the novel ANNBot, described in Section 8.4, are provided in this section.
Fight Observation and Data Collection Initially, the source code of the class Fight,
which initializes and runs instances of FightingICE fights during evolution, had to be extended by the capability to observe fights: The observation happens every frame and
requires access to the original Character instances of the simulation. These are inaccessible to the AI agents by default. Hence, it also takes the real (not delayed) game state
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into account. Both opponents are observed individually. During observation it is checked
whether a new skill has been started by either agent. If that skill is an attack a new entry
called StateData is created. The only argument it takes on instantiation is the name of
the skill that has been selected.
For each attack it takes StartUp frames until an instance of Attack is created, i.e., this
does not happen immediately after starting a skill. To that end the latest StateData is
stored in a variable. In the subsequent observation step(s) it is checked whether a new
Attack instance has been created. If this is the case, that instance is attached to the
previously stored StateData object. Furthermore, the StateData object is provided with
dX and dY to the opponent in the frame the hitbox occurred. We will describe the
underlying idea later in this section.
Due to the architecture of FightingICE it may happen that a player intended to start a
skill and hit the corresponding keys already some frames ago. If necessary, over multiple
frames. FightingICE processes the input keys sequentially in the order they appeared. We
address this issue by first creating the StateData object when a skill has been started by
the player, and not already when the corresponding keys have been hit.
Note that FightingICE creates an instance of Attack even for skills that are not an attack,
Jump_For for example. To detect that an Attack instance really is an attack in the public
understanding of an attack, we add a unique id to each “real” Attack instance4 . Only
instances with a valid id are appended to a StateData object. We further extended the
class Attack by two flags determining whether the attack hit the opponent and whether
the opponent was able to block the attack or not. This information is set within the
simulation, just before the attack ends. Note that due to the reference to a StateData
object, every appended instance of Attack also remains in the memory5 .
Evaluation of the Observation Data At the end of each round the list of all StateData
objects is iterated. Note that one list is maintained per character. Each instance refers
to an Attack object, about which can be stated now, whether it hit and / or was blocked
by the opponent. The success flag in the corresponding StateData object is set to true
if the attack hit the opponent, independently whether the opponent could block it or not.
This information can be utilized in future work where not only attacks but also guarding
or movement skills might be observed and evaluated.
The procedure for observing guarding and movement skills can be similar to the described
one. While the definition of “success” is straight forward for guarding skills, i.e., when
the agent blocks an attack of the opponent successfully. It is an open question how
to consider movement skills: Probably by the resulting HP difference within the next T
frames after applying the skill. Or alternatively by chaining several movement StateData
objects until the next guarding or attacking StateData and copying its success value. We
will investigate this question in future work.
Joint Probability Distributions for Success Approximation All StateData objects
are sorted according to their corresponding skills, such that each attack6 atk finally maps
This can be determined by the attribute damage that is set to each instance of Attack. If its value
is greater than zero, the instance actually refers to an attack.
5
A fact that has to be considered due to the limited heap space.
6
The attack, not the single instances that executed that attack.
4
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to a list stateData(atk) of StateData objects that all executed this skill. Recall that
each of those objects maintains four values: the attack, the distances dX and dY and the
success-flag. We assume that there exist different optimal values concerning dX and dY
for each attack. Furthermore, we expect that there is more than one area in the dX-dY
space that is promising w.r.t. the success of an attack. To fit these assumptions and to
allow to estimate the success probability of a skill in each state we employ joint probability
distributions (JPDs) [280, Section 9.1].
Given two discrete random variables X and Y , the joint distribution is defined by the
probabilities of all possible pairs (X, Y ) [280, p. 115]. The joint probability mass function
for X and Y is given by
p(a, b) = pX,Y (a, b) = P (X = a, Y = b)
for all a, b ∈ Z accordingly. For two discrete variables a common representation is in
tabular form [280, p. 116].
Considering an attack atk the following procedure is applied to create the corresponding
JPD: 1. The list stateData(atk) is filtered for all StateData objects that have successfully
hit the opponent, the list is termed success(atk). Recall that each element of the list also
contains the values dX and dY for the corresponding attack.
As in FightingICE the distances are determined by integers, we treat the distances dX
and dY like discrete random variables X (distance x) and Y (distance y). The arena
in FightingICE has a width of 960 pixels and a height of 640 pixels. The distance in
x-direction is always positive, as the fighters are turning towards each other automatically.
However, the y-distance may also take negative values:
x ∈ [1, 960] ⊂ Z and y ∈ [−640, 640] ⊂ Z.
This results in 960 · (2 · 640 + 1) different (x, y)-pairs. However, in practice most successful
attacks happens within 300 pixels around the character. Thus, we restrict the considered
distances to:
x ∈ [1, 300] ⊂ Z and y ∈ [−300, 300] ⊂ Z.
As the number of pairs still exceeds the number of samples that are drawn during observation in practice7 , the resulting joint probability distribution would contain many pairs
(x, y) with a probability of zero. Thus, all points in x-y-space are clustered into squares
of length N = 10, which further reduces the number of pairs by factor N 2 . Finally, the
variables X and Y may take values within the following ranges:
x ∈ {10, 20, . . . , 300} ⊂ Z and y ∈ {−290, −280, . . . , 290, 300} ⊂ Z.
The total number of (x, y)-pairs counts 30 · 2 · 30 = 1, 800 then. This allows to obtain
promising regions within the x-y-space with a comparably small number of samples. Due
For example, within 1,500 fights (three opponents, 500 fights each) 5,000 to 16,000 samples were
drawn for every attack skill.
7
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to the inaccuracy of the simulated frame data also larger values for N might be considered,
allowing further reduction of the number of pairs. Each square sx,y contains the number of
successful attacks success(sx,y ) in relation to the total number of successful applications
of this attack:
∀x, y (in their respective ranges) : pX,Y (x, y) =

success(sx,y )

success(atk)

.

Note that finally, each (x, y)-pair does not describe the probability for an attack to be
successful in the corresponding distance to the opponent, but a measure that indicates
how often the attack was successful in relation to all successful samples. Hence, it allows
stating whether an attack should be started or not.
At last note that also the success probability of an attack, independently of one of the two
dimensions, i.e., only distance in x- or y-direction may be interesting. It can be determined
with the marginal probability mass functions, based on the JPD:
X

pX (x) =

pX,Y (x, y)

y∈{−290,...,300}

and
pY (y) =

X

pX,Y (x, y)

x∈{10,...,300}

respectively [280, p. 117].
Export All collected and processed data is exported into a single XML file containing
the data determined for the joint probability distributions. Also, the raw information,
i.e., the StateData objects are serialized and stored for further processing and reusing.
We observed that the choice of the opponent during data collection strongly influences
the resulting JPDs: For example, while DummyBot does not try to avoid or dodge the
opponent’s skills, more sophisticated opponents like Toothless or Thunder will do so.
Consequently, the success rates of the attacks and the distance vectors (dX, dY) where
the attacks are successful will likely alter. As many state-of-the-art opponents switch
between offensive and defensive mode this should also be considered: When the opponent
Thunder finds itself in the comfortable situation that its remaining HP are many more
than the opponent ones’ it enters defensive mode [270]. In this case CollectionBot would
perform most attacks without having a real chance of hitting the opponent. The opponent
will try to avoid CollectionBot in turn, without risking an attack on its own. Applying
the following cheat on CollectionBot solves this problem: Every frame the HP of the
opponent will be set to the HP value of CollectionBot −300. This allows to capture
more attacks in the same amount of time.
Determining the Approximated Attack Value During the fight, whenever ANNBot
can select a new skill, the neural network decides whether a movement or attack skill is
started. In the latter case all attack skills are filtered by their corresponding location and
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the required amount of EP, resulting in a set A of executable attack skills. However, the
game state ft−15 provided to ANNBot is 15 frames delayed. An imperfect game state ft is
determined by simulating8 the next 15 frames. Remember earlier this section that during
observation we determined the distances dX and dY for each attack when the hitbox
occurred (and not already when the attack was started). This decision has been made
to take the speed differences into account: In earlier variants of ANNBot we considered
the speed difference sX and sY between the opponents as two separate dimensions that
were also recorded in the StateData objects. The disadvantage is that the success-flag of
such an object only allows to draw conclusions for the four-dimensional vector (dX, dY,
sX, sY) at hand. Hence, a much larger number of samples would be necessary to allow
resilient conclusions. Recording the distances dX and dY between the opponents when
the attack enters its Active phase, eliminates the speed differences as these will only have
marginal influence on the hitbox from this point on.
The maximum StartUp time

startUpmax = max startUp(a) a ∈ A

o

n

among the executable attacks is determined next. Based on the (approximated) current
game state ft the next startUpmax + 2 frames are simulated, while in every frame the
distances dX and dY between the opponents are captured and stored in an array. The
simulation of two additional frames is necessary as some attacks require keyboard input
over up to three frames. keys(a) describes the number of input frames necessary for an
attack a ∈ A. The attack is started in the frame the last keyboard input was received.
For every attack a ∈ A the frame number where its hitbox occurs is determined by
t + startUp(a) + keys(a) − 1.
The distances dX and dY are obtained from the array in which the simulated data has been
stored before. The distance between two opponents at the moment the hitbox occurs,
if the corresponding attack skill was selected in the current frame, can be approximated
based on this information.
Note that with increasing number of frames the accuracy of the simulated data decreases.
We accept this circumstance as we do not see any opportunity to overcome this weakness.
The estimated value v(a) of each attack a ∈ A equals the probability pX,Y (dX, dY)
divided by the 0.95 percentile of joint probability values of the attack, truncated within
interval [0, 1] ⊂ R:
pa (dX, dY) 
.
v(a) = min 1, X,Y a

p0.95





The values dX and dY are rounded to the next multiple of N , i.e., the next node on the
grid the probability space is clustered with. Hence, v(a) equals one if the vector (dX, dY)
belongs to the most promising 5 % of all distance vectors for an attack. Otherwise, its
8
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value is within [0, 1[⊂ R. This allows to compare the attacks among each other in the
following way: The given game state suggests that attack a1 is more suitable than attack
a2 .
Further processing of the approximated attack values to suggest the next attack follows
the procedure described in Section 8.4.1.

D.5

Further Fitness Functions

In Section 8.4.4 we have introduced four fitness functions f1 to f4 . Their actual values
do not depend on the opponent’s fitness. However, the opponent at hand influences their
values due to the result of the fight. Here, we introduce further fitness functions which
explicitly consider the fighter p and its opponent:
1. The damage ratio between the opponents,
2. the proportion of successful close attacks, and
3. the movement ratio.
Consider the following abstract functions occurring in the provided fitness functions:
- opponent(x) Returns the opponent of the argument x.
- dmg(x) Returns the damage received by x.
- hit(x) Returns the number of attacks that hit x.
- mov(x) Returns the sum of all executed skills’ speed change in the x- and y-direction
of x.
In detail, these fitness functions comprise:
f5 : Damage Ratio The proportion of damage that has been suffered by the player. If
the fight was mainly defensive the fighter that caused more damage gets rewarded
anyway. As well as in an offensive fight where many attacks were successful.

f5 (p) =






0.5





dmg(p)
dmg(p)+dmg(opponent(p))

, if dmg(p) + dmg(opponent(p)) = 0
.
, else

While f5 combines f1 and f2 in Section 8.4.4, it faces the disadvantage that it
only allows to state about the attack- and defense-behavior in relation to a certain
opponent. Also, the absolute damage difference remains hidden. There may be a
damage-relation of 2-10 or 200-1000, both resulting in the same value f5 (p) = 0.2.
While the difference in the first case can be neglected it is remarkable in second
case.
Note: f5 is a generalized variant nof f3 . Ao round is stated to be won if f5 (p) < 0.5.
While f3 may only take values ∈ 0, 12 , 1 , f5 allows more precise statements about
whether a round was closely won or with significant margin. On the other hand, f5
might be misleading when averaged over several rounds: Let there be three rounds,
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one was won without receiving any damage, i.e., f4 (p) = 0 and the remaining two
were lost with f4 (p) = 0.6. The average of 0.4 suggests that the player p has won
more rounds than its opponent. Nevertheless, one could avoid this inaccuracy by
not considering the mean but the median or maximum (i.e., worst) value.
f6 : Close Combat Ratio The proportion of close combat attacks between the player
and its opponent. The fighter being able to place more close combat attacks to its
opponent is being rewarded with a better fitness value. Thereby it is irrelevant, how
much damage an attack caused and whether the opponent was able to block the
attack or not.

f6 (p) =

, if hit(p) + hit(opponent(p)) = 0






0.5





hit(p)
hit(p)+hit(opponent(p))

.
, else

We deliberately do not suggest an adequate fitness function for distant attacks.
Our results in [33] have shown that the controllers tend to make inflationary use of
distant attacks when not controlled further. This fitness function explicitly promotes
close attacks.
f7 : Distance Moved Ratio The ratio of self-caused movement between the two fighters. Thereby only moves explicitly caused by the corresponding fighter itself are
considered, not movement caused by suffering a hit, gravity, or friction. This promotes controllers that either make use of attacks that cause movement itself or use
movement skills. Hence, it forces the fighters not to “hide” in a corner but to effectively “touch” each other in the arena. We believe that this also fosters human-like
behavior.





0.5




mov(o)
mov(p)+mov(o)

f7 (p) = 

, if mov(p) + mov(o) = 0
.
, else

The fitness functions f5 to f7 do not allow a comparison of two different pairs of solutions.
These functions suit more on coevolution than against external reference opponents. f5 to
f7 are explicitly designed in the manner that a fighter can achieve a good fitness value only
at the expense of its opponent. Thereby the fitness value represents a limited resource for
which the opponents compete. The circumstance can be abstracted as follows:
fi (p) = 1 − fi (opponent(p)) with i ∈ {5, 6, 7} .
With defining fitness values in a relative way, the definition of lower and upper bounds
becomes obsolete. While the lower bound for most fitness functions formulae will be zero,
an upper bound is mostly not that easy to define precisely. A desirable side effect is that
the fitness functions do also foster different behavior, for example f5 : A good value in f5
means that either the player is capable to attack the opponent successfully or to avoid the
opponent’s attacks. In every case the player was able to attack its opponent successfully
more often than vice versa. Of course, its expressiveness increases with increasing total
damage. Altogether we suggest employing the functions f5 , f6 and f7 for coevolutionary
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training. Here, f5 , the damage ratio, represents the main goal. The two remaining fitness
functions f6 and f7 can be seen as (necessary) auxiliary functions. Our findings in [33]
indicate that a common strategy of ANNBot is to use only distant attacks to keep the
opponent at certain margin while causing damage to it. f6 ensures that ANNBot also
considers close attacks to avoid this behavior.
Nevertheless, given a fixed set of reference opponents for each candidate solution, all the
described fitness functions’ values can also be applied for statistical comparison or visual
evaluation.
Finally, we point out a couple of fitness functions that also might be worthwhile to consider
fostering certain behaviors:
• The number and length of attack combos,
• the distance to the opponent or the arena center (to force the fighter approaching
its opponent), or
• the ratio between started close and far attacks (i.e., balanced use of different attack
types).
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Appendix E
Further Details on: simTORCS
This section refers to Chapter 9 in the main part of this thesis. It describes an abstract
racing car simulation that aims to resemble TORCS in as many aspects as possible with low
computational cost and the support of multi-threading. The most important requirement
is that the controllers trained in simTORCS can be applied in real TORCS without any
additional effort. Also, their behavior should be similar within both simulations. We briefly
introduce its architecture:
Tracks simTORCS describes a two-dimensional environment, hence it does not consider
any height differences on a track. A track in simTORCS consists of three distinct types
of segments:
Regular Segment A straight segment of certain length and (start) width. The start
width also determines the end width of the previous segment. It is described by
2
four points p1 to p4 . The center line of a segment is defined by centerstart = p1 +p
2
and centerend = p3+p4
. To add a turn, a new segment is rotated towards left or
2
right by a certain angle. See Figure E.1 for a visualization. For left turns, p1 of the
new segment is directly connected with p3 of the previous one. p2 with p4 for right
turns, respectively. The other starting point of the rotated segment is determined
by rotation around the point already set (p1 or p2 ) as pivot. To fill the created gap,
an edge segment is created:
Edge Segment Connects two straight segments that build a turn of certain angle. It is
defined by three points of its two neighboring segments, based on whether the turn
between those is a left or a right turn. Its center line connects centerend of this
previous and centerstart of the next regular segment.
Closing Segment If the end points p3 and p4 of the last segment of a track are pairwise
unequal to the start points p1 and p2 of its first segment, the closing segment is
added to complete a circle on the track. Its start and end points are defined by
those four points. The center points are set equally to edge segments.
Altogether these segments allow defining two-dimensional tracks for car racing. simTORCS also supports importing original TORCS tracks without adaptions into the 2-d
simulation. To that end, the XML-files describing TORCS tracks are parsed and the part
concerning Track Segments is evaluated. The corresponding track segments are then
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first

last

Regular

Edge

Connecting

Figure E.1: Types of segments in simTORCS.
created in simTORCS. Note that every track has a certain width which is defined in an
attribute width.
Every track segment has a type, we distinguish between str, lft and rgt. While the first
describes a straight the two latter indicate a left or right turn, respectively. The length of
a straight is defined within the attribute lg. A turn is specified by the three attributes arc,
its total angle in degrees, radius, and end radius. The two latter attributes define the
radii of the two turn segments of which the turn is composed. An exemplary visualization
is given in Figure E.2.
The corresponding arc lengths arc1 and arc2 in Figure E.2 can be determined per definition
by
arc1 = radius ·

arc
2

·

π
180

and
arc2 = end radius ·

arc
2

·

π
.
180

With this information provided the turn can be constructed in simTORCS with two regular
segments from which the first is rotated by arc
degrees w.r.t. its previous segment and the
2
second is also rotated by arc
w.r.t.
the
first
segment.
The segment lengths are set to arc1
2
and arc2 , respectively. Finally, the required edge segments are created. By default, turns
are created with a level of detail (LoD) of one, i.e., one regular segment per half. This
results in pointed turns if the value arc is large. Nevertheless, with increasing LoD more
segments are added per half, which lets the turn appear smoother but also increases the
number of track segments that must be considered throughout simulation. The number
of regular segments per half equals 2LoD−1 . A visualization is provided in Figure E.3.
Note that the segments are numbered subsequently in the order they occur on the track.
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end radius = 100
radius = 50

Figure E.2: Exemplary turn definition with arc = 180◦ , radius = 50 m and end radius =
100 m. The two segments of which the turn is composed are shaded green and red.

Figure E.3: Distinct levels of details and the resulting turn representations of the turn
defined in Figure E.2. Note that LoD = ∞ is only provided for visualization and of
theoretical nature. It represents the true turn line.
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Table E.1: Sensor information provided to the controller (based on [115, Tables 1 and
2]). Note that simTORCS only considers a subset of the information provided by SCR
TORCS.
Sensor

Range

Unit

angle

[−π, π] ⊂ R

[rad]

speed

[0, 100] ⊂ R

[m/s]

track

[0, 200] ⊂ R

[m]

trackPos

[−∞, ∞] ≡ R

Description
Angle between the car’s heading and the direction of the segment center line.
Absolute driving speed of the car in driving direction.
19 sensors that measure the distance to the
track edge in the direction of their corresponding orientation. When noise is enabled, the values are randomly perturbed by five percent of
the sensor range.
Distance between the car and the center line of
the segment in relation to the segment width
at the current position. If |trackP os| > 1, the
car is off-track. Simulation is stopped then.

Controller and Sensor Information The car is controlled via a controller interface that
provides the actuators left, right, gas and brake, all ∈ [0, 1] ⊂ R. These are the essential
controls to drive the car through the track. Contrarily to SCR there are no actuators to
control clutch, gear, as well as the focus setting and restart command [115, Table 3]. The
sensor information provided to the controller is printed in Table E.1.
Compared to the information provided to the controller in SCR TORCS the sensor information in simTORCS, see Table E.1, is only a small subset. We decided to focus on the
necessary information to save computational effort. While we have foregone some sensors
of SCR TORCS because they are not necessary to ANNRacer, some data like damage
or rpm are not existing in simTORCS. In future work simTORCS should be extended by
further sensor information whose computation might be enabled or disabled depending on
the controller’s requirements.
We will not provide details on how the sensor information is obtained from the game state,
but instead refer to the appended source code. An overview of the source files is given in
Section F.2.
Note that simTORCS also provides more detailed information about the track at hand
that might be accessed by the fitness functions, for example the maximum turn speed that
is employed in the computation of f2 : Turn Speed Behavior, see Section 9.4. Anyway,
this information is not accessible to the controller.
Physics Engine The physics engine is based on the implementation provided by Linkovich
[306]. We will outline its basic features but refer the reader to [305] for a more detailed
introduction into car physics. The physics engine considers the car’s mass and center of
gravity, the tire grip, engine and brake force and its heading. Based on this information
it determines the traction, drag and friction force. The computed information is applied
to determine the car’s acceleration in driving direction as well as its angular acceleration.
Rolling and air resistance are determined through constants multiplied with the car’s ve326

locity. Note that the simple physics engine also foregoes an exact computation of the
engine and drive torque delivered RPM, gear, and throttle.
Engine Parameters The engine always delivers a constant force of 11, 900 units1 . The
constant brake force equals 26, 300 units. These values were determined experimentally:
First, we started a noiseless race in TORCS on the track Forza, which starts with a long
straight segment, enough to accelerate to 270 km/h with car1-trb12 . We let the car
accelerate until it leaves the track in the first turn, no steering has been applied. Every
frame f we recorded the current speed v and added an observation (f, v) to a list of
all observations. When the experiment stopped, we conducted linear regression over all
observations with the x-axis denoting the time and y the speed. From the resulting linear
function f (x) = a·x+b, we considered the slope a to estimate the acceleration of the car.
Note that there is no linear relation between time and acceleration in real. However, this
abstraction was necessary in order to set the engine force constant properly. In case of the
braking force, we carried out a similar experiment: The car accelerated until it reached
200 km/h, then performed a full brake until it reached a speed of zero. Observations
(f, v) were recorded from the moment the car started braking until it reached speed zero.
The two resulting linear functions are:
fAcc (x) = 8.58 · x + 72.35
and
fBrk (x) = −90.14 · x + 193.35.
Then we performed the same experiment in simTORCS and altered the values of engine
force and brake force until the slope-values of both functions were close to the ones
determined in TORCS. The best approximations were achieved with values of 11, 900 for
engine force and 26, 300 for braking force.
Procedure of Simulation The simulation of a race starts by placing the car on the first
segment of the track with a small offset to the segments starting point centerstart . The car
always keeps track of its current segment st at time t. Every frame of the simulation that
segment is determined based on the car’s current position. To save computation time, only
the segments with the ids st−1 (id)+i for i ∈ {−1, 0, 1, 2, 3} are considered for determining
the current segment st . If the car’s position does not match any of these segments, it
is assumed that the car has left the track or is driving backwards. In that case the car
is disqualified, and the evaluation is stopped. Note that on high driving speeds it may
happen that the car skips one or two short segments within a single frame. To determine
the track edge sensor values the lines build from p1 to p3 and p2 to p4 for each segment
are investigated for the closest intersection in sensor direction. Only the segments that
start within a distance ≤ 200 meters from the car’s position (following the track center
line) are considered for intersections. This saves computation time and furthermore allows
importing TORCS tracks that have overlaps of the track in form of bridges or tunnels, e.g.,
1
Note that we will not specify the meaning of “units” further due to the level of abstraction applied
here.
2
The car type applied in the TORCS Simulated Racing Car Championship.
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the track Wheel-2, see Figure 9.7. Those overlaps are junctions in the two-dimensional
environments – as only the next 200 meters of the track are considered for intersection,
those junctions do not represent an issue if the track length between those comprises more
than 200 meters. The simulation stops if the car is driving backwards on the track or has
left the track. Furthermore, the simulation is stopped after a fixed number of ticks. Due
to the stopping conditions defined simTORCS does neither consider off-track driving nor
damage points.
The abstract physics engine in combination with the behavior of the racing car applied
in simTORCS, which are both close to real TORCS, allow simulating and evaluating
controllers under similar conditions. While this allows to evaluate solutions comparably
fast it also offers an adequate basis for training as the results in Section 9.5 show.
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Appendix F
Further Information
Additional information concerning this thesis is provided in this section.

F.1

Computer Specifications

Test Computer Windows 10 Pro, AMD Ryzen 5 3600 3.6 GHz (12 Threads), 16 GB
DDR4-RAM, NVIDIA GeForce GTX 1050 Ti
High-Performance Computer Windows Server 2016, Intel Xeon Gold 6132 2.6 GHz
(16 Threads), 32 GB DRAM

F.2
CD

CD Content
Experiments
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . Raw results of the experiments.
Software
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . Software concerning the case studies.
Source Code
. . . . . . . . . . . . . . Source code of nNEAT, including all described components.

The reader should refer to the according ReadMe files on the CD for more details.

F.3

Applied Software

Table F.1: Software applied to create this thesis and the enclosed source codes.
Name
TeXstudio
MiKTeX
IntelliJ IDEA
yEd Graph Editor
diagrams.net

URL

https://www.texstudio.org
https://miktex.org
https://www.jetbrains.com/idea
https://www.yworks.com/products/yed
https://www.diagrams.net

Last Accessed

2021-03-26
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