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Abstract
Code containing software vulnerabilities can potentially be exploited, and
result in a cybersecurity incident. Possible consequences of cybersecurity
incidents range from monetary deprivation to loss of life. This work aims
to address this problem through the human factor, the software developers,
by raising awareness of secure coding guidelines through a serious game –
the CyberSecurity Challenges.
CyberSecurity Challenges is a serious game inspired by the capture-the-flag
genre, and constitutes the main contribution of the present work. In this
game, players are given challenges containing secure coding vulnerabilities.
The goal is to solve the challenges, by rewriting the code to be compliant with
secure coding guidelines. Players compete against other teams and collect
points in the form of flags.
The research design consists of a Action-Design Research with three iterations, two empirical studies, and three deep dive studies. Research was
conducted at Siemens AG, from 2017 to 2020, in collaboration with the
Universität der Bundeswehr München and the Instituto Universitário de
Lisboa. More than 200 professional software developers from the industry
participated in the design of the CyberSecurity Challenges. A total of thirteen game events were held during the three design cycles. The empirical
studies explore the usage and awareness of secure coding guidelines through
an industry case study and a large-scale survey. More than 190 industry
software developers took part in the large-scale survey. The deep dives provide
additional information for practitioners on selecting secure coding guidelines,
on how to organize and frame a CyberSecurity Challenges event temporarily,
and give insight into different deployment scenarios.
We show that software developers lack awareness of secure coding, and that
defensive challenges are adequate to raise their awareness. We also provide
guidelines for implementing CyberSecurity Challenges. Furthermore, we
determine the deterrent factors to the usage of secure coding guidelines, which
are lack of time, unreasonable guidelines, and constant technology changes.
CyberSecurity Challenges are validated in an industrial environment, and
are well received by software developers and by managers. Preliminary
versions of this work have been published in well ranked venues, and two
papers received the best-paper award.
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Abstrakt
Quellcode dass, Schwachstellen enthält, kann potenziell ausgenutzt werden und
zu einem Cybersicherheitsvorfall führen. Die möglichen Folgen reichen von
Geldentzug bis hin zum Verlust von Menschenleben. Diese Arbeit zielt darauf
ab, dieses Problem durch den menschlichen Faktor, die Softwareentwickler,
anzugehen, indem das Bewusstsein für Sicherheitscodierungsrichtlinien durch
ein Serious Game geschärft wird – die CyberSecurity Challenges.
Dieses Spiel wurde vom Capture-the-Flag-Genre inspiriert. In diesem Spiel
werden den Spielern Aufgaben die Sicherheitslücken enthalten gestellt. Das
Ziel besteht darin, dass die Spieler der Quellcode so umgeschreiben, dass
dieser den Richtlinien für Sicherheitscodierung entspricht. Die Spieler treten
gegen anderen Teams an und sammeln Punkte in Form von Flaggen.
Das Forschungsdesign besteht aus einem Action-Design Research mit drei Iterationen, zwei empirischen Studien und drei Deep-Dive-Studien. Diese Arbeit
wurde von 2017 bis 2020 bei der Siemens AG in Zusammenarbeit mit der Universität der Bundeswehr München und dem Instituto Universitário de Lisboa
durchgeführt. An der Gestaltung der CyberSecurity Challenges waren mehr als
200 professionelle Softwareentwickler beteiligt. Es wurden insgesamt dreizehn
Spielveranstaltungen durchgeführt. Die empirischen Studien untersuchen die
Verwendung und das Bewusstsein für Sicherheitscodierungsrichtlinien durch
eine Fallstudie sowie eine große Umfrage. An der Umfrage nahmen mehr als
190 Software-Entwickler aus der Industrie teil. Die Deep Dives bieten Praktikern Informationen zur Auswahl von Richtlinien für sichere Codierung, zur
Organisation und Gestaltung einer CyberSecurity Challenges-Veranstaltung
sowie Einblick in verschiedene Bereitstellungsszenarien.
Wir zeigen, dass Softwareentwicklern das Bewusstsein für sichere Codierung
fehlt und dass, defensive Challenges ausreichen, um ihr Bewusstsein zu schärfen. Wir stellen auch Richtlinien für die Implementierung von Challenges
bereit. Darüber hinaus ermitteln wir die abschreckenden Faktoren für die
Verwendung sicherer Codierungsrichtlinien, wie Zeitmangel, unangemessene
Richtlinien und ständige Technologieänderungen.
CyberSecurity Challenges wurden in einer industriellen Umgebung validiert
und wurden von Softwareentwicklern sowie Managern gut angenommen. Vorläufige Versionen dieser Arbeit wurden in internationallen Konferenzen veröffentlicht, und zwei Papiere wurden mit dem Best-Paper-Award ausgezeichnet.
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1
Introduction
In 2017, the pentesting group within the industrial technological company
I was employed implemented a capture-the-flag (CTF) game. This game was
presented to and used successfully with a business unit. While the game raised
a lot of interest by the business unit, it was unclear in the pentesting group
what to do with it. Therefore, in late 2017, they have decided to approach me
for assistance. This was done due to my experience in the industry as a software
developer and my position in the industry as a cybersecurity expert, researcher,
and responsible for secure coding. After a couple of internal meetings, the
pentesting team’s colleagues decided to hand over their platform to me.
This fact led me to ask management to start a research project to refine the
Pentesters’ game to raise software developers’ awareness of secure coding. My
proposal was to continue developing the platform and elaborate on a possible
internal offering on secure coding training for software developers. Acceptance
by management and establishment of an internal research project were the
first steps towards what is now the CyberSecurity Challenges (CSC). Not
only were the conditions for this research timely and favorable, but the work
was also supported by the company’s continued investment in cybersecurity,
as stated by the Charter of Trust [188].
The Charter of Trust is a cross-industry initiative started by Siemens and
several partners in 2018. In the same year, Siemens presented this initiative
and made it widely known at the Münchener Sicherheitskonferenz. Siemens
and the industrial partners, including top players in the industry and political
partners, vow to implement ten core cybersecurity principles in their daily
business. These principles are: ownership culture, responsibility throughout
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the digital supply chain, security by default, user-centricity, innovation and
co-creation, education, certification, transparency and response, regulatory
framework, and joint initiatives. In particular, the education principle ratified
by all the Charter of Trust partners aims to provide dedicated cybersecurity
courses to lead the improvement of job profiles needed for the future. This
principle includes professional education, training, working together with
universities, and performing research on the field of cybersecurity.
During my career as a secure coding trainer, experience has shown me
that software developers require expertise and awareness in cybersecurity.
The awareness is needed for both junior and senior developers from all
backgrounds and programming languages. The handover from the Pentesters’
group’s capture-the-flag game proved to be a valuable start and fertile route
to cybersecurity research.
The work that followed was done in partnership with the Universität der
Bundeswehr München (UniBW) and with the Instituto Universitário de Lisboa
(ISCTE). This collaboration was crucial to the success of the present work.
From an academia perspective it resulted in novel scientific results expressed
in several publications with two best-paper awards. From an organizational
perspective it resulted in a useful artifact, which was incorporated into the
official training program of the hosting organization. The present work counted
additionally with the support of six working students and one master student.
The resulting research effort, presented in this thesis, followed an iterative
design approach based on Action-Design Research [128]. It includes two
empirical studies, three deep dive studies, and the design of the CyberSecurity
Challenges – a serious game to raise software developers’ awareness of secure
coding in the industry. The premises for the present work have been given
by the following constellation:
1. Capture-the-flag platform developed by the pentesting colleagues;
2. My position in the company as a cybersecurity expert and trainer on
secure coding;
3. The recognition and long-term commitment by the company to perform
research on innovative training methodologies;
4. Perceived need for improvement in cybersecurity awareness and expertise.
Section 1.1 describes the significance of software vulnerabilities for the
industry, in terms of vulnerabilities in source code. Known issues addressing
secure coding in the industry are discussed in section 1.2. In section 1.3, we
overview the research questions that guided the research. Finally, in section
1.6, we describe the present thesis structure.
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1.1

Cyber Security Incidents

The motivation to start the work in the company was incentivized by its
commitment to the Charter of Trust and the realization of the need to
decrease the number of cybersecurity incidents through improved training
methodologies. Figure 1.1 shows the number of security advisories and
security alerts issued for industrial control systems (ICS) by the Department
of Homeland Security (DHS) in the United States in the period from 2010 to
2020. In 2019, the DHS issued more than 900 security advisories and more
than 500 security alerts. Companies are sensitive to these advisories and
alerts since they directly impact their business.
250
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Figure 1.1: Number of Advisories and Alerts Issued by the Department of
Homeland Security between 2010 and 2021 (Data Based on [52])
Table 1.1 shows a partial list containing some of the significant known cybersecurity incidents that have affected critical infrastructures. This table also
shows the industry sectors affected by these incidents and the known impact
of attacks on these sectors. One important incident in 2010 was the StuxNet,
which affected Iran’s nuclear power plants. This was the first incident that
contained malware targeted for the industry, and significantly affected not only
general Information Technology (IT) equipment but also specialized hardware
- Programmable Logic Controllers (PLC). Furthermore, the malware led to
the physical destruction of hardware - something that was not seen before.
Specialized malware exists that explicitly targets industrial control systems;
however, the industry can be affected by any general malware. One example
is the Havex malware, a Remote Access Trojan that contains code targeting industrial devices communicating over Open Platform Communications.
Another example is BlackEnergy v3 which attacked the Ukrainian power
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Table 1.1: Major Security Incidents to Industial Control Systems
Year

Incident / Vulnerability

2003

Slammer worm

2010

StuxNet

Impact
$750 million ... $1 billion
>200.000 computers infected

Industry sector

Reference

Several

[42]

Nuclear energy

[239]

>1.000 machines affected
2013

Havex

>1.000 energy companies

Several

[186]

2014

German steel mill

massive physical damage

Production

[226]

2015

Ukraine power grid

>230.000 people without electricity

Nuclear energy

[241]

2017

NotPetya

>$10 billion

Nuclear energy, logistics

[21]

2019

Norsk Hydro

>$75 million

Production and energy

[86]

grid and energy distribution in 2015. The attack resulted in a loss of power
which affected more than 230.000 people. In 2017, NotPetya, a malware
first discovered in 2016, targeted Microsoft Windows operating systems by
exploiting a buffer overflow in the Server Message Block (SMB) protocol.
The attack’s consequences were that the systems were held for ransomware
by encrypting files and preventing the system from booting. This malware
has impacted millions of people worldwide and caused immense financial
damage to the industry [21]. In 2019, the industry’s financial impact due
to all sorts of security incidents and malware has exceeded $11 billion dollars
and affected more than 140 countries (see table 1.1).
Incidents affecting critical infrastructures are significant since these security incidents result in severe monetary consequences and affect human
life. Consequently, players operating in the industry, particularly for critical
infrastructures, are heavily regulated. Several IT security standards, such
as IEC 62443 [87] and ISO 27001 [90], exist which describe technical and
procedural aspects of IT security. To sell products, companies need to be
certified according to these standards. One typical requirement contained
in these security standards is related to the usage of secure coding and secure
coding standards during the software development of products and services.
A report from 2007 from the Department of Homeland Security claims
that the root cause of more than 90% of security incidents is due to coding
errors and poor software quality [52]. Security vulnerabilities, which are
weaknesses or defects present in software that can be exploited by malicious
parties [183], are a result of coding errors and poor software quality. Also,
a large-scale study by Patel et al. [200] has shown that more than 50% of
software developers cannot spot vulnerabilities in source code [26].
According to OpenFactory [158], a software developer in the industry
creates on average 70 bugs per 1.000 lines of code, whereby 15 of these find
their way to end customers. Additionally, the same source claims that it takes
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thirty times longer to fix software bugs than to write a single line of code.
Systems are also becoming more complex, and the number of code lines
is increasing rapidly. In their study, with more than 500 software developers,
SourceGraph [55] shows that in 2020 more than 80% of software developers
are dealing with 20 times more code than they were dealing in 2010. These
facts, therefore, imply the importance of improving awareness and expertise
of secure coding in the industry.
1.2

Addressing Secure Coding in the Industry

Secure software development is an important topic for the industry. To address
this, standards such as IEC 62443 [87] and ISO 27001 [90] mandate implementing a secure software development lifecycle (S-SDLC). Secure software development lifecycle includes, among others, the establishment of the following
processes: threat and risk analysis (TRA), vulnerability scanning, third-party
component selection, code reviews, static application security testing (SAST),
and training and awareness programs. IT security standards like these typically
setup a high-level framework for secure software development without describing in detail the necessary steps that software developers need to implement.
These low-level requirements on software development are captured by secure coding standards and software development best practices, which we call
secure coding guidelines. While IT security standards focus on process issues,
secure coding guidelines focus on how to develop software to avoid the introduction of security vulnerabilities. Security vulnerabilities result from software
defects, bugs, and logic flaws. Due to its closeness to software development,
secure coding guidelines exist in two levels: generic guidelines, and languagespecific guidelines. Generic secure coding guidelines are guidelines which are independent of programming languages, while language-specific guidelines focus
on a certain programming language (e.g. C, C++, Java). Like IT security standards, secure coding guidelines are security polices for software development.
To write secure code, software developers should follow these secure coding
guidelines. Examples of well known and widely used secure coding guidelines
in the industry are the Software Engineering Institute-Computer Emergency
Response Team (SEI-CERT) Secure Coding Guidelines for the C, C++ and
Java programming languages, and the Open Web Application Security Project
(OWASP) Top 10 guidelines. This thesis focuses on software developers’
training in secure coding guidelines through CyberSecurity Challenges, in
relation to the two secure coding standards: SEI CERT [37], and OWASP [157].
Our goal is to raise software developers’ awareness of secure coding guidelines.
Having software developers following secure coding guidelines contributes
to more secure software, but also aids in achieving the secure coding processes
which are defined in IT security standards. We note that, although these
processes’ definitions and implementation are not new, cybersecurity incidents
still occur. In 2011, Xie et al. [102] performed a semi-structured interview with
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15 professional developers to determine why programmers make security errors.
Their results showed a disconnect between the conceptual understanding of
cybersecurity and software developers’ attitudes regarding their responsibility
in software development. They observed that software developers considered
that security was not their concern and lacked awareness of specific errors
related to their software development context. Goseva et al. [111], in 2015,
performed an empirical evaluation of static code analysis tools used in the
industry to detect software vulnerabilities. They found that these tools’ usage
resulted in a large number of false negatives (i.e., existing vulnerabilities were
not detected) and a large number of false positives (i.e., wrongly reported
software vulnerabilities). Therefore, they concluded that one could not solely
rely on static code analysis tools to leverage secure coding during software
development. This result indicates that the human factor is an integral part
of a well-established and effective S-SDLC. It is therefore critical that software
developers use and implement secure coding guidelines and secure coding
practices. However, how good are software developers in writing secure code?
According to my own previous experience as a security expert in the
industry, not only do software developers lack the know-how on how secure
guidelines guidelines and how to write secure code, but they also tend to overestimate their own secure coding abilities. This observation is corroborated by
a 2016 study by Yang et al. [243] who performed a large-scale survey on Stack
Overflow posts to identify the most asked questions related to security. Their
study collected the eight most asked security-related topics and concluded
that software developers turn to available resources in the internet to seek
solutions and answers to cybersecurity questions. Yang et al., therefore,
suggest that security experts publish more books and write more blog posts
on cybersecurity. This conclusion, however, contrasts with a 2017 study by
Fischer et al. [67], which looks at the quality of information available on Stack
Overflow related to cybersecurity. They argue that ready-to-use solutions
for everyday problems are challenging to find due to software and security’s
complex nature. Their study analyzed 1.3 million Android applications and
determined that 15% of these contained code-snippets from Stack Overflow,
whereby 98% had vulnerabilities in source code.
In 2017, Acar et al. [244] claimed that due to the increasing number of
cybersecurity incidents, software developers are becoming more and more
aware of the importance of secure coding. Similarly to the study by Yang
et al., they looked at available guidance on Stack Overflow and the internet
in general. They concluded that software developers which search the web,
due to a lack of understanding of security issues, do not find useful and
practical guidance. Their analysis showed that the available information
can be misleading, outdated, general-purpose, or even completely wrong.
Furthermore, available information lacks concrete examples, exercises, and
critical topics for software development were not well represented. Finally,
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they concluded that official books did not provide the content and format
that developers wanted or needed in practice.
A 2018 study by Oliveira et al. [48], looked at software developers’ understanding of application programming interfaces (API) as a reason for
security vulnerabilities. They defined API blindspots as a software developers’
misconception or oversight on API usage that leads to possible introduction
of vulnerabilities. The wrong usage of an API due to a blindspot’s existence
causes software developers to insecurely invoke these functions without realizing the security implications, potentially resulting in a security vulnerability.
Their study with 109 software developers concluded that software developers
lack awareness of APIs’ usage and that developers trust these function calls
because "they are part of the standard library".
According to Mead et al. [148], addressing security vulnerabilities in source
code early in the software development lifecycle can save many costs. Their
work presents an empirical model that shows the incurred costs of fixing
software vulnerabilities at the following phases: requirements engineering,
architecture, design, implementation, testing, deployment, and operations.
The validity of this model is corroborated by Black [175], which describes
how addressing software defects early in the software development stages
(particularly by early involvement of the software testing team) can also lead to
cost savings. These studies contribute to the discussion on software developer
awareness of secure coding and possible ways to improve the current situation.
Our approach to address secure coding in the industry is through a serious
game to raise awareness of secure coding guidelines. The research presented in
this thesis, therefore, combines several factors to address secure coding in industry. A serious game is designed with the purpose to raise awareness of secure
coding guidelines. The fact that the developers are presented with a game aids
them to test their own knowledge as a means of self-improvement. Furthermore, since secure coding guidelines are policies for software developers, we use
and adapt previous work on policy compliance. The main idea is that by raising awareness on these policies (secure coding guidelines), compliance to is also
increased, as discussed in Bulgurcu et al. [32]. The increase in compliance to
secure coding guidelines also has the effect of reducing software vulnerabilities.
These factors, which were understood not only by myself, but also in the
research group of the hosting organization, served as a motivation to look for a
novel approach to address the issue of software developers’ secure coding awareness. However, additional factors also played a crucial role in the company’s
and personal decision to pursue this endeavour. The group in the company
where the author worked as a cybersecurity specialist and secure coding trainer
is responsible for researching next-generation technologies to address cybersecurity issues. Some of the groups’ topics of responsibility relate to secure software
development life cycle, particularly security awareness, threat and risk analysis,
and secure software development. Due to the company’s large size, the groups’
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research results are used, deployed, and disseminated across the company at a
global scale, throughout many different business units (BU). The main tasks
of the thesis’ author included not only working as a security consultant to different BUs but also as a trainer of secure software development. This company
background together with the expertise by the author were decisive factors to
enable the present work. Furthermore, the emerging industry needs that were
experienced in the course of our research have informed and molded our design.
1.3

Overview of the Work

The current work addresses secure coding and the secure coding mistakes
made by software developers. Our goal is to design a serious game to raise
awareness of secure coding in the industry. This goal is achieved through
empirical research and an iterative design using the Action-Design Research
methodology [128].
While the evaluation is done in an industrial context, it is based on four
well-established theories: policy compliance theory, neutralization theory,
security-related stress, and awareness theory. These theories have been selected since they are pertinent for our research. Figure 1.2 shows an overview
of the foundation and theoretical concepts of the present work, combining
policy theories, awareness theory, and secure coding.
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Figure 1.2: Thesis Foundation and Theoretical Concepts
We make use of information technology policy compliance theories from
Bulgurcu et al. [32] and Moody et al. [76] (policy compliance theory), from
Siponen et al. [140] (neutralization theory), and from D’Arcy et al. [106]
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(security-related stress), and adapt them to our field. While these theories
were introduced in the field information security, we use and adapt them to
understand factors that lead software developers to comply or not comply
to secure coding guidelines. The three IT security awareness dimensions
(perception, protection, and behaviour) by Hänsch et al. [154], are also
adapted from the field of information security to the context of secure coding
guidelines. These three dimensions are used in our work to understand and
measure software developers’ level of awareness of secure coding guidelines.
The secure coding guidelines that are used in the present work are based on
the SEI-CERT C and C++ [37], and OWASP Top 10 [157] guidelines.
The present thesis addresses secure coding in the industry and is guided
by the following research questions:
• RQ 1: How well are software developers in the industry aware of secure
coding guidelines?
• RQ 2: Which factors lead software developers to use or ignore secure
coding guidelines?
• RQ 3: How to raise awareness of secure coding guidelines of software
developers in the industry using a serious game?
The following chapters present several studies that address and detail these
research questions and introduce the CyberSecurity Challenges. The present
work focuses on raising awareness of secure coding guidelines of software
developers in the industry. A long-term study of the effects of playing
CyberSecurity Challenges is difficult due to a large number of factors. These
factors include, among others: job rotation, changing and evolving IT security
technologies, discovery of new attack vectors, and evolving programming
languages and programming language standards. Furthermore, in our setting
of software development for critical infrastructures, the timespan between
coding and deployment of a cyber physical system to critical infrastructures
may take several years. Nevertheless, other authors argue that training and
raising awareness eventually results in increased security. Previous research
indicates that awareness campaigns lead to an increase in compliance with
security policies (Bulgurcu et al. [32]). In their work, Bulgurcu et al. state
that raising awareness of IT security policies leads to increased compliance
towards them. This conclusion relates to the present work in the sense that the
IT security policies are represented by the secure coding guidelines. Therefore,
it is expected that raising awareness of secure coding guidelines can lead to an
increase in compliance towards these guidelines. This increase in compliance
can possibly mean that code written by developers can have higher quality
and potentially result in a decrease in the number of overall vulnerabilities
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and, therefore, also reduce the number of cybersecurity incidents. In our
work, we focus our research effort on awareness of secure coding guidelines.
The main contributions offered by this thesis are as follows:
1. understanding on how secure coding guidelines are used in the industry,
2. understanding on how to raise software developers’ secure coding
awareness through serious games,
3. the CyberSecurity Challenges artifact.
Additionally, the Cybersecurity Challenges and data related to the empirical
studies are made publicly available for researchers and practitioners.
1.4

Ethical Considerations

CyberSecurity Challenges are inspired by the capture-the-flag type of games.
Capture-the-flag games were initially developed in the pentesting community
as a means to train offensive cybersecurity skills. Therefore, due to their
nature, the typical challenges offered in capture-the-flag games can also be
used by malicious adversaries for non-ethical purposes, such as learning to
exploit and abuse IT systems.
This work does not consider or intend to develop such skills, which can be
used by malicious parties to cause real damage to society. Instead, this work
aims to strengthen software developers’ defensive skills, in particular their
secure programming skills. Our goal is to raise awareness of secure coding
to reduce or potentially eliminate software vulnerabilities. Therefore, the
current work is geared towards stopping attackers from exploiting products
and services by means of improving code quality in terms of security, not
on training individuals how to break and exploit systems.
Additionally, the present work is based on discussions, interviews and surveys that took place with software developers in the industry. All the participants in this study were informed of the research being carried out and also the
purpose of the research. Participation in the study was voluntary, the participants provided feedback freely, and all the collected data has been anonymized.
1.5

Collaborations and Publications

To conduct research using the Action-Design Search methodology, a stable
collaboration between organization and academia is required. This allows
to plan the actions needed to solve the practical problem, while doing research and making contributions. While conducting the present work, I have
collaborated and published several papers with Prof. Dr. Ulrike Lechner
from the Universität der Bundeswehr München, and Prof. Dr. Maria PintoAlbuquerque from the ISCTE Instituto Universitário de Lisboa. Additionally,
the development of the industry survey, which will be discussed in chapter 4.2,
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was done in collaboration with Prof. Dr. Daniel Mendez from the Blekinge
Institute of Technology.
The following articles [206, 208–219], sorted by publication year, have been
published in different conferences, and form the basis for significant parts
of the present thesis:
• Tiago Gasiba, Kristian Beckers, Santiago Suppan, and Filip Rezabek.
"On the Requirements for Serious Games geared towards Software
Developers in the Industry". In: Conference on Requirements Engineering Conference (RE) (Sept. 2019). Ed. by Daniela Damian, Anna
Perini, and Seok-Won Lee. IEEE, Jeju, South Korea, pp. 286–296.
DOI:10.1109/re.2019.00038.
• Tiago Gasiba and Ulrike Lechner. "Raising Secure Coding Awareness
for Software Developers in the Industry". In: 2019 IEEE 27th International Requirements Engineering Conference Workshops (REW) (Sept.
2019). Ed. by Daniela Damian, Anna Perini, and Seok-Won Lee. IEEE,
Jeju, South Korea, pp. 141–143. DOI: 10.1109/REW.2019.00030.
• Tiago Gasiba, Ulrike Lechner, Filip Rezabek, and Maria Pinto-Albuquerque. "Cybersecurity Games for Secure Programming Education in
the Industry: Gameplay Analysis". In: First International Computer
Programming Education Conference (ICPEC 2020) 81 (June 2020). Ed.
by Ricardo Queirós, Filipe Portela, Mário Pinto, and Alberto Simões.
Schloss Dagstuhl–Leibniz-Zentrum für Informatik, OpenAccess Series
in Informatics (OASIcs), Dagstuhl, Germany, ISBN: 978-3959771535,
10:1–10:11. issn: 2190-6807. DOI: 10.4230/OASIcs.ICPEC.2020.10.
url: https://drops.dagstuhl.de/opus/volltexte/2020/12297/
pdf/OASIcs-ICPEC-2020-10.pdf.
• Tiago Gasiba, Ulrike Lechner, Jorge Cuellar, and Alae Zouitni. "Ranking Secure Coding Guidelines for Software Developer Awareness Training in the Industry". In: First International Computer Programming Education Conference (ICPEC 2020) 81 (June 2020). Ed. by
Ricardo Queirós, Filipe Portela, Mário Pinto, and Alberto Simões.
Schloss Dagstuhl–Leibniz-Zentrum für Informatik, OpenAccess Series
in Informatics (OASIcs), Dagstuhl, Germany, ISBN: 978-3959771535,
11:1–11:11. issn: 2190-6807. DOI: 10.4230/OASIcs.ICPEC.2020.11.
url: https://drops.dagstuhl.de/opus/volltexte/2020/12298/
pdf/OASIcs-ICPEC-2020-11.pdf.
• Tiago Gasiba, Ulrike Lechner, Maria Pinto-Albuquerque, and Alae
Zouitni. "Design of Secure Coding Challenges for Cybersecurity Education in the Industry". In: 13th International Conference on the
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Quality of Information and Communications Technology (QUATIC)
(Sept. 2020). Ed. by Martin Shepperd, Fernando Brito e Abreu,
Alberto Rodrigues da Silva, and Ricardo Pérez-Castillo. Springer,
Faro, Portugal, pp. 1–14. DOI: 10.1007/978-3-030-58793-2_18. url:
https://arxiv.org/abs/2101.02108.
• Tiago Gasiba, Ulrike Lechner, Maria Pinto-Albuquerque, and Anmoal
Porwal. "Cybersecurity Awareness Platform with Virtual Coach and
Automated Challenge Assessment". In: 6th Workshop On The Security Of Industrial Control Systems & Of Cyber-Physical Systems
(CyberICPS) 12501 (Sept. 2020). Springer, Guildford, UK. pp. 1–16.
DOI: 10.1007/978-3-030-64330-0_5.
• Tiago Gasiba, Ulrike Lechner, and Maria Pinto-Albuquerque. "Sifu
- A CyberSecurity Awareness Platform with Challenge Assessment
and Intelligent Coach". In: Special Issue of Cyber-Physical System
Security of the Cybersecurity Journal (Oct. 2020). Ed. by Paris
Avgeriou, and David Shepherd, SpringerOpen, Online, pp. 1–23. DOI:
10.1186/s42400-020-00064-4. url: https://cybersecurity.spring
eropen.com/articles/10.1186/s42400-020-00064-4.
• Tiago Gasiba, Ulrike Lechner, and Maria Pinto-Albuquerque. "CyberSecurity Challenges in the Industry: Measuring Challenge Solve
Time to Inform Future Challenges". In: Information Systems, Special
Issue "Computer Programming Education" (Nov. 2020). Ed. by
Ricardo Queirós, Filipe Portela, Mário Pinto, and Alberto Simões.
MDPI, Basel, Switzerland, pp. 1–31. DOI: 10.3390/info11110533. url:
https://www.mdpi.com/2078-2489/11/11/533.
• Tiago Gasiba, Ulrike Lechner, Maria Pinto-Albuquerque, and Daniel
Mendez Fernandez. "Awareness of Secure Coding Guidelines in
the Industry - A first data analysis". In: TrustCom 2020: International Conference on Trust, Security and Privacy in Computing
and Communications (Dec. 2020). Ed. by Guojun Wang, Ryan
Ko, Md Zakirul Alam Bhuiyan, and Yi Pan, IEEE, Guangzhou,
China, pp. 1–8. DOI: 10.1109/TrustCom50675.2020. 00055. url:
https://arxiv.org/abs/2101.02085.
• Tiago Gasiba, Ulrike Lechner, and Maria Pinto-Albuquerque. "CyberSecurity Challenges: Serious Games for Awareness Training in Industrial
Environments". In: Bundesamt für Sicherheit in der Informationstechnik: Deutschland. Digital. Sicher. 30 Jahre BSI – Tagungsband zum
17. Deutschen IT-Sicherheitskongress, (Feb. 2021), pp. 43–56. url:
https://www.secumedia-shop.net/Deutschland-Digital-Siche
r-30-Jahre-BSI
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• Tiago Gasiba, Ulrike Lechner, and Maria Pinto-Albuquerque. "CyberSecurity Challenges for Software Developer Awareness Training
in Industrial Environments". In: 16th International Conference on
Wirtschaftsinformatik (Mar. 2021). Ed. by Frederik Ahlemann,
Reinhard Schütte, and Stefan Stieglitz, Association for Information
Systems, AIS Electronic Library (AISeL), pp. 1–17. url: https:
//aisel.aisnet.org/wi2021/NInformation12/Track12/2.
• Tiago Gasiba, Ulrike Lechner, Maria Pinto-Albuquerque, and Daniel
Mendez. "Is Secure Coding Education in the Industry Needed?
An Investigation Through a Large Scale Survey". In: 43rd International Conference on Software Engineering (May 2021)., Ed. by
Hakan Erdogmus and Ana María Moreno, pp. 1–12. url: https:
//arxiv.org/abs/2102.05343.
• Tiago Gasiba and Thomas Diefenbach. "Secure Coding Guidelines:
State-of-the-Art Industrial Practices in Alignment With Business Needs”.
In: ITS KRITIS (2021), To Appear.
Individual contributions from the articles to the individual chapters and
sections are also declared in their corresponding introductions.
In this research I collaborated additionally with various Master students,
and I have supervised one master thesis. The supervised master thesis was
done in 2020 by Alae Zoutni, at the University of Passau, with the title
"Design of Defensive Hacking Challenges for Software Developers in the
Industry". Her work contributed to the design of the types and structure
of the CyberSecurity Challenge exercises.
Furthermore, the following master students participated in the present
work, through my own supervision, as working students: Filip Rezabek helped to implement the CyberSecurity Challenges infrastructure in the
second design cycle, and helped to integrate open-source components, Felix
Jedrzejewski - implemented web application challenges, Anmoal Porwal implemented C and C++ challenges in the Sifu platform, Ece Ata - helped
to implement questions for web application challenges, and Thomas Wakim
- integrated formal verification tools into the backend of the Sifu platform.
Although the present work finishes in the third design cycle (more precisely
on the 7th of May 2021), other students have taken up the work and continue
to implement challenges in the Sifu Platform and to extend it to other
programming languages. The additional work uses this thesis as its basis, and
is not part of the present research. Samra Hodzic implemented additional C
and C++ challenges in the Sifu platform, Iosif Andrei-Cristian implemented
challenges for Terraform (infrastructure as code) in the Sifu platform, and
Luís Casqueiro conducted a master thesis on the implementation of Java
challenges for the Sifu platform. This work has also resulted in additional
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publications [124, 205, 207]. Additional work is expected to emerge, due to
the popularity of the present work in the hosting organization, and subsequent
demand for the support of additional programming languages.
1.6

Structure of the Thesis

This section describes the organization of this thesis. The work done in this
thesis was conducted in the timeframe from late 2017 until late 2020. Figure
1.3 shows the timeline of the current work together with an overview of the
empirical studies, design cycles, and deep dives. The chapters are provided
in the black labels, and the studies are shown in the oval (empirical studies
and deep dives) and hexagons (design cycles).

Figure 1.3: Timeline of Work with Thesis Chapters
The organization of the thesis follows the sequence as shown in figure 1.3,
i.e. first we present the empirical studies (chapter 4), followed by the three
design cycles (chapter 5), and conclude with the deep dives (chapter 6). Table
1.2 shows an overview of the thesis chapters, which includes the method,
the studies carried out during the thesis, reflections on the research, and
conclusions, along with the corresponding chapters and a brief description.
Chapter 2 discusses the Action-Design Research methodology used in our
research. This methodology, which is based on Design-Science Research, lays
the foundations upon which the research carried out during the present work
is based.
Chapter 3 discusses the state of the art and related work. In this chapter,
we look at the base theories upon which this thesis is rooted. We also look
at previous relevant studies that discuss IT security awareness of software
developers. This chapter also gives a brief description of IT security standards
and their requirements. Furthermore, the existing secure coding guidelines
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Table 1.2: Structure of the Thesis
Chapter

Description

2

Method used in the research

3

State of the art on which the current work is based upon

4.1

Study on the usage of secure coding guidelines in the industry

4.2

Design and large scale deployment of a survey on the awareness of secure coding
guidelines by software developers in the industry

5.1

Overview of current research and prerequisits for CyberSecurity Challenges to inform
future design cycles

5.2

Study on adequate types of challenges for industrial software developers to inform
future design cycles

5.3

Description and analysis of defensive challenges using the Sifu platform

5.4

Game evaluation through the three design cycles

6.1

Prioritization of secure coding guidelines, based on mapping openly known security
incidents to secure coding guidelines

6.2

Player profiles and challenge solve time to inform industry practitioners who wish
to use or refine CyberSecurity Challenge events

6.3

Deployment scenarios

7

Critical reflection on the current research in light of Design-Science Research and
Action-Design Research

8

Overview of the current work and contribution to knowledge

used in this work are also outlined in this chapter. Finally, previous work
on serious games is presented and discussed.
Chapter 4 describes the empirical studies carried out in the present research.
Section 4.1 presents a case study on the best practices of using secure coding
guidelines in the industry. This work, performed in 2019, details a project conducted in the industry to update previously existing company-internal secure
coding guidelines conforming them to the current best practices. During the
work, the task’s complexities were made clear, as were the interactions between
different parties. The case study outlines the importance of secure coding
guidelines in the industry and motivates the need for management approval
in implementing a secure coding process and the need for software developers’
awareness training. Section 4.2 discusses the design, the deployment, and
the results of a large-scale survey on software developers’ awareness of secure
coding guidelines. This section comprises two main sections: (1) about design
of the survey and the analysis of survey pilot results, and (2) on the large-scale
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deployment. Rooted on our selected base theories, the design of the survey is
done iteratively over several steps. In the first step, addressed in section 4.2.1,
the initial survey questions are selected based on my own experience, existing
literature, and lessons learned from previous CyberSecurity Challenges games.
This section presents the design of the survey, which was reviewed by experts,
and tested in the field. After this, a post-review of the results is performed,
resulting in the final design of the survey and the analysis of the results of the
piloting phase. Next, section 4.2.2, analyzes the results from the large-scale
deployment of the survey. The analysis is done in light of the base theories.
The conclusions drawn from the results are useful to aid industry practitioners
who wish to raise awareness of secure coding of software developers.
Chapter 5 provides details on the three different design cycles carried out
during the present work. During the initial design of the CyberSecurity
Challenges, the game was developed with an offensive perspective, and several
events were held in the industry. Section 5.1, presents the results obtained
during this design cycle while focusing on the game’s design requirements.
The design requirements are obtained through literature review, analysis of
the results from the different events, expert opinion, and my own experience
in the industry. Section 5.2 discusses the design of individual challenges for
the CyberSecurity Challenges game. The design is based on interviews with
security experts who also have experience teaching software developers in
the industry. The description of the resulting design gives details on the
challenges’ types, structure, and usage of hints and penalties. Section 5.3
presents the third design cycle. The challenges designed in this cycle have
a defensive perspective and use a simple artificial intelligence technique to
implement an intelligent coach. Section 5.4 provides an overview of the CyberSecurity Challenges designed during the three different cycles. This section
also presents and compares results between offensive, defensive-offensive, and
defensive challenges, and summarizes the results obtained.
Chapter 6 presents the deep dive studies carried out in the second design
cycle. Section 6.1 describes a deep dive on how to rank secure coding guidelines for teaching purposes. This section presents a methodology used to plan
CyberSecurity Challenge events based on secure coding guidelines and their
learning goals. Section 6.2 performs a deep dive through the analysis of the
time that participants need to solve different challenges. This section presents
a methodology to measure this time and how to use the results to plan
CyberSecurity Challenges events. During the different design cycles, three
different deployment scenarios were developed to address emerging company
requirements. Section 6.3 presents and evaluates the different deployment
scenarios of the CyberSecurity Challenges.
Chapter 7 presents a critical reflection on the work developed. Our work
is based on the Design Science methodology of Action-Design Research as
introduced by Sein et al. [128]. In this chapter, we discuss the seven guide-
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lines of Design Science Research by Hevner et al. [8] which is a pre-cursor
to Action-Design Research. We also discuss how the seven Action-Design
Research principles have been addressed in the present work.
Chapter 8 provides the conclusions of this thesis. This chapter briefly
discusses the motivation for the present work, and discusses the course of
action that was taken to address our industry problem. This chapter also
summarizes our contributions, in the form of the lessons learned throughout
the empirical studies, design cycles, and deep dives, which were performed
during the research effort.
Finally, Appendix A contains a list of secure coding guidelines used in this
work, and Appendix B the entire survey questionnaire, as developed in chapter
4, for practitioners’ usage. The raw results and the Sifu platform, designed
and validated during the current work, are available on online platforms [220,
221], as detailed in the individual chapters.
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Methodology
Our work follows the Action-Design Research (ADR) methodology (Sein et al.
[128]), to address a practice-oriented problem that arose in the industry: how
to raise secure coding awareness of software developers in the industry. This
section presents an overview of the Action-Design Research methodology used
to address this problem and gives a brief overview of the design cycles carried
out during the research. The presentation of the Action-Design Research
method is based on its usage and instantiation in the present work, and in
the situated organizational context under which the thesis was carried out.
In this section we also briefly describe the empirical studies, and topic-specific
studies that were carried out as part of our work.
Section 2.1 introduces the Action-Design Research methodology. In section
2.2, we discuss our research design in light of the ADR method. A deeper
and more detailed overview of the three design cycles is presented in section
2.3. This section also includes a description of our empirical and topic-specific
studies. Finally, section 2.4 concludes the chapter.
2.1

Action-Design Research

The research method Action-Design Research was introduced by Maung
Sein, Ola Henfridssoni, Sandeep Purao, Matti Rossi, and Rikard Lindgren
[128] in their seminal article "Action-Design Research" published in MIS
Quarterly in 2011. The method Action-Design Research was developed to
make theoretical contributions to knowledge, solve a current organizational
problem, and aid practitioners. Our work uses this research methodology
with the aim to develop a serious game, the CyberSecurity Challenges, that
addresses a problem in the industry (raising awareness of secure coding).
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Sein et al. [128] describe Action-Design Research as stressing the relevance
of the learning cycle of Design Science Research (Hevner et al. [7]) by providing explicit guidance on how to build, intervene, and evaluate in a concerted
research effort. Action-Design Research finds its roots on Action Research
(Baskerville [176], Lindgren [179]). However, Action-Design Research aims
primarily at the design of an artifact and its related theory, as opposed
to Action Research which primarily aims at changing an organization and
solving its problem.
Action-Design Research belongs to the design-oriented method paradigm
which also addresses the so-called wicked problems (Baskerville et al. [177])
in organizations while ensuring the relevance of information systems research
for practice. Relevance for practice is important in Design-Science Research
(Hevner et al. [8]). According to Wieringa, design science is the design and
investigation of artifacts in context (Wieringa [184]). Action-Design Research
addresses the organizational influence in shaping information technology
artifacts by recognizing that artifacts’ design results from different interactions
within an organizational context. In particular, ADR also recognizes organizational influence in shaping the problem’s formulation during the different
research stages. Additionally, ADR focuses and aims on the relevance that the
artifact plays within the organization, and also on its utility to the organization.
Action-Design Research builds novel IT artifacts developed within an
organization and learns from the different interventions undertaken to address
the perceived problems. The central tasks in ADR are the activities of
building, intervention in an organizational context, and evaluation. This is
also commonly named the building, intervention and evaluation (BIE) phase.
The Action-Design Research methodology follows seven principles (Sein
et al. [128]). These principles are as follows:
P1 - Practice-inspired research: this principle concerns the knowledge
creation based on practice-oriented problems,
P2 - Theory-ingrained artifact: this principle concerns the development of
artifacts through the usage and adaptation of the existing theoretical
body of knowledge,
P3 - Reciprocal shaping: this principle acknowledges that the generation
of knowledge is shaped by and shapes the organizational context,
P4 - Mutually influential roles: this principle emphasizes the importance
of the mutual learning experienced by the participants in the study,
P5 - Authentic and concurrent evaluation: this principle recognizes that the
design and shaping of the artifact are intermixed with the interventions
in the organization,
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P6 - Guided emergence: this principle acknowledges that the design process
is not static but guided by the requirements and dynamics that occur
in the organization throughout the design process, and
P7 - Generalized outcomes: this principle emphasizes that the outcome
of the research should take a generalization character and be applied
to a larger class of problems.
Our research effort reflects the first principle through the fact that CyberSecurity Challenges are developed in an industrial context, and address a
real-world problem that affects the industry at large and, in particular its
software developers.
The second principle is reflected in the fact that the CyberSecurity Challenges were developed using established theories. In our case, the chosen base
theories upon which the present work is based are theories on information
security policy compliance and awareness. These theories have been adapted
from the field of information security to the field of secure coding. An overview
of these theories is given in chapter 3. Furthermore, the design of the CyberSecurity Challenges was guided by the existing literature on serious games.
The principle P3 is addressed through the molding of the serious game by
the organizational context, i.e., on the serious game’s adaptation to address
the organizational context and the possibilities and limitations within the
organization. Furthermore the organizational context is also molded by the
serious game through its adoption. The adoption of the serious game in the
official software developers training curriculum also reflects the usefulness
of this game for the organization.
Principle P4 is respected in light of the mutual learning obtained by the
different participants to the internal customer projects that were carried out,
using the CyberSecurity Challenges, in different business units of the hosting
organization. Of particular importance concerning this principle was the
dissemination of the lessons learned through company-internal meetings and
conferences. The lessons learned during the internal projects were communicated to the corresponding customers of the projects. These lessons learned
also constitute knowledge that was gained during the respective design cycle.
Our CyberSecurity Challenges’ development was an integral part of and
was intertwined with its evaluation and intervention over different events,
thus fulfilling the principle P5. This principle is also related with P3 since
the interventions and evaluations mutually shaped the artifact and the organization. The possibility that was enabled by the hosting organization, to
influence the organization itself and learn from field experiments through an
intermixed process, was fundamental in the design of our game.
The sixth principle relates to the utility of the serious game for the organization where it is developed. In our work, we consider the utility of our
artifact in the sense that it is useful for the organization. In particular, the
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adoption and inclusion of the CyberSecurity Challenges in the company’s
official product and solution security software developers’ training curriculum
demonstrates the usefulness of the game. This usefulness is also used as a
criterion to finalize our research. According to the Merriam-Webster dictionary [131], utility is defined as fitness for some purpose or worth to some end.
Therefore, when the artifact is useful to the organization, its utility criterion
within the organization, according to Sein et al. [128], is also fulfilled.
As stated by principle P7 in Sein et al. [128] (generalized outcomes),
the formalization takes place at the following three conceptual levels: (L1)
generalization of the instance of the problem, (L2) generalization of the solution,
and (L3) derivation of the design principles from the outcome of the work. At
this stage, it is essential to realize the applicability and the limitations of the
achieved generalizations. We achieve this principle through a critical overview
of our work. A reflection on our research effort is presented in chapter 7.
2.2

Research Design with Three Cycles

Figure 2.1 shows the three cycles of Action-Design Research upon which our
work is rooted. The research is undertaken to address a perceived problem
in the industry. In the present work, the research was initially motivated by
the emerging problem on "how to use capture-the-flag games to raise secure
coding awareness of software developers in the industry". In the second and
third design cycles, two empirical studies supplemented the design studies.
Additionally, two deep dive studies on ranking secure coding guidelines and
temporal dimensioning were carried out in the second design cycle which also
complemented the design process. Furthermore, a parallel design study on
deployment scenarios took place and was carried out during the three design
cycles. The design studies carried out during these cycles are discussed in chapter 5, and the deep dives and deployment scenarios are discussed in chapter 6.
A more detailed description of the different components that are part of
Action-Design Research is presented in the following. Our description of ActionDesign Research follows its usage in the present research described in this
thesis, and is also situated in the organizational context of the current work.
The first stage of ADR is the problem formulation. At this stage, a perceived
problem is formulated, and a strategy to address it is devised. In this thesis,
the first design cycle’s perceived problem arose from the need to address
secure coding training by means of a capture-the-flag game. An essential
and critical aspect in this phase to concretize the research opportunity was
the long-term commitment by management, and the organization, where
the research was conducted, to support our research. As typicaly occurs in
Action-Design Research, the subsequent problem formulations were dependent
and resulted from lessons learned on previous design cycles.
The second stage of ADR is the building, intervention, and evaluation (BIE).
In this stage, the problem formulation and the used theoretical framework
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Figure 2.1: Research Design with Three Design Cycles According to
Action-Design Research by Sein et al. [128]
inform and guide the serious game’s development. The serious game built
is not only based on these premises, but it is also molded by organizational
constraints. The serious game is applied in practice through intervention
– in the present work, this is achieved through hosting one or more CyberSecurity Challenge events. After the intervention, evaluation takes place.
In our research, the evaluation of the CyberSecuriy Challenges took place
through surveys (Groves et al. [181] Seaman [38], and Wagner et al. [197]),
semi-structured interviews (Drever [58], and Harell et al. [126]), informal
discussions, and through informed arguments (Hevner et al. [7]). In each
cycle, the CyberSecurity Challenges are incrementally refined. In the present
research, this corresponds to different CyberSecurity Challenge events. The
game increments and improvements are then summarized in design principles,
contributions to knowledge, and usefulness for the organization.
The third stage is the reflection and learning. At this stage, two events took
place on (1) reflecting on the outcome of the design cycle and (2) on the lessons
learned during the design cycle. The reflection at this stage allows the shift
from a solution to an abstract theory applied to a broader class of problems.
Furthermore, the lessons learned provide design guidelines for practitioners.
This stage contributes to the body of knowledge and provides practitioners
guidelines that can be used to apply the CyberSecurity Challenges in practice,
repeat experiments, and refine the game. Additionally, the first and second
design cycles provided further questions that motivated additional problem
formulations resulting in a refined design through the consequent design cycles.
The fourth stage is the formalization of learning. In this stage, the outcome
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of the research corresponds to the present thesis, which formalizes the lessons
learned through the studies undertaken during the research.
Our research effort was complemented by two empirical studies and two
deep dives, as will be described in the following. These additional studies aid
in a better understanding, contextualization, and framing of the problem that
we aim to address. They also provide valuable insight to practitioners who
wish to use or deploy CyberSecurity Challenges in their own organization.
2.3

Detailed Overview of the Design Cycles

The three design cycles were composed of: design studies, empirical studies,
deployment studies, deep dives, challenges artifact, and outcome. Figure 2.2
presents a detailed overview of the design cycles which were carried out during
the present work, together with these different components.

Figure 2.2: Overview of Design Cycles
The first design cycle is composed of the followins elements: offensive
challenges, challenge design: requirements, client-based deployment, and initial
platform with basic design. The outcome of this phase is an initial platform
that is based on the capture-the-flag platform that was taken over from
the colleagues from the pentesting group. The challenges in this design
cycle are offensive challenges. The design study on the requirements which
was conducted in this cycle comprises four events with a total number of
59 industry participants. In this design cycle a requirements cycle was
conducted to understand the design requirements needed to further design
the CyberSecurity Challenges. The methods used to conduct this study were
based on a lightweight literature review, semi-structured interviews with the
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participants to the events, and on informed arguments from previous game
designs. These design study and initial platform design are described in section
5.1. The main lessons and knowledge gained in this design cycle are discussed
in section 5.1.4 During this cycle, the challenges which were provided by the
pentesting colleagues required a dedicated virtual machine for the participants.
It was observed in practice that this deployment scenario carried out its own
problems, when used in an industry scenario. A study of this deployment
scenario, together with its lessons learned and improvements is presented in 6.3.
The second design cycle is composed of the following elements: defensive/offensive challenges, challenge design (including challenge structure and
types), server-based deployment, refined platform with structured design,
industry case study, ranked secure coding guidelines, and understanding of
dimensioning and planning of game. The challenges in this design cycle are
refined to the defensive/offensive perspective. A design study was carried out
to understand the challenge structure and types which are appropriate for the
industry context, and to raise awareness of secure coding of software developers. This design study is presented in section 5.2, and comprises of five events
with a total number of 75 participants from the industry. The method used to
conduct this study was based on a survey methodology. The outcome of this
design cycle comprises the refined platform with a structured design. The main
lessons and knowledge gained in this design cycle are discussed in section 5.2.4
Furthermore, the deployment scenario of the challenges was refined to a
server-based model, based on informed arguments and shaping by industry
requirements. This deployment scenario addresses the observed industry
issues in the first cycle, while considering non-international deployments,
where additional requirements arise. A discussion of the deployment scenario
used in the second design cycle is presented in section 6.3. Additionally, in
this design cycle, a case study was carried out in the industry, looking at
the best practices on company-internal implementation and establishment
of secure coding guidelines. The case study and the lessons learned which
are relevant to the present research are outlined in section 4.1. This industry
case study was the result of a real-world example of a consultancy project
pertaining to secure coding guidelines.
Finally, two deep dives were additionally carried out in this design cycle.
The first deep dive study explores how to rank secure coding guidelines to
plan the learning contents of a CyberSecurity Challenge event. This deep
dive consisted of a two-phase semi-structured interview based on a developed
survey, and counted with the participation of 20 security experts from the
industry. The outcome of this deep dive study are lists of secure coding
guidelines that are ranked according to an industry impact metric. This
study is presented in section 6.1. The second deep dive study explores how
to measure the time players need to solve challenges. This knowledge is used
to dimension a CyberSecurity Challenge event temporally. This deep dive
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consists of the analysis of dashboard data which was gathered throughout the
five CyberSecurity Challenge events. The outcome of this deep dive study
pertains to an understanding on how to dimension and plan a CyberSecurity
Challenge event, and is presented in section 6.2.
The third design cycle, which completes the present work, is composed
of the following elements: defensive challenges, challenge design: automated
interaction, cloud-based deployment, refined platform with intelligent coach,
and a large-scale survey of software developers in the industry. The exercises
of the CyberSecurity Challenges assume a defensive perspective in this cycle.
A design study was carried out to understand how to automatically assess
the compliance level of source code to existing secure coding guidelines, and
to evaluate the usefulness of the platform developed in this cycle (the Sifu
platform). The design study comprises four CyberSecurity Challenge events,
with a total of 71 participants, and the method used to conduct this study was
based on a survey methodology. The outcome of this design cycle is a refined
platform with an intelligent coach based on a simple artificial intelligence
technique. This design cycle combined the lessons learned from all the previous
design cycles and iterations. The resulting serious game, which is discussed
in section 5.3, is shown to be very successful and to achieve the company’s
desired level of usefulness, by means of its adoption in the internal training
curriculum. In this design cycle, not only is the companys’ desired usefulness
is achieved, but also a saturation of gained knowledge is observed. The main
lessons and knowledge gained in this design cycle are discussed in section 5.3.4
The third design cycle also comprises a refined deployment scenario, which
addresses international deployments, and was developed based on informed
arguments and shaping by the additional industry requirements emerged in
the second design cycle. Furthermore, the third deployment scenario allowed
to address the COVID pandemic situation [236], which imposed additional
restrictions and requirements on the deployment. In particular, the social
distancing restrictions incurred by the pandemic situation led to organizational
changes and the additional requirement to have fully virtual workshops and
game format. Although not originally planned, the deployment scenario
designed and used in the third design cycle played a crucial role in overcoming
the additional limitations. The results of the study on the deployment scenario
based on a cloud deployment is presented in section 6.3. Finally, a comparison
between the different deployment models is also discussed in the same section,
concluding the study on the deployment scenarios.
The third design cycle also counts with a study that investigates the level
of secure coding awareness of software developers. This study was carried out
using a two-step survey methodology, and the developed survey is based on
the adaptation of existing base theories on policy compliance and IT security
awareness. The two-step approach consisted of a survey pilot phase and a
large-scale deployment. The pilot survey counted with a total number of 59
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participants, and the large-scale deployment counted with a total number
of 194 participants. All the participants to both the survey were professional
software developers from the industry. The description of the survey design,
analysis of the results and lessons learned is presented in chapter 4.2.
2.4

Chapter Summary

This chapter discussed Action-Design Research, which is an appropriate
methodology to design a serious game to raise awareness of software developers in an organizational environment. We have also provided a discussion
on the application of the Action-Design Research methodology to the present
work. In particular, we describe our three design cycles in light of ADR.
In chapter 8, we will provide an in-depth discussion of the factors that contributed to the success of the present work. These success factors are discussed
in light of the methodology followed in the course of our research effort.
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3
State of the Art
This chapter provides an overview of state of the art in the existing body
of knowledge upon which our research work is based. This includes: selected
base theories; previous empirical studies on software developers’ awareness of
IT security; IT security standards; overview of secure coding standards; and
an overview of serious games. Section 3.1 looks at the four base theories used
throughout this work. Previous empirical studies are discussed in section 3.2.
General industrial cybersecurity standards are covered in section 3.3, and the
secure coding standards used in this work are detailed in section 3.4. Section
3.5 gives an overview of state of the art on serious games. Finally, section
3.6 presents relevant additional assorted work that was used to inform the
work presented in this thesis.
3.1

Base Theories

Organizations create security policies to establish a common basis of understanding and behaviour among their employees. Complying with information
security policies (InfoSec) is a crucial factor that strengthens organizations’
cybersecurity resilience. Therefore, understanding employees’ compliance with
InfoSec policies is vital in achieving high security levels by leveraging existing
personal in the organization. The work presented in this thesis is based on
the following three established policy compliance theories: policy compliance
theory (PC) by Bulgurcu et al. [32], and Moody et al. [76], neutralization
theory (NT) by Siponen et al. [140], and security-related stress (SRS) by
D’Arcy et al. [106]. These theories have been initially developed in the context
of information security. The present work adapts and extends them for the
context of software development. In particular we establish a parallel between
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information security policies and secure coding guidelines as de-facto company
policies for secure software development, which software developers must
comply to. Additionally, we also use and extend the concept of information
security awareness, as given by Hänsch et al. [154] to the context of software
development. In particular, we bridge the concept of awareness of information
security policies with the concept of software developers’ awareness of secure
coding guidelines. In the next sub-section, we provide a brief introduction
and description of each of these theories.
3.1.1

Policy Compliance Theory

Policy compliance theory, introduced by Bulgurcu et al. [32] in 2010, draws
from the theory of planned behaviour and investigates rationality-based
factors that drive employees to comply with InfoSec policies. In their seminal
work, they show that attitude and normative beliefs significantly influence the
intention to comply with policies. Attitude to comply with policies is further
influenced by three factors: benefit of compliance, cost of compliance, and
cost of non-compliance. One crucial result arising from their empirical study
with 464 employees from different companies concludes that information
security awareness influences the employees’ outcome beliefs and attitude
towards compliance. The compliance theory by Bulgurcu et al. includes
constructs such as self-efficacy to comply, intention to comply, and general
information security awareness. Self-efficacy to comply is composed of factors
such as skills, knowledge, and competency. Intention to comply relates with
the employees’ expression of his or her intent to implement in practice the
InfoSec policies. Finally, the general information security awareness theory
is used to measure the software developers’ knowledge of the policies.
A 2018 work by Moody et al. [76] proposes a unified model of policy
compliance, based on a systematic literature review of eleven theories of
information security behaviour models. Their seminal work establishes a
comprehensive study of policy compliance theory, which covers a stream
of literature that spans more than three decades of work. They note that
previous literature shows that employees tend to behave in an insecure manner,
even when they know the existing policies. Therefore, they conclude that
understanding compliance and non-compliance with InfoSec policies is crucial
to raise cybersecurity levels in a company. They also conclude that understanding of policy compliance should address reasons why employees comply
with policies and why employees do not comply with them. Furthermore,
they point out that this understanding can offer a basis for education and
awareness campaigns. Their work includes the constructs already provided in
Bulgurcu et al. and also additional constructs such as response cost, perceived
severity, and perceived vulnerability. The construct "response cost" relates
to the perceived cost of compliance, e.g., being time-consuming, taking work
time, or making work more difficult. The construct "perceived severity"
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relates to security breaches being considered a problem for oneself, and the
"vulnerability" construct relates to a security threat itself.
In this thesis, we use and extend policy compliance theory from information
security to the field of software development. The adaptation of the questions
which correspond to the selected constructs is detailed in section 4.2.1, and
appendix B.
3.1.2

Neutralization Theory

Neutralization theory, proposed by Sykes and Matza [77], dates back to 1957
and is rooted in Criminology. It explains how individuals rationalize their
decisions to overcome social norms and engage in deviant behaviour. In [140]
Siponen et al. provide a theoretical model of neutralization theory. They
test their model, using sanctions from deterrence theory, to conclude that
policy violation is not always best explained by fear of sanctions. Their
insight is that employees come up with reasoning arguments that neutralize
policies, thus effectively justifying for themselves why it is acceptable to
disregard a particular policy. These arguments allow the employee to minimize
the perceived harm of disregarding a given policy, since a justification for
non-compliance is reasoned. Furthermore, they argue that understanding
neutralization arguments and techniques used by employees to disregard
information security policies is essential when considering these policies’ development and implementation. They also conclude that practitioners should
counteract the usage of neutralization techniques by understanding them.
In their work, Siponen et al. identify several constructs that are used as
techniques to neutralize policies. These include "denial of responsibility",
"denial of injury", "defense of necessity", "condemnation of the condemners",
"appeal to higher loyalties", and "the metaphor of the ledger". A summary
of these constructs is given as follows:
Denial of responsability – employee defines him- or herself as lacking responsibility for his or her actions,
Denial of injury – employee justifies an action by minimizing the harm that
it causes,
Defense of necessity – employee views breaking a rule as necessary and
unavoidable, therefore not feeling guilty when committing the action,
Condemnation of the condemners – employee blames the individuals who
are the target of the action, e.g., when breaking the law because it is
not reasonable,
Appeal to higher loyalties – employee thinks he or she is in a dilemma that
must be resolved by disregarding a policy for a good cause,
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Metaphor of the ledger – employee thinks that enough good actions justify
an occasional bad action.
In this thesis, we use and extend neutralization theory from information
security to the field software development. The adaptation of the questions
which correspond to the selected constructs is detailed in section 4.2.1, and
appendix B.
3.1.3

Security-Related Stress Theory

D’Arcy et al. [106] define security-related stress as a form of stress caused
by burdensome, complex, and ambiguous information security requirements.
Their work, which is based on coping theory, extends previous work on technostress through exploring stress as a cause for deliberate policy violations.
They base their results on empirical studies with 539 employees from different
organizations. Their work details a model of policy violations that predicts
reasons that lead employees to disregard security policies when engaging in
emotion-focused non-malicious reactions in response to stress. This kind of
behaviour can occur, e.g., when employees face a rapidly growing amount
of security requirements, which they find constraining, inconvenient, and
difficult to understand. Therefore, the employees’ coping response to stressful
situations results in one or more violations of information security policies.
In their work, an understanding of information security policy violation due
to workplace stress includes, among others, the following constructs:
Complexity – occurs when security requirements are viewed as complex, therefore forcing the employee to spend time and effort to understand them,
Overload – occurs when security requirements increase the workload of the
employees, causing time pressure at their workplace,
Uncertainty – occurs when security requirements are constantly changed and
updated, leading to additional work by the employees to catch up on
the latest status.
In this thesis, we use and extend security-related stress theory from information security to the field of software development. The adaptation of the
questions which correspond to the selected constructs is detailed in section
4.2.1, and appendix B.
3.1.4

Awareness Theory

Researchers have previously used the concept of information security awareness
with different meanings. The work by Hänsch et al. [154], which we use in this
thesis, establishes a clear definition of awareness through the review of previous
literature. Their work identifies the context in which previous literature
uses the concept of awareness and classifies it into three distinct dimensions:
perception, protection, and behaviour. These concepts are defined as follows:
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Perception – is related to the knowledge of a situation or fact. It includes
knowing the dangers that exist, general knowledge about information
security, and the ability to recognize possible threats,
Protection – is related to the knowledge of possible dangers and the existing
measures to protect against them, Users should know how to protect
against dangers and have the know-how and attitude regarding safeguarding the information assets. Additionally, employees should know
countermeasures to existing threats that lower risk and exposure,
Behaviour – is related to a change in the way people think and act, i.e., on
the actual initiation of actions. It is also related to ones’ following of
established rules and policies in practice.
In their work, they claim that awareness programs and campaigns should
consider all three dimensions of awareness by understanding the organizations’
needs, in alignment with management. Awareness theory fits well in the
present work, which is based on Action-Design Research, since ADR aims
to intervene (action) in an organization.
In this thesis, we use and extend the concept of awareness from information
security to the field of software development. The adaptation of the questions
which correspond to the selected constructs is detailed in section 4.2.1, and
appendix B.
3.2

Previous Studies on Developer Awareness

Despite the existing security processes, standards, initiatives, and software
development best practices, it is widely known that software vulnerabilities
still exist.l We only need to look at the number of vulnerabilities and incidents
that occur on an yearly basis (see figure 1.1). In their work, Assal et al. [80],
study the human factor in software security, exploring human behaviour and
motivation through an empirical study based on a survey with 123 software
developers in the industry. They concluded that software developers are not the
weakest link, and are very motivated towards software security. Furthermore,
their work unveils a lack of organizational and process support to handle
secure software development. However, they did not cover the reasons why
this is so. Although the respondents to their survey claim to be self-motivated
towards security, they have identified organizational issues as obstacles to
writing secure code. They conclude on the need to have a holistic approach
to software security. Their results measure the developers’ motivation, mental
models of software security, behaviours and attitudes, strategies to address
software security, software security motivators, and deterrents.
Based on a work self-determination index, their results on developer motivation indicate that participants do not lack the motivation to perform their job.
In terms of the mental model, they determined that 65% of the participants
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had a reasonable understanding of software security. One significant result
is that participants argued on the importance of following best practices,
using tools and programming languages approved by their organizations.
Furthermore, receiving support from security experts was considered an
essential factor to achieve software security. In terms of behaviour, their
respondents claimed to have procedures in place to handle secure software
development. However, when fixing a security issue, their respondents relied
on support and expertise from other colleagues who had already faced similar
problems. Finally, the principal motivator to software security was the
workplace environment, while the deterrents included the lack of processes
and the lack of awareness of static code analysis tools. Nevertheless, software
security’s main deterrent was that software developers are not equipped for
security because of a perceived lack of knowledge or the lack of necessary tools.
Although their study focuses on security processes, it provides an indication
that software developers lack secure coding awareness and rely on existing
tooling to cover this gap. However, a previous study by Goseva et al. [111]
found that these tools are not always reliable. Furthermore, it is my own
experience that software developers tend to overestimate their abilities; this
can justify why, in their study, software developers claim to have a "reasonable
understanding of security". Additionally, only 65% of their respondents made
this claim, implying that more than one-third do not have a reasonable
understanding of security. Furthermore, their study does not cover awareness
of secure coding in its three dimensions, leaving the main research questions
posed in the current thesis open (see section 1.3).
A study by Patel et al. [200] in 2019 on DevSecOps analyzed more than
4.000 answers to a survey on software development practices. They concluded
that generally, all respondents want to write more secure code while wanting
to reduce the software development cycle time (e.g. sprint time). However,
they uncovered that more than 50% of software developers could not spot
vulnerabilities in source code. This observation was amplified in the media by
the well-known security by researcher Bruce Schneier [26]. This result adds to
the discussion on secure coding awareness and secure coding skills of software
developers. Furthermore, 21% of their respondents claimed that they are not
expected to write secure code in their work, and about half of them (49%)
declare that they struggle to make vulnerability remediation a priority.
In 2011, Xie et al. [102] did an interview study with 15 senior professional
software developers in the industry with an average of 12 years of experience.
Their study has shown a disconnect between "software developers’ understanding of security concepts and their attitudes in their jobs". Awareness
training on information security is addressed in McIlwraith [18], which looks
at employee behaviour and provides a systematic methodology and a baseline
on implementing awareness training. In their work, Stewart et al. [70] argue
that communicators, e.g., trainers, must understand the audiences’ constraints
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and supporting beliefs to provide an effective awareness program.
There are various studies on the search processes and quality of information
on secure coding topics online, e.g., on platforms such as Stack Overflow. In
the large scale study, Yang et al. [243] identify questions related to security
that software developers ask on the Stack Overflow platform. They concluded
that software developers’ questions could be categorized in several different
topics. They found more than 600 different items for every problem. Fisher et
al. [67] have shown that typical online platforms that software developers use
to clarify development questions can be considered harmful, as the answers
present in such platforms are not curated for correctness in terms of security.
Their work indicates that severe problems can arise if software developers use
these references and are not aware of secure coding practices. Acar et al. [244]
did an extensive analysis of existing online resources that software developers
can access to get information on secure programming issues. They found
out that the quality of information is not guaranteed due to, e.g., outdated
information, lack of concrete examples or lack of exercises. Their analysis
indicates that software developers need secure coding skills, as they cannot
depend on the well-known online sources as a reliable source of information
for their questions on secure coding topics.
While many studies focus on several different aspects of secure software
development, very few empirical results exist on why software developers do
not comply with secure coding practices. In particular, to the best of our
knowledge, we have found no previous study addressing the aspects that lead
industrial software developers to comply or not comply with secure coding
guidelines in their daily work. More specifically, no study addresses software
developers’ compliance with secure coding guidelines in light of the base
theories selected for the present work.
3.3

Industrial Cybersecurity Standards

IT security standards form a baseline upon which companies who wish to
deliver products and services for industrial environments must comply to.
Lack of certification by an organization typically means that the company will
effectively be barred from selling their products, e.g. for critical infrastructure
markets. Therefore, companies who wish to deliver products for critical
infrastructures strive to comply with security standards and to obtain the
needed certification.
In our work, we focus on security standards for critical infrastructures.
Relevant cybser security standards for this domain include IEC 62443 [87], ISO
27001 [90], and ISO 25000 [89]. For the German market, compliance to the
Bundesamt für Sicherheit in der Informationstechnik (BSI)) de-facto standard
[28, 29] is also typically required and checked by auditors. While the requirements mandated in general by these standards are very high-level, implementing them in practice means following well-established industry best practices.
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Figure 3.1 shows the different sections of the IEC 62443 standard.
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Figure 3.1: Overview of IEC 62443 (Based on [237])
The IEC 62443 is an international standard by the international electrotechnical commission (IEC) that specifies technical aspects as process-related aspects required to implement cybersecurity in the industry. Different sections of
this standard include, among others, a glossary with terms and definitions, conformance metrics, the definition of security lifecycle, and product development
requirements. The latter section, which belongs to IEC 62443-4-1, defines how
secure product development should be implemented. Secure product development is divided into eight practice areas: management of development, security
requirements, design of secure solutions, secure development, testing of security
features, handling of vulnerabilities, creation and publication of updates, and
documentation of security features. The following two security management
(SM) requirements are of especial importance for the current work:
SM-2 - identification of responsabilities – a process shall be employed that
identifies the organizational roles and personnel responsible for each
of the processes required by the standard,
SM-4 - security expertise – a process shall be employed for identifying and
providing security training and assessment programs to ensure that
personnel assigned to the organizational roles and duties specified in SM2 have demonstrated security expertise appropriate for those processes.
Figure 3.2 shows the ISO 27001, a joint publication by the international
standard organization (ISO) and the international electrotechnical commission
(IEC). It specifies requirements for establishing, implementing, monitoring,
maintaining, and improving information security management systems.
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ISO 27004
Measurements

ISO 27002
Code of Practice

ISO 27005
Risk Management

ISO 27001
Requirements

ISO 27033
Network Security

ISO 27006
Audit and Certification

ISO 27034
Application Security

ISO 27007
Audit Guidance

Figure 3.2: Overview of ISO 27001 (Based on [71])
Of special relevancy for the present work is the annex 14 of the ISO 27001
that contains several security-related controls, which include:
A.14.2.1 Secure development policy – rules for secure software development,
e.g. avoid global variables, or avoid insecure functions,
A.14.2.5 Secure system engineering principles – basic principles involving
secure system engineering,
A.14.2.6 Secure development environment – protection of the development
environment,
A.14.2.8 System security testing – security functionality of the system.
In particular, requirement A.14.2.1 refers explicitly to and mandates certain
secure coding rules to be applied during software development. Practical
implementation of secure software development is inherently related to secure
coding guidelines. The ISO 27034 [91] offers guidance for software developers,
managers, and auditors that are specific to programming.
The ISO 24772 [93] contains a collection of known programming language
vulnerabilities. These vulnerabilities have occurred in the past, and are
possible to occur in the future. Repeating these vulnerabilities, by ignoring
the lessons learned presented in the the standard, during software development
should, therefore, be avoided. The body of this report provides descriptions
in a language-independent manner, with occasional language-dependent examples. Examples provided in this report are heavily based on the list of
common weaknesses enumeration (CWE) by the MITRE institute [143].
Figure 3.3 shows a top-level view of the ISO 25000 standard series, also
known as SQuaRE (System and Software Quality Requirements and Evaluation).
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Figure 3.3: Overview of ISO 25000 (Based on [95])
The 2011 version of the ISO 25010 introduces eight software characteristics
to define software quality. These characteristics are:
Reliability – relates to the degree to which the software performs its specified
functions under certain conditions,
Performance – is related to the number of resources that the software uses
during operation,
Maintainability – represents the degree to which the software can be changed
or improved,
Operability and Usability – measure the degree to which users can effectively
use the software,
Portability – measures the effectiveness and efficiency to which the software
can be transferred to a different hardware platform,
Compatibility – the degree to which the software can exchange information
with other external products,
Functionality – represents the level to which the software meets its functional
requirements,
Security – represents the cyber security aspects of the software.
Of relevancy for our work are the security characteristics of software quality. These quality characteristics relate to the degree to which the software
protects its information from inappropriate access and use and is defined in
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five sub-categories: confidentiality, integrity, non-repudiation, accountability,
and authenticity. Software developers need to be aware of these security
traits during software development and should know how to write code that
achieves them. The ISO 25000 defines these five security traits as follows:
Confidentiality – insurance that data is only accessible to authorized parties,
Integrity – the degree to which the software protects information from unauthorized modification,
Non-repudiation – insurance that actions and events can be proven to have
occurred,
Accountability – the degree to which actions can be traced back to a unique
entity,
Authenticicy – insurance that an entity can prove to be who it claims to be.
An additional trait, not represented in this ISO standard is availability.
Availability relates to the fact that secure software and secure systems should
be available when needed. Non availability of systems can result in monetary
losses for business. This trait is also considered important in the hosting
organization where the present work was conducted. It is also considered
part of secure coding in industry best practices, such as in SAFECode [190].
3.4

Secure Coding Standards

Secure coding guidelines are a set of rules, in the form of policies, that software
developers must comply to while developing code, to write code that is secure
and potentially free from vulnerabilities. This means that, by following these
guidelines during software development, a large class of well-known security
vulnerabilities can be avoided. Due to their nature, secure coding guidelines
are typically dependent on the programming language itself for which they
are specified. However, there are coding guidelines that are generic, and
therefore independent of a single programming language. These generic secure
coding guidelines are also often referred to secure software development best
practices (SDBP).
Table 3.1 shows a list of secure coding standards used in the industry for
the programming languages C, C++, and Java. It also shows references to
secure coding best practices for web and general software development best
practices, and also includes widely known coding standards and guidelines.
The reason for the latter is the fact that, by following coding standards, many
software vulnerabilities can also be avoided, i.e. these standards can also act
as additional secure coding standards.
In the industry, one of the most well-known, influential, and established
projects in secure coding best practices is the one from the MITRE corporation, from the United States. This project intends to classify every
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Language

C

C++

Java

Web
Applications

General

Standard
2012
2018
2018
2019
2009
1994
2002
2013
2016
2018
2019
2013
2005
2008
2016
2016
2005
2005
2009
2013
2012
2014
2012
2017
2020
2011
2003
2015

Year
[94]
[133]
[194]
[93]
[100]
[119]
[49]
[145]
[191]
[23]
[25]
[168]
[123]
[147]
[195]
[192]
[81]
[61]
[85]
[68]
[193]
[27]
[137]
[157]
[143]
[190]
[107]
[50]

Ref

C Secure Coding Rules
Embedded C Coding Standard
Embedded System Development Coding Reference Guide – C Language Edition
Guidance to avoiding vulnerabilities in programming languages
JPL Institutional Coding Standard for the C Programming Language
Safer C: Developing Software for High-integrity and Safety-critical Systems
Writing Secure Code
Guidelines for the use of the C language in critical systems
C Coding Standard
Guidelines for the use of the C++14 language in critical and safety-related systems
C++ Core Guidelines
High Integrity C++ Coding Standard
Joint Strike Fighter Air Vehicle C++ Coding Standards
Guidelines for the use of the C++ language in critical systems
Embedded System Development Coding Reference Guide – C++ Language Edition
C++ Coding Standard
C++ Coding Standards
Java Coding Standards
Guide de règles et de recommandations relatives au développement d’applications de sécurité en Java
Java Coding Guidelines
The CERT ® Oracle® Secure Coding Standard for Java™
B 5.21 Webanwendungen
WebAppSec/Secure Coding Guidelines
OWASP Top 10
MITRE CWE Version 4.2
Fundamental Practices for Secure Software Development
Secure Programming Cookbook for C and C++
Secure Programming HOWTO

Title

Table 3.1: Secure Coding Standards for C, C++, Java, Web Applications, and General
ISO/IEC TS 17961
BARR-C:2018
ESCR
ISO/IEC TR 24772-1
JPL
Safer C
Microsoft
MISRA C:2012
SEI CERT C
AUTOSAR
Core Guidelines
HICPP
JSF-AV
MISRA C++:2008
ESCR
SEI CERT C++
Sutter
ESA
JAVASEC NTE
Long
SEI CERT Java
BSI B 5.21
MozillaWiki
OWASP
CWE
SAFECode
Viega
LSP
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commonly known software vulnerability through a common weakness enumeration (CWE) [143] scheme. As of 2021, the number of known vulnerabilities
across different programming languages present in the CWE database exceeds
1.200. Another well-established standard of language-independent software
programming vulnerabilities and SDBP is the ISO/IEC TR 24772 [93]. The
SDBP present in this ISO standard is heavily based on the CWE database.
The computer emergency response team (CERT) from the software engineering institute (SEI) at Carnegie Mellon University maintains a high-quality
community-driven project to specify secure coding guidelines for the programming languages C, C++, Java, and Perl. They are widely known in the
industry as the SEI-CERT secure coding guidelines. Their stated goal is to
provide a set of guidelines to improve software safety, reliability, and security
– all of these are aspects of software quality, as per ISO 25000 standard.
Although it is possible to acquire these guidelines in a book format, an
up-to-date version of these is generally available through a Wiki website [37].
This wiki website provides a forum for programming and security experts to
exchange ideas, experience, and advice on industry best practices and mostly
always contains recently updated information. This forum is their de-facto
secure coding standard and is freely available to anyone on the internet.
Another community that has established a standard for web security is
the Open Web Application Security Project (OWASP). The OWASP is an
online community of experts, providing freely available articles, tools, and
technologies. With a periodicity of about four to five years, the OWASP
project’s contributors perform a comprehensive industry survey to determine
the latest trends on threats and vulnerabilities. Their results are distilled
and presented in the form of the well-known OWASP Top-10. The OWAP
Top-10 is composed of a list of the top ten vulnerabilities that were mostly
observed during their survey study. The OWASP report, not only mentions
the vulnerabilities, but also gives examples of bad practices, how to find
the problem, and how to fix the problem. Therefore, this also constitutes
de-facto software development best practices, that software developers should
be aware of. In this work we use the OWASP Top-10 version from 2017 [157].
Additional material provided by OWASP includes their software assurance
maturity model (SAMM), their development guide, and their software testing
guide. They also provide very valuable information for software developers
in the form of many cheat-sheets, which cover different aspects of web application vulnerabilities and secure software implementation guidance. These
cheat-sheets additionally provide solutions, in the form of best practices, on
how to avoid the said software vulnerabilities. Finally, they provide tools such
as the Zed Attack Proxy (ZAP), an alternative to the well-known commercial
BurpSuite tools, and the OWASP JuiceShop – a vulnerable web application
platform for training penetration testing skills. In this work, we repurpose
the OWASP JuiceShop to raise secure coding awareness.
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Relevant to the present work is also the Software Assurance Forum for Excellence in Code (SAFECode), of which Siemens is a member. The SAFECode
forum establishes an industry-wide platform for industry security experts to
exchange ideas and software development best practices related to secure coding. This forum defines software assurance as the confidence that the software
is free from intentional and unintentional security vulnerabilities and functions
as intended. The SAFECode forum provides valuable resources in the form of
documents and training videos. Software developers and companies can use
those resources for self-training on secure software development and awareness
campaigns. The SAFECode focuses on a holistic approach to software security
and recognizes that generic and universal security solutions are not enough.
Although not always agreed upon by all security experts, they claim that
secure development best practices still provide valuable insight into secure
software development and have proven to be a useful asset for the industry.
Other popular secure coding standards include AUTOSAR [23] for the
automotive industry and the MISRA coding standard [145–147] for embedded
devices. The present work deals mainly with the SEI-CERT, CWE, and
OWASP Top-10 standards, for the C and C++, and for secure web application
development.
Secure coding guidelines can have the property of being decidable or
undecidable [30]. This property comes from the well-known halting problem.
A decidable rule is a rule for which an algorithm exists or can be implemented. If an algorithm implementation is possible, it can verify if a certain
program complies or not with a decidable secure coding coding guideline.
An undecidable rule is a rule for which no algorithm can be implemented.
Therefore, it is not possible to determine if a certain program complies or
does not comply to an undecidable secure coding guideline. Undecidable rules
are a problem especially for safety-relevant systems, such as those deployed in
critical infrastructures. Due to their inherent nature, static application security
testing tools cannot adequately cover these rules. Nevertheless, many SAST
tool vendors include heuristics that try to cover undecidable rules. However,
again, due to their nature, these algorithms are not infallible, implying a low
reliability on these tools (Goseva et al. [111]). These facts provide further
evidence on the fundamental importance of awareness training of software
developers and testers, as these rules need to be manually verified by a human.
3.5

Serious Games

The core of this thesis deals with the design of a serious game for software
developers in the industry. In their seminal work, Dörner et al. [170] define
serious games as "a game that is designed with a primary goal other than pure
entertainment". Typically these games are developed to address a specific
need, such as learning or improving a given skill. Furthermore, serious games
are a well-established instrument in information security. They are discussed
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in de-facto standards as in the German Federal Office for Information Security
- IT Baseline Protection (BSI Grundschutzkatalog) [28, 29] as a mean to raise
IT security awareness and increase the overall level of IT security.
Figure 3.4 shows the five elements of serious games relevant for the current
work. These elements are: purpose (raise software developers’ secure coding
awareness), learning (secure coding guidelines), entertainment (pleasurable
game experience), challenge (challenging exercises), and fun (enjoyable game).
A second related term that can be found in existing literature is gamification. However, serious games [170] are not the same as gamification [110].
While serious games are related to games which are developed with a specific
design goal, gamification is related to applying game elements (e.g., point
scoring and competition) to non-gaming environments, e.g. daily human
activity. Gamification can be used as a form of engagement encouragement.
An example of a serious game is a video game, where, e.g., the player plays
the game to solve a mystery while at the same time learning about legislation.
An example of gamification is the "employee of the month", which incentivizes
employees to perform better at work, e.g. through earning different badges.

Figure 3.4: Serious Game Concept Used in this Work (based on [237])
Since the inception of the computer, computer games and video games
have become well established and widely known. Within the rich stream of
existing literature on serious games for cybersecurity, capture-the-flag [112]
competitions are known since at least 1996. These games were developed
in the penetration testing community to test and improve player’s skills and
knowledge in a fun and playful way. Originally, the skills that these games
aimed to improve were generally related with offensive skills, i.e. with learning
how to exploit and abuse systems. Typical players of capture-the-flag games
include security specialists, hobbyists, undergraduate, and graduate students.
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The skills that are learned in such platforms, when misused, typically result
in criminal activity. Employees that have these skills are, called penetration
testers, and they form an important part of the cybersecurity strategy of
a company. The reason for this is that penetration testers can safely test
the company’s products and services, as if they were a malicious party, and
instead of using their knowledge for a malicious purpose, they report back
their findings to the corresponding project managers.
Although a typical capture-the-flag game exhibits a strong offensive perspective (i.e., the player’s goal is to break into systems through bypassing existing security measures), a vast amount of variations of the genre exist. These include
but are not limited to attack/defend, jeopardy, and king-of-the-hill games. Topics covered in these games are selected from different cybersecurity areas, e.g.,
network forensics, reverse engineering, cryptography, and web application vulnerabilities. Due to many different existing games, capture-the-flag is synonymous with any competitive game dealing with one or more cybersecurity topics.
Since 2010, the research community has realized the sizeable latent potential
that this form of game offers to raise awareness of cybersecurity. In 2011,
Cheung et al. [185] introduced challenge-based learning for university students
and studied its effectiveness as a means of cybersecurity education. Their
results show an improvement of the students’ computer skills, knowledge in cybersecurity, increased interest in cybersecurity, and ability to teach other peers.
The capture-the-flag model of security education has gained more traction
and popularity in the practitioner and the research communities. In 2014,
Chung et al. [114] studied learning obstacles when using capture-the-flag
games as a security education methodology. Before their work, researchers
usually assumed that players of capture-the-flag games would automatically
benefit from participating in the game. However, Chung et al. have shown
this not to be the case. They concluded that, although capture-the-flag games
show great potential, their design is open for refinement. In their work, they
called out the research community, stating that they "cannot continually
acknowledge CTF as an infallible resource for education for everyone, every
time". Our work addresses this issue raised by Chung et al. by means of
the used methodology (Action-Design Research), i.e. through a systematic
design and evaluation of our serious game.
Mirkovic et al. [99] introduced classroom CTF exercises as a form of cybersecurity education in academia. Their results show that the students that participated in this kind of event have enjoyed the training and have shown increased
interest, attention, and focus towards cybersecurity topics. Davis et al. in [17]
showed that CTF players experience fun during gameplay. Chapman et al. in
[165] presented the PicoCTF, which includes offensive web-based challenges.
They introduced the capture-the-flag game design and evaluated it through
a survey, website statistics, and own insights. Their study included statistics
from 1.938 teams of high-school students, which played the game on average
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for 12 hours, and showed the effectiveness in increasing students’ engagement.
Additionally, they showed that the game is highly appreciated by the students.
Culliane et al., in [84] have shown that cybersecurity education through
game usage can be both fun, educational and engaging. Their work is based
on analyzing the results of seven games that are played by middle school
students. By 2015, most of the existing literature on serious cybersecurity
games focused on the same target audience: the pentesting community,
students, and hobbyists. Additionally, very few games were previously fully
documented, specified, and validated in practice.
Hendrix et al. in [129] performed a literature review in search of the
question whether serious games are suitable for cybersecurity training. They
claim that, although many studies exist that show early positive results, there
was not enough evidence to draw definite conclusions on the games’ suitability.
Their main reasoning is that the studies they reviewed have been carried out
over only a short time, with short-term interventions. Furthermore, only 3 of
the 28 studies they have analyzed considered security professionals. In their
work, they call out the researchers and scientific community to conduct more
studies, which should be done over a more extended period of time, and be
done using rigorous research methods.
In 2016, Beckers et al. [116] looked at a novel way to use serious games – as
a form of requirements elicitation. They have developed and fully documented
a card game that fosters employees’ creativity and encourages them to find
new ways of thinking. Their game provides a realistic scenario, where the
players do not need to fear the potentially adverse real-world consequences
of their decisions while playing the game. Through analysis of the gameplay,
they are able to perform information security requirements elicitation. Their
practical method to elicit requirements directly from the game participants
was used as a source of inspiration when we studied and derived the game
design requirements, in the initial design cycle.
In 2016, Beuran et al. [171], analyzed best practices and methodologies
for cybersecurity education and derived requirements to ensure adequate
education and training. A two-day competitive event and capture-the-flag
events aimed at university students were used in the study. They concluded
that the training content should be adjusted to the target participants and
performed according to the participants’ skills.
In 2016 Dobrovsky et al. [13] and in 2012 Brisson et al. [20], the authors
described an interactive reinforcement learning framework for serious games
with complex environments, where a non-player character is modeled using
human guidance. They argue that interactive reinforcement learning can be
used to improve learning and the quality of learning. However, their work
aims to train an algorithm to recreate human behaviour employing machine
learning techniques. In our work, we aim at training humans to write better
and more secure code. Due to this fact, machine learning techniques are not
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applicable. Nonetheless, we draw inspiration from the conceptual framework,
in the Sifu/online cycle, which we adapt to our scenario.
In 2016, Alotaibi et al. [66] performed a literature review to study gaming
technology usage to raise cybersecurity awareness. They concluded that the
usage of this technology can be effective in creating and raising awareness.
However, they claim that aspects such as the suitability of the game and the
tailoring of the game content according to the participants’ needs should be
considered by researchers.
In 2017 and 2018, Rieb et al. [14–16] introduced a table-top game where
players act attack- and defense strategies to cover advanced persistent threats.
They evaluated the game in several dimensions, particularly looking at the
game’s result, participants’ perception, participants’ gain in knowledge, and
planned behaviour. Their evaluation concluded that the game is adequate
for an awareness campaign for persons responsible for IT security and IT
security professionals. Due to the complexity and inherent difficulty, their
work did not look at possible long-term effects. Gonzalez et al. [83] showed
similar results, in 2017, and stated that cybersecurity training through serious
games improves the students’ education and skills and has a positive impact
on attracting students to the cybersecurity field. They concluded that this
kind of training can reduce the shortage of professionals in the field of cybersecurity. Aoyama et al. [224], in 2017, studied the usage of capture-the-flag
exercises to improve organizations’ cybersecurity preparedness, based on the
National Institute for Standards and Technology (NIST) standard 800-24.
They proposed guidelines for selecting the style, the aim of exercises, and
the participants according to organizations’ needs.
In 2017, Hulin et al. [163] described the AutoCTF. The challenges in their
game are automatically generated through bug injection in the source code of
the challenges’ executables. They showed that their methodology can inject
different vulnerabilities into source code, thus generating different challenges in
a cost-effective way. Their method allowed for the easy generation of new and
diversified capture-the-flag challenges. Participants to their capture-the-flag
event needed to use exploitation techniques to solve the challenges and collect
the flags. Their goal was to train the vulnerability searching skills of their players. However, their method can also produce non-exploitable vulnerabilities,
which can cause a problem for the participants to their CTF event.
Leune et al. showed in [112] that capture-the-flag events result in increased
engagement by undergraduate students and lead to additional cybersecurity
skills. Furthermore, they showed that these events positively impact the
students’ confidence in their own abilities. Their study was conducted with
ten undergraduate students.
In 2018, Votipka et al. [46] studied capture-the-flag games in an industrial
environment. Their research has shown that participants in the capture-theflag competition show an increased ability to identify security weaknesses and
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write more secure code. Additional effects observed include a positive impact
on security thinking, encouragement of the participants to communicate with
security experts, and a reduction in the participants’ overconfidence in handling
complex security problems. Also, in 2018, Švábenský et al. [231] explored adversary thinking to foster cybersecurity skills through cyber range exercises at
the University in Brno. Their work revealed that students show improvements
in defensive skills by participating in the game, while exercising offensive skills.
In [227], Bakan et al. studied the usage of games in learning and teaching
environments. They analyzed 190 game-related articles spanning from 2005
to 2017 in peer-reviewed journals. Their analysis showed that participants’
cognitive understanding and application-level knowledge were improved and
resulted in effective students’ achievements in knowledge retention. In their
study they also argued that combining the game principles with training
processes results in a more positive training outcome.
Tabassum et al. [125] explored the usage of an education security tool in
an integrated development environment ESIDE in [125]. They concluded that
security vulnerabilities can be reduced by following secure coding guidelines.
Their provided an indication of the potential to raise awareness of secure
coding by the students using their tool.
In a 2019 study by Frey et al. [201], the authors looked at the decisions and
decision patterns related to cybersecurity that players exhibit while playing a
table-top game made of Lego pieces. Their game asks the players to manage
a small utility company while experiencing several cybersecurity threats.
By observing players while playing the game, the authors derived typical
player’s decision patterns and confirmed that their cybersecurity awareness
was improved by playing the game. Through the understanding of the player’s
decisions, the authors contributed to the improvement of security awareness
campaigns. Their work added valuable insights and know-how to the existing
literature stream on security awareness, education, and training.
In their work, conducted in 2020, Simões et al. [10] presented several
programming exercises for teaching software programming in academia. Their
design included nine exercises that were presented to students, with the aim
to foster student motivation and engagement in academic classes and to
increase their learning outcomes. Their approach used gamification and tools
to perform an automatic assessment of the submitted solutions to exercises.
Their work focused on the correct (i.e. functional) solution of the programming
exercise and not on secure programming and security best practices aspects.
In 2020, Vasconcelos et al. [164] have shown a method to evaluate programming challenges automatically. In theor work, the authors used Haskell and
the QuickCheck library to perform automated functional unit tests of students’
submitted solutions to the programming exercises. Their goal was to evaluate if
the students’ solutions comply with the programming challenge in terms of the
desired functionality. One of the main limitations of this work is that the code
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to be tested should be free from side effects. The authors also focused on functional testing of single functions and did not address the topic of cybersecurity.
Kucek et al. [198], in 2020, provided an overview of capture-the-flag games
in terms of the typical software environments, their features and functionalities,
challenge types, and configuration. In their article, the authors presented
a survey of 28 different existing platforms and provided an in-depth analysis
of 8 of them. The platforms that the authors analyzed are those to which
source code was available, i.e. which were open-source. Their study provided
a good overview of existing capture-the-flag platforms, classified them, and
provided advice for practitioners who wish to host such an event.
3.6

Additional Relevant Work

In [45], Graziotin et al. have shown that happy developers are better coders,
i.e., produce higher quality code and software. They show that developers that
are happy at work tend to be more focused, adhering to software development
processes, and following best practices. Therefore, their work shows that
happy developers write more secure code by producing higher quality code
than unhappy developers. Events inspired in the capture-the-flag genre of
serious game, are fun events (Davis et al. [17], and Culliane et al. [84]). This
can potentially mean that these events can possibly foster higher code quality
and adherence to secure development principles by software developers. Our
work gets additional motivation from Graziotin’ work and its possible positive
implications in the development of secure software.
In [222], Rietz et al. have shown how to apply the laddering interview
technique’s principles to perform requirements elicitation with a Chatbot. The
laddering technique consists of issuing a series of questions based on previous
system states (i.e., previous questions and answers from the participants). The
questions generated are refined versions of previously issued questions as if the
participant is climbing up a ladder containing more specific and specialized
questions. Although this previous work applies to requirements elicitation,
we draw inspiration and extend the laddering technique to implement an
intelligent coach in the Sifu/online design cycle.
During our work, we developed surveys, conducted a literature review, and
performed semi-structured interviews. Our survey development was based on
best practices in the design, collection, and processing of survey information
given by Groves et al. [181]. Additionally, we followed best practices from
Crawley [135] while performing statistical analysis. A systematic literature
review processes was introduced by Kitchenham et al. in [24]. In the present
work, we also conduct a simplified version of their literature review method, in
the form of lightweight literature review. The work from Drever et al. [58] and
Harrell et al. [126] are used as guidance for conducting our semi-structured
interviews.
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Chapter Summary

This chapter has looked at previous literature relevant to the current thesis, and
that forms its basis. This literature focuses on base theories, empirical studies,
industrial cybersecurity standards, secure coding guidelines, and, finally,
serious games. The rich mixture of previous work stems from the current
thesis topic, as the thesis itself combines empirical studies with the design of a
serious game, both in an industrial context. Due to the industry background
and focus on secure coding, existing cybersecurity standards and secure coding
guidelines are important and a guiding factor in later design decisions. The
selected base theories and comparison with previous empirical studies provide
a solid foundation for this thesis’s empirical studies. The existing literature
stream on serious games helps to understand previous work and understand
game design constraints. The overview of serious games literature helps to find
the gap on existing previous work and position the CyberSecurity Challenges
– a serious game to raise awareness of secure coding of software developers in
the industry – as a well-designed and validated game. Finally, we looked at
additional relevant work that was used to guide and inform the present work.

50

State of the Art

4
Empirical Studies
This chapter presents the two empirical studies that were carried out during
the second design cycle and the third design cycle. Section 4.1 presents an
industry case study on applying secure coding guidelines, and explores the
complexities of the topic through a practical example. Section 4.2 presents
the development and analysis of an industry survey to understand the usage of secure coding guidelines in the industry. This section is composed
of a description of the design of the survey, and accompanying validation
through a preliminary survey, and concludes with the analysis of a large-scale
deployment of the designed survey.
4.1

Industry Case Study

This section presents a case study, carried out in the year 2019, that took
place in a company where I have worked as an external consultant in the
role of a security expert. The main goal of this project was to update the
company’s existing secure coding guidelines to reflect the latest advances in
technical know-how and industry best practices. Newly defined secure coding
guidelines should aim at a common agreement between different system
architects to increase their acceptance and practical usage. The case study
is published in the KRITIS Case Studies Series and can be found in [208].
Sections 4.1.1 to 4.1.6 constitute the core description and results of the case
study. Section 4.1.7 shows the lessons learned from the industrial case study
and the relationship to the presented thesis.
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4.1.1

Introduction to the Case Study

Software used in critical infrastructures needs to be secure. Software companies
that deliver software to be used in critical infrastructures need to fulfill specific
IT security standards that mandate a secure software development lifecycle.
In this case study, we describe a project to update company-internal secure
coding guidelines as part of a secure software development lifecycle. The
case study, which took place in 2019, describes a good practice of selecting
and implementing secure coding guidelines in an organization that develops
software for products and services. Critical infrastructures are its customers.
This case study explores how the company managed to successfully update the
existing secure coding guidelines with the aid of an external consultant. The
new secure coding guidelines were approved by all stakeholders, baselined, and
deployed as an internal policy. This case study provides information about
the process undertaken to update the secure coding guidelines, the complexity
of the topic, the interaction between different participants, on the project’s
success factors, and motivates the need for training on secure coding guidelines.
4.1.2
4.1.2.1

Company
Company Profile

The company in this case-study provides both services and solutions for Critical Infrastructures to various end-customers on a global scale. The company
operates mainly in the energy sector, according to the classification given by
the German Federal Office for Information Security (Bundesamt für Sicherheit
in der Informationstechnik – BSI [29]). The current case study describes the
project done in a small department, which is part of the Operations branch.
In this branch, about 50 software developers work on Software Analysis and
Simulation related to instrumentation for critical infrastructures. In 2020, the
company had more than 40.000 employees in several department branches
with about 3% working for Finances, 9% for Human Resources, Legal, Supply
Chain and Solutions, about 50% for Services, 30% for Operations and 8%
for other activities.
4.1.2.2

Strategic Focus of the Project

There is currently a big push being felt throughout the industry to introduce
measures that lead to the production of high-quality, reliable, and secure software. This aspect is a driver not only for standardization activities but also to
global alliances between companies. Additionally, as part of their due diligence,
companies are starting to publicly advertise mission statements, which relate
to responsible data handling and secure software development. These aspects
are not only related to privacy, e.g., being regulated by the Global Data
Privacy Regulation (GDPR) in Europe, but also to security. In particular,
both security and safety are highly relevant in software development, when
this software is to be part of a critical infrastructure.
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Over the last years, the media and security professionals (see Figure 4.1)
have been calling attention to both vulnerabilities found in software as well as
the fact that software developers keep making the same programming mistakes
[26, 57, 82, 134, 199]. Acknowledging this factor, and also recognizing the security requirements imposed by standards, an improvement program initiative
was started at the company to address the current status quo of software development and improve their current guidelines, processes, and documentation.

Figure 4.1: News in the Media (2018-2019)
Higher management decided at an early stage of the improvement program
to ask an independent external consultant to help with the identification
of areas that needed improvement. Since a secure software development
lifecycle existed in the Software Analysis and Simulation department, it was
decided by higher management to address the documentation baseline of
secure development first. This baseline needed to be updated. In particular,
the improvement project created by higher management started by addressing
the improvement of the already existing secure coding guidelines.
4.1.2.3

Contact Persons

The company of this case study wishes to remain anonymous. Hence it is
simply referred to as the company. Table 4.1 summarizes the main parties
involved in this study. Further information on the execution of this project
can be obtained by directly contacting the partners of this study.
4.1.2.4

IT Security in the Company

Since the company works with and delivers products for critical infrastructures,
it is very self-conscious of the need to be excellent in cybersecurity. In
particular, the company strives to eliminate any possible form of vulnerabilities
that might lead to a cyberattack. The company is also strongly motivated to
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Table 4.1: Partners of the Case Study
Name

Position in the Organization

* anonymized *
* anonymized *
Thomas Diefenbach
Tiago Gasiba

Higher management representative
Lead developer
Case study partner
External consultant

be compliant with cybersecurity standards, resulting in a commitment to the
end-customer, which translates into low risk-appetite. This requirement applies
to the whole business and business sectors of the company. The important
cybersecurity standards that are applicable to this industry and relevant for
this case study are IEC 62443 and ISO 27001. For the department, which is the
focus of this case study, the standards IEC 62443-4-1 and IEC 62443-4-2 are of
particular interest. These standards mandate the implementation of a secure
development process and give specific security requirements for Industrial
Automation and Control Systems (IACS). The parts of the ISO 27001, which
are of particular interest for this case study, are part of Annex 14 of ISO 27001.
This annex discusses system acquisition, development, and maintenance. It
specifies several relevant security controls, e.g., “A.14.2.1 Secure Development
Policy” that includes rules to be followed in software development.
The software development methodology used in the Software Analysis and
Simulation of the company group follows the classical V-shaped model [151]
with nine stages: requirement analysis, system design, architecture design,
module design, coding, unit testing, integration testing, system testing, and
acceptance testing. The landscape of software developers is heterogenous
– there are employees with many years of software engineering experience,
and also young software developers. However, they might not follow current
advances in computer science or cybersecurity. Other employees have recently
finished studies and might be more aware of the current trends in software
development and IT security. This heterogeneity can also be found in the
group of lead developers. It turned out to be a challenge for the external
consultant to balance the different points-of-views between the established
developers and the younger generation.
4.1.3
4.1.3.1

Critical Infrastructure
Classification as Critical Infrastructure

This study focuses on a relatively small department inside the company
working on and being responsible for software analysis and simulation of
instrumentation for critical infrastructures. The department itself is not an
operator and does not interact with end-customers. However, it provides
software that is incorporated as part of end products for critical infrastructure,
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which are then utilized and integrated in other products by other divisions inside the company. These products are then either offered by the other divisions
directly to end-customers or in a contractual agreement in which the company
operates the infrastructure directly. When the company acts as an operator,
the contract clauses include business continuity plans, disaster recovery, and
simulation exercises. For both solutions, the company also offers maintenance
plans, which extend to several years and include parts repairment, replacement,
and compatible upgrades. In the projects in which the company operates as
an operator in the energy sector, special safety measures need to be in place.
4.1.3.2

Risk Analysis

The software developed at the Software Analysis and Simulation group
in the company is integrated into final products that are used in critical
infrastructures. As such, the same safety, security requirements, and goals are
shared across different divisions. In terms of software development security,
these requirements are also driven by the IT security standards that the
company wishes to be compliant with and also to internal guidelines on
software excellence. By developing and delivering software that is integrated
into the end products of the company, these software components become
exposed to attacks that can result in severe business consequences. The
risk levels are constantly being monitored, and appropriate measures are
taken to address weak links so that the company fulfills its accepted risk
appetite as established by higher management. This case study addresses
one of the actions that was started by higher management to lower the
company’s risk levels. These accepted risk levels by higher management take
into account the possible consequences that might happen due to a breach
in security. The risk that is most tightly monitored (at all levels) is loss of
life. Here special measures are put in place not only in operations but also in
software development, e.g., software development safety standards. These are,
however, not part of this case study. Other possible consequences include
financial penalties, loss of reputation, loss of business, and loss of certifications.
To address these adversarial consequences, the company puts much effort
into secure software development, to ensure that the software it produces
meets high quality standards. Due to the evolving landscape of security
vulnerabilities, threats, employee rotation, and evolving software development
methods and programming languages, one can expect a natural degradation of
the risk levels. To bring the risk levels back accepted levels, the secure software
development policy needs to be reviewed and revised on a regular basis.
4.1.4

Project

In this section, the project to improve the secure coding guidelines undertaken
at the Software Analysis and Simulation group is described in detail.
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4.1.4.1

Motivation

Secure coding guidelines are a specific and important topic in software development. Note that for only a few programming languages, which are
industry-recognized and standardized, are secure coding guidelines are available. This is the case with C/C++, which is the target programming language
in this case study.
A typical secure coding guideline contains a set of instructions that show or
discuss programming constructs that are valid in the programming language
(i.e., do not lead to compilation errors). However, if used in real code, these constructs can lead to severe vulnerabilities. Typically, software developers need
to spend time and effort in developing software to avoid these vulnerabilities.
An example of a secure coding guideline is a guideline that warns the
software developer to be aware of integer overflows and to protect the
software to avoid this from happening, e.g., as given by the Common
Weakness Enumeration CWE-190: Integer Overflow or Wraparound [144]. The
corresponding secure coding guideline from Carnegie Mellon’s SEI-CERT is
INT32-C: Ensure that operations on signed integers do not result in an overflow
[36]. Figure 4.2 shows a piece of code, as provided by Carnegie Mellon’s
secure coding rule, that does not comply with the secure coding guideline.

void func(signed int si_a, signed int si_b) {
signed int sum = si_a + si_b;
/* ... */
}
Figure 4.2: Code Not Considering the Possibility of an Integer Overflow
For a software developer to take secure coding guidelines into consideration,
he or she needs to be aware of the guideline in the first place. Furthermore,
he or she needs to know what to do to be compliant with secure coding
guidelines. Secure coding guidelines typically include examples of how to
write the same piece of code in such a way that the issue does not occur
(in this case, a possible integer overflow). In the majority of the cases, this
requires the software developer to write additional code in order to avoid
security issues. Figure 4.3 shows an example of compliant code, from Carnegie
Mellon’s secure coding guidelines, that considers the possibility of an integer
overflow, avoiding a potential security vulnerability:
Not respecting the secure coding guideline does not necessarily mean that a
piece of software contains a vulnerability and if it does, that this vulnerability
is exploitable. Most software vulnerabilities, however, can be traced back
to misusage of one or more secure coding guidelines [53]. An example of a
critical vulnerability that results from not considering the above-mentioned
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#include <limits.h>
void f(signed int si_a, signed int si_b) {
signed int sum;
if (((si_b > 0) && (si_a > (INT_MAX - si_b))) ||
((si_b < 0) && (si_a < (INT_MIN - si_b)))) {
/* Handle error */
} else {
sum = si_a + si_b;
}
/* ... */
}

Figure 4.3: Code Considering the Possibility of an Integer Overflow
secure coding guideline is CVE-2019-3856 [121]. This vulnerability affects
the widely used library libssh2 which is used for secure communications. The
worst-case scenario of exploiting this CVE is Remote Code Execution. In this
case, an attacker which exploits this vulnerability may be able to fully control
the system where this vulnerability is present. Therefore, the existence of
this software vulnerability may end in a catastrophic event, if the software
is deployed in a critical infrastructure.
It is not uncommon that the fix for such a vulnerability includes the simple
implementation of additional checks in the source code, as described in the
secure coding guideline (INT32-C). The following picture shows the real-world
patch required to fix CVE-2019-3856 [120].
diff --git a/src/userauth.c b/src/userauth.c
index cdfa25e..3946cf9 100644
--- a/src/userauth.c
+++ b/src/userauth.c
@@ -1734,6 +1734,13 @@ userauth_keyboard_interactive(LIBSSH2_SESSION * session,
/* int
num-prompts */
session->userauth_kybd_num_prompts = _libssh2_ntohu32(s);
s += 4;
+
if(session->userauth_kybd_num_prompts &&
+
session->userauth_kybd_num_prompts > 100) {
+
_libssh2_error(session, LIBSSH2_ERROR_OUT_OF_BOUNDARY,
+
"Too many replies for "
+
"keyboard-interactive prompts");
+
goto cleanup;
+
}
if(session->userauth_kybd_num_prompts) {
session->userauth_kybd_prompts =

Figure 4.4: Patch for Fixing CVE-2019-3856 in Library libssh2
Knowing and correctly applying secure coding guidelines requires that these
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guidelines be defined and documented, and their usage to be mandated by the
company, e.g., through internal policy. Furthermore, as attackers develop new
methods and techniques, additional secure coding guidelines might be necessary, and older guidelines might need to be revised. Also, depending on how
the company conducts its business, e.g., which platform it develops software
for, and which set of features it decides to use from the programming language,
different secure coding guidelines must be adapted to different companies.
4.1.4.2

Description and Goals

The project to update the existing company’s secure coding guidelines was
started by the Software Analysis and Simulation team’s management as a
means to improve secure coding of C/C++ by software developers in the
organization. Figure 4.5 shows a high-level overview of the project of this
case study. The involved parties shown in this figure are Management, Lead
Developers, and an External Consultant.
Project Roles

Management

Project Stages

Project Requirements

Project Setup

Business
Alignment

Updating Secure
Coding Guidelines

Mutual
Agreement

Lead Developers

Next Steps

Management
Endorsement

External Consultant

Figure 4.5: Project Overview
This figure also shows the three project stages: project setup, updating
secure coding guidelines, and next steps. In the initial phase (project setup),
management aligned with the lead developers to agree on what needed to be
done. It was in this phase that it was decided that the existing secure coding
guidelines needed to be updated. As an outcome of this phase, management,
together with the lead developers have decided to hire an external consultant
to help with the update of the secure coding guidelines and also to act as
a mediator between the different lead developers. The goal and requirements
of the project were the following:
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• Update secure coding guidelines: update the existing secure
coding guidelines with more modern and updated guidelines that
address the current state of the art and industry best-practices, with
the following requirements,
• Business Alignment: in order not to cause unnecessary stress to the
software developers, the number of secure coding guidelines should be
kept at a minimum; the minimal number of secure coding guidelines are
derived by alignment with business goals and priority of the guidelines,
• Mutual Agreement: the secure coding guidelines should have a
mutual agreement of all the lead developers and address their experience,
expertise, and concerns,
• Management Endorsement: the goal was that the updated document be endorsed by management to turn it into a mandatory policy
for a broader number of software developers.
In the next phase, updating secure coding guidelines, management started
the project together with the lead developers and the external consultant. At
this stage, the external consultant identified the need to better describe the
statement of work and goals of the project. Therefore, the project goals were
again discussed with the external consultant and a definition of the statement
of work was mutually agreed. Also in this phase, which constitutes the main
project execution, the existing secure coding guidelines were updated together
with the external consultant. The main outcome of this phase is a document
containing the updated secure coding guidelines in the form of a secure coding
policy.
In the third and last phase, next steps, the results of the project were
presented to management. Additionally, a description of additional steps
required to guarantee the success of the usage of the newly defined secure
coding guidelines by software developers was laid out. These next steps were
decided to be optionally performed as follow-up projects.
The overall duration of the project (phase two and phase three) was planned
to be 12 months, with an effective workload of about three person-months.
In the following, the steps that were taken for the redesign of the improved
secure coding guidelines are described. As per project goal, the resulting
secure coding guidelines document not only receives the backing and support
from higher management, addresses the specific business case, but also distills
the experience from the lead developers and external security expert.
4.1.4.3

Process View

Figure 4.6 shows a detailed overview of the secure coding guidelines improvement process. This process was composed of two major blocks: task definition

60

Empirical Studies

and execution. The two blocks were further divided into several tasks, which
are described in the following.
Updating Secure Coding Guidelines
Task Definition
• Requirements
• Establish Roadmap
• Selection of Sources

Task Execution
•
•
•
•

Pre-Filtering
Processing
Document Draft
Review

• Presentation to Management
• Discussion Next Steps

Figure 4.6: Specific Aspects of the Definition of Secure Coding Guidelines
Task Definition
The first block, the task definition block, was composed of the following tasks:
requirements, establish a roadmap, and selection of sources. The tasks details
are given in the following:
• Requirements task: the goal of this first project task, which included
management, the lead developers, and the external consultant, was to
gather the requirements from all the involved parties, to agree on the
project goals, statement of work and to kick-off the project,
• Establish roadmap: based on the first step, the project structure
was organized, tasks were assigned to individual persons, and meetings
were planned,
• Selection of sources: in this step, the sources of information for
secure coding guidelines were discussed and mutually agreed and
accepted; this included internal and external sources.
During the requirements phase of the project, the external consultant also
analyzed the relevant motivational reasons for the project. These included
the following reasoning from both management and lead developers:
• there exist external standard secure coding guidelines which are comprised of many different rules; however, the goal of the project was
to select only a few of them since a software developer cannot be
constantly aware of all these different rules,
• other secure coding guidelines which are not written in the baseline
document are not necessarily discarded but should be checked if the
compliance to them can be done using automated static code analysis
tools, e.g., SAST,
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• the minimal set of rules to be defined should be based on the previous
internal secure coding guideline document, be adapted both to the
organization’s business case and to the collective experience the lead
software developers, and lessons learned from past incidents.
The established roadmap was agreed on by the external consultant and the
lead developers and was restricted only by the project budget and duration.
During this phase, the additional tasks were identified. These tasks are identified below. However, although the additional work was acknowledged as being
fundamental for the project success, due to the budget and time limitation, it
was decided to perform these additional tasks in a separate follow-up project.
For the selection of the sources, the previously existing secure coding guideline internal document was taken as a starting point. Instead of creating new
secure coding guidelines, the external consultant proposed to use as reference
additional secure coding guidelines from external parties. In particular, the
standards and textbook references proposed by the external consultant to
be used as basis for the project work were the following:
• Carnegie Mellon secure coding guidelines for C/C++ (also referred to
as SEI-CERT [191, 192]),
• MISRA-C [145, 146] coding guidelines,
• MISRA-C++ [147] coding guidelines,
• C++ Core Guidelines [25],
• Clean Code [182].
These standards and textbooks were used to determine an initial set of
coding guidelines, as is described in the following. The decisions taken to select
this initial set were aided by additional sources, comprising of information on
previous software incidents and lessons learned from previous projects. Here,
the experience and know-how of both the lead developers and the external
consultant were fundamental.
Note that, additionally, to secure coding guidelines, the lead developers also
wanted to address core guidelines and clean code guidelines, which are related
to code style and software architecture. It was decided that these documents
would also be evaluated and taken into consideration from a secure coding
perspective.
4.1.4.4

Task Execution

The task execution block was composed of the following five different tasks:
pre-filtering, joint workshop, document draft, review, and presentation to
management. The details of these tasks are as follows:
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• Pre-filtering: the goal of this task was to take all the sources collected
in the task definition stage and eliminate those secure coding guidelines
which are not or are less relevant for the work done in the company
and the department,
• Joint workshop: during the execution block, several joint workshops
were held together between the external consultant and the lead
developers. These workshops were the central work to write the new
secure coding guidelines document. In this task, the secure coding
guidelines were pre-processed, sorted, classified, prioritized, and verified
in terms of usage in the secure software development lifecycle,
• Document draft: in this task, the secure coding guidelines were
written down in a draft document,
• Review: in this task, several reviews of the initial secure coding
guidelines document were performed,
• Presentation to management: the final document was presented
to management and – after approval – baselined.

For the pre-filtering step, the secure coding guidelines from all the different
sources have been collected into an Excel sheet. Some guidelines have been
eliminated at this stage due to missing relevance in terms of security. For example, although the MISRA-C [145, 146] and MISRA-C++ [147] coding guidelines standards were the basis, they mostly focus on safety and not on security.
This means that some coding guidelines needed to be filtered out at this stage.
One of the lead developers was selected to be the owner of the document
and to ensure its consistency. In this step, the Excel sheet was worked offline,
and different versions were exchanged through E-Mail, by all the parties.
These could vote on which secure coding guidelines were considered business
relevant and which could be eliminated. The external consultant also gave
its input and experience on which secure coding guidelines were important
and should be considered for the final approved document. When a stable
version of the document was reached, the next step was started.
The next step consisted of several joint one-day workshops that engaged all
partners. All the individual secure coding guidelines were discussed in detail.
Figure 4.7 shows in a pictorial way how the workshops were conducted.
The pre-filtered guidelines, which were placed in the Excel tracking document, underwent several iterations of:
• Sorting: in this phase, repeated guidelines were either removed or
consolidated. Further consolidation was done by again keeping in just
the business-relevant guidelines and also the most important guidelines
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Figure 4.7: Stages in the Processing of the Secure Coding Guidelines
based on previous incidents and the experience from the lead developers
and external consultant; see below for further details,
• Classification: each secure coding guideline was classified in different
classes: code style, functions, statements, memory, environment, error
handling and miscellaneous,
• Prioritization: in this phase, each secure coding guideline was sorted
depending on the level of applicability (mandatory, recommended or
informative) and also on the possible impact of exploitation (high,
medium or low),
• Verification: at this step, measures on how to verify each secure
coding guideline were investigated. The resulting classification for each
secure coding guideline is manual verification, automated verification,
code review, and check-in trigger.
The original secure coding guideline document consisted of 12 secure coding
guidelines. After all the decisions taken during the joint workshops, the total
number of secure coding guidelines went up to 31, whereby nine secure coding
guidelines were kept from the original secure coding guidelines document.
At the end of the joint workshops, the secure coding guidelines were still
only defined in an Excel sheet document. The next step was to translate
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the information into a Word document. For each secure coding guideline, a
reference to its origin was provided. The document contained also examples
of good code vs. bad code, which were adapted to the internal software
development practices. It was decided to distribute the work among the
lead developers. Each lead developer would then describe a couple of secure
coding guidelines. The lead developer that was responsible for the Excel sheet
merged the final version from the individual inputs from the other colleagues.
Figure 4.8 shows a detailed view of how the secure coding guidelines were
updated. In particular, it shows the previously described pre-filtering step
together with the work done in the joint workshops.
Processing
Pre-Filtering

Existing
Secure
Coding
Guidelines

Pre-Filtering

External Secure
Coding Guidelines

Changes,
Adaptations,
Consolidation and
Additions

Experience
& Know-how

Experience
& Know-how

Updated
Secure
Coding
Guidelines

Company External
Company Internal

Figure 4.8: Process of Updating the Secure Coding Guidelines
The existing secure coding guidelines and the external secure coding guidelines were pre-filtered by means of expert knowledge, both internal and
external, as described before. After this step, the remaining pre-filtered guidelines were further processed by means of changes, adaptations, consolidation,
and additions as follows:
• Changes: the text description of the secure coding guideline was
changed to reflect internal company nomenclature,
• Adaptations: source code examples were adapted to reflect internal
software development methodology and habits,
• Consolidation: repeated secure coding guidelines were consolidated
into a single guideline,
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• Additions: the textual descriptions of the secure coding guideline
were enriched with additional expert knowledge and internal pointers
(e.g., further documentation, contact persons).
The draft document underwent several iterations during multiple online
meetings, where all the involved parties contributed to the work. After this
step, when all the lead developers were satisfied with the outcome, the final
draft was sent to management for approval. Lead developers and management
had an internal meeting, with a positive outcome. At this stage, the main
goal of the project was achieved.
4.1.4.5

Logical View

Figure 4.9 shows a logical view of the project, together with the different
involved parties and also the achieved outcomes.
Project Roles

Project Outcome

Project Target Group

Management

Updated Secure
Coding Guidelines

Software
Developers

Lead Developers

Policy

External Consultant

Updated Wiki

Figure 4.9: Logical View of the Project
In particular, management was always in contact with the lead developers
throughout the project. The external consultant proposed new security coding
guidelines based on external documents and standards. The lead developers
contributed with internal software development know-how, and the external
consultant contributed with secure coding know-how. The result of the work
between the lead developers was the updated secure coding policy containing
the secure coding guidelines. After management approval, the lead developers
also updated internal documentation (wiki) to point to the internal policy
on secure coding guidelines.
It is expected that the acceptance of the software developers for the new
secure coding guidelines is high since the updated secure coding guidelines
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were developed in a joint approach with lead developers and also management
support. The implementation of the new secure coding guidelines was set as
a policy at the end of the project. However, since the focus of the project was
to update the previous secure coding guidelines, some points that were raised
by the external consultant, although recognized by management and by the
lead developers, were not addressed in the project. These points included:
• Training of software developers on the new secure coding guidelines,
in order to raise awareness of the new policy, and
• Implementation of the secure coding guidelines into the software development lifecycle.
During the joint workshops with the external consultant, some ideas related
to the above points were held. The details were not discussed in detail since
they were not the focus of the project. However, part of the discussion was
also documented for helping with the follow-up projects.
4.1.4.6

Technical View

For this project, there are two distinct sub-views on the technical view:
technical tools during the project and technical tools after the project. During
the project, we used Excel, Word, and Online Meeting software. Excel was
used as a database to track each individual secure coding rule. Due to the
lack of a proper change tracking tool for Excel, one of the lead developers was
responsible for the consistency of the Excel sheet. Microsoft Word was used
to write the final secure coding guideline document. During the several review
stages that the document underwent, the change tracking system provided
by the program was very useful. The same lead developer, responsible for the
consistency of the Excel document, was also responsible for the integration of
the several text elements contributed by the lead developers and the external
consultant. However, several decisions were taken in a joint face-to-face
meeting. Additional meetings also took place using online meeting tools with
screen sharing functionality.
After the project and the approval of the new secure coding guideline document, the new document was uploaded to an internal document management
system. It is a company-wide requirement that all policies are checked in
and baselined using the internal document management system with revision
control. Additionally, an internal wiki was updated with information about
the new policy and also a pointer to the new baselined secure coding guideline
document.
Several questions were raised during the development of the secure coding
guidelines document, which shall be addressed in a follow-up project. These
include:
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• to which level can some of these new guidelines be checked automatically, e.g. through the usage of static code analysis tools. If they cannot
be automatically checked, the secure software development lifecycle
should be adapted accordingly, e.g. through the introduction of quality
gates in the project,
• which tool, or sets of tools should be acquired in order to automate
the secure static code analysis,
• how to introduce the static code analysis into the secure software
development lifecycle, in particular, how to handle false-positives and
reporting fatigue (i.e., too many findings).
4.1.4.7

Exemplary Results of the Updated Secure Coding Guidelines

In the following, we present three examples of secure coding guidelines that
have 1) been adapted from the previously existing document, 2) were introduced into the new document, and 3) were not considered to be relevant for
the business.
Adapted Secure Coding Guideline
Problems with integer arithmetic are known to be the root cause of many
serious vulnerabilities. SEI-CERT [37] has a secure coding guideline entitled
INT08-C [35]: Verify that all integer values are in range. An equivalent
secure coding guideline was present in the previous documentation. Due to
its importance, this rule was taken over to the new document.
An example of how to implement this secure coding guideline is, first, to
describe the API interface in terms of valid value ranges and, second, make
sure that for any intermediate computation, variable types are selected which
are large enough to accommodate for all the ranges. Possible methods to
validate the correctness and security of the code include static code analysis,
fuzzing, and concolic execution.
New Secure Coding Guideline
The following new secure coding guideline, guarantee that library functions
do not form invalid pointers, is based on an existing SEI-CERT [37] secure
coding guideline. It was introduced into the set of accepted, secure coding
guidelines, and reached the final document in approved state. This rule tries
to avoid buffer overflows which, when exploited by a malicious party, can
result in the worst-case scenario of a system executing arbitrary code. The
scope of the rule is for both programming languages C and C++. This rule
was given the "mandatory" priority, and the verification procedure defined to
be “manual” and “code review”. This means that software developers need to
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pay special attention to this secure coding rule during software development,
as well as during code review activities.
Figure 4.10 shows a mock-up example of the internal definition of the
secure coding guideline. In order to make the document easier to read, the
text marked in red with underline gives an indication of those parts which
are more important and which software developers should especially focus
while reading the guideline.

COMPANY X.

Coding Guidelines for Software Development
PA7

RULE 10: Guarantee that library functions do not form invalid pointers
Priority:
Mandatory
Scope: C and C++
Classification:
Safety, Security
Verification:
Manual, Code Review
Reference:
CERT ARR38-C
The following standard library functions take two pointer arguments and a size argument, with the
constraint that both pointers must point to valid memory objects of at least the number of elements
indicated by the size argument.
memcpy()

wmemcpy()

memmove()

wmemmove()

strncpy()

wcsncpy()

memcmp()

wmemcmp()

strncmp()

wcsncmp()

strcpy_s()

wcscpy_s()

strcat_s()

wcscat_s()

For calls that take two pointers and an integer size, the given size should not be greater
than the element count of either pointer. In this non-compliant code example, the value of n is
incorrectly computed, allowing a read past the end of the object referenced by q.
Non Compliant example:
1 #include <string.h>
2
3 void f4() {
4 char p[40];
5 const char *q = "Too short";
6 size_t n = sizeof(p);
7 memcpy(p, q, n);
8}

Compliant example:
1 #include <string.h>
2
3 void f4() {
4 char p[40];
5 const char *q = "Too short";
6 size_t n = sizeof(p) < strlen(q) + 1 ? sizeof(p) : strlen(q) + 1;
7 memcpy(p, q, n);
8}

In the non-compliant example, calling memcpy is called with the number of characters in the string,
but not with the space it occupies in memory. After calling the memcpy, the NULL terminator is not
copied to the q array. Therefore, subsequent uses of the q array can lead to serious security
vulnerabilities and crashes (Denial of Service).

Company X

Software Analysis and Simulation

p. 23

Figure 4.10: Mock-up Example of Secure Coding Guideline
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Possible consequences of ignoring this secure coding guideline are system
crashes and corresponding denial of service. These possible consequences give
a good motivation for the “mandatory” prioritization.
Secure Coding Guideline That is not Business Relevant
An example of a SEI-CERT [191] rule that did not end in the final set of
selected secure coding guidelines is INT00-C: Understand the data model used
by your implementation [34]. This rule is especially relevant for developers
that write software that needs to run safely and securely in different platforms
(e.g., 16bit and 32bit). However, the products developed by the company are
targeted at a certain platform that is fixed, i.e., software portability issues are
non-existent. As such, this secure coding guideline was not selected because it
is not relevant for the business and therefore discarded in the final document.
Moreover, this secure coding guideline might even have the adversarial
effect of inducing stress for the employees and also introducing work that does
not contribute to the end product. In case a different platform is targeted
by the company, the lead developers and software architects will need to
consider portability issues. However, this should not be in the focus of the
current product.
4.1.5

Next Steps

The initial goal of the project was to update the secure coding guidelines with
new state of the art information and also to get a wide-range acceptance, both
from management but also from the lead developers and software developers.
However, in the early stages of the project, several additional necessary
steps were identified. Although these additional steps were acknowledged by
management and by the lead developers, it was decided to first concentrate
on the initial goal and later in a follow-up project to address the open issues.
Scope of this Case Study

Project Setup

Task Definition

12 Months

Next Steps

Task Execution

Pilot

Training

12 Months

Integration SDL

24 Months

Figure 4.11: Overview of Next Steps
Figure 4.11 shows an overview of the additional steps that constitute the
augmented project. The main points that need to be addressed are awareness
training campaign and integration of the secure coding guidelines into the
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software development lifecycle. The awareness campaign is considered in two
phases: pilot and training. The rationale behind these proposed action points
is to 1) lower the burden of compliance towards secure coding guidelines by
automating as much as possible and 2) recognizing that automation tools
are not ideal, the software developers need to be trained in secure coding
and in particular in the newly defined secure coding guidelines.
4.1.5.1

Awareness Training

Due to the size of the company, higher management needs to decide which
departments receive training and also decide in which sequence. In order to
raise its effectivity, the training on secure coding guidelines should be done
in face-to-face workshops; however, online training events are also feasible.
Since the introduction of the new secure coding guidelines and the training
of software developers need to be done on a larger scale, management decided
to introduce a step before the larger-scale roll-out, in the form of a pilot. In
this phase, the secure coding guidelines are introduced to the local software
developers in the software analysis and simulation group. Here, management
requests that a demonstrator be built to show how important the secure
coding guidelines are and to sensitize the developers for the topic. Local
seminars should be given to the developers, with the possibility of questions
and answers sessions. In the end, an evaluation of the acceptance and
motivation of the software developers is desired.
After this, eventual adaptations based on the feedback and findings from
the pilot phase can be made, and a training measure on secure coding and
secure coding guidelines can be developed. Since the external consultant is
an expert in workshops using serious games for secure coding awareness, this
format can be used for subsequent training measures.
4.1.5.2

Integration in Software Development Lifecycle

How to efficiently integrate the secure coding guidelines into the secure
software development lifecycle is also the object of a follow-up project. The
main questions that remain open are the following:
• Which milestones and project gates need to be adapted and improved
in the current secure software development lifecycle to take into consideration the new secure coding guidelines?
• For the secure coding guidelines which need to be manually checked,
processes need to be improved or defined to accommodate for this.
• What is the current model for the responsibility of secure software
development, and how can it be improved?
• Which additional tools need to be introduced and how to configure
them?
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• How to improve the process of compliance with security standards?
Management desires to adapt the secure software development lifecycle with
the new findings that have resulted from the current project in a follow-up
project.
4.1.6

Conclusion of Case-Study

This case study describes a project at a company, which was triggered to
update internal documentation related to secure coding guidelines and secure
coding processes. The project was able to achieve its goals due to a clear
focus on the requirements. Additionally, open communication between all
the parties took place, which leads to possible further work. The following
sub-sections describe the main results achieved in this project and highlight
the factors that lead to the success of the project.
4.1.6.1

Project Results

The goal of the project described in this case study was to update previously
existing secure coding guidelines. The project requirements were that these
secure coding guidelines a) should be aligned with company business cases,
b) the coding guidelines should be mutually agreed by all lead developers,
and the new secure coding guidelines c) should be endorsed by management
such that they would become part of the new internal secure coding policy.
The goals of the project were fully achieved to the satisfaction of all the
involved parties. In particular, the major goal was achieved at the end, i.e.,
the new secure coding guidelines were approved by management and baselined
and released as the updated internal secure coding policy. Although this step
occurred in a limited scope (the department where the project started), there
is the potential and desire to extend these achievements to other departments
across the company. This must be triggered by higher management.
Additionally, during the production of the improved secure coding guidelines, the structure of the document was significantly improved. In particular,
each new secure coding guideline was given a category, a level of obligation,
an importance rating, and a verification methodology. This is essential for
software developers to understand the policy and to be able to apply it in
practice in their daily jobs.
Moreover, internal Wiki pages, which constitutes an internal knowledge
base and reference for software developers, was updated with information
about the new secure coding guideline policy. Furthermore, information about
the document was introduced on the Wiki page as well as a link to the official
company document management system where the document is located.
As was the original idea of the project, another important achievement
was the successful commitment from all the involved parties towards the
new document and policy. As a result, an improved the sense of ownership
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and responsibility on the topic of secure coding by the all the developers,
including lead developers, was achieved.
An important result of the project is the collection of follow-ups identified
that need to be addressed in follow-up projects. These next steps include
training of software developers and integration of secure coding guidelines
into the software development lifecycle. Not only were these steps identified,
but also, reflecting the success of the project, a follow-up project started in
the next fiscal year to address the open points.
4.1.6.2

Success Factors

A major success factor is the level of freedom and trust given by management to
both the lead developers and to the external consultant to find the best solution
possible. Management intervened at the right times and took a supportive
decision at the end of the project, again showing its trust in the involved parties.
Another important success factor was the mindset and the open discussions
between all the involved parties and the commitment to achieve the desired
results within the project duration and project budget. Unrelated discussions
were quickly acknowledged and either discarded or, in case of important topics,
notes were taken to be able to address the matter in follow up activities.
The external consultant was also important in the success of the project
since a good level of moderation was achieved, and all the opinions and
experiences by all the parties were taken into consideration. An additional
factor was the specialized and state of the art know-how and experience that
was brought in by the external consultant. This was important since the
external consultant brought in additional secure coding guidelines, which
are "battle proofed" in industry. These were important to set the pace
and direction during the meetings. The external consultant also played a
fundamental role in aiding with filtering the final guidelines.
Success factors of the project were the expertise of the external consultant
and the expertise and know-how of the lead developers. The solutions that
were identified lead to very usable and practice-oriented guidelines that solve
real-life issues in software development.
The classification and prioritization of the secure coding guidelines was
another success factor since it allows further work on this topic to proceed
in a very structured way. In particular, for the next step dealing with the
integration of the secure coding guidelines in the secure software development
lifecycle, the tags that have been associated with the guidelines enable a
simpler integration.
4.1.7

Summary

In this section we have looked at an industry case-study that took place in the
year 2019. The goal of the industry case study was to modernize previously
existing secure coding guidelines in a small department of a company which
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delivers products and services for critical infrastructures. One of the main
conclusions obtained from this case study is that the topic of secure coding
guidelines is complex and has many different aspects. Some of the observed
aspects in this case study include:
• number of secure coding guidelines,
• acceptance of secure coding guidelines,
• evolving technologies and know-how,
• awareness of secure coding guidelines,
• compliance to IT security standards, and
• changing workforce.
During the execution of the project in the company, the number of secure
coding guidelines that was defined for the internal mandatory policy document
was discussed. The lead developers argued that the number of defined secure
coding guidelines should be kept low, albeit without any definition of the
term low. This was motivated mainly by two factors according to the lead
developers’ experience: the perception that a lower number of defined secure
coding guidelines would lead to increased acceptance by all project members,
and the fact that less secure coding guidelines was perceived to lead to a
more effective usage thereof.
Acceptance of secure coding guidelines was also an important aspect of the
project. The importance of this aspect is related with the fact that there are
several leading developers in the department, which have different opinions
about software development and experiences. A common basis and some
compromises were found in order for all the lead developers to accept the
secure coding guidelines and actively enforce it in practice in their projects.
Another aspect is related with the evolving technologies and know-how.
Programming languages and their standard frameworks keep evolving with
time. This project focused on the C and C++ programming languages,
which underwent a major update with the standard C18 [92] for C, and
C++20 [88] for the C++ programming language. The implication of this
is that, since new programming language standards introduce new language
constructs and modify previous constructs, the secure coding guidelines need
to be adapted. However, several existing projects in the company cannot
be automatically changed to use new versions of the programming language
standard, as this might introduce severe problems in the software development.
As such, careful examination, planning and decisions need to be taken in
terms of which standard to support, in which project, and how to create a
uniform secure coding standard that is valid across several language versions.
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Having different internal policies for different versions of the standard might
introduce unnecessary stress to the software developers.
Awareness of secure coding guidelines was also discussed during the project
together with the lead developers. In particular, different groups within the
same department need to be made aware of the newly introduced policy.
Together with the lead developers, it was concluded that further follow-up
projects should also be considered. These follow-up projects should focus
on raising awareness of secure coding guidelines, and target the different
groups of software developers in the company. Towards this, a new project
was discussed which proposes to raise software developers’ awareness based
on: demos that show consequences of exploiting vulnerable code, explaining
the reasoning behind the defined secure coding guidelines, and interactive
discussions of examples on how to write secure code. The goal of this new
project is not only to raise awareness of secure coding guidelines, but also to
motivate and increase their acceptance by all software developers.
A further factor that was considered during the workshop was the introduction of mechanisms to achieve compliance to IT security standards. This is an
important aspect as compliance to these standards is a significant requirement
from regulation authorities, by which companies wishing to sell products and
services for critical infrastructures need to comply with. Due to the complexity
of the topic, it was decided to focus on the update of the secure coding guidelines, in this initial project, while considering the consequences for a separate
project on compliance and certification. Finally, another factor considered is
the changing workforce, e.g. in terms of job rotation or the acquisition of new
developers to the project. This factor means that the existing workforce is
composed of developers with different ages and industry experience. Therefore,
the software developers have different ways of thinking about software development, secure coding, and also use different methods and tools for software development. In the case study, this factor influenced both the way secure coding
guidelines were defined and also informed future projects on awareness training.
The lessons learned from this case study indicate that these factors lead
to difficulties with long-term studies on the usage of secure coding guidelines.
As such, this thesis does not focus on long-term studies. However happiness
and acceptance by software developers of the secure coding guidelines looks
to be a constant, not only in this case study, but also on other projects, as
per my experience in teaching secure coding in the industry. This is in line
with previous studies, e.g. by Bulgurcu et al. [32], which claims that raising
awareness leads to improvement in policy compliance.
4.2

Industry Survey on Awareness of Secure Coding Guidelines

This section discusses the design, deployment, and analysis of a survey on
software developers’ awareness and policy compliance towards secure coding
guidelines. During the design cycles of the CyberSecurity Challenges, it
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became apparent that awareness and compliance required a better understanding. The main question that motivated this section’ work is the following:
do software developers need training on secure coding? We explore the answer
to this question by looking at the level of awareness of secure coding guidelines
and how compliant are software developers in the industry towards them.
The base theories used as the foundation for this work are policy compliance
theory, neutralization theory, security-related stress theory, and awareness
theory. These theories are adapted to secure coding guidelines, leading to
the systematic development of a survey. Section 4.2.1 discusses the design
of the survey, looks at preliminary results and performs a comparative study
with previous and similar work. Results presented in this section validate our
designed survey and have been published as a preliminary version in the 19th
IEEE Conference on Trust, Security and Privacy in Computing and Communications (IEEE TrustCom 2020). Section 4.2.2 takes over from work done
in the previous section. Here, a large-scale (online) deployment of the survey
is performed, allowing the collection of 196 results from participants. These
results are then analyzed, and the main conclusions following the analysis
are given in a list with fifteen actionable item points. Results presented in
this section validate our designed survey, and provide insight and knowledge
on policy compliance by software developers in the industry. A preliminary
version of this work has been published in the Joint Track on Software
Engineering Education and Training (JSEET) of the 43rd International
Conference on Software Engineering (ICSE 2021) conference.
4.2.1

Initial Survey Design and First Data Analysis

This section introduces a survey for software developers in the industry to
evaluate their compliance and awareness of secure coding guidelines. The
survey is designed using a systematic approach that consists of industry experience from the author of the current work, academic literature, adaptation
of well-established theories, several review phases, and a pilot in the industry.
The pilot survey results obtained from participants belonging to three distinct
companies are presented and used in an additional review phase to derive the
final survey. Furthermore, a comparison with previous similar work is further
used to validate our survey. This section is based on the work published in
the 19th IEEE Conference on Trust, Security, and Privacy in Computing
and Communications (IEEE TrustCom 2020), which took place online from
the 29th December 2020 to 1st January 2021.
4.2.1.1

Introduction

The study at hand is part of an Action-Design Research effort on designing
a serious game to raise awareness for secure coding and increase knowledge
of secure coding guidelines among software developers. The goal addressed
in this section is to design a survey to collect data on software developers’
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awareness of software vulnerabilities. We are particularly interested on why do
software developers comply or not with secure coding guidelines. In this study,
we are also interested in understanding how well secure software development
practices are established in the industry, the factors that influence whether
industrial software engineers comply with secure coding guidelines, and the
knowledge of software developers of secure coding guidelines.
The survey design is based on theories about security policy compliance
(Bulgurcu et al. [32], and Moody et al. [76]), security-related stress (D’Arcy
et al. [106]), neutralization theory (Siponen et al. [140]) and awareness
on typical vulnerabilities (Hänsch et al. [154]). Furthermore, the survey is
also based on the authors’ experience in teaching secure coding in different
programming languages and vulnerabilities in industrial software engineering.
The results of the survey impact both theory and practice. By understanding the reasons that lead to a lack of awareness by software developers, it is
possible to better tailor a serious game (Dörner et al. [170]) and inform the overall research approach on designing a serious game for secure coding training for
industrial software engineers – the CyberSecurity Challenges (see chapter 5).
Our survey was designed in two stages: in the first stage, a pilot survey
was designed, and in a second stage the pilot survey was refined to a final
survey. This section presents the design of the final survey, and also provides
an analysis of data collected from the pilot survey. Section 4.2.2 provides
extensive results based on data collected through a large-scale deployment
of the final survey. Our pilot survey results include only the core questions
that remained stable throughout the survey’s development, and that made
to the final survey. Questions that were discarded or substantially changed
are not included in our analysis.
This section is organized as follows. Section 4.2.1.2 gives details the research
design. This section also describes how the survey was piloted in three different
companies. Section 4.2.1.3 shows the results of our research. In particular, it
gives details on the selected theories for the survey, contributed questions, and
offers an outline of the survey design. Furthermore, it presents preliminary
results from the survey piloting. Lastly we shortly discusses the work’s impact
and contributions to knowledge. Section 4.2.1.4 concludes this section with
a summary of the present study, and the respective lessons learned.
4.2.1.2

Research Design

To assess the usage of secure coding guidelines in an industrial setting,
we designed a survey aimed at software developers in the industry. The
questionnaire is designed under the banner of three research questions:
RQ1: How well established are secure software development practices in
the industry?
RQ2: Which factors lead software developers to use or ignore secure coding
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guidelines?
RQ3: How well are software developers aware of secure coding guidelines?
These questions are driven by the industry’s emerging need to identify
factors that lead software developers to ignore secure coding guidelines in daily
work and to which no answers can currently be found in previous scientific work.
The development of the survey and its underlying investigation is embedded in
our research effort based on Action-Design Research to design a serious game
to raise industrial software developers awareness of secure coding guidelines.
Figure 4.12 shows a summary of the steps we took to address these questions.
Knowledge
Gap
- Industry Motivation
- Authors’ Experience
- Academic Literature
Legend

Survey
Design
-

Literature Review
Authors’ Experience
Previous CSC Games
Survey Pilot Results

CSC: CyberSecurity Challenges

Questionnaire
Development

Contributions

- Pre-Review (8 p)
- Survey Pilot (59 p)
- Post-Review (10 p)

- Final Survey
- Pilot Results (RQ1, RQ2)
- Analysis and impact
- Comparision results

p: persons

RQ: Research Question

Figure 4.12: Research Process
These steps are the following: 1) definition of the research goals through
the knowledge gap, 2) survey design, 3) questionnaire development, and 4)
contributions made in this work. In the following, we give details on each
of these steps.
Our design of the questionnaire on secure coding guidelines draws from
the author’s experience in industrial software engineering, from published
experience reports in survey design (Wagner et al. [197]), and data collected
in the context of our serious game (Dörner et al. [170]) – the CyberSecurity
Challenges. This information has been used for crafting the questions on
knowledge on weaknesses in relevant programming languages. The process of
questionnaire development began in the fourth quarter of 2019 and finished
in the first quarter of 2020.
We use and adapt the concept of IT security awareness with the three
dimensions of knowledge following Hänsch et al. [154]: (1) recognize the threat,
(2) know solutions to the threat, and (3) act right. In particular, we adapt
the awareness concept from the information security field to the field of secure
coding guidelines. For the factors that influence compliance with secure coding
guidelines, we use and adapt from the literature on IT security compliance
(Moody et al. [76], Bulgurcu et al. [32]), neutralization theory (Siponen et al.
[140]) and security-related stress (D’Arcy et al. [106]). In particular, we adapt
these theories from information security policies to secure coding guidelines, as
these are the software developers’ equivalent policies for software development.
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In developing the questionnaire, we took an iterative approach with first a
pre-review to eliminate simple errors and review the questionnaire structure.
In this phase, we have collected review comments from eight security experts
that covered, in particular, the relevance of the questions, in particular the
ones on programming languages and typical vulnerabilities as well as on the
knowledge of secure coding standards. In the subsequent pilot, we collected
responses from 59 software developers from the industry.
The survey pilot was administered to participants in the context of a
CyberSecurity Challenges (CSC) workshop. Each workshop had a duration
of one day and was conducted in different companies and different countries.
Table 4.2 shows a summary of the different companies where these workshops took place and where the survey pilot results were collected. This
section presents an analysis of the data collected from this phase, i.e. our
results are based on the survey design’s first iteration, as shown in figure 4.12.
After this phase, an additional post-review with ten security experts took
place. The goal of this additional iteration was to refine and prepare a final
version of the survey for a large-scale deployment based on the preliminary
results hereby presented. In particular, the analysis of the preliminary results
led to the additional formulation of RQ3 at this stage. In this section, we
do not present results concerning RQ3, since the data to tackle it was not
captured during the pilot survey. However, we do address this question in
the large-scale deployment of the survey, which is presented and discussed
in section 4.2.2. In this section we present the design of the final survey, and
analyze the results obtained from data captured with the pilot survey.
Table 4.2: Survey Piloting According to Delivered Secure Coding Workshops
Pilot

Company

Region

1

Company A

China

2

Company B

Germany

3

Company C

Turkey

No. of Developers

When

30: 15 C/C++, 15 Web

Aug. 2019

7: 7 Web

Sep. 2019

22: 22 C/C++

Oct. 2019

An additional inspiration for the questionnaire’s refinement was a study
published by Assal et al. [80], in 2019, on the interplay between developers
and software security processes. Dillman et al. [56] was used as a guide to
the questionnaire development process. The answers to the questionnaires’
questions use the well-known Likert scale [172] with five points.
The pilot study participants were comprised of 50% software developers
with more than five years of work experience and 50% with an average of
3 years of work experience. The software developers work for companies that
develop software for critical infrastructures. The participants came from China
(51%), Turkey (37%), and Germany (12%), and the ages ranged from 25 to
60. On average, the participants have attended 1.6 training events related
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to security in the period between 2014 and 2019, whereby 6 participants
have attended more than five secure coding-related training events over this
time span. The majority of the developers (68%) are embedded developers,
working in C/C++ (62%), and 38% work regularly with other programming
languages such as e.g., Java and Python. Data analysis of the pilot study
was done by standard statistical methods using RStudio 1.2.5019 [169].
4.2.1.3

Results

In this section, we present the final design of our survey, together with
discussion on the selected base theories. We also provide an analysis of the
results obtained during the pilot phase.
Table 4.3 summarizes theories identified in the questionnaire design through
literature research and provides a brief description of the theory adapted to
the field of secure coding guidelines. The adaptation of the different theories
to our study field also motivates inclusion of these theories in the development
of the questionnaire.
Table 4.3: Selected Theories
Type

Name

Ref.

Description

PC

Policy Compliance Theory

[32, 76]

Assess to which extent do the participants intend to comply
with secure coding guidelines in their organization

NT

Neutralization Theory

[140]

Determine which reasons do software developers mostly use
in order not to comply with secure coding guidelines

SRS

Security-Related Stress

[106]

Determine to which extend does complying to secure coding
guidelines lead to an increase of stress at work

AW

Dimensions of Awareness

[154]

Measure awareness of secure coding guidelines by the software
developers on perception, behaviour and protection

Ref: Literature reference

The Questionnaire
Table 4.4 gives details on the survey questions, emphasizing the mapping
towards our research questions. In this table, the type of question indicates
the used established theory or a type of contributed question. This includes
the following types: CBG – company background, BGK – participant background knowledge, PC – policy compliance, NT – neutralization theory, SRS
– security-related stress theory, and AW – awareness theory. The reference
and construct columns give details on the origin of the question, where
possible. Column "survey question" presents the final adapted question.
The formulation of the questions were adapted by establishing a parallel
between information security policies and secure coding guidelines as software
development policies. With this adaptation, we extended these theories (PC,
NT, SRS, and AW) to our field of study.
The questionnaire comprises four sections: 1) demographic data, 2) secure coding awareness, 3) secure coding compliance, and 4) deterrents to
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compliance. The first part of the questionnaire includes general demographic
questions on work experience, previous training on secure coding, the primary
programming language used at work, used secure coding processes in the
company, and software developed method.
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Table 4.4: Final Questionnaire Constructs and Adapted Questions
RQ.

Type

Ref.

CBG
—
RQ1
BGK

PC

Construct

In my company compliance to secure code guidelines is being checked in projects I work in

CBg2

I know the secure software development lifecycle in my company

CBg3

To which extent do you work with the

CBg7

How is the compliance to secure coding guidelines checked in my current project?

CBg8

In my company we use a well established secure software development life-cycle

BgK1

Compliance to secure coding guidelines is an important part of the development of
our products
Which of the following secure coding standards and best practices do you know?

[32]

ISPA

I know that my company has a policy that mandates the usage of secure coding
guidelines in software development

[76]

FacCond5

—

PC
[32]

Could you explain why you use secure coding guidelines when writing code for the product you
currently develop?

CBg5

Could you tell us why you do not use secure coding guidelines?

CBg6

Why is compliance to secure coding guidelines not actively being checked in the projects I work in?

PC-Conf

Complying to SCG makes me feel more confident about the security of the code that I write

PC-NT

In my opinion, to write secure code, I have the necessary time

PC-NR

In my opinion, to write secure code, I have the necessary resources

PC-NF

In my opinion, to write secure code, I have the necessary freedom

SE-C1

In my opinion, to write secure code, I have the necessary skills

SE-C2

In my opinion, to write secure code, I have the necessary knowledge

SE-C3

In my opinion, to write secure code, I have the necessary competency

GISA
[76]

[140]
NT

—

BGK

[106]

—

RQ3
AW

[154]

Support is available if I experience difficulties in complying with secure coding guidelines

CBg4

ITC

SRS

secure coding standard?

BgK2

CBG

RQ2

Survey Question

CBg1

RespCost4

I intend to always comply with secure coding guidelines
I am aware of the existing security threats to the products of my company
Secure coding guidelines make the task of writing software more difficult

N-DON3

It’s OK to disregard secure coding guidelines when this means that I deliver my
work-packages faster

N-ATHL1

It’s OK to disregard secure coding guidelines when I would otherwise not get my
job done

N-DOI1

It’s OK to disregard secure coding guidelines when this would result in no harm to
the customer

N-DOR3

It’s OK to disregard secure coding guidelines if you do not understand them

N-DOI2

It’s OK to disregard secure coding guidelines if no damage is done to the company

N-COC1

It’s not as wrong to ignore secure coding guidelines that are not reasonable

N-COC2

It’s not as wrong to ignore secure coding guidelines that require too much time to comply with

N-MOTL1

I feel my general adherence to secure coding guidelines compensates for occasionally them

NT-MArc

It’s OK to disregard secure coding practices when this would lead to major architectural changes

NT-CH

It’s OK to disregard secure coding guidelines when this means that it makes my customers happy

NT-SC

It’s OK to disregard secure coding guidelines if the software is not safety critical

CX2

I find that new employees often know more about secure coding than I do

CX4

I often find it difficult to understand my organization’s security coding guidelines

OL1

Complying to secure coding guidelines force me to do more work than I can handle

OL4

I am forced to change my work habits to adapt to my organization’s secure coding guidelines

UC1

There are constant changes in secure coding guidelines my organization

UC4

There are constant changes in security-related technologies in my organization

BgK4

What other weaknesses do you pay attention to in developing software for the product you
currently work for?

BgK5*

I know about this vulnerability

BgK3

I am aware of negative consequences resulting from exploiting vulnerabilities on the products I
deliver software for

Per1*

I can recognize code that contains this weakness

Be1*

I know how to write code that does not contain this weakness

Prot1*

I understand the possible consequences that can result from exploiting this weakness

RQ.: Research Question, CBG: Company Background, BGK: Participant Background Knowledge, PC: Policy Compliance Theory, NT: Neutralization Theory, SRS: Security-Related-Stress Theory, AW: Awareness, Note: (1) constructs marked with * are relative to specific software weaknesses, (2) results for the highlighted constructs and
questions, which were obtained during the pilot survey, are presented in the results section
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The second section of the questionnaire deals with awareness for secure
coding. This part is individualized according to the primary programming
language selected in the first section. For each example, three questions
of high-impact vulnerabilities (according to [142]) related to secure coding
guidelines are presented, corresponding to Per1, Be1, and Prot1 in table
4.4. The theoretical background of these questions is the concept of IT
security awareness, as defined by Hänsch et al. [154]. The questions deal with
individual abilities to detect weaknesses in code and skills to deal with these
weaknesses. This part of the questionnaire draws from the author’s experience
in industrial software engineering and various serious games designed and
played to train software developers in secure coding.
The third section in the questionnaire presents questions to measure the intent to comply to secure coding guidelines. The theoretical background of the
questions is given by Bulgurcu et al. [32] and Moody et al. [76]. The following
six constructs were selected: self efficacy to comply (SE-C), intention to comply
with the policy (ITC), general information security awareness (GISA), awareness (ISPA), response cost (RespCost4) and facilitating conditions (FacCond5).
The fourth section of the questionnaire is about the factors that influence
compliance with secure coding guidelines. Here we have used two different
theories: neutralization theory and security-related stress theory. For Neutralization Theory (NT), six constructs were selected: defense of necessity
(N-DON3), appeal to higher loyalties (N-ATHL1), denial of injury (N-DOI1,
N-DOI2, N-DOI3), denial of responsibility (N-DOR3), condemnation of the
condemners (N-COC1, N-COC2) and metaphor of the ledger (N-MOTL1).
For Security-Related Stress (SRS), the following three constructs were selected:
complexity (CX2, CX4), overload (OL1, OL4), and uncertainty (UC1, UC4)
These constructs were selected based on the author’s industry experience
and practical limitations on the number of questions (to increase response rate).
Additionally, based on lessons learned from teaching secure coding in the industry, we have included additional questions. These questions are of the following
two types: Company Background (CBG) and Background Knowledge (BGK).
The CBG questions intend to assess the established processes in the company
related to secure coding guidelines. The BGK questions intend to assess background knowledge related to secure coding guidelines by the software developer.
The questions corresponding to RQ1 (see page 76) were included in the
first section, and the ones corresponding to RQ3 (see page 76) were included
in the second section of the questionnaire. The questions corresponding to
RQ2 (see page 76) were split into the third and fourth sections of the survey,
as detailed above. Company background questions related to RQ2 were
included in the third section of the questionnaire.
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Pilot Survey Results
Table 4.5 shows the results of the analysis of the data collected in the survey
pilot phase. The answers to the individual questions by the participants were
based on a five-point Likert scale, where SD indicates strongly disagreement,
D indicates disagreement, N is a neutral answer, A indicates agreement, and
SA indicates strongly agreement.
Table 4.5: Results of Pilot Survey
RQ.

Type

Summary of Question

SD

D

N

A

SA

SD+D

N

A+SA

50.0

30.7

CBg2

known S-SDLC in the company

3.8

15.4

50.0

28.8

1.9

19.2

CBg7

SCG being actively checked

3.8

21.2

38.5

32.7

3.8

25.0

38.5

36.5

BGK

BgK1

importance of SCG

0.0

3.6

10.9

69.1

16.4

3.6

10.9

85.5

PC

ISPA

know policies

3.6

14.3

33.9

39.3

8.9

17.9

33.9

48.2

PC-NT

I have necessary time

0.0

18.5

24.1

50.0

7.4

18.5

24.1

57.4

PC-NR

I have necessary resources

0.0

13.2

32.1

52.8

1.9

13.2

32.1

54.7

PC-NF

I have necessary freedom

1.9

11.1

11.1

57.4

18.5

13.0

11.1

75.9

SE-C1

I have necessary skills

0.0

7.5

32.1

50.9

9.4

7.5

32.1

60.3

SE-C2

I have necessary knowledge

0.0

13.0

33.3

46.3

7.4

13.0

33.3

53.7

SE-C3

I have necessary competencies

0.0

7.7

40.4

44.2

7.7

7.7

40.4

51.9

intent to comply

0.0

1.8

21.4

57.1

19.6

1.8

21.4

76.7

know security threats

0.0

14.3

25.0

46.4

14.3

14.3

25.0

60.7

job more difficult

0.0

30.9

30.9

36.4

1.8

30.9

30.9

38.2

N-DON3

deliver faster

24.1

51.9

14.8

9.2

0.0

76.0

14.8

9.2

N-ATHL1

not get job done

18.5

38.9

33.3

9.3

0.0

57.4

33.3

9.3

no harm to customer

14.5

25.5

27.3

21.8

10.9

40.0

27.3

32.7

major architectural changes

18.5

33.3

29.6

13.0

5.6

51.8

29.6

18.6

CBG
RQ1

Construct

PC

RQ2

ITC
GISA
RespCost4

NT

N-DOI1
NT-MArc

RQ: Research Question, CBG: Company Background, PC: Background Knowledge, PC: Policy Compliance Theory,
NT: Neutralization Theory, SD: Strongly Disagree, D: Disagree, N: Neutral, A: Agree, SA: Strongly Agree, Results
show the average percentage of agreement to each individual likert scale point

This analysis focuses on the questions that were not substantially changed
in the last survey design iteration and made to the final version of the survey.
Since RQ3 was formulated due to the post-review phase’s refinements, this
analysis focuses solely on RQ1 and RQ2 (see page 76). A more in-depth
analysis covering all the survey questions and research questions of this section
was conducted during the large-scale survey deployment, and is presented
in section 4.2.2.
For the results for RQ1, based on the pilot survey, table 4.5 shows that,
since the majority of the software developers have a neutral opinion and
19.2% disagree on CBg2 (software developers know about the secure software
development lifecycle used in the company they work for), we can conclude
that they generally lack knowledge about the company’s secure software
development lifecycle. Additionally, there is an indicator that compliance with
SCG is being checked (36.5%); however, the large number of neutral results
also indicates that this might be an issue. Also, the vast majority of software
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developers recognize the importance of SCG (85.5%). Finally, although 48.2%
agree on knowing the secure coding guideline policies (policy compliance, ISPA
construct), a large number does not have an opinion (33.9%) or disagrees
on this fact (17.9%). Therefore we conclude that many software developers
lack awareness about secure coding policies since the average agreement is
low. We observe that, although software developers lack awareness of secure
software development practices, 85.5% claim that they are aware of their
importance (background knowledge, BgK2 construct).
For the results of RQ2, based on the pilot survey, the factors that lead
software developers to use secure coding guidelines (RQ2), the results in
table 4.5 can be summarized as follows. Software developers express having
enough freedom (74.9%), skills (60.3%), time (57.4%), resources (54.7%),
knowledge (53.7%), and competencies (51.9%) to write secure code according
to SCG. These high agreement values for freedom, time, and resources indicate
that executing company processes should not be an issue. However, when
considering the items skills, knowledge, and competencies, these have lower
values. Additionally, software developers express the intention to comply
(ITC) with SCG (76.6%) and also express knowledge about possible threats
to the products from the company (60.9%). However, software developers
are not sure if complying with SCG makes the daily job more difficult.
In terms of SE-C2 (knowledge), the results show that 53.7% of the software
developers do not know secure coding guidelines. This value correlates very
well with the results by Patel et al. [200], where they found out that more
than 50% of software developers cannot spot security vulnerabilities in code.
These facts indicate a need for awareness training in secure coding and the
application of secure coding guidelines. Furthermore, the results show that
76.6% express the intention to comply with secure coding guidelines and their
policies and express knowledge about possible threats to the company (60.7%).
The combined results indicate that secure coding is not a matter of governance
but awareness. Additionally, the results in table 4.5 show that software
developers are not sure (30.9%) if complying with SCG makes the daily job
more difficult (38.2%) or not (30.9%). These results can be interpreted as
a lack of awareness and a lack of good sense to evaluate the task’s difficulty.
In terms of the factors that lead software developers not to comply with
secure coding guidelines, the neutralization theory results are shown in the following. The majority of software developers (76%) disagree that SCG should
be overlooked to deliver software faster. Although there is a higher uncertainty
than in the previous case, software developers also disagree that secure coding
guidelines should not be ignored to get a job done. However, 33% have an
ambiguous opinion on this matter, which is surprising since most software developers agree on the importance of SCG. Although still with 51.8% agreement
by the developers, the numbers express a higher uncertainty on disregarding
SCG if these mean significant architectural changes. Finally, software devel-
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opers do not have a definite opinion (27.3%) if they may ignore secure coding
guidelines in case the customer of the software would not be harmed. Furthermore, the agreement level (32.7%) and disagreement level (40.0%) show only
a slight tendency towards disagreement. These observations are surprising
given that software developers should not ignore secure coding guidelines
based on their judgment, e.g., on how the end-customer will use software.
In general, we conclude that software developers agree on not ignoring
SCG (i.e., following them). However, considering the agreement level on
competencies and skills, software developers might lack the skills to judge
whether they comply with the secure coding guidelines.
A similar study conducted by Assal et al. [80], called "Think Secure", which
surveyed 123 software developers from different industry sectors, mostly located in Canada and the United States. The average age of the software developers was 41.3 years, which is comparable with the age range of the participants
from our study. We have looked at the questions and results by Assal et al. To
compare their results to our own, the results presented in table 4.5 were further
processed. First, we use the following standard Likert mapping: strongly
disagree ! 1, ... strongly agree ! 5. Also, two of the Likert scales are inverted:
the construct PC-NT (have necessary time) is inverted to match the question
in Assal et al. and similarly for the construct SE-C2 (have knowledge) as
compared to D24 (have no knowledge). We also considered a mapping between
a compound construct based on the average agreement between CBg2 and
CBg7 to the construct we have security procedures in the survey by Assal et al.
Table 4.6 shows a summary of the comparison of the average agreement
between the current work and the survey from Assal et al.
Table 4.6: Comparison with Study by Assal et al. [80]
This study
Construct
CBg2 + CBg7
BkG1
PC-NT

⇤

SE-C2

⇤

Note† :

"Think Secure" Study [80]
Average

†

Construct

3.1 ± 0.6

we have security procedures

2.5 ± 0.8

D23: no time

4.0 ± 0.3

security is important

2.5 ± 0.7

D24: no knowledge

Construct corresponds to the average of CBg2 and CBg7 from table 4.5

Average
3.8 ± 0.9
4.3 ± 0.2
2.3 ± 0.3
2.6 ± 0.3

Note⇤ : Construct has an inverted Likert scale in comparison to table 4.5

Note that the error deviations in the "think survey," except for the construct
(CBg2 + CBg7), are smaller than in our survey - this fact is not a surprise,
given that the "think survey" includes 140 participants compared with 59 in
our pilot study survey. Table 4.6 shows that results concerning the existence
of security procedures, the knowledge of the importance of security, and
software developers’ facilitating conditions are comparable between the two
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surveys. Furthermore, the alignment of the results validate our questionnaire,
the results of the data analysis, and approach.
Impact of this Work
More effort and different measures are needed to increase code security,
particularly for software used in critical infrastructures. Our findings indicate
that software developers have the resources for writing secure code, but
not necessarily the knowledge, capabilities, and skills. An understanding of
the topic can aid practitioners to address secure code and result in more
effective and efficient organizational structures. The next section will explore
a large-scale deployment of the survey and provide an additional in-depth understanding of the usage of secure coding guidelines by software developers in
the industry. The survey designed in this section can be used by practitioners
to measure awareness of secure coding of software developers in their own
organization. Additionally, the work presented in this section extends four
existing information security theories to the field of secure coding guidelines.
In particular, we extend and adapt policy compliance theory, neutralization
theory, security-related stress and awareness theory to consider secure coding
guidelines as a form of policies applied to secure software development.
4.2.1.4

Summary

The work presented in this section describes the steps taken to design a survey
for software developers in the industry, and the resulting survey. Furthermore,
it presents results obtained from a pilot survey with 59 participants from
three distinct companies and compares them with similar work.
The design of the survey is rooted in the following:
Policy compliance theory Policy compliance theory deals with factors
that lead individuals to comply with IT security policies. These factors
include, among others, the necessary time, resources, and knowledge.
The work by Moody et al. [76] and Bulgurcu et al. [32] includes
questions that were used as a basis for adaptation and refinement of the
resulting questions in the survey. These questions were reformulated
to reflect the perspective of secure coding and secure coding guidelines.
Neutralization theory Neutralization theory deals with factors that individuals find in order not to comply with IT security policies. These factors include, among others, the consideration of working faster or the consideration of guidelines as an impediment to complete work. The work
by Siponen et al. [140] on neutralization theory includes questions that
were used as a basis for adaptation and refinement of the resulting questions in the survey. These questions were reformulated to reflect the perspective of secure coding and secure coding guidelines. Some questions
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present in the work by Siponen et al. were discarded since they could possibly cause issues with the works council. An example of a removed construct includes disregarding policies if this leads to no financial impact.
Security-related stress theory Security-related stress theory deals with
factors that result in additional stress at work due to compliance with IT
security policies. These factors include, among others, constantly changing policies and being forced to do extra work to comply with the policies.
The work by D’Arcy et al. [106] on security-related stress includes
questions that were used as a basis for adaptation and refinement of the
resulting questions in the survey. These questions were reformulated
to reflect the perspective of secure coding and secure coding guidelines.
Awareness theory Hänsch et al. [154] define IT security awareness in three
dimensions: perception, protection, and behaviour. In this work, we use
the three dimensions as defined by Hänsch et al., but refine these to the
topic of secure coding and secure coding guidelines. In particular, the
following refined dimensions are used in this work: perception - knowing
existing vulnerabilities in software, protection - knowing how to write
secure code, i.e. code that does not have the software vulnerabilities,
and behaviour - the actual behaviour or intent to write secure code.
Expert and participant opinion The opinion IT security experts were
taken into consideration during the development of the survey questions.
Furthermore, lessons learned from previous CyberSecurity Challenges
games were also taken into consideration when developing the questionnaire. In a pre-review stage, eight IT security experts were consulted,
while in a post-review (i.e. after the survey pilot) the opinion of 10 IT
security experts was also taken into consideration. The reason to include
lessons learned from participants was to ensure that the questions are
relevant to software developers, and expert opinion guarantees the
questions’ quality.
Piloting Before the post-review, a survey pilot with 59 participants took
place. The work presented in this section discusses not only the final
survey, but also explores the analysis of the pre-survey survey piloting.
The reason to pilot the survey was to gather additional feedback for a
post-review and obtain preliminary results that can be compared with
similar and previous work to validate the design of the survey.
Comparative studies The results from the survey pilot included data
from 59 participants from three distinct companies. These results
were compared with the work from Assal et al. [80], which included
123 respondants, i.e. more than double of the participants to our
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survey pilot. The comparison of the results finds that out results are
in alignment with the results by Assal et al. within the margin of error.
This fact further indicates the validity of our designed survey.

Author’ experience the own experience by the author of the current work
was fundamental in the design of the survey. This is expressed on
the selection of base theories and in the selection and adaptation
questions to include in the survey. The selected theories include: 1.
policy compliance theory by Moody et al. [76] and Bulgurcu et al. [32],
2. neutralization theory by Siponen et al. [140], 3. security-related stress
by D’Arcy et al. [106], and 4. Awareness theory by Hänsch et al.
[154]. Since these theories were developed in the area of information
security, they have been adapted to the topic of secure coding guidelines
through the experience in teaching secure coding by the author. A
further contribution was the choosing, formulation, and processing of
the questions to avoid possible issues with the works council. This
latter topic is vital due to privacy laws, and possible company-internal
limitations (e.g., related to individual performance evaluation).
This section presents the design of a survey designed to understand the usage
of secure coding guidelines by software developers in the industry. Furthermore,
it presents the analysis of results based on data collected during the survey
piloting phase. Results in this section only consider at the survey questions
that have not been considerably changed (or have only been slightly changed)
between the preliminary survey design to the final survey. The next step of this
work was to collect data from a larger population through a large-scale deployment. This is presented in the next section. The present section motivates the
design decisions that led to the final survey, which was validated in an industrial context. The entire survey can be found in appendix B. This survey can
be used and refined by practitioners to assess the level of compliance and awareness of software developers towards secure coding guidelines. Furthermore, it
can be used by the research community for possible adaptation and refinement
to other areas of scientific knowledge, or other topics rather than secure coding.
4.2.2

Large Scale Survey on Secure Coding in the Industry

In section 4.2.1, the design of a survey to measure software developers’ awareness and compliance to secure coding guidelines was presented. Additionally,
the designed survey was validated through an iterative process and a comparison between preliminary results and results from a similar study by Assal et al.
[80] from 2019. This section continues this work through a large-scale (online)
deployment of this survey, which captured the data of 196 participants over
the period of seven months (March to September 2020). The collected and
anonymized data is evaluated, resulting in fifteen actionable item points. Our
analysis of these results focuses on the following research questions:
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RQ1: Which factors lead industrial software developers to comply with
or ignore secure coding guidelines?
RQ2: To what degree are software developers aware of secure coding
guidelines?
RQ3: To what extent is secure coding education in the industry needed?
Note that these research questions extend the questions addressed in the
work conducted in section 4.2.1. In particular, the RQ1 and RQ2 correspond
to RQ2 and RQ3 of section 4.2.1 (see page 76). The reason to revisit RQ2
and RQ3 is that these questions were answered in the previous section base
on results collected from the survey pilot. However, in this section, we address
these questions through our large-scale deployment. Our contribution to
scientific knowledge, through the work presented in this section, comprises:
1. openly available data from a large-scale survey, for other researchers
to explore,
2. the presentation and interpretation of results from the analysis of the
survey, and
3. a list of actionable item points for practitioners and industrial cybersecurity educators.
These results are important for industry practitioners and are valuable also
to be used by the scientific community. The most prominent result presented
in this section is recognizing the lack of awareness of secure coding guidelines
by software developers in the industry. This result motivates the introduction
of CyberSecurity Challenges as a novel method to raise awareness of secure
coding. CyberSecurity Challenges are discussed extensively in chapter 5. A
preliminary version of this work has been published in the Joint Track on
Software Engineering Education and Training (JSEET) of the 43rd International Conference on Software Engineering (ICSE) conference [218], which
took place online from 25 to 29 of May of 2021.
This section is organized as follows. In section 4.2.2.2, we present a comprehensive overview of the most important results from the survey analysis,
derive actionable item points. Finally, section 4.2.3 concludes this section
with an overview of the study.
4.2.2.1

Large-Scale Deployment of Survey

A large-scale deployment of the survey was performed between March and
September of 2020, resulting in a total running time of seven months. The
survey was announced through several different channels, in particular:
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1. Professional Contacts: Linked-In, direct contacts by the author at
several different companies, Münchener Sicherheitsnetzwerk (Munich
Security Network Forum),
2. Social Media: Twitter, Facebook, Reddit,
3. Other: University contacts, survey exchange platform (SurveySwap),
advertisement in university websites.

The survey was constructed using the open-source survey platform LimeSurvey [39] Version 3.17.0+190402 and deployed in Amazon Web Services.
Figure 4.13 shows the welcome screen of the survey. At the beginning of
the survey, the participants could read the purpose of the research, contact
details, and a description that the survey is targeted at software developers
working in the industry.

Figure 4.13: Welcome Screen of Developer Survey
Over the seven months period in which the survey was accessible to the
participants, the survey was accessed 363 times resulting in 196 complete
answers. Two answers were rejected due to irregularities found in the collected
data, resulting in 194 results for analysis. The complete set of captured data
is available in the Zenodo platform, under the following link [220]. All the
data was anonymously collected; however, a web browser cookie was activated
to prevent participants from submitting their answer twice.
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Figure 4.14 shows the different background industries captured by this
data set. The demographics in terms of participants’ programming languages
are the following: C++ 50 (26%), Java 38 (20%), Python 37 (19%), Other 36
(18%), C 33 (17%). The survey was anonymous and geographical, education,
and gender aspects were not captured.
In the next section, an extensive discussion of the survey data analysis
results is presented.
4.2.2.2

Results

This section presents the analysis of the data collected from the large-scale
deployment of the designed survey. Our presentation is organized by the
different theories and topics upon which the survey is based. In particular,
we look at results related to CBG (company background), BGK (participant
background knowledge), PC (policy compliance), NT (neutralization theory),
SRS (security-related stress), and AW (awareness theory). These constructs
and theories are discussed in section 4.2.1. The section concludes with
practical takeaways, in the form of actionable points (AP), obtained from our
analysis and also from the industry experience of the author. The actionable
points constitute a further contribution of our research effort.
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Figure 4.14: Survey Demographics in Terms of Industry
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Company Background
Table 4.7 shows the results for the company background constructs CBg1,
CBg2, and CBg8. From these results, we observe that, in general, compliance
to secure coding guidelines is not being checked in the industry, and that software developers are not sure about the secure software development lifecycle
(S-SDLC) used in their company. This observation is corroborated by the CBg8
results, stating that software developers are not aware of the company’s S-DLC.
Table 4.7: Company Background

Average
Standard Deviation ( )

CBg1
2.57
1.29

CBG
CBg2
2.93
1.14

CBg8
2.42
1.22

Tables 4.8 to 4.10 shows the results for CBg4, CBg5, and CBg6 respectively.
Here we observe that about 50% of the participants claim that in their industry, implementation of security during product development is a requirement,
while the other half state that this is not the case. In terms of factors why
SCG are not used (CBg5), we found the following important factors: 1) lack
of awareness (focus on products and not on security, and limited knowledge),
2) relying on SAST tools, and 3) because the participants had no previous
experience with issues. The main factor not to check compliance to SCG
(CBg6) is that SCG is not used, and the industry focuses on products, not
on security. Another critical factor was the (perceived) lack of automatic
tools to assist in the compliance checks, especially the lack of awareness.
Table 4.8: Results for Company Background: CBg4
CBg4
Why use secure coding guidelines?
Security is a requirement
Because of compliance checks
Makes code resistant to attacks
Code is safe and reliable
Due to quality and data protection
Imposed by project quality gates
Ensure code quality
It’s software development best practices
Comfortable with security
To avoid bugs
To reduce security risks

No.
11
5
4
3
3
2
2
1
1
1
1
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Table 4.9: Results for Company Background: CBg5
CBg5
Why not use secure coding guidelines?
Not a requirement
Focus on products, not security
Limited knowledge
Takes too much time
Rely on SAST tools
Due to real-time constraints
Software deployed in secure environment
Customers do not "see" the feature
Security is added afterwards
Due to usage of proprietary software tools
Old code-base (e.g. >10 years)
Use open-source software
Cost saving reasons
Until now we had no issues
Time pressure

No.
12
9
4
2
2
2
2
2
2
1
1
1
1
1
1

Table 4.10: Results for Company Background: CBg6
CBg6
Why is compliance to secure coding guidelines not being cheked? No.
Not using secure coding guidelines
4
Focus on products, not security
4
Not required by customer
3
Lack of resources
2
Products are not safety-critical
2
Lack of automatic tools to assist in compliance checks
1
Not enough higher management commitment
1
Nobody in the projects thinks about security
1
Lack of time
1
Small company
1
Security is an add-on
1
Cost saving
1
Not in our software development process
1
Lack of awareness
1
Security is not understood by software developers
1

Figure 4.15 shows the results of CBg3: to which extent are standard secure
coding guidelines used in the industry. For all the secure coding standards
that the survey has covered, all the results show that they are not really used
in practice.
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Figure 4.15: CBg3: To Which Extent Use Secure Coding Standard
The participants who answered that SCG is checked in their company,
figure 4.16 shows how they are being checked. This figure shows that 70.7%
check SCG during code review, 62,2% using automated tools, and 46.3%
by a manual process. This figure also shows that 15.8% of the checks are
done using automated tools exclusively, 12.2% using code review exclusively,
and 10.9% through a manual process. Employing two different methods
(Automated Tools and Code Review) lead to 25.6% of the results. About
18.3% claim that the three methods are used simultaneously.
10,9%

15,8%
Automated
Tools

62,2%

2,4%

Manually

18,3%

46,3%

14,6%

25,6%
Code
Review

70,7%

12,2%

Figure 4.16: CBg7: How Are Secure Coding Guidelines Checked?
Participant Background Knowledge
Table 4.11 shows that compliance to secure coding guidelines is not considered
an essential part of the development of products, with an average agreement
of 2.36.
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Table 4.11: Background Knowledge

Average
Standard Deviation ( )

BGK
BgK1 BgK2
2.36
3.87
1.28
0.90

However, the survey participants have indicated to be aware (3.87 average
agreement) of the negative consequences of exploiting software vulnerabilities
(BgK3). We attribute this observation to a large amount of media presence, e.g., social media and newspapers of conferences, on these negative
consequences.
Figure 4.17 shows the extent to which survey participants know the different
secure coding standards. The blue bars represent the "percentage of the total
survey population that knows the given SCG standard". The red bars show
the "percentage of the population that should know the standard, given their
chosen programming language". This corresponds to the population who
answered C or C++ as a programming language for the SEI-CERT standard.
For the MISRA and C11 Annex J the results correspond to C programmers.
The OWASP and BSI standards capture Java, Python, and programmers
of Other languages.
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Figure 4.17: BgK2: Knowledge of SCG standard
General knowledge about SCG is low (below 65.3%). Comparing the blue
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to the red bars, these results show that the different standards are known to a
larger percent of general population participants than those in the population
that should know the standard – this is an issue. It means that the population
that should be more aware of these SCG standards is not aware of them. In
particular, from the C and C++ software developers, only 28.9% know the
SEI-CERT standard, 38.6% know the MISRA standard, and 16.9% know the
Annex J of the C11 standard. This result is surprising, as we would expect
that more software developers known the secure programming standard of
the language which they use at work as compared to the general survey
population. Therefore, this result indicates that, while the secure coding
standards are generally known, they are not really known by those developers
who should known them. This conclusion provides an indication on the need
to raise awareness of secure coding guidelines using adequate secure coding
standards to the corresponding group of software developers.
For developers using Python and Java, 40% know the OWASP standard,
and 5.3% know the BSI 5.21 standard. This last result is not surprising since
the BSI standard is local to Germany only, and the survey was deployed on
a global scale. However, the same surprising conclusion is drawn for software
developers using web technologies: the percentage by language is smaller
than the percentage by total, i.e. the standards are more widely known than
known by those who should be aware of them.
Policy Compliance, Neutralization Theory, and Security-Related
Stress
Table 4.12 shows the overall results related to each theory investigated in the
present work, i.e. policy compliance (PC), neutralization theory (NT), and
security-related-stress (SRS)). Furthermore, the table shows for each theory,
the results for the individual constructs. These results are also grouped by
industry sector, programming language, and work experience in years. The
minimum and maximum values are highlighted in this table, with the colors
red and green, respectively. For a given group, the minimum and maximum
in a column (i.e., per theory construct) are highlighted by a thicker border,
while the minimum and maximum in a row are highlighted with a background
color (red and green, respectively). The comparison of the maximum and
minimum value in a row allows to conclude on the importance of a given
theory construct in relation to the industry sector, programming language,
or work-experience. The comparison of the maximum and minimum value
in a column allows to conclude on the importance of the industry sector,
programming language, or work-experience for a certain theory construct.

Industry

Programming Language

Work Experience

more than 10

6 to 10

3 to 5

less than 3

Other

Python

Java

C++

C

IT Security

Energy

Manufacturing

Automotive

Telecommunications

Healthcare

Finance

3,7
0,7
3,7
1,0
3,7
0,8
3,7
1,0
3,8
0,9
3,9
0,9
3,6
0,9
3,6
0,9
3,7
1,0
3,6
1,1
3,6
0,9
3,7
0,8
3,6
1,0
3,9
0,7
3,3
1,0
3,7
0,9

Measure

AA
!
AA
!
AA
!
AA
!
AA
!

AA
!
AA
!
AA
!
AA
!

ITC
3,7
0,9
3,4
0,9
3,6
1,0
3,7
1,0

3,8
1,0
3,6
0,9
3,6
1,1
3,5
1,0
3,6
0,9

3,8
0,8
3,6
0,9
3,7
0,9
3,5
1,1
3,6
0,9
3,7
0,8
3,6
1,0

ISPA
3,4
1,2
3,5
1,2
3,3
1,2
3,7
1,1

3,6
1,2
3,5
1,1
3,2
1,3
3,6
1,2
3,6
1,1

3,5
1,2
3,5
1,1
3,8
0,9
3,3
1,3
3,5
1,2
3,8
1,0
4,0
1,0

Fac Cond5
3,2
1,1
3,2
1,1
3,2
1,1
3,3
1,2

3,3
1,2
3,1
1,2
3,3
1,0
3,5
1,0
3,2
1,2

3,7
0,9
3,5
1,1
3,2
1,0
3,6
1,3
3,2
1,3
3,4
1,1
3,7
1,1

PC-Conf
3,6
1,0
3,4
0,8
3,5
0,8
3,8
1,0

3,9
0,6
3,5
0,9
3,6
1,0
3,6
1,0
3,5
0,9

3,7
0,7
3,5
0,9
3,6
0,7
3,4
1,0
3,4
0,9
3,8
1,0
3,8
0,8

PC-NT
2,7
1,2
3,4
1,1
3,3
0,8
3,1
1,1

3,4
1,0
3,0
1,1
3,0
1,1
3,3
1,1
2,7
1,0

3,3
0,8
3,3
1,0
3,1
1,2
3,6
1,0
3,5
1,0
3,3
1,0
3,0
1,3

PC-NR
3,0
1,0
3,5
0,9
3,5
0,8
3,2
1,0

3,6
0,7
3,2
0,9
3,3
1,0
3,3
0,9
2,9
1,0

3,3
0,8
3,2
1,0
3,3
1,0
3,4
1,0
3,3
0,9
3,3
0,8
3,2
1,0

PC-NF
3,3
1,2
3,3
1,1
3,6
0,9
3,4
1,1

3,7
0,9
3,4
1,0
3,4
1,1
3,4
1,1
3,1
1,1

3,6
0,7
3,5
1,1
3,2
1,3
3,9
1,0
3,6
1,1
3,8
1,0
3,4
1,2

SE-C1
3,2
1,0
3,4
0,8
3,5
1,0
3,7
1,0

3,8
0,8
3,6
0,9
3,3
1,2
3,4
0,9
3,3
1,2

3,7
0,7
3,8
1,1
3,5
1,0
3,5
1,1
3,4
0,9
3,8
0,9
3,5
1,0

SE-C2
3,3
1,0
3,5
0,9
3,5
1,0
3,6
1,0

3,8
0,8
3,5
0,8
3,3
1,1
3,6
0,9
3,1
1,1

3,5
0,8
3,6
1,0
3,5
1,0
3,4
1,2
3,4
0,9
3,6
0,8
3,7
1,0

SE-C3
3,3
0,9
3,8
0,9
3,6
0,9
3,6
1,0

3,8
0,8
3,6
0,8
3,4
1,0
3,5
0,9
3,3
1,1

3,5
0,8
3,6
1,0
3,5
1,0
3,6
1,0
3,5
0,9
3,6
0,8
3,7
1,0

Resp Cost4
3,4
0,9
3,6
0,9
3,1
1,0
3,3
1,0

3,2
1,1
3,3
1,1
3,4
1,0
3,4
0,8
3,3
0,8

3,4
0,9
3,2
1,1
3,3
1,0
3,2
1,0
3,4
0,9
3,4
0,9
3,3
1,1

N-DOI1
3,1
1,1
3,2
1,1
2,7
1,0
2,5
1,1

2,7
1,0
2,6
1,2
2,9
1,1
3,2
1,1
2,6
1,1

3,1
1,0
2,8
0,9
2,4
1,0
2,8
1,0
2,9
1,1
2,7
1,1
2,7
1,1

N-DOI2
2,9
1,1
2,8
1,0
2,4
0,9
2,4
1,2

2,5
1,0
2,4
1,1
2,7
1,0
3,0
1,0
2,4
1,2

2,9
0,9
2,4
1,0
2,0
1,0
2,6
1,0
2,6
1,1
2,5
1,1
2,7
1,2

N-DON3
2,6
1,2
2,7
1,1
2,2
0,8
2,1
1,0

2,2
1,0
2,3
1,1
2,3
1,0
2,7
1,0
2,2
1,1

2,3
1,1
2,1
1,0
2,2
1,1
2,1
1,2
2,3
1,1
2,2
0,9
2,3
1,1

2,9
1,1
2,9
1,0
2,3
0,9
2,5
1,0

2,5
1,0
2,6
1,0
2,7
1,0
3,0
1,1
2,4
1,1

2,3
1,0
2,5
1,1
2,3
1,1
2,6
1,2
2,8
1,1
2,7
1,0
2,7
1,1

N-ATHL1
2,5
1,0
2,6
1,2
2,6
1,2
2,2
1,2

2,5
1,3
2,1
1,1
2,6
1,1
2,6
1,2
2,3
1,1

2,4
0,9
2,1
1,0
2,1
1,1
2,1
1,2
2,1
1,1
2,3
1,2
2,4
1,0

N-DOR3

Maximum in Colum
Minimum in Colum
Maximum in Row
NOTE: AA - average agreement, based on Likert scale (1⟷SD, 2⟷D, 3⟷N, 4⟷A, 5⟷SA),

GISA

AA
!
AA
!
AA
!
AA
!
AA
!
AA
!
AA
!

N-COC1

N-COC2
2,6
1,0
2,8
1,0
2,6
1,1
2,4
0,9

2,6
0,9
2,6
1,0
2,6
1,0
2,5
1,1
2,4
0,9

2,5
0,8
2,5
0,9
2,5
1,0
2,4
0,9
2,4
1,0
2,4
0,9
2,6
1,0

N-MTOL1
2,9
1,0
3,1
0,9
2,6
0,9
2,7
0,9

2,7
0,9
2,8
1,0
2,8
0,9
2,9
1,0
2,8
0,9

2,7
0,9
2,8
0,7
2,8
0,8
2,7
0,9
2,7
1,0
2,7
0,9
2,7
1,0

NT-MArc
2,9
1,1
3,1
1,0
2,6
0,9
2,5
1,1

2,8
1,0
2,6
1,0
2,8
1,1
3,0
1,1
2,5
1,0

2,8
0,9
2,4
1,0
2,4
1,1
2,7
1,0
2,6
1,0
2,6
1,0
2,7
1,2

2,7
1,1
3,0
1,0
2,6
1,0
2,4
1,1

2,7
1,2
2,6
1,2
2,6
1,1
2,8
1,0
2,3
1,0

2,6
1,0
2,4
0,9
2,3
1,1
2,8
1,1
2,8
1,0
2,6
1,0
2,7
1,1

NT-CH
3,0
1,1
3,0
1,1
2,8
1,0
2,5
1,2

2,6
1,0
2,7
1,2
2,9
1,1
2,9
1,1
2,7
1,2

2,9
1,0
2,6
1,0
2,4
1,2
3,0
1,2
2,7
1,2
2,5
1,0
2,8
1,3

NT-SC
3,0
1,1
3,0
0,9
2,7
0,9
2,5
0,8

2,8
0,9
2,8
0,8
2,6
1,0
2,9
1,3
2,8
0,8

2,6
0,8
2,7
0,9
2,7
0,9
2,8
1,0
2,8
1,0
2,7
0,8
2,9
0,9

Minimum in Row
! - variance of average agreement

3,2
1,1
3,0
1,1
2,9
1,0
3,0
1,0

3,0
0,9
3,0
1,0
3,1
0,9
3,2
1,1
2,9
1,0

2,9
1,1
3,4
1,0
3,2
1,1
3,3
1,1
3,2
1,0
3,1
0,9
3,3
1,0

CX4
2,9
0,9
3,1
0,9
2,9
1,0
2,6
0,9

2,5
1,0
2,9
1,0
2,7
0,9
3,0
1,0
3,0
0,9

2,8
0,9
2,8
0,9
3,0
1,0
2,6
0,8
3,0
0,8
2,8
0,9
2,7
1,0

3,1
0,9
3,2
1,0
2,6
0,9
2,5
0,8

2,2
0,7
2,8
0,9
3,0
0,9
3,0
0,9
3,1
0,9

3,0
0,8
2,9
0,9
2,8
0,9
2,7
0,8
2,8
0,9
2,8
1,0
2,8
0,9

OL1

Security-Related Stress

3,1
1,0
3,4
1,0
2,8
1,0
2,6
0,9

2,7
1,1
2,7
1,0
3,1
1,1
3,1
1,0
3,0
0,8

3,0
0,8
2,8
0,9
2,9
0,9
2,4
0,9
2,8
1,0
2,8
1,0
2,8
1,1

OL4

Neutralization Theory

2,8
1,0
3,1
1,0
2,7
0,9
2,4
0,8

2,7
0,9
2,3
0,8
2,8
1,0
2,9
1,0
2,8
0,9

2,7
0,9
2,6
0,9
2,9
0,9
2,4
1,1
2,6
1,0
2,6
1,0
2,4
0,9

UC1

Policy Compliance

CX2

Table 4.12: Results on PC, NT, and SRS vs Industry, Programming Language and Work Experience

UC4
3,3
0,9
3,3
1,0
3,1
1,0
2,9
0,9

3,2
0,9
2,8
0,9
3,2
0,8
3,3
1,2
3,3
0,9

3,3
0,9
3,2
1,0
3,2
0,9
3,1
1,0
3,2
1,1
3,2
1,1
3,0
0,9
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In terms of policy compliance, we observe that the highest amount of agreement across all twelve constructs is obtained for the C programming language,
while the highest amount of disagreement is obtained for other programming
languages and participants with less than three years of industry experience.
We attribute the latter observation to the fact that newer employees need
to accommodate to the job and might, therefore, not be yet fully integrated
into the daily working life. The construct that was rated with the lowest
agreement across all the different groups is PC-NT (i.e. lack of time), This
result is to be expected due to the need to fulfill project deadlines in an
industrial environment.
In terms of neutralization theory, the construct N-DON3 sees the largest
disagreement, i.e., software developers do not think that secure coding guidelines should be ignored to deliver work packages faster. However, there is
a general agreement across all groups (industry, programming languages,
and work experience) that ignoring unreasonable secure coding guidelines
is acceptable. According to the author’s experience, this result is surprising
because it is not the software developers’ job to question the secure coding
guidelines but comply with their policies when developing software.
Another surprising factor is that participants in the telecommunications
industry find fewer reasons not to comply with secure coding guidelines. According to the author’s experience, this might be because engineers working in
this industry are used to developing software under tight constraints (e.g., realtime) and follow established coding guidelines to achieve this goal. However,
the IT security and finance department finds more reasons not to comply with
secure coding guidelines than other industries. This fact is also surprising, especially for the IT security industry. We think that, since the developers working
in this industry face security topics daily, they might be more inclined to bend
the established rules. Another surprising factor is that, compared to the other
programming languages, Python developers tend to find more reasons not
to comply with secure coding guidelines. We attribute this observation to the
fact that Python is a prototyping language, where software developers might
be more used to writing "quick and dirty" code, other than in the other cases.
Also, surprisingly, is the fact that software developers using programming languages other than C, C++, Java, or Python find fewer reasons not to comply
with secure coding guidelines. In terms of work experience, senior employees
(more than ten years experience) tend to follow the established rules, while
employees working for three to five years in the industry find more reasons
to discard SCG. Another result from this table is that, across all the groups,
software developers also tend to ignore SCG that they do not understand.
Finally, in terms of security-related stress, there is a general agreement on
the construct UC4, i.e., the participants to the survey have observed constant
changes in security-related technologies. This observation might be related to
the large and growing amount of different software development frameworks
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and changing (agile) software development methodology. However, there is
also a general disagreement on UC1, i.e., that secure coding guidelines are not
continually changing. We find this last observation positive since constantly
changing secure coding guidelines can lead to unnecessary stress at work.
Awareness
For each of the programming languages, the participants were asked to answer
Yes, Unsure, and No on how they agree with each of the awareness constructs
(Per1, Prot1, Be1) and BgK5. Additionally, each of these questions was asked
concerning the top-3 CWEs (Common Weakness Enumeration) that affects
the programming language, according to WhiteSource [235]. Table 4.13 shows
the survey results for these constructs, for each programming language and
each CWE. We note that each of the CWE is related to one or more secure
coding guidelines. In this table, an "unsure" answer was considered a negative
aspect, therefore combined with "no" results.
The survey participants report high levels of awareness for BgK5 (knowing
the vulnerability) and construct Prot1 (understanding the consequences of
exploiting vulnerabilities). However, for Per1 (ability to recognize vulnerable
code) and Be1 (knowing how to write secure code), the levels of awareness
are low (less than 51%).
The first result is in line with the study by Patel et al. [200]; however, the
second result is new in this study. For the construct Per1, we also observe
that the programming languages "Other", Python and C are especially at
risk since the awareness level is low for their ranked vulnerabilities.
Considering all the constructs together, we observe an overestimation (60%
vs 40%) of the participants’ awareness level since real-world data shows an
increasing number of cybersecurity incidents. We attribute this to optimism
bias (Thaler et al. [178]), which is a well-known effect in risk perception that
occurs when someone overestimates or underestimates risk while remaining
ignorant about their inadequate assessment (Lechner [228]). Our results
indicate an overestimation bias, which is corroborated with the industry’s
experience from the author.
Since the participants were only asked to rank the top-3 CWE, in BgK4
we asked the participants to optionally name additional weaknesses that they
pay attention to while developing software. The participants’ answers were
coded to separate the correctly identified weaknesses from the vulnerabilities
and general issues not related to secure coding. Table 4.14 shows the result
of the codification of the answers given by the participants.
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C
C++
Java
Python

20/3 (46%)
12/4 (32%)
21/5 (52%)
53/12 (43%)

0,74
0,68
0,59

0,74
0,80
0,69

24 (65%)
12 (32%)
20 (54%)
56 (50%)

24 (63%)
29 (76%)
24 (63%)
77 (68%)

44 (88%)
42 (84%)
38 (76%)
124 (83%)

Yes
29 (88%)
30 (91%)
25 (76%)
84 (85%)

10/3 (35%)
17/8 (68%)
12/5 (46%)
39/16 (50%)

13/1 (37%)
8/1 (24%)
10/4 (37%)
31/6 (32%)

3/3 (12%)
5/3 (16%)
10/2 (24%)
18/8 (17%)

BgK5
Unsure
No
4/0 (12%)
2/1 (9%)
6/2 (24%)
12/3 (15%)

0,78
0,55
0,70

0,80
0,87
0,76

0,91
0,89
0,86

Table 4.13: Awareness Results vs Programming Language

27 (54%)
34 (68%)
24 (48%)
85 (57%)

14/3 (45%)
12/6 (47%)
15/8 (61%)
41/17 (51%)

0,65
0,68
0,55

0,94
0,94
0,85

W.Avg.

0,89
0,89
0,79

21 (55%)
20 (53%)
15 (39%)
56 (49%)

16/5 (57%)
16/4 (54%)
17/8 (68%)
49/17 (59%)

W.Avg.

3/4 (14%)
5/3 (16%)
11/5 (32%)
19/12 (21%)

0,87
0,83
0,72

16 (43%)
17 (46%)
12 (32%)
45 (41%)

W.Avg.

43 (86%)
42 (84%)
34 (68%)
119 (79%)

10/0 (26%)
7/3 (26%)
13/4 (45%)
30/7 (32%)

0,81
0,78
0,62

0,80
0,89
0,70

Perception (Per1)
Yes
Unsure
No
14/2 (48%)
17 (52%)
11/0 (33%)
22 (67%)
13/5 (55%)
15 (45%)
38/7 (45%)
54 (55%)
0,74
0,81
0,67

28 (74%)
28 (74%)
21 (55%)
77 (68%)

8/3 (30%)
10/3 (35%)
12/8 (54%)
30/14 (40%)

Behavior (Be1)
Yes
Unsure
No
7/3 (30%)
23 (70%)
7/0 (21%)
26 (79%)
14/3 (52%)
16 (48%)
28/6 (34%)
65 (66%)

16/5 (42%)
11/4 (30%)
23/5 (56%)
50/14 (43%)
0,76
0,67
0,64

26 (70%)
24 (65%)
17 (46%)
67 (60%)

0,92
0,94
0,82

1) CWE 119
2) CWE 20
3) CWE 399
Average
29 (58%)
35 (70%)
22 (44%)
86 (57%)
12/3 (39%)
13/6 (50%)
19/4 (61%)
44/13 (50%)

0,70
0,73
0,55

Protection (Prot1)
W.Avg.
Yes
Unsure
No
1/2 (9%)
30 (91%)
4/0 (12%)
29 (88%)
6/3 (27%)
24 (73%)
11/5 (16%)
83 (84%)

1) CWE 119
2) CWE 20
3) CWE 200
Average
23 (61%)
19 (50%)
15 (39%)
57 (50%)
16/3 (51%)
14/3 (46%)
19/7 (70%)
49/13 (56%)

0,73
0,83
0,65

1) CWE 20
2) CWE 200
3) CWE 79
Average
18 (49%)
20 (54%)
11 (30%)
49 (44%)

42

1) CWE 20
2) CWE 264
3) CWE 79
Average

29%

0,74
0,86
0,79

126

11/4 (42%)
6/2 (22%)
9/3 (33%)
26/9 (32%)

414
71%

21 (58%)
28 (78%)
24 (67%)
73 (68%)
74

0,58
0,61
0,54

50%

16/7 (64%)
14/7 (58%)
17/8 (69%)
47/22 (64%)
290
50%

Weighted Average
Common Weakness Enumeration
CWEs are sorted by incidence ranking, according to WhiteSource study

218

13 (36%)
15 (42%)
11 (31%)
39 (36%)
29%

W. Avg.
CWE
Note:

50
from 55% to 100%
from 45% to 55%
from 0% to 45%

116

0,69
0,83
0,78

Legend

416
71%

12/5 (47%)
6/3 (25%)
8/4 (33%)
26/12 (35%)

229

63

19 (53%)
27 (75%)
24 (67%)
70 (65%)

40%

51%

0,56
0,65
0,63

233

16/8 (67%)
19/3 (61%)
17/5 (61%)
52/16 (63%)
286
49%

693

12 (33%)
14 (39%)
14 (39%)
40 (37%)

Total Average

1406
60%

1) CWE 1211
2) CWE 137
3) CWE 200
Average

Overall Average

Other

Empirical Studies

101

3
1
1
1
3

5
3
1
1
2

2
1
1

1

3
1
1

Java
38
22
65%
35%

2
3
1
1

1
2
1
1

3
1
1

1
1
1
1
1
1

1
1
1

Python Other
37
36
17
15
78%
56%
22%
33%
11%
2
10 14%
3
2
9 13%
2
8 11%
5
9 13%
2
1
6 8%
2
5 7%
5 7%
3
1
4 6%
1
3 4%
1
3 4%
1
3 4%
1
3 4%
2
2 3%
2
2 3%
2
10 26%
4 11%
1
4 11%
1
3 8%
1
2 5%
1
2 5%
1
2 5%
1
2 5%
1
2 5%
2 5%
1 3%
1
1 3%
1 3%
1
1 3%
1
1 3%

63,2%

1

C++
50
21
52%
40%
8%
2
1
2
2
2

Total in (%)

C
33
12
61%
39%

Total

Nr. participants using programming language
Nr. participants that provided feedback on BgK4
Correctly identified weaknesses
Vulnerabilities and general coding issues
"Unsure" answers
Authentication and authorization Issues
Information leakage
Memory issues (e.g. dynamic memory)
Weak cryptography
Buffer overflow
Injection (e.g. SQL)
Integer problems
Cross-site request forgery
3rd party components and libraries
Logic and exception problems
Input validation
Insecure default configuration
Data integrity
Cross-site scripting
General bugs
Performance issues (e.g. real-time constraints)
Security breaches
Denial-of-service
Credentials management
Infrastructure issues
Malware
Privilege escalation
Remote or arbitrary code execution
Safety aspects
Code smells
Data loss
Existence of PII (Personal Identifiable Information)
Insuficient testing
Port screening

33,3%

General Issues

Weaknesses

Table 4.14: BgK4: Additional Knowledge on Coding Weaknesses

From all the additional survey answers, 63.2% are software weaknesses,
33.3% are general coding issues, and 3.5% of the answers are from unsure
participants. Python has the highest amount of correctly identified weaknesses
and, surprisingly, C++ the least amount. The reason for the last observation
might be due to the complexity of the C++ language.
In terms of correctly identified issues, Authentication and Authorization, Information leakage, Memory Issues, Weak Cryptography, and Buffer Overflow
are in the top-5. Surprisingly, the survey participants have considered general
bugs, performance issues, and security breaches as secure coding weaknesses.
Denial-of-service is generally not considered a coding issue but a deployment
issue (solved with e.g., load balancing). However, it was also considered a software vulnerability, ranking in the top-5 of the general issues category. Surprisingly, also considered as secure coding issues have been: infrastructure issues,
safety aspects, and code smells, personally identifiable information, and lack of
testing. In particular, code smells, which are symptoms of poor design and implementation choices that may hinder code comprehensibility and maintainability (Palomba et al. [64]), have been shown to be generally dissociated from security vulnerabilities (Elkhail et al. [3]). Considering these factors as secure cod-
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ing weaknesses leads us to notice the lack of awareness of secure coding guidelines by means of software developers mistaking code smells with secure code.
Actionable Item Points for Industrial Practitioners
In the following, we present the main actionable item points (AP) we infer
from the current work, i.e. from the analysis of the survey results and our
experiences surrounding this topic in industrial application. These actionable
item points should be taken into consideration by practitioners. We split
them into two main categories: general issues and secure coding guidelines.
The APs under the general issues category are not directly related to secure
coding guidelines and include:
1. Need to involve management: without management understanding and approval, it is not possible to establish secure coding practices
in a company;
2. Need to improve knowledge on company’s internal S-SDLC
and secure coding policies: the survey has shown that software
developers are not always aware of the company’s internal policies
and about the S-SDLC; therefore, one way to address this is through
specialized internal campaigns on raising awareness of these issues;
3. Raise awareness of the difference between secure coding and
other aspects, e.g. safety and performance: the survey has
shown that software developers tend to confuse these topics. When
training software developers, the difference between these aspects should
be made clear, as also possible opposing recommendations;
4. Consider security in the requirements phase: it is no surprise
that security should be considered early in the software development
phases; rarely will customers "ask for security"; however, they will
expect secure products. Therefore, company policies should be adapted
to cover security from early stages, and software developers should
be aware of the necessary steps to take (e.g., threat and risk analysis,
secure architecture, security requirements).
Furthermore, software developers must be made aware of the difference
between security weakness and security vulnerability. In particular, security
weaknesses are coding errors that might lead to a vulnerability, while (according to ENISA [63], definition G52), a security vulnerability is the existence of a
security weakness that can lead to a security breach. In terms of secure coding
guidelines, we conclude the following additional key APs for practitioners:
5. Include SCG as an integral part of S-SDLC: SCG should be
lived as a process and should be second nature to software developers;

Empirical Studies

103

daily practice and usage have the potential to have long-lasting and
beneficial effects.
6. Build a secure coding community: promote secure coding practices inside the company. Some possible ways to implement this it to
join larger communities that also promote secure coding practices, e.g.,
SAFEcode [190], have monthly or weekly presentations or discussions
on a secure coding topic, promote and use secure coding gamification
(e.g., best secure coder of the month).
7. Define a responsible person: have a point-of-contact for secure
coding issues; this person’s job includes making sure that software
developers are trained and motivated.
8. Implement awareness training on SCG: a substantial amount of
software developers needs training on SCG; as such, awareness training
events should be promoted and held regularly.
9. Implement hands-on awareness training: motivated by the observed optimism bias, and also experience from the industry, we think
that an effective way to raise awareness is to challenge the knowledge
of software developers on secure coding topics; while desired training
methods was not captured through the survey, our experience has
shown that after being challenged on these topics, many developers
tend to re-evaluate their knowledge and seek more information. A good
way to achieve this is by the usage of Capture-the-Flag events, which
are specially designed to raise awareness of secure coding for software
developers in the industry; these exercises should mainly focus on the
defensive perspective but also cover offensive aspects; furthermore,
these exercises should provide a good motivation on why certain SCG
exist – this way, software developers can develop a better knowledge of
SCG and understanding on why they should comply to them.
10. Implement SCG quality gates: secure code is also high-quality
code; practitioners should consider adding the requirement of checking
secure coding guidelines to typical project quality gates; some ways this
can be achieved include using specialized tools that are configured to
check secure coding guidelines, keeping track of code reviews including
review of secure coding guidelines, and status monitoring of software
security testing results.
11. Do not use SAST as a replacement for SCG: some participants
to the survey have mentioned the usage of SAST tools as a replacement
for formal training or consideration of secure coding guidelines; we
consider this an essential hidden danger – previous studies (Aloraini
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et al. [33], Li [101]) have reported on the poor quality of SAST tools;
therefore, we conclude that the human factor cannot be taken out of
the loop and SAST tools should only be used in a supportive role.

12. Monitor the quality of SAST tools: since the quality of the output
of these tools might be lacking, strategies to address their quality needs
to be considered; in particular, the secure coding champion needs to
implement a process to verify the quality of the tools being deployed
and to replace them when outdated; additionally, if possible, it should
be considered to use several tools in parallel, to compare the different
results.
13. Training on SCG should focus on concepts, not specific cases
or instances: the results of the survey indicate constant changes in
security technologies; this might be related to the vast amount of
existing frameworks and booming IT security field; these changes can
cause unnecessary stress to software developers; as such, when dealing
with secure coding guidelines, software developers should be trained on
concepts and not so much on particular instances of SCG, in particular,
software developers should understand the underlying reason for the
SCG and not just assume the rule without further consideration.
14. Keep up-to-date with the latest technology: software developers should be informed about the latest security technologies, when
necessary, especially when starting new projects; this should be done
taking into consideration that too much information can cause stress,
while too little information can mean that important news are missed;
for this reason, we propose that the secure coding champion should
constantly monitor new technologies and decide on their importance
and introduction on running projects.
15. Adapt SCG, only when necessary: similar to keeping up-to-date
with the latest technology, secure coding guidelines should be updated
regularly; however, without interfering with ongoing projects; updates
of SCG should be timed together with other SCG awareness campaigns,
e.g., awareness training.
Impact of this Work
The results presented in this work provide an impact both in the academic community but also in the industry. It is not always easy to obtain a large volume
of survey data from participants from the industry. In this study, we have collected the survey answers from 194 industrial software developers. This means
that we can assume that our results have a solid supportive basis. The survey
administered to the participants underwent an extensive design cycle, to make
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sure that it is based on well-established scientific theories. As a result of the survey data analysis, fifteen key take-away messages were derived, which provides
valuable information for industry practitioners. Our work addresses software
developers’ awareness on the topic of secure coding guidelines, and it also raises
awareness in the scientific community on this challenging topic. Additionally,
we provide the raw survey data as a contribution to the scientific community.
Supporting Data
The raw data collected in the survey is openly available in Zenodo [220].
The raw survey data is provided in Comma Separated Values (CSV) format.
Researchers are encouraged to make use of this data for further work.
4.2.3

Summary

In the present work, we investigate the following questions: 1. which factors
lead industrial software developers to comply with or ignore secure coding
guidelines, and 2. to what degree are software developers aware of secure
coding guidelines, and finally 3. to what extent is secure coding education in
the industry needed. Towards this goal, a survey was developed and presented
in section 4.2.1. This chapter presents the results of a large-scale deployment
of this survey. A total of 194 complete answers were collected in anonymized
form. The main observations that result from the analysis of these answers,
based on questions which resulted from the experience of the author of the
thesis, are as follows:
• A decisive factor on whether secure coding guidelines are used or not
in the industry is that they are mandated as an internal policy, as a
requirement for software development. This means that awareness of
IT security standards and secure coding guideline standards needs to
be improved in different companies.
• Software developers have reported that, during their work, their focus
is on products, not security. According to my experience, this means
that security is still seen as an add-on, something that can be handled
separately from product development. Again, this leads to the conclusion of the need to raise awareness of secure coding guidelines and
secure software development. Secure coding guidelines are embedded
in a secure software development lifecycle, which needs to be in place
for product development and mandated by all IT security standards to
which the industry must comply. Not complying with these standards
can lead to severe consequences for the business.
• Another important observation from the data analysis is that standards
on secure coding are not being widely actively used, especially by the
group of software developers that should be using these standards.
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Towards this, we analyzed e.g., the number of C/C++ developers and
their knowledge of the SEI-CERT C/C++ secure coding standard, to
find out that less than 30% actively know this standard. This fact
needs to be addressed during software development, not only due to
being mandated by IT security standards, but also because doing so
leads to more secure products and services.
• Software developers express that their project includes compliance
checking of secure coding guidelines due to the fact that they are
using and deploying automated tools such as static application security
testing. The experience from the author indicates that this can be
problematic. On the one side, several scientific studies have been
made that conclude that these automated tools produce a high level
of false negatives and false positives. Therefore, ultimately, it is up
to the individual software developers to implement the secure coding
guidelines in practice – this task cannot be left alone to automated
tools. On the other side, if software developers lack awareness of secure
coding and secure coding guidelines, they cannot perform this task.
• Software developers also express that compliance checking of secure
coding guidelines is performed during code reviews. According to my
experience, this is also problematic since most of the quality gates in
established projects are related to functionality, not security. This is also
corroborated by the participants to the survey themselves, who claim
that their focus is on functionality, not security. This aspect leads to the
conclusion that additional aspects must be implemented in the secure
software development lifecycle to guarantee compliance to secure coding
guidelines. Although several other ways are possible, in this work,
our fundamental theme is on raising awareness of secure coding
guidelines as a means to increase compliance towards them.

Furthermore, the survey questions’ design is based on the adaptation of
four base theories, namely policy on policy compliance, neutralization theory,
security-related stress, and awareness theory. The main observations obtained
from the analysis of the survey answers is as follows:
• Policy compliance: the factor to which software developers mostly agree
as an impediment to complying to secure coding guidelines is the lack of
time. This can be understood if compliance to secure coding guidelines
is not part of the secure software development lifecycle. The factor ’lack
of time’ indicates two possible reasons: 1. lack of mandate to implement
compliance to secure coding as part of the regularly used software development lifecycle, and 2. lack of knowledge and skills which make compliance to secure coding guidelines second nature. The first point can be addressed by including compliance to secure coding in the existing software
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development lifecycle. However, the second point relates to the current
thesis’s goal: training software developers in secure coding can lead to
increased knowledge and skills and, therefore, saving time during the implementation of secure code. As such, we conclude that raising awareness
of secure coding guidelines is one possible way to increase compliance
to secure coding guidelines and increase the overall security of software.
• Neutralization theory: the main factor that software developers use
to not comply with secure coding guidelines is that they do not think
they should comply with guidelines that are not reasonable. According
to my experience, this carries several possible issues. Why do software
developers think that secure coding guidelines are not reasonable can be
traced back to the following problems, according to my experience: 1.
lack of awareness and knowledge of the importance thereof, 2. existence
of unreasonable secure coding guidelines in internal document, 3. lack
of overall acceptance of internal documentation, and 4. lack of proper
control mechanisms. In particular, the lack of awareness in knowing
the importance and possible consequences of disregarding secure coding
guidelines can lead software developers to easily ignore them. This
can be addressed through awareness training campaigns. The possible
existence of unreasonable coding guidelines in internal documentation
should be avoided. This means that the internal documents should
be regularly checked and updated by security experts to reflect the
latest and best practices on secure coding in the industry. Additionally,
lack of internal acceptance of these policies can be another factor that
leads software developers to ignore them. As detailed in the case study
in chapter 4.1, efforts should be made to have a common agreement
that every developer subscribes to, instead of a document that is simply mandated without previous discussion with individual developers.
Furthermore, raising awareness of the decisions is an integral part
of accepting these documents by the individual software developers.
Finally, according to my experience, due to their problems in practice,
using static application security testing is not a final solution on how
to implement control mechanisms. Additional factors such as training,
secure coding quality gates, and secure code reviews should be introduced into the secure software development lifecycle. Secure coding
guidelines are policies that deal with low-level aspects of programming
and their daily life. Therefore, they should have an overall acceptance
and agreement by the software development community, and when
established, should be consequently followed. This also guarantees
compliance with established IT security standards.
• Security-related stress: the main factor that software developers report
as a source of stress at work is the fact that there are constant changes
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in technologies. Software development has evolved tremendously over
the last years. New programming languages (e.g. C/C++, Javascript,
C#, Haskell, Rust), new programming paradigms (e.g. object oriented
programming, functional programming, procedural programming, reactive programming), new frameworks (Angular, Vue, Meteor, NodeJS)
and development methods (V-shaped, Agile, waterfall, iterative, spiral)
have appeared and evolved. Software developers need to adapt quickly
to such a rapidly changing landscape, and this adaptation causes stress
at work. According to my experience, these effects are especially felt
in teams that include software developers that span several generations.
The older generation prefers the more traditional and "older" software
development methods, while the younger generation prefers more recent
software development methods and tools. This also causes friction between software developers, which results in additional stress. According
to the lessons learned during this thesis, a possible way to approach
these issues is through raising awareness of secure coding by focusing on
secure coding principles rather than individual secure coding guidelines.
Although individual guidelines should be introduced and discussed,
these discussions should be based on the general secure coding principles,
on the reasoning of why a certain rule makes sense, and finally on the
possible consequences that can result by disregarding the rule.
• Awareness theory: the two main factors that resulted from analyzing
the survey answers in light of the three dimensions of awareness are the
lack of perception and lack of behaviour. Our study shows that more
than 50% of software developers show a lack of knowledge of existing
software vulnerabilities in source code. This is alarming and a good
indicator of the need to raise awareness of software developers in the
industry on the topic of secure coding. Our conclusions are based on the
answers by 196 participants to the survey. A much larger scale survey,
done by Patel et al. (with more than 4000 software developers) has
come to a similar conclusion – more than 50% of software developers
cannot spot vulnerabilities in source code. The binding factor between
both studies is the lack of awareness of secure coding and secure coding guidelines. This result is a strong motivator for developing the
CyberSecurity challenges, as presented in chapter 5. Furthermore, our
survey results show a lack of awareness in terms of behaviour – software
developers do not know how to write secure software. This aspect is
also addressed through CyberSecurity Challenges, as participants to
this game experience hands-on how to solve secure coding problems.

Another indicator of lack of awareness of secure coding guidelines is that
one-third of the participants who provided feedback on possible additional
secure coding topics to the ones that were asked in the survey provided
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feedback on topics that are not related to secure coding. Examples of topics
in this category include performance issues, infrastructure problems and
code smells. Finally, this chapter presents eleven high-level actionable points
resulting from the analysis of the survey and the interpretation of the results
in light of my own experience. Three additional security experts from the
industry have confirmed these actionable points and give valuable insight for
practitioners on how to address secure coding in the industry. Furthermore,
these actionable item points are a valuable source of information for the
research community as they motivate further work on how to improve code
quality. The raw results are openly provided in the Zenodo platform [220]
and are openly available to the community. While our analysis focuses on
compliance towards secure coding and awareness, published results in Zenodo
also contain a rich source of information for further analysis.
Thus, the work presented in this section answers affirmatively the question
"do software developers need training in secure coding"?. This has been
confirmed by several internal discussions, both with security experts and
software developers themselves. Therefore, due to this overestimation of
abilities, one possible way to raise awareness of software developers is through
putting their knowledge to the test.
This can be achieved utilizing CyberSecurity Challenges. This game is presented and extensively discussed in chapter 5. Results from extensive feedback
from participants have shown that even experienced developers appreciate CyberSecurity Challenges, and that software developers learn secure development
techniques while at the same time finding it fun to get their knowledge tested.
4.3

Chapter Summary

This section addressed the topic of software developers awareness of secure
coding standards. In particular, it looked at software developers’ compliance
towards secure coding guidelines, their awareness thereof, and factors that
lead them to comply or disregard secure coding guidelines when developing
software in the industry. One main conclusion of this section is that yes,
software developers in the industry need to be trained in secure coding. Factors
which influence software developers’ compliance to secure coding guidelines
are obtained from the adaptation of previously well-established work on policy
compliance, neutralization theory, and security-related stress. Awareness of
secure coding guidelines is measured through the adaption of previous work
on IT security awareness.
Our contributions to knowledge are the following:
• understanding how secure coding guidelines are used in the industry,
• factors that motivate software developers to use or discard secure coding
guidelines, and
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• understanding on how aware are software developers in the industry
of secure coding guidelines.

The practical implications of this work’s results extend in three dimensions:
practitioners, researchers, and current thesis. Practitioners gain knowledge
and motivation to perform awareness campaigns on secure coding, in their
own companies. Furthermore, we provide a survey that is validated in the
industry and that can be used and refined to assess the level of compliance
and awareness of their own software developers in their domain. Researchers
can profit from the validated survey (see appendix B) and the raw results
that we have openly published (Zenodo [220]). These raw results can be
further analyzed by the research community to yield additional results that
have not been considered in the current work. Furthermore, the preliminary
survey and the large-scale deployment survey results motivate the need to
raise awareness of secure coding on software developers in the industry.
The results presented in this section focus on software developers. Our
survey looked at C/C++, Java, Python software developers, and also web
application developers. Nevertheless, based on my industry experience, I
believe that these results are applicable and can be extended to other existing
programming languages, e.g. to C#, Rust, VisualBasic, and Perl. Additionally, our survey results capture the overall picture across several industries,
programming languages and groups. However, individual results are expected
for individual teams and individual companies. This can be addressed by
practitioners through the deployment of the survey.
Furthermore, I do believe that these results apply to a broad range of
individuals, companies, and programming languages. A good indicator for
this is the extensive survey by Patel et al. with more than 4.000 software
developers, which also concluded the lack of awareness of secure coding by
software developers in the industry. I also believe that the results hereby
presented extend to additional programming languages that cover different
facets, e.g., for programming languages such as Terraform, Ansible, and
Puppet, which are used for infrastructure as code.
Finally, our study has shown that the main conclusions might be important
to managers. Since typical managers do not write code, they are not expected
to be aware of individual secure coding guidelines. However, management
must be aware of the importance of secure coding guidelines, and possible
consequences resulting from developer teams disregarding them. An example
of a consequence of disregarding secure coding guidelines during software
development is the increased time required by software developers to address
security vulnerabilities in code.

5
Design of the CyberSecurity
Challenges
This chapter focuses on the design cycles that were conducted in the industry
according to Action-Design Research (Sein et al. [128]). The CyberSecurity
Challenges (CSC) are the main driver for the research, through the design
of the game challenges, and through the study on their nature. The design
of the CyberSecurity Challenges is structured into three cycles: initial design,
refinement cycle, and Sifu/online cycle. In this chapter, we address the
different topics and studies that were performed in these three design cycles
in three corresponding sections.
One of the concerns during the initial design cycle was to understand
how to adapt traditional capture-the-flag games for software developers in the
industry. Therefore a study was performed to gather knowledge on the design
constraints for the CyberSecurity Challenges. Section 5.1 presents the study
done to achieve this goal, together with the results in the form of challenge
design requirements.
In the refinement cycle, the topic of which types of challenges are appropriate for software developers in the industry was addressed, leading to the
evolution and refinement of the CSC game’s individual challenges. Section 5.2
presents the study done to evaluate the appropriateness of the challenge types.
In the Sifu/online cycle, the "Sifu platform" is introduced. This platform
allows the design of purely defensive challenges. During this cycle, the lessons
learned from the previous iterations are applied to create the Sifu platform.
Section 5.3 presents the platform and shows the results of an empirical study
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to evaluate the serious game’s adequacy to raise secure coding awareness of
software developers in the industry.
The CyberSecurity Challenges is a serious game that is inspired in the
popular capture-the-flag format, and that refines it to address software developers and industrial constraints. The main idea of the game is that, software
developers, when playing the game, are presented with secure coding exercises
that should be solved in a competitive scenario. When the participants solve
an exercise, they are given a flag which allows to collect points in a dashboard.
At the end of the event, the team or player that gathered the largest amount
of points is declared the winner of the event. While the competition is not the
main objective of the game, it is used to incentivize the participants to solve
exercises, encourage group work and discussions while at the same time fostering awareness of secure coding and secure coding guidelines. Furthermore, the
competitive scenario contributes to a fun environment (Dörner et al. [170]).
Working through the games’ challenges, the awareness of secure coding of
the participants is stimulated, and their knowledge and skills are improved.
The initial game and challenges that are used in the present work were
provided by colleagues from the pentesting group of the company where the
study took place. As such, the game in the first design cycle was initially
not targeted at software developers, i.e. the challenges were developed for the
pentesting target group. This means that the focus of the games’ challenges
was on exercising offensive techniques to exploit systems. Based on this initial
design, the game was refined throughout the three design cycles, leading to
its adaptation to software developers and to the industry.
The CyberSecurity Challenges, as designed in the refinement cycle, contain
challenges based on existing open-source components. To solve the exercises
containing these components, the players need to use attacker techniques components. These components are adapted in order to exhibit a defensive perspective, by including instructions on how to solve them. Therefore, we call these
exercises defensive/offensive challenges since, while to solve them offensive
techniques are required, the player is presented with a defensive perspective.
In the Sifu/online cycle, the challenges assume a fully defensive perspective,
i.e. the player needs to write secure code to solve the challenges, i.e. is not
required to use any offensive techniques. The challenges focus sonely in how to
write secure code and on defensive programming techniques. To support the
design of these challenges, a special platform is developed, the Sifu platform,
that also introduces and allows for a player’s interactive experience while
solving the exercises. We call the challenges developed in the Sifu/online
cycle the defensive challenges.
Section 5.4 presents an overview of the CyberSecurity Challenges, covering
the three design cycles, namely the game designed with offensive, defensive/offensive, and defensive challenges. Furthermore, it presents an empirical
study on the suitability of CyberSecurity Challenges to raise secure coding
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awareness of software developers in the industry. This section also summarizes
the present research’s main results in terms of offensive, defensive/offensive,
and purely defensive challenges.
The structure of the sections 5.1, 5.2, and 5.3, which describe the three
design cycles, follow the Action-Design Research methodology (see chapter 2).
In particular, each section starts with a problem formulation, provides details
on the building and intervention that took place in the industrial organization,
provides a description of the evaluation of the results, and finalizes with
reflection and learning. In the building and intervention, the CyberSecurity
Challenges game is described, along with the study that was carried out in
the corresponding design cycle.
5.1

First Design Cycle - Initial Design

In 2017, the pentesting group, from the company where the author worked
for, designed a capture-the-flag (CTF) platform. This platform was used and
presented by the pentesting group at the Blaue Nacht der Wissenschaften
[117] in Nürnberg, an event that takes place outside the company’s work
environment. The CTF platform was used as a form of promotion of the
cybersecurity activites that take place in the company, and also as an advertising method for potential future employees. According to the colleagues, the
CTF platform received much interest from the attendants of the event. After
the event took place, however, it was not clear for the pentesting colleagues
how to use the developed game and platform for company-internal projects.
At this time, they approached me to discuss future possibilities of using the
platform within the company. I immediately recognized that this game could
be used and adapted for internal training events. However, the pentesting
group lacked experience in teaching and didactics. Furthermore, the target
group and learning goals to be used by this game were not clearly defined, as
the idea was still new. Due to my position in the industry, i.e., belonging to
a research department and having teaching responsibilities, at this point, the
pentesting colleagues together with myself decided that I should take over
the ownership and further development of the game.
Early on, the author recognized the need to refine and improve the game
based on the existing state of the art body of knowledge. This led to internal
discussions that resulted in management approval on a new research topic on
educating software developers on secure coding guidelines, using the capturethe-flag game. The decision was also grounded in the internal demand for
training on secure software development, the expertise of the author, and
the research responsibilities of the company’s research group.
This section presents the first analysis and research carried out in the
industry. The research that was undertaken in the industrial setting was
agreed upon by the hosting company, as is required in Action-Design Research
studies. The main results that are presented in this section are the following:
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1. literature review, 2. requirements elicitation, and 3. comparison of existing
games according to the derived requirements. The work described in this
section is part of the first design cycle of the CyberSecurity Challenges,
the initial design. The developed serious game was coined CyberSecurity
Challenges. This was motivated by the requirements, establishing the serious
game as a new internal training offering, and differentiating and distancing
it from the capture-the-flag model on which it was initially based.
A preliminary version of this section was published in the 2019 Requirements
Engineering Conference (RE’19) [206].
5.1.1

Problem Formulation

To successfully deliver products to market, development in an industrial
setting must follow existing laws, regulations, and standards. Due to the
increasing number of successful hacking attacks, standardization bodies have
been paying special attention to introducing secure coding processes in the
enterprise’s secure development lifecycle. Examples of standards that specifically mandate that companies implement a secure development lifecycle and
secure coding guidelines are given in section 3.3.
Additionally to this, there is a strong driving force in the industry, researchers and even governments called digitalization. Towards this goal, in
Vision 2020 [189], different industrial partners have come together and committed to a Charter of Trust [188]. This document outlines how the industry
is willing to address the issues inherent with cybersecurity due to digitalization.
One of the stated key principles focuses on the dedication and effort that
shall be spent towards professional cybersecurity education and training.
From many possible forms of training industrial staff in cybersecurity
awareness [154], we are particularly interested in training using capturethe-flag (CTF) exercises geared towards software developers. The work of
Graziotin et al. [44, 45] motivate us to use CTF as a form of awareness
training. Their work has investigated the fact that happy developers become
better coders of software, i.e. produce higher quality code. Code which has
high quality (as defined in the ISO25000 standard), generally contains less
vulnerabilities and is therefore less susceptible to malicious attacks. CTFs are
known to improve the happiness and satisfaction of the participants (Davis
et al. [17], Chothia et al. [223]). Therefore, we see an opportunity to increase
secure coding awareness and positively impact the code produced by software
developers in the industry. However, in the study in this section we are mainly
interested in CTFs that are openly available (e.g. open-source) to refine our
initial game, i.e. CTFs that are not part of a commercial solution. The reason
we choose to take this approach is because openly available challenges and
CTFs allow to (1) easily develop and adapt own challenges, (2) freely exchange
challenges with external partners, and (3) openly available challenges have
been more scrutinized since they are free, and can potentially lead to lowering
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the overall cost for delivering IT security awareness training through CTF.
Up to 2018, a lot of work in the research community has been directed
towards investigating how these serious games can be designed, built, and
deployed to deliver cybersecurity awareness trainings (Compte et al. [12],
Mirkovic et al. [99], Hulin et al. [163], Namin et al. [6]). However, most of
the work has not focused on the industry and its requirements. Even more
surprising, however, is that no previous systematic requirement elicitation
(based on Ghanbari et al. [79]) was found that addresses IT security training
awareness through CTF-like serious games challenges for the industry. This
poses a significant challenge since many serious games are being evaluated,
but none are developed following a requirements engineering methodology.
Our requirement elicitation methodology includes requirements from CTFlike events, which also collects the CTF participants’ requirements. Our
requirements are from industry experts and provide an excellent baseline for
practitioners who wish to design or refine serious games for software developers
in the industry. Furthermore, our requirements engineering methodology
enables practitioners to elicit requirements for their individual CTFs.
Davis et al. [17] defines capture-the-flag events as having one of the following three types: Attack-Defend, Attack-Only and Defend Only. Typical topics
covered in these CTFs range from web application security, cryptography, forensics, steganography, reverse engineering, mobile security and many other topics.
Two prominent examples of Attack-Defend CTF are well-known (commercial)
DEF CON CTF [2] and Hack-the-Box [78]. Here the participants own infrastructure and have two different tasks: they need to protect it against adversaries and attack the infrastructure of their opponents. An example of AttackOnly CTF is the Jeopardy-style which involves the participants solving several
questions and obtaining points for the correct solutions. In Defend-Only CTFs
the participants are only given defensive challenges, typically having to secure
infrastructure against attacks and maintaining its operations and functionality.
Participants of such events range from university graduates to professional
penetration testers (Alotaibi et al. [66]). Our understanding is that these
participants generally have a strong security background and sets of skills
and are likely able to gather large practical experience from participating
in several different CTF events (Švábenský et al. [231], Mirkovic et al. [99],
and Hulin et al. [163]).
Preliminary results by Votipka et al. [46] seem to suggest that CTFs can
have a beneficial impact on secure software development through improved
security thinking. Votipka et al. work focuses on openly available CTFs
which have an attacker perspective (jeopardy style).
In our work, we try to understand the differences between existing CTFs
and how can CTFs be used to raise secure coding awareness by software
developers in the industry. Given the three different types of CTF as defined
by Davis et al. [17], our initial assumption was that a defensive CTF would
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be the most adequate type in an industrial setting. We would like to explore
the requirements that the CTF challenges and game themselves must comply
with making them useful for software developers in the industry, i.e., raising
awareness of secure coding topics as mandated by standards.
Towards this goal, we have (1) conducted a lightweight version of systematic
literature review of existing CTFs, based on Kitchenham et al. [24], (2) asked
IT security experts about their opinion on game design requirements (GDR),
and (3) have run four company-internal CTFs and gathered feedback using
semi-structured interviews (Drever et al. [58]). The goal of running CTF events
was twofold: to validate the game design requirements and to refine the game
through iterative design cycles as proposed by the Action-Design Research BIE
(building, intervention, and evaluation) cycle. Moreover, we were able to obtain
additional design requirements from the gathered participants’ feedback during
these events. These requirements, since they were collected directly from the
software developers, which are the target of our study, are very valuable as they
directly come from and address out target group. In turn, our requirements
elicitation methodology followed a practical approach and went beyond
traditional existing methods. Our approach is in line with recent discussions
in the requirements engineering community on novel methods to collect
requirements (Beckers et al. [116], Ghanbari et al. [79], Rietz et al. [222]).
The CTF that we have run internally was initially based on the pentesters’
provided CTF platform, which was extended with existing and freely available
open-source challenges and platforms, e.g. Modern Binary Exploitation
(MBE) [173], CTFd [113], Open Web Application Security Project JuiceShop
(owasp JuiceShop) [160], and Netresec [152]. The selected exercise categories
have been based on OWASP Top 10 [157] and OWASP IoT Top 10 [156].
Section 5.1.2 provides details on the building and intervention. In particular, it describes the initial CyberSecurity Challenges, which is based on the
pentesters’ CTF game. In section 5.1.3 we present the results of study carried
out in the initial design cycle. Finally, in section 5.1.4 we give an overview
of the lessons learned.
5.1.2

Building and Intervention

This section describes the CyberSecurity Challenges in the first design cycle,
and the study which was conducted to derive the game design requirements.
During the first cycle, the CyberSecurity Challenges were heavily based on
the original capture-the-flag game provided by the pentesting colleagues, with
small adaptations (e.g. inclusion of C and C++ challenges, and a trainer
concept for providing hints). Therefore, in this section, we refer to the game
as a capture-the-flag game, and the platform as N0stromo, which was its
original name.
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The N0stromo Platform

In the first design cycle, offensive challenges were used, requirements on
serious games for software developers in the industry was conducted, and
a client-based deployment was used (see figure 2.2 ). A description of the
client-based deployment is given in section 6.3. While in the following we
present a brief description of the offensive challenges, the section’s remaining
is dedicated to exploring the game design requirements.
In the initial cycle, the capture-the-flag game, which was handed over by
the pentesting colleagues, was composed of a dashboard, together with a
virtual machine that the participants should install in their local computer.
Figure 5.1 shows the initial dashboard, which is called m0ther.

Figure 5.1: First Design Cycle – Dashboard
The theme of the capture-the-flag game and dashboard is based on Nostromo, the spaceship from the movie Aliens [98]. The "Weyland Yutani
Corporation" from the year 2037 is a fictitious enterprise from the movie
Aliens and is used during the exercises that the players need to solve. The
N0stromo dashboard has the look and feel that tries to mirror a hacking
scenario with the goal to immerse the player in the role of a hacker operating
in an underground scenario. Elements in the dashboard are purely decorative,
and the color theme has no special meaning other than to make it look like
attractive for the players. The name of the interface which identifies itself as
m0ther (which is leetspeek [238] for mother) in the figure, is also related to the
Aliens movie, as the mainframe of the Nostromo ship was called MU-TH-UR
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6000 in the movie. The interaction between the player and the dashboard
is implemented in such a way as to resemble how popular Holywood movie
culture represents how hackers attack their victims. Examples of this culture
include individuals logging in to secret systems, slow interaction with the
keyboard through a line interface, traveling in the hyperspace of information,
and the presence of mysterious messages without any clear meaning. Furthermore the design of the webpage and its interaction with the user purposedly
intends to immerse the player into the hacking environment, and make the
player feel like part of a hacking scene in the context of the Aliens movie.
In this dashboard the players can list the available challenges, get information about the challenges, and submit flags to collect points. This is achieved
through the player typing in commands in the interface, in particular the following commands: list, info, and flag. By accessing the list of the challenges, which
only provides the names of the available exercises, the player can select the exercise which he or she would like to work on. When the exercise is selected, the
information provided gives a simple and basic description that helps the player
to get started in solving the challenge. Upon solving a challenge, the player can
submit the flag to the m0ther interface and to collect the corresponding points.
The initial dashboard contained a basic functionality to create teams – the
participants could simply login to the dashboard with any username, and
an account would automatically be created. In this initial concept, the game
participants were supposed to work separately and not in teams. When using
teams, the CSC trainers needed to coordinate with the individual players
such that only one player in a team logs in to the dashboard. Additionally,
the N0stromo dashboard did not include a feature accessible by the player
to display the current amount of points that the player or team gathered
during gameplay. The way to conduct the workshop and understand who
won the game was by the trainers entering a secret code in the dashboard
that would display the amount of collected points.
Since dashboard component was an own developed project that was created
in the organization itself, the question related to maintenance costs for the
project arose in company-internal discussions, during this design cycle. To
avoid these maintenance costs, a decision was taken to select a replacement
platform which, not only contains more features, but it is also based on an
actively developed and maintained open source project – the CTFd platform
[113]. The advantage of this is to use a component that is widely used by
the open source community, and which has a friendly license.
The categories of the available challenges in the initial cycle are the following: web application, reverse engineering, binary exploitation, forensics,
and cryptography. To solve these challenges, the participants need to attack
the system, perform exploitation, use reverse engineering techniques, perform
cryptographic analysis, or use fuzzing techniques. As detailed before, these
methods to solve the challenges are typical in capture-the-flag events, are
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typically used by penetration testers, and, due to its nature, the challenges
assume an offensive perspective.

Figure 5.2: First Design Cycle – Message System Challenge
Figure 5.2 shows the message system challenge, which is of the "web
category". In this challenge, the player accesses a web interface in which he
or she can write a message to send to the imaginary N0stromo crew, thus
providing a continuity related to the theme of the movie Aliens. The player can
write his message in the two upper text boxes in the page, and click the "Send
Message" button to send the message to the fictitious crew. This fictitious
crew (i.e. the backend of the challenge that serves the challenges’ webpage) will
then process the message and write back an answer to the player. The player
can then read the message which is sent back from the crew. The message
is generated by reading an entry from an internal (SQL) database containing
all possible crew answers. This is achieved by the player through clicking
the button "Get messages" in the lower part of the figure. The web interface
of the challenge is simplistic in nature, and the color scheme has no special
meaning, as detailed above. In this interface, the important parts are the
elements with which the player can send messages and receive back answers.
The goal of this challenge is for the player to exploit the database where
the messages are stored through a SQL injection. The description provided
for this challenge in the dashboard is given in figure 5.3.
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Figure 5.3: First Design Cycle – Description of the Message System Challenge
The description of the challenge minimal, and it is also not precise enough
for the participant to know exactly what to do to solve the challenge. For
the message system challenge, the following information is provided to the
player, as shown in figure 5.3:
Description
Category
Points
Location

For communication between nostromo crew members only.
Access to the database may look *like* it is secure but it is not
Web
50
http://<nostromo ip>:8008

The challenge information, thus contains a short, fuzzy, and laconic description, the category of the challenge, the number of points earned by the player
by solving the challenge, and the uniform resource locator (URL) where the
player can access the challenge.
The main hint provided to the player is the sentence the database *may*
look like it is secure but it is not. Given this vague description, a player does
not really know what to do in order to solve the exercise. This type of issues
is typical in capture-the-flag events – one additional goal of the exercise is
for the participants to figure out by themselves what they need to do to
complete the challenge.
Figure 5.4 shows the description of the "life support" challenge.

Figure 5.4: First Design Cycle – Description of the Life Support Challenge
The information provided in the description of the challenge is as follows:
Description
Category
Points

Illegal access attempt detected. initiating containment
protocol... shutting down life support system. Administrators
can override this message through the web interface
Web
50
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http://<nostromo ip>:8004
http://<nostromo ip>:8000/ch/life_support.pcap

In the description of the challenge, the player is given the hint that he
or she needs to login to the web interface of the life support system web
interface. The player is given a link where to login to this web interface,
and also a file to download. The file contains the extension PCAP, which
stands for packet capture. A PCAP file is a standard file well known by IT
administrators, that contains capture of packets captured during a period
of time in a network, e.g. containing internet protocol (IP) packets.
Figure 5.5 shows the web interface of the life support challenge.

Figure 5.5: First Design Cycle – Life Support Challenge Web Interface
The player is presented with a web page to login into the fictitious Weyland
Yutani Corporation. In particular, the login page belongs to the "life support
system", which is also a fictitious system in the spirit of the movie Aliens.
The company logo that is presented in the page is the logo of the imaginary
Weyland Yutani Corporation. Also the color scheme used in this challenge has
no special meaning, and the images and text are used for decoration only as
a means to immerse the player in the game scenario. The page contains two
unmarked text input fields, and a button labeled "Login" in the lower part of
the figure. Through the name imprinted in the button (i.e. Login), the player
can realize that a username and password need to be provided in the two text
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input fields, to complete the challenge. However, this web interface is well
protected against SQL injections, the player needs to use other techniques to
gain access to the webserver. Nevertheless, the player is not advised that an
SQL injection cannot be performed and, thus, can lead to him or her wasting
considerable time trying a technique that cannot be used to solve the challenge.
To retrieve the username and password required for the website, the player
needs to figure out that the username and password can be found in the
PCAP file. Upon downloading the PCAP file, the player needs to perform
a packet capture inspection, using standard tools for this purpose, e.g. using
Wireshark. Figure 5.6 shows an screenshot a binary dump of the PCAP file
corresponding to the life support challenge.

Figure 5.6: First Design Cycle – Packet Capture
The center of the figure shows the individual bytes that compose the PCAP
file. on the left of the figure, the offset of each individual line in relation to the
bytes of the file is shown as an hexadecimal value. On the right of the figure,
the same information as the one that is shown in the center is now displayed using ASCII (American Standard Code for Information Interchange) characters.
This figure also shows the header of the embedded picture at offset 0x38.
The header of the embedded picture can be recognized through the ASCII
characters %PNG, as shown in the right side of the figure. Therefore, inside
the packet capture, there is an embedded picture in PNG (portable network
graphics) format.
For the player to solve the challenge, he or she needs to find the picture inside
the PCAP file, extract, and visualize it. The process to extract the picture can
be done using standard hacking tools such as Wireshark. A username and the
password will be contained in the figure which, when entered in the website, will
result in the website showing the flag to indicate the completion of the exercise.
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Exercises that require the player to do a lot of guesswork, use hacking tools,
and that have convoluted solutions are typical of capture-the-flag games. For
this exercise in particular, the lesson learned by a software developer in terms
of secure coding and secure coding guidelines is also not clear.
5.1.2.2

Game Design Requirements

To determine possible game design requirements (GDR) applicable for capturethe-flag (CTF) for industrial software developers, we have conducted our
research based on the following principles:
1. lightweight literature review (LLR) on possible GDR,
2. interviews with security experts, and
3. semi-structured interviews through feedback from CTF participants.
Not only did we base our work on traditional requirements engineering such
as [115], but also on feedback from participants, while additionally following
a practice-oriented requirements elicitation approach. This approach is in line
with our used methodology of Action-Design Research, where our research
effort intends to design an useful and authentic artifact, rather than following
a traditional design with a gated approach.
We selected for the lightweight literature review the following databases:
Google Scholar, IEEE eXplorer, Springer, and ACM Digital Library. Based on
the authors experience with IT security, we have decided to use the following
search keywords: "serious games", "industrial ctf", "capture the flag", "design
requirements" and "secure coding". Only work that was published between
2012 until 2019 was considered initially in our lightweight literature review.
Additionally, we conducted a one-step snowball (Wohlin [41]), which resulted
in the consideration of additional articles.
One inclusion criterion was that the papers to be considered should give
details on learning aspects of capture-the-flag. This was necessary to make
sure that game design requirements can be derived. Additional papers for consideration included those that addressed gaps between industry and academia
and on serious games’ general topic (with focus on industry).
Thesis, books, commercial flyers, and posters were not considered. Also discarded were papers based on simulation results, commercial capture-the-flags,
and those that did not address game design aspects.
Additionally, we have performed four CyberSecurity Challenge events in
the organization, as shown in table 5.3. These events took place in 2017 and
2018 with a total of 59 participants.
The first event was an initial pilot to validate the developed game, and
to obtain early feedback from the participants. The goal of this step was
to gather feedback from the participants to understand the game design
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requirements’ validity and practicability in an industrial setting. Before the
workshop, the participants were informed about the study. Feedback was
opt-in, and the participants that have provided feedback have consented to
be part of the study, and the collected data was anonymized.
Table 5.3: Summary of CTF Events
Run

Participants

Category

No.

When

1

Security Experts

All

11

Nov. 2017

2

Software Developers

Web

12

May. 2018

3

Software Developers

Web

6

Jul. 2018

4

Software Developers

All

30

Jul. 2018

Pen Testers

5.1.3

Evaluation: Game Design Requirements

In this section we present the results of the study carried out to understand
the game design requirements. The results are organized in three steps:
lightweight literature review, interview with security experts, and feedback
from participants to the CSC events. By going beyond standard requirements
elicitation methodology, the gathered requirements not only have an academic
backing, but are also gathered directly from field participants, which are the
target of the present research, and also by industry experts on cybersecurity.
The lightweight literature review was based on the principles by Kitchenham
et al. [24], and Wohlin et al. [41], was conducted in July 2018, and included
papers from 2012 until 2019. The interview with the security experts was
conducted in April 2019. The security experts have an industry background,
and have a working experience of more than five years. Furthermore, the
security experts are trainers of secure coding in the industry. Finally, the
participants to the CyberSecurity Challenges, are software developers from
the industry, working in for critical infrastructures.
5.1.3.1

Results from Lightweight Literature Review

Previous work on serious games, industry, capture-the-flag, and secure coding
was searched on the databases from Google Scholar, IEEE eXplorer, Springer,
and ACM Digital Library. Furthermore, a one-step snowball search on
the obtained literature was also conducted. After reviewing, sorting, and
determining if the resulting papers should be included in our study, 11 papers
have been selected. Table 5.4 shows a list of the selected papers together with
a short summary of their contents. One surprising outcome of this step was
the fact that we were able to find only a very limited number of papers that
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addressed capture-the-flag events for the industry, and none that addressed
industrial software developers.
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Short description
This work addresses problems in typical capture-the-flag
events that lead to lowering of learning effect and skill improvement of participants. Among their conclusions
are the fact that many CTF aim at testing very obscure types of knowledge. They also claim that difficulties in
gameplaying, hint system, lacking quality assurance and infrastructure problems can also leads to a poor CTF experience.
This work argues that, while serious games have demonstrated pedagogic effectiveness, this has only happen
in limited contexts. Further it claims that with proper design, the serious games could reach a much larger audience.
In particular it details a methodology of serious games design for people with little to no knowledge on cybersecurity.
This work details the effectiveness of the KYPO Cyber Ranges conducted
at the Institute of Computer Science at the Faculty of Informatics in Brno, Czech Republic. This CTF is integrated as
part of a computer science course, where students are given lectures on cybersecurity topics, have supervised practice and
perform group work. This work includes lessons learned from the CTF covering their successes and encountered problems.
This work, based on systematic literature review, explores
the difference between what employees are expected to know in the industry and abilities that graduates obtain during
their studies. The goal is to raise awareness of the gaps such that educators can better address them on their curriculum.
This work investigates, using the systematic literature review methodology, the suitability of serious games
for cybersecurity training. It claims that, although there are early indicators that this might be the case, this conclusion
is not given. In particular, the paper addresses a gap between the target audience and the serious games challenges.
In this work, the author reviews literature on existing serious games for software programmers with a focus on the ACM
2013 computer science curricula guidelines. The paper also identifies a number of open problems in serious programming
games. The main research questions are on which specific knowledge is covered and how are the games evaluated.
Initial results obtained by this publication
indicate a positive effect on security thinking (i.e. culture), team communication and the handling of complex security
problems as an impact of software developers participating in hacking competitions. The analyzed CTF have a offensive
style and are shown, through feedback obtained by the researchers, to teach participants to think more as an attacker.
API blindspots are defined as misconceptions, misunderstandings
or oversight by the developer, that can potentially lead to the introduction of security vulnerabilities into the developed
software. This work aims to improve software development process by means of trainers addressing the identified findings.
The paper outlines basic concepts that must be considered
in a secure software development lifecycle. The paper takes a holistic approach and mostly addresses the fact that not
all breaches are caused by vulnerable code. This work touches the points of software design problems (secure architecture).
In this regard it explains that impact on overall security must be understood as also the interplay of different technologies
In this work, the author have analyzed 51 studies on serious game design for
the academia using systematic literature review. Several approaches to serious game design are identified. Furthermore
this work summarizes general features of serious games and challenges. Additionally identified issues are described.
This work
aims at determining, using a systematic analysis, how serious games are conceptualized, modeled and researched. It also
gives indications on possible learning attributes, game attributes, game categories, rules, roles, challenges and motivation.

Table 5.4: Selected Papers from Lightweight Literature Review
USENIX

2015

Year
2014

Paper
[114] Chung et al., Learning Obstacles in the Capture The
Flag Model
IEEE - International
Conference on Cyber Conflict

Publisher

[12], Alexis et al., A renewed approach to serious games for
cyber security

2018

2018

[231] Švábenský et al., Enhancing Cybersecurity Skills by ACM ITiCSE’18
Creating Serious Games

2018

2013

Springer - Joint Intl.
Conference on Serious Games

ACM SIGCSE’13

[136] Miljanovic et al., A Review of Serious Games for
Programming

The Workshop on
Security Information Workers

2018

2016

[46] Votipka et al., Toward a Field Study on the Impact of
Hacking Competitions on Secure Development

USENIX

2009

[11] Rademacher et at., Gaps between industry expectations
and the abilities of graduates

[48] Oliveira et al., API Blindspots: Why Experienced
Developers Write Vulnerable Code

[129] Hendrix et al., Game Based Cyber Security Training: International
are Serious Games suitable for cybersecurity training?
Journal of Serious Games

[105] J Colley, Why Secure Coding is not Enough: Springer - Securing
Professionals’ Perspective
Electronic Business Processes

2016

2017
British Journal
of Educational Technology

[54] Pesantez et al., Approaches for Serious Game Design: Computers
A Systematic Literature Review
in Education Journal
[166] Lameras et al., Essential features of serious games
design in higher education: Linking learning attributes to
game mechanics
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The next step in our research was to carefully read the papers and perform
a coding step based on its contents. As a result of this step, a total of 12
commonly game design requirements (GDR) were inferred. This was done
by tabulating the common patterns that have emerged in the publications
that addressed a game design issue. The table’s resulting entries were then
grouped into 12 GDRs and coded as game design requirements by three
security experts. Table 5.5 shows a summary of the results from this step,
together with a list of the papers that support each requirement.
Table 5.5: Game Design Requirements from Literature Review
Game Design Requirement
1. Have a clearly defined learning goal
2. Adapted to background (job description) of participants
3. Well defined working mechanics (e.g. which tools to use or what to do)
4. Define and progressive level of difficulty
5. Elicit discussions of the solutions (e.g. is there a better/simpler way to solve?)

Supported by
[11, 12, 54, 114, 129, 136, 166]
[11, 12, 129, 166]
[12, 136, 166]
[12, 54, 114]
[11, 46, 48, 166, 231]

6. Provide possible solution after challenge solved

[54, 114, 231]

7. Adapted to the skill level of participants

[54, 114, 166]

8. Challenge includes hint that aid to arrive to the solution

[114, 166]

9. Clear, standardized and simple solution (not based on obscure knowledge)

[54, 114]

10. Planned duration of the exercise

[54, 129]

11. Explains issues arriving from interplay of different technologies or components

[48, 105]

12. Adapted to company internal secure coding guidelines and policies

[105]

After this step, the author was surprised that so many GDR have been
found. This comes as even more surprising in light of the need of GDR
opposed to the lack of unified work addressing it in academic publications.
This gave us a solid motivation to continue with our research. Since this
input comes from an academic background, we were especially interested in
(1) evaluating the requirements together with practitioners and (2) knowing
if the requirements can in fact be implemented in practice.
5.1.3.2

Results from Interview With Security Experts

As part of our research, we have also conducted informal interviews with
two security experts from the industry to understand their opinion and
concerns on the design of secure coding challenges for software developers.
The discussions with the security experts took place after the first CTF event.
The discussions were based on the following two questions:
• According to your experience, how would you design a serious game
challenge targeted for software developers?
• How to design the challenges such as to better motivate software
developers to follow established secure coding guidelines?

128

Design of the CyberSecurity Challenges

The conducted interviews and discussions with the security experts were
based on three parts:
• in the first part, the experts gave their feedback to the posed questions,
• after this, we have described the design requirements that we have
obtained from lightweight systematic literature review and asked if the
security expert agrees with it or not,
• in the last step, the security experts have been asked if they would like
to add more points to their answers from the first part.
As a result of the second phase of the interview, the security experts have
agreed on the game design requirements. Table 5.6 shows a summary of the
feedback given by the security experts.
Table 5.6: Expert Feedback from Interview and on Game Design Requirements
Security
Expert

Feedback
• Challenge aligned with company policies and business objectives;
• Challenges based on secure coding guidelines;

Anonymous
1

• Clearly defined learning goal;
• Explain reason for security coding guidelines;
• Show consequences of vulnerabilities;
• Discuss possible negative impact to the business.
• Challenge should teach developer to avoid the most common mistakes;
• Challenge based on OWASP Top 10 and similar vulnerability databases;

Anonymous
2

• Categorize the challenges according to learning goals;
• Aligned with company policies and secure coding guidelines;
• Give solutions after the CTF event.

5.1.3.3

Results from Participant Feedback to CyberSecurity Challenges

We have performed four different CTF runs, as shown in table 5.3, on page 124.
During all the runs, the author has served in the role of coach with cybersecurity expertise, giving advice on how to solve challenges during the gameplay
and helping with eventual technical difficulties. Table 5.3 also indicates
the category of the challenges presented during the event. Events with the
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category "Web" focused on web application challenges, while events with the
category "All" included web application challenges and C and C++ challenges.
A short discussion and open questions was held with the participants
before the events began. The purpose of the questions was to establish
the expectations of the participants towards the event. The following list
summarizes the expectations that were expressed by the participants:
• Train ability to recognize security problems,
• Exercises related with daily work and practice-oriented,
• Enjoy the event and have fun.
The first experiment, which took place in 2017 with 11 participants, was
mostly geared towards assessing the developed CTF platform. Both security
experts and junior students working in the industry participated in this run.
Feedback was gathered from open conversations after the event took place.
Since the feedback on platform stability was positive, this allowed us to
perform a second and third experiment with software developers of web
applications from the industry. Both these events took place at the beginning
of 2018 with 12 participants and 6 participants, respectively. The first group’s
challenges were simple and had targeted hints; however, for the second group,
the challenges were more difficult and the hints were not so precise. The
feedback obtained from the participants was gathered using open questions on
what was good and what was bad about the experience. The fourth run, which
took place in middle 2018 with 30 participants, was performed with software
developers (web and C/C++) and with pentesters. For this run, we have addressed the issues that have been reported in the previous runs. Feedback from
the participants was gathered using (1) open questions and (2) three-point Likert scale [96] questions and yes and no questions. Table 5.7 shows the questions
that were asked to the participants, together with the possible answers.

Table 5.7: Feedback Questions
Q. No.

Question

Possible Answers

Q1

Did you learn something important?

Q2

Would you recommend the event to other colleagues?

No, Uncertain, Yes

Q3

Was the difficulty of the challenges was adequate?

No, Neutral, Yes

Q4

Did you have fun?

No, Neutral, Yes

Q5

Did the event fulfill your expectations?

Q6

How was the duration of the event?

Q7

Was this event your first CTF?

No, Yes

No, Neutral, Yes
Short, Adequate, Long
No, Yes
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The following summarizes the feedback obtained from the participants,
related to GDR, during the second, third, and fourth CTF run: an introduction to the exercises was very good, but many times it was not clear what to
do in the exercise; the difficulty level was adequate and the support from the
staff was welcome; the hints were helpful in solving some exercises, however
some hints were either confusing or missing; the concept is very good, people
had much fun during the CTF and the real-world examples are very good.
However, we have also gathered additional feedback that shows results as
expected, particularly that knowledge of hacking tools should not be necessary
to complete the challenges. One participant stated that: [...] I found it
great that the difficulty of the challenges increased [...] this way it wasn’t
so overwhelming at the beginning [...]. This statement is very much in line
with requirement 4. Other GDR, as shown in table 5.5 have been partially
validated by the participants.
The three-point Likert questions have also been analyzed. Since the CTF
was developed considering the game design requirements, as described previously, this analysis aims to give indicators of validity that the participants
still have an enjoyable experience (Graziotin et al. [45]) while taking part
in our CTF.
The participants that attended the CTF in the second, third and fourth
run were told that the CTF event is a novel way of delivering awareness
training in IT security for software developers. As such, table 5.8 shows the
results of participants expectations vs. participant recommendation of CTF
to other colleagues. Note that only about 53% (16) of the total number of
participants that have attended the fourth CTF run have provided feedback.
Table 5.8: Expectations vs Recommend
Fulfill Expectations
Recommend
NO
YES

NO

NEUTRAL

YES

(1)

(0)

(1)

6.25%

0%

6.25%

(3)

(1)

(10)

18.75%

6.25%

62.5%

25%

6.25%

68.75%

12.5%
87.5%

We observe that most participants had their expectations fulfilled and
are willing to further recommend the awareness training format to other
colleagues (62.5%). However, surprisingly, the software developers that are
not willing to further recommend the CSC were not interested if their expectations were fulfilled or not, with 6.25% for both No and Yes, i.e., 50%
for each. We think that this effect is being observed due to the low amount
of participant feedback. Also surprising is that participants who did not have
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their expectations fulfilled would still recommend the CTF to their colleagues.
This table shows a clear tendency towards further recommendations (87.5%
recommend vs 12.5% not recommend), which gives us an indicator of overall
happiness with the awareness training event.
Of particular sensitivity for the industry is the CTF event duration, since
the participants are not actively working for any company project. This
means that the training duration potentially penalizes a company twice: (1)
by the amount of unproductive hours and (2) by the costs of the training
itself. We took as an assumption that the awareness training activities should
take only one day. This recommendation resulted from discussions with
management when setting up internal projects.
Therefore, except for the first run, all the CTF events had the duration of
one working day. Figure 5.7 shows feedback gathered from the participants on
this duration’s suitability. We observe that most participants agree that one
day is an adequate duration, as recommended by the author and management.
CTF Duration
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Figure 5.7: Results: CTF Duration
Another vital factor to consider is the fulfillment of the software developers’
expectations versus their experience in other similar competitions. Figure 5.8
shows that, for participants that had previous experience with CTF events,
their expectations were moderately met; however, for participants that had no
prior experience with CTF, they mainly had their expectations fulfilled. From
our perspective, there are two surprising results: (1) we found a significant
percentage (50%) of software developers that had already taken part in a
similar competition, and (2) there was a high amount of participants that
had previously taken part in a similar CTF and did not see their expectations
fulfilled (one participant, 12.5%).
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Figure 5.8: Results: Expectations vs Experience
Figure 5.9 shows the
Q1, Q3 and Q4. The feedback
No results
Neutral for questions
Yes
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Did you have fun?
shows that close to 40%
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participants
claim
that
they have not learned
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something new. This result
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Figure 5.9: Participant Feedback on Learning, Difficulty, and Fun
We think that both results are related. Since the challenges presented in
the event were primarily offensive, we interpret the meaning of these results
as an indicator that challenges that are not adequate to the job description
lead to higher difficulty levels with a corresponding loss of learning effect.
Nevertheless, playing in these types of events lead the participants to experience satisfaction, happiness, and fun. These observations were corroborated
in the open discussions together with the participants.
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We think that there is a bias introduced into the analysis for the second
point since, in the fourth run, pentesters also have taken part in the challenge.
Due to the low-level barrier of the challenges, this group might be indicating
that they have participated in other CTFs that were more interesting for
their background.
Nevertheless, the presented results serve as a good indicator that the
proposed format for CTF does fulfill participants’ expectations. We have
also obtained, from open discussions and feedback, that the participants were
happy during the event. These factors serve as a positive indicator of the
validity of the game design’s initial decisions and collected GDR.
Additionally, during the CTF events, we have collected lessons learned and
observations which are summarized as follows:
• simple challenge hints are important for the players that wish to be more
competitive and had already previous training in secure coding, however
• some participants require more than simple hints, e.g. complete description on the challenge, its background and impact on business;
this helps lower the gameplay frustration and therefore increase the
happiness of playing the game,
• lessons learned from traditional CTFs is very low and their usability
and applicability for software developers in an industrial context is also
very low, therefore,
• standard capture-the-flag games are not suitable for software developers
in the industry,
• we could experience the excitement by the players in participating in
the game, and have collected positive feedback on the suitability of
this kind of awareness training,
• playing can be fun and an effective learning tool at the same time,
• during in-game and off-game discussions, the software developers could
find new ways and perspectives of viewing security issues, which helps
to better understand the purpose of security coding guidelines,
• a CTF genre can be used as a learning tool on secure coding; however,
the challenges must be adapted to the background knowledge of the
software developers.
Three additional GDR have resulted from both interviews with IT security
experts and the feedback from participants of CTF events. These are the
following:
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Req 13. developed challenges should focus on defender perspective,
Req 14. challenges solutions should not require knowledge of hacking tools,
Req 15. possible consequences of exploiting a vulnerability as a result
of not following secure coding guidelines should be mentioned
in the challenge.

The complete list of GDR can be found in table 5.9 and is presented in the
next section. The requirements in this table informs and aids practitioners
who wish to design or refine CTF-like games for software developers in the
industry. Furthermore, this table is used to compare existing CTFs towards
the GDR and assess their suitability for usage within the company.
5.1.3.4

Capture-the-Flag vs Requirements

Based on the inferred 15 game design requirements, we would like to check
if openly existing CTFs can be suited for awareness training on secure coding
for software developers in the industry. Towards this goal, we have looked
at the CTFs which are announced in the CTF-Time platform [1], and cross
referenced with the literature that we have previously reviewed in this work.
The large amount of existing CTFs, together with the difficulty of obtaining
specific information about them, does not make it possible to analyze them all.
We have therefore decided to choose 6 different CTFs which, which we think
are representative of the whole existing CTFs, and are also described in the
literature: AutoCTF [163], PicoCTF [165], PlaidCTF [22, 167], Class CTF [99],
CSAW CTF [118] and KYPO Cyber Range [231]. Based on our experience and
openly available information about these six CTFs we have mapped every GDR
to the individual CTFs. We have categorized the matching between the CTF
and the requirement as Not Fulfilled and Fulfilled. This decision was based on
both the authors’ experience and publicly available information. The decisions
were also confirmed by three additional IT security experts from the industry.
The results are summarized in table 5.9. On the last column of the table, the
percentage of fulfilled requirements is shown for each requirement and on the
last row, the percentage of fulfilled requirements for each CTF is also shown.
In this table, we have also decided to look at the percentage of GDR
fulfillment. According to our GDR, this value serves just as an indicator of
the number of fulfilled GDR for a given CTF: lower values mean inadequacy
for the industry while higher values mean adequacy for the industry. It can
also be used to compare two different CTF based on fulfillment rates. Our
expectation was that, although the GDR defined in this work is specific for
the industry, a given minimum threshold of about 80% fulfillment of GDR
would be achieved by many of the investigated CTFs. However, we found
out that this was not the case.
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Table 5.9 shows that existing open source CTFs are not adequate for
performing awareness training on secure coding for software developers in the
industry. This table also shows that many of the game design requirements
are not fulfilled at all. Although still with a low value, not surprisingly,
PicoCTF and Class CTF show as the two best solutions with about 40%
GDR fulfillment each.
None of the analyzed CTFs fulfills Req 3, Req 6, Req 10, Req 12, Req 13
and Req 14. This should not be taken in any way as a bad quality indicator
for such CTFs. This is rather the result of the author’s own experience and
publicly available information. Also, we think that the main reason for this
disparity lies in the fact that the CTFs have not been developed according to
the GDR and are not targeting the industry. The CTFs are very well suited,
adequate and effective for the purpose they were developed for. The reason
why these requirements are not fulfilled are the following:
• Missing Req 3: on all the CTFs, the participants need to find out by
themselves how the challenge is working and are not given a head-start;
• Missing Req 6: we could not find any information that, after solving a
certain challenge, feedback on the correct solution is given for any of
the analyzed CTFs;
• Missing Req 10: no claim was found for any of the six CTFs stating
that the challenges were developed in such a way as to be solvable by
the participants in a given amount of time;
• Missing Req 12: none of the CTFs combines and integrates directly in
their challenges a clear pointer to which secure coding guideline was
not followed;
• Missing Req 13: on all the analyzed CTFs, none mentions that the challenges should be solved using defensive and secure software development
strategies;
• Missing Req 14: due to the existing attacker-perspective by the analyzed
CTFs, specific hacking tools are used and even encouraged to solve the
challenges.
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AutoCTF [163]

PicoCTF [165]

PlaidCTF [22]

Class
CTF [99]

CSAW
CTF [118]

Fulfilled

KYPO
Cyber
Range [231]

17%

50%

%

0%

Not fulfilled

50%

Fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Fulfilled

Not fulfilled

Not fulfilled
Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled
Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Table 5.9: Openly Available CTF Platforms vs Game Design Requirements for Industry
Requirement
1. Have a clearly defined learning goal objective

3. Well defined working mechanics (e.g. which tools to use or what to do)

2. Adapted to background (job description) of participants developers

4. Defined and progressive level of difficulty challenges

13. Challenges are put from the defensive perspective

12. Adapted to company internal secure coding guidelines and policies

11. Explains issues arriving from interplay of different technologies or components

10. Planned duration of the exercise

9. Clear, standardized and simple solution (not based on obscure knowledge)

7. Adapted to the skill level of participants

6. Provide possible solution after challenge solved

Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

40%

Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Fulfilled

Fulfilled

Fulfilled

Not fulfilled

Fulfilled

26%

Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

40%

Fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

33%

Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

33%

Not fulfilled

Not fulfilled

Not fulfilled

Not fulfilled

Fulfilled

Not fulfilled

Fulfilled

Fulfilled

Not fulfilled

Not fulfilled

Fulfilled

16%

0%

0%

0%

83%

0%

50%

100%

17%

0%

100%

5. Elicit discussions of the solutions (e.g. is there a better/simpler way to solve?)

14. Solutions does not require specific knowledge of hacking tools

20%

Not fulfilled
%

8. Challenge includes hint that aid to arrive to the solution

15. Challenges should raise awareness of possible consequences of malicious attack
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For Req 6, our experience (which was confirmed by participant feedback)
shows that solutions to the exercises should be provided at the end of the
event. This allows the learning effect of the game to be maximized while
lowering frustration. The main reasons for this are the following:
• Allows participants to review the exercises after the event,
• Provides notes that can be used as a reminder,
• Can show and give a different solution.
5.1.3.5

Impact of this Work

The main contributions of this work are summarized in table 5.9, were we can
find 15 GDRs for CTF in the industry. Additionally, we give a comparison
table of existing CTFs and show their possible weaknesses. Even if the individual CTF target is not the industry, it is hoped that this work can foster further
investigation and improvement of the existing CTFs, or creation of new ones,
according to the GDR. Also, in case one of the CTFs compared in this work
(or even a different one) are being used in an industrial environment, this table
helps to have a critical look at the game and either give an impulse to change to
a different one or to improve on the existing. Another contribution of this work
is on the used methodology for requirements elicitation, which corroborates
with Ghanbari et al. [79]. In particular, the requirement elicitation method
can be re-used to derive more requirements aligned with individual companies.
5.1.4

Reflection and Learning

The work presented in this section, which is part of the initial design cycle,
provides a critical discussion on the design guidelines for CyberSecurity
Challenges. These guidelines, which were named Game Design Requirements
(GDR), are used to inform practitioners and CSC designers and inform further
design cycles. The derived guidelines are based on lightweight literature
research, expert opinion from two industry trainers, my own experience in
teaching and in the industry, and the feedback of CSC participants. Therefore,
a practice-oriented method, which was combined with requirements elicitation
through LLR, was used to derive the requirements. The total number of
CSC events was four, with a total of 59 participants from the industry.
In terms of lightweight literature research, while eleven papers were identified that address games in an industrial setting, none addressed both the
industry, software developers, and secure coding guidelines. Nevertheless,
from these papers, twelve guidelines that are used to inform CSC games’ development have been identified. The interviews with the security experts took
place after the first event and focused on the game’s design and how to use the
game to motivate software developers to follow secure programming practices.
During four different CTF runs, feedback from the participants has been
gathered using a semi-structured approach where open questions used a
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simple three-point Likert scale. The purpose of gathering participant feedback
was to validate the game design requirements obtained from the lightweight
systematic literature review. During this phase, we have discovered three
new requirements. We were also able to confirm that defensive challenges as
defined by Davis et al. [17] are more appropriate for industrial environments.
While part of the results were expected, there were also new and unexpected
insights. In particular, we found out that, according to our expected threshold
for GDR’s fulfillment rate, the analyzed CTFs only covered a maximum of
40% of the GDR. We attribute this to the fact that the analyzed CTFs are not
designed for the purpose we are seeking in this thesis. Furthermore, these have
also not been designed taking into consideration the requirements gathered
in this work. Nevertheless, practitioners wishing to use offensive challenges
to raise awareness of secure coding, can use the design requirements specified
in this section to determine which CTF is suitable for their own purpose.
Our CSC game made use of the capture-the-flag model, in particular
through offensive challenges. However, we have identified that the CTF
model must be adapted to address software developers in the industry. This
leads to the question of which challenges and challenge structure is
adequate to raise awareness of software developers’ secure coding
guidelines in the industry. This question is addressed in section 5.2,
which is part of the second design cycle.
The main lessons learned from this Action-Design Reseach design cycle
are summarized as follows:
• Existing CTFs mostly not suitable for software developers in industry,
• Software developers have fun and enjoy CSC events,
• CSC events fulfill the expectation of participants,
• Participants to the events recommend the training to other collegues,
• Management has consitently supported and approved CSC events.
Additionally, the main design guidelines, which further inform the design
of CyberSecurity Challenges, are the following:
Guideline 1: Challenges should focus on the defensive perspective: writing secure code, not attacking it,
Guideline 2: Solution to challenges should neither require nor assume
special knowledge (e.g. hacking tools),
Guideline 3: Challenge scenarios should focus on secure coding guidelines and software development best practices,
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Duration of a CSC event should be targeted to a full day,

Guideline 5: The event should be a coached event, where one or more
expert aids the participants in solving the challenges.
Guideline 1 has ethical implications on the event itself, and further helps to
understand that CyberSecurity Challenges differ from capture-the-flag events.
The reason for this is that, while capture-the-flag events may be used to
acquire skills that can be used to perform unlawful actions, such as breaking
into systems, the intent of CyberSecurity Challenges is to raise awareness
of how to develop secure software and, thus, prevent exploitation of systems
by malicious parties. CyberSecurity Challenges are not aimed at training
software developers on techniques with possible use for malicious purposes.
Guideline 2 arises from the job description of software developers and the
fact that the challenges should focus on the defensive perspective (guideline
1). Unlike in typical capture-the-flag, the CyberSecurity Challenges goal is
for the players to learn how to write code that is robust against malicious
attacks (both intentional and unintentional).
An example of a typical offensive challenge is the HireMe challenge from
Nintendo Europe [153]. In this challenge, the participants need to attack an
algorithm using advanced cryptography knowledge. This type of challenge
is not adequate for software developers. Adequate challenges should make
software developers aware of how to use well-established and standardized
cryptographic algorithms rather than how to attack these algorithms.
Guideline 3 mentions that the challenges should be based on secure coding
guidelines and (industrial) software development best practices. A deep dive
study in section 6.1 looks at how to rank secure coding guidelines and define
CyberSecurity Challenges events’ learning objectives.
Guideline 4 refers that the duration of the event should be well planned. A
deep dive study in section 6.2 explores how to measure the time that players
take to solve individual challenges, as a measure to inform the planning of
the content of a CyberSecurity Challenges event.
Finally, coaches should assist the players during the CSC gameplay (see
Guideline 5) to help participants with any issues that might occur, guarantee
that the participants are not frustrated during the game, and ensure that
the goal of the event is achieved.
5.2

Second Design Cycle – Refinement Cycle

In this section we discuss the second design cycle of the CyberSecurity
Challenges. Section 5.2.1 presents the problem formulation, and section
5.2.2 discusses the building and intervention. The building of the challenges
constitutes a refinement to the first design cycle, where the challenges assume
a defensive/offensive perspective and adopt a designed challenge structure.
In this cycle a study was conducted to derive the challenge structure and
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the challenge types. The results of this study are presented in section 5.2.3.
Section 5.2.4 presents a discussion on the lessons learned in this design cycle.
5.2.1

Problem Formulation

In the first design cycle, it was concluded that the challenges should focus on
the defensive perspective and that it should not be assumed that participants
have knowledge of hacking methods and tools. Reflection on these issues
led to the question of which challenge types are adequate for raising
awareness of secure coding of software developers in the industry,
in the context of a CyberSecurity Challenge event?
This question is addressed in this section, which is part of the second
design cycle. This is done using surveys administered through interviews
with expert security trainers from the industry. This section focuses on the
design of the challenge types (form), and challenge structure (mechanics).
Our design includes challenges that address software developers, secure coding, and software development best practices according to the game design
requirements. The main contributions of this section are the following:
• design of defensive challenges for CSCs in the industry which aim at
raising awareness of secure coding and secure coding guidelines,
• definition of a challenge structure for CSCs,
• definition of six different challenge types for CSCs, and
• insight into different options on how to include hints and penalties in
CSCs.
The results of the second design cycle can be used by designers of serious
games and quality engineers as a guideline on how to design defensive challenges for events of the capture-the-flag kind aimed at raising awareness of
secure coding on software developers in the industry. The evaluation of the
CyberSecurity Challenges in the second design cycle, employing defensiveoffensive challenges, is discussed in section Section 5.4.
This section is based on the paper that was published in the 13th International Conference on the Quality of Information and Communications
Technology, QUATIC 2020 [206].
5.2.2

Building and Intervention

The second design cycle is composed of a case study in the industry, a
study on the design of individual challenges, refinement of the CyberSecurity
Challenges game, refinement of the deployment scenario, and two deep dives
(see figure 2.2). The industry case study is presented in section 4.1, and the
refinement of the deployment scenario, and the two deep dives are discussed
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in section 6. In this section, we present the refined CyberSecurity Challenges
and conclude with the study on the challenge design.
In this cycle, the challenges which are part of the CyberSecurity Challenges
have been further improved and refined from the initial cycle. The main
changes that were carried out are the following: 1. type and structure, 2.
dashboard, 3. mapping, 4. management, 5. learning goals, and 6. duration. Table
5.10 shows a summary of the improvements to the CyberSecurity Challenges.
Table 5.10: Improvements to CyberSecurity Challenges in the Second Design
Cycle
No.

Change

Description

1

Type and Structure

2

Dashboard

3

Mapping

4

Management

5

Learning goals

6

Duration

Refined the structure and types of challenges
Usage of CTFd to enable easier work in teams, with a
cleaner interface
Mapping exercises to company-internal guidelines, internal
findings, and job-related problems
Use scripts to configure the dashboard, to adapt the content
of the event to the target group
Selection of high impact exercises based on vulnerability
rating
Planning the duration of the event, based on analysis of
past events

The improvement in type and structure are discussed in the following.
The dashboard used in the second design cycle is based on the open-source
CTFd project [113], as shown in figure 5.10. In this cycle, previously existing
CyberSecurity Challenge exercises and also new exercises were mapped to
company-internal findings, and job-related problems. The company-internal
findings correspond to issues observed in products and services of the company,
and to which special attention should be placed, as a result of lessons-learned
from previous incidents. To accommodate events targeting different software
developers (e.g. web developers and C/C++ developers), a management script
was created to automatically configure and deploy challenges in the CTFd
dashboard. Furthermore, the exercises which are part of a CyberSecurity
Challenges event are selected based on the their impact and vulnerability
rating. This selection process is described in a deep dive, in chapter 6.1.
Finally, the duration of the event is planned together with the selection
of the exercises, to target a one-day workshop. A deep dive study on the
dimensioning of the CyberSecurity Challenges event is provided in section 6.2.
The dashboard shown in 5.10 is an example of a dashboard used for a
CyberSecurity Challenges event targeting web application developers. The
different boxes in the dashboard correspond to the different challenges which
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Figure 5.10: Second Design Cycle – Dashboard
are deployed and used in the event. Participants are free to choose the order
in which they work on the exercises. These boxes include the name of the
challenge along with a number indicating how many points are awarded upon
solving the challenge.
For the CSC events targeting web application developers, the OWASP
JuiceShop [160] was selected to implement the defensive/offensive challenges.
This open source project was adapted to internal use-cases and company
branding, as shown in figure 5.11.
The different challenges which exist in the OWASP JuiceShop open source
project are pre-configured with different names, e.g. Admin Registration and
Error Handling. To avoid easily searching the internet for solutions to these
exercises, these have been renamed, in our own deployment. The two examples
given are renamed to Register Superuser, and Unpleasant Error respectively.
To solve these challenges the player must still use attacker techniques.
However, exercises that require knowledge of penetration and hacking tools
have been removed from the game, to fulfill guideline 2, as learned in the
previous design cycle. In particular, all the challenge in the second design
cycle can be solved using only standard software development tools, or can
be solved without the use of any tools. Furthermore, the type and structure
of the challenges were interactively adapted, based on the challenge design
study, and presented in the following.
One of the adaptations that took place related to the challenge structure was
the inclusion of a introduction (phase 1), description (phase 2), and conclusion
(phase 3) to the individual challenges. Figure 5.12 shows the example of
the first phase of the SQL Injection challenge. This introductory text gives
background information and sets the stage for the challenge. The goal of this
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Figure 5.11: Second Design Cycle – Web Application Challenge
text is to improve the player’s understanding on what the challenge is about.
In the present example, the challenge’s learning goal is to raise awareness
on SQL injections, and how a software developers can identify an SQL
injection vulnerability. In Phase 2, the player is assisted with how to find
the vulnerability, through the textual description, as shown in figure 5.13.
This description contains an incomplete guide to different steps that the
player needs to perform to solve the challenge. The players might choose
to disregard this guide or might consider asking help from the event coaches.
Finally, the last phase consists of an additional question related to the
exercise, as shown in figure 5.14, which directs the player to secure coding
guidelines.
In this stage, the player is provided with a debriefing that explains the
possible consequences of that can result from a malicious party exploiting
the vulnerability.
Furthermore, an indication on how to securely implement code that avoids
the vulnerability, or additional questions related to secure coding guidelines
can be asked to the player. The concluding text refers to company-internal
secure coding guidelines, industry best practices, or a given secure coding
standard. A description of the guideline or a web link to it is provided to
the participants for convenience.
Figure 5.15 shows a question asked to the player which is relate to a
cross-site scripting challenge.
Here the player is asked to distinguish between three different cross-site
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Introduction
User Data

SQL Query

An SQL Injection happens when untrusted user data is
mixed together with trusted data (e.g. written by the
programmer). If you can manipulate the SQL query, you
can change its logic. Instead of doing what it is supposed
to do, it will do what the attacker wants to do. A typical
ways to test for an SQL injection is by trying to errors in
the backend. This can be achieved with the characters ‘
and “ , which are typical string quotes.
Figure 5.12: Second Design Cycle – Introduction to SQL Injection Challenge

Challenge
1) Go to http://www.shop.net
2) Browse arround the website
3) Look for fields that an user can manipulate
4) Your goal is:
Try to cause an SQL error in the website
Hint: you might want to try special characters that can
turn an SQL query into an invalid query

Figure 5.13: Second Design Cycle – SQL Injection Challenge Description
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Conclusion
The following picture shows a possible consequence of exploiting the
vulnerability you just discovered.
User Data

SQL Query
Passwords

An attacker can read the entire
database. Assume that passwords
are stored in plain text. This can
lead to disclosure of confidential
information, and even out-ofbusiness.
Q: Which guidelines might have not
been followed by the programmer
when developing the website?

▢ IDS00-J. Prevent SQL .
. .
. . . . .injection
▢ IDS14-J. Do not trust the .
. . . . contents of hidden
. . . . .form fields
▢ STR03-J. Do not encode . . .
. . . . .noncharacter data .
. . . . .as a string

Figure 5.14: Second Design Cycle – SQL Injection Debriefing
scripting kinds (reflected, stored, and document-object-model). Figure 5.16
shows a question for a C/C++ exercise on integer overflow through variable
assignment.
In this question, the player is asked about his or her understanding of the
effects of integer problems in variable assignments, as specified in the C and
C++ language standard. The correct understanding of these effects corresponds directly to a secure coding guideline, e.g. INT02-C of the SEI-CERT
secure coding standard (see Appendix A).
In the remainder of this section, we will explore the study that was performed to derive the challenge design. We will also describe the intervention in
an industrial context, carried out through five CyberSecurity Challenge events.
5.2.2.1

Building and Intervention: Approach to Challenge Design

In the second design cycle, the author has decided to focus on two different
aspects: designing defensive challenges for CyberSecurity Challenges the
challenge structure (CS) and the challenge type (CT).
The content of the challenge (e.g., questions or examples of software
vulnerability), which are not the focus of the current work, can be derived
from existing secure coding guidelines (SCG) [37] and software development
best practices (SDBP) [157]. The challenge structure CS reflects the mechanics
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Figure 5.15: Second Design Cycle – Web Application Question
of the challenge, i.e., how it is supposed to be deployed and how it should work.
The challenge type (CT) specifies how the challenge can be presented
to a participant. Figure 5.17 shows the steps that we have followed in our
approach to design the defensive CSC challenges for the industrial context.
We have created a preliminary design in the first step of our approach, which
contained a proposed CS and different CTs. To arrive at this preliminary
design, we conducted several informal discussions with one security expert
from the industry. Additionally, based on our past CyberSecurity Challenge
(CSC) events, we concluded the preliminary design of challenge structure and
challenge types. In the next step, we created a two-phase survey (Grooves
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Figure 5.16: Second Design Cycle – C++ Question

Interviews
Planning of
Challenge Design

Challenge Design

Survey Preparation

Adaptation

Analysis

Figure 5.17: Study Approach

Pre-Survey

Post-Survey
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et al. [181] and Seaman [38]). The survey’s goal was to gather feedback
and opinions, in a structured way, on the preliminary challenge structure
and challenge types. It was used to facilitate the semi-structured interviews
(Whitting [122], and Drever [58]) with several security experts. The interviews,
carried out in the following step, were realized in face-to-face meetings. The
meetings consisted of three parts: pre-survey, post-survey, and informal
discussions. After the interviews, the collected feedback was transferred to
digital form and was analyzed. The analysis step aims at understanding
the joint agreement on the different suggested improvements by the security
experts. The commonly suggested improvements were then used to adapt
and change the preliminary design, which resulted in the challenge design.
Planning of the Challenge Design
In the preliminary design, the author conducted several informal discussions
with a security expert who is also a secure coding trainer in the industry.
The security expert has more than 10 years of experience in the industry, has
knowledge of CSC, and had previously participated in capture-the-flag events.
A preliminary design was derived based on the security expert’s experience
and feedback and the author’s experience.
Survey Preparation
To conduct the interviews with the security experts, a two-part survey (Krosnick [108]) was developed. The developed survey underwent three reviews
by three different cybersecurity experts: one holding a master of science in
computer science and two holding a doctoral degree in IT security, whereby
one is additionally a university lecturer in cybersecurity. The pre-survey’s
main goal was to understand what types of challenges do experienced industry security experts find suitable for CSC-based awareness training. The
post-survey’ primary goal is to understand the level of agreement with the
different preliminary challenges types.
The pre-survey was conducted at the beginning of the meeting, before
presenting the preliminary design. The post-survey was conducted after
presenting the preliminary design.
This split allowed the participants to think and reflect on their answers from
the pre-survey and be prepared and more open-minded for the post-survey
discussions. Splitting the survey into two parts was done to guarantee unbiased feedback collection from the security experts during the pre-survey. Both
the pre-survey and post-survey asked the participants - if they were to design
a CSC challenge about secure coding for software developers in the industry,
what kind of challenge structure and type would they use?. The post-survey
additionally asked questions on the preliminary design, in particular on what
would the participant change, add or remove to the presented preliminary
design, what other challenge types would they additionally consider and also
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on the expert opinion on how to use penalties and hints in the challenges.
In total, the pre-survey consisted of 16 questions, of which 12 were multiplechoice, three were based on a Likert [172] scale, and 1 was an open-ended
question [40]. The post-survey consisted of 11 questions, whereby 5 were
feedback questions based on a Likert scale, and 6 were open-ended questions.
Interviews
For the interview, the author engaged 20 security experts with an average
of 4 years of experience in the industry (minimum one year and maximum
of 12 years). Based on their experience, position, and background in the
company, the experts were selected - these experts have previously engaged in
several consulting projects in a cybersecurity expert’s role. A large part of the
participants were also trainers themselves of different topics on cybersecurity.
The selected participants were all familiar with CTF competitions. Half of the
experts hold a doctoral degree in computer science or equivalent, and the remaining half holds a master of science in computer science or equivalent. The
face-to-face interviews lasted for one hour and were carried out between the
1st of October 2019 and the 16th of October 2019. During the interview, the
first 20 minutes were dedicated to the pre-survey. Afterward, the preliminary
design of CSC challenges was presented to the participants. The remaining
30 minutes were then spent on the post-survey, open-ended discussions and
finished with 10 minutes of informal discussions on the results.
Analysis
We gathered all the collected data from the pre-surveys, post-surveys, and
informal discussions in this stage. The data collected from the questions,
which used a Likert scale, were analyzed using standard statistical methods.
Due to its nature, the open-ended questions and the informal discussions need
to be coded (Seaman [38]). To guarantee this step’s quality, the transcripts
were given to three security experts who were asked to perform the coding step
manually and independently. We have opted for a manual procedure rather
than automated to ensure high quality, as automated coding has been previously shown not to achieve high accuracy (Schonlau et al. [127]). The coding
outcome of each expert was then collected and discussed together by all the
experts. Similarities and differences were then systematically addressed, and
the final coding was derived by mutual agreement between the three experts.
Adaptation and Challenge Design
The last step consisted of using the feedback from the previous step to adapt
and change the preliminary design accordingly. Only the proposed changes
that were agreed by most participants (i.e., more than 2/3 after coding or
80% of participants) were considered for the challenge design. In section
5.2.3, the challenge design, including challenge structure and derived challenge
types, are presented in more detail.
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5.2.3

Evaluation: Analsyis of Results

This section describes the results from the two-part survey interview, as
outlined in the previous section. We present the challenge structure and types,
which consider the feedback provided by all the security experts. Finally, we
summarize the main contributions included in this section.
5.2.3.1

Planning of Challenge Design

As a result of the informal discussions with the security expert, the challenge
structure was defined in two rounds: round 1 : main challenge and round 2 :
presentation of secure coding guideline related to the challenge.
No further details are given for the initial design, as this was changed after
the interview with the security experts, as shown in the next sub-sections.
Section 5.2.3.4 details the challenge structure. The derived initial challenge
types were the following: Single-Choice Question (SCQ), Multiple-Choice
Question (MCQ), Text-Entry Question (TEQ), Code Snippet Question (CSQ),
and Code Entry Challenge (CEC). A short description of these challenge
types is as follows:
Single-Choice Question The player can only select one option, which is the
correct answer to the question,
Multiple-Choice Question The player can select multiple options; only one
fixed combination of the options corresponds to the correct answer to
the question,
Text-Entry Question The player is required to complete a text by filling the
gaps with appropriate words; the text must make sense and form a
correct sentence,
Code Snippet Question The player must select the appropriate code snippets
to form the correct answer to the question,
Code Entry Question The player must write code which does not contain
a certain vulnerability, corresponding to the challenge.
Further details on the challenge types are given in section 5.2.3.5, together
with the challenge design.
5.2.3.2

Pre-Survey Results

Pre-survey results showed that the majority (55%) of the participants thought
an adequate type of challenge would be of type question and answer. Additionally, 85% answered that some form of challenge involving coding would
be adequate since the challenges should be based on SCG. However, some
participants replied that friendly hacking exercises would also be a good
exercise - this was discarded as these types of challenges are not defensive.
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One participant mentioned that an appropriate challenge would involve fixing
a problem on a vulnerable code snippet. This resulted in further work, which
is presented in Section 5.3.
Table 5.11 shows a summary of the participants’ agreement level towards
questions asked during the pre-survey related the hints and penalties.
Table 5.11: Coding Results On Hints and Penalties
Question
When would you add the hints?

How to design the hints?

When would you add penalties?

Pre-survey Results
(30%) For all challenges
(50%) For difficult challenges
(20%) No opinion
(50%) Giving details on the answer
(75%) Disclosing important concept
(70%) Include an external reference
(60%) Agree to introduce penalties
(35%) Retrying the same challenge
(65%) When using a hint
(30%) Disagree to introduce penalties
(10%) No opinion

The hints usage was backed by 80% of the survey participants for difficult
challenges (50%) or all questions (30%). The hints should include details on
how to solve the questions (50%) and point out the secure coding concept
behind the challenge (75%). The majority of the participants agreed that
adding an external reference (e.g. link to an article on the web) is an appropriate way to design hints for challenges. Half of the participants agree that
hints should disclose the essential concept behind the challenge, e.g., on which
secure coding guideline the challenge is based. 75% of the participants agree
that giving targeted hints (e.g., disclosing a critical concept) is a good idea.
During the informal discussions, several participants mentioned that the
hints’ goal should be to make sure that the CSC players are learning secure
coding concepts during the game. The hints should also be designed to lower
player frustration, maximize the learn-effect, and help the player solve the
challenge. In particular, the hints should be precise and to the point, as
industry players have a limited time to play the game.
In terms of penalty points, 60% agreed to introduce them, 30% disagreed,
and 10% had no opinion. The ones that agreed to introduce penalty points,
65% agreed that using hints should be penalized, and the remaining 35%
agreed that retrying a challenge should be penalized. During the informal
discussions, the survey participants mentioned that the intention to add
penalties should be to motivate the player to find solutions by him/herself
and not to rely on hints. Furthermore, the penalties should be small to lower
the frustration level while maximizing the CSC players’ learning effect.
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5.2.3.3

Post-Survey Results

In the post-survey, the participants were shown all the derived challenge types
and were asked to rate their agreement on the suitability for a CSC-like event
with software developers in an industrial setting on a Likert scale. Table
5.12 shows the results of the post-survey for the five different challenge types.
We use the standard mapping of the Likert scale as follows: from 1-strongly
disagree to 5-strongly agree.
Table 5.12: Average Agreement Level
Positive
Neutral
Negative
Average
Std. Deviation

SCQ
80%
15%
5%
3.95
0.76

MCQ
70%
15%
15%
3.80
1.00

TEC
35%
40%
25%
3.15
1.04

CSQ
85%
5%
10%
4.30
1.26

CEC
90%
0%
10%
4.30
0.92

SCQ: Single-Choice Question, MCQ: Multiple-Choice Question, TEC: Text-Entry Question
CSQ: Code Snippet Question, CEC: Code Entry Challenge

The derived ranks of the preferred challenge types are the following (from
highest agreement to lowest agreement): 1) Code-Entry-Challenge, 2) CodeSnippet Question, 3) Single-Choice Question, 4) Multiple-Choice Question
and 5) Text-Entry Challenge. Although CSQ and CEC have the same average
agreement level, CSQ has a higher standard deviation (i.e., higher uncertainty)
than CEC; therefore, we have placed CEC in first place in the rank.
When the participants were asked about ideas for additional challenge
types, 80% had no new idea, 15% answered yes, they had an additional idea
and 5% had no opinion. The additional collected ideas were the following:
a) "something dynamic and fun", b) "associating left and right lists" (ASL)
and c)"modify code that has one vulnerability". The contribution (a) and
(c) could not be mapped into an existing challenge type, nor could a new
challenge type be discerned. However, (b) resulted in a new challenge type.
The participants were also asked what could be added to the existing
challenges. The following additional points were collected with this question:
• Provide explanation at the end of the challenge, together with the flag,
• Add explanations on multi-stage challenges,
• Ask which coding guideline is not being followed in a code snippet,
• Randomize the answers and randomize of the solutions,
• Do not forget about the fun aspect when designing the challenge.
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These additional points were also used to improve the challenge structure,
as shown in the next sub-section.
5.2.3.4

Challenge Structure

The challenge structure (CS) contains three phases consisting of four stages:
introduction (phase 1), challenge and logic (phase 2) and conclusion (phase
3), as shown in figure 5.18.
Phase 1

Phase 2

Phase 3
Explanation

Start

Introduction

Challenge

Logic

Finish

Wrong
Correct

Conclusion

Hints

Points
&
Penalties

Figure 5.18: Challenge Structure
In the introduction stage (phase 1), a topic related to secure coding is
introduced, which is helpful to solve and frame the challenge (e.g., secure
coding guideline or previously related cybersecurity incident). This is an
optional stage and can include a single-choice or multiple-choice question
before proceeding to the next phase. In the second phase, the challenge
stage contains the main CT according to a given challenge type, as presented
in section 5.2.3.5. In this stage, several hints can be given to the player
depending on several factors, e.g., the player’s time required o solve the
challenge or the previous number of attempts to solve the challenge.
The logic stage is responsible for evaluating the solution to the challenge
provided by the player and determining if it is correct (acceptable) or wrong
(not acceptable). According to the analysis of the answer provided by the
player, points or penalties might be awarded.
The third phase depends on the result of the logic stage. In case the
player’s answer was wrong, the following four options can occur: return to the
challenge stage, give some explanation why the solution is wrong and return
to the challenge stage, proceed to the finish or give an explanation why the
solution is wrong and proceed to the finish. In case the player’s solution was
correct, the following two options can occur: give some concluding remarks
(with an optional additional question) and then proceed to the finish or
proceed to the finish. If a correct solution is achieved at the finish state,
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then a flag is presented to the player (according to the CSC rules). In the
conclusion stage, additional useful information can be given to the player,
e.g., an explanation of secure coding guidelines related to the challenge, the
importance of the challenge in the industry context, for example, through
lessons learned from past incidents or vulnerabilities.
5.2.3.5

Challenge Types

Table 5.13 shows the six derived challenge types. In single-choice questions
(SCQ), the participant is asked a question, and only one of the possible answers is the correct solution. In multiple-choice questions (MCQ), the correct
solution must include more than one different answer. In text-entry questions
(TEQ), the participant needs to type in the solution as text - this can be
achieved, for example, by completing or writing a full sentence as the answer to
the challenge. Code-snippet question (CSQ) presents a piece of code to the participant and lets the participant select lines of code containing vulnerabilities
or select changes to the code that would avoid vulnerabilities (i.e., respect SCG
and SDBP). In code-entry challenges (CEC), the participant is given vulnerable code that needs to be changed or rewritten to eliminate the vulnerability by
complying with SCG and SDBP. In associate left-right challenges, the participant needs to associate items in a list on the left to items in a list on the right.
Table 5.13: Description of the Final Six Challenge Types
Acronym
SCQ
MCQ
TEC
CSQ
CEC
ALR

Challenge Type
Single Choice Question
Multiple Choice Question
Text Entry Challenge
Code Snippet Question
Code Entry Challenge
Associate Left-Right

Description
Select a single correct answer
Select multiple correct answers
Type the answer to the question
Identify lines or expressions in a code snippet
Write or adapt code to eliminate vulnerabilities
Associate elements in left-list to those in right list

Figures 5.19-5.24 show mock-up sketches of possible implementations on
how to create a defensive CSC challenge based on the six challenge types.
Each challenge contains a guiding question, an area where the player can
interact with the challenge and a submit button to submit the results to the
backend and trigger the logic stage.
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Question text for the challenge
Option 1
Option 2
Option 3
Option 4
Submit Answer

Figure 5.19: Single-Choice Question

Question text for the challenge
Option 1
Option 2
Option 3
Option 4
Submit Answer

Figure 5.20: Multiple-Choice Question

Question text for the challenge
Lorem ipsum dolor sit amet,
consetetur sadipscing elitr, sed diam
nonumy eirmod tempor invidunt ut
labore et dolore magna aliquyam
erat, sed diam voluptua.
Submit Answer

Figure 5.21: Text-Entry Question
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Question text for the challenge
1
2
3
4
5
6
Code Snippet
7
8
9
10
...

Option 1
Option 2
Option 3
Option 4
Submit Answer

Figure 5.22: Code-Snippet Question

Code Editor
1
2
3
4
5
6
7
8
9
10
11

#include <stdio.h>
int checkPass(char *userPass) {
char localPass[20];
char truePass[] = “hello”;
strcpy(localPass,userPass);
if ( 0==strcpy(truePass,localPass) ) return 1;
return 0;
}

Submit Answer

Figure 5.23: Code-Entry Challenge

Associate Left-Right
Left Elem. 1
Left Elem. 2
Left Elem. 3
Left Elem. 4

0

0

0

0

0

0

0

0

Right Elem. 1
Right Elem. 2
Right Elem. 3
Right Elem. 4
Submit Answer

Figure 5.24: Associate Left-Right
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Observations

In this work, we designed defensive challenges for CSC events, which aim
to raise secure coding awareness of software developers in the industry. CodeEntry Challenges were found to be among the most popular choice by the
survey participants, while Text-Entry Questions among the least popular.
Both the initial CS and the CT were updated as a result of the interviews
with security experts. The informal discussions with the security experts did
not result in CTs based on comics (Barela et al. [97]). One reason for this may
be the fact that the previous work by Barela et al. was conducted in the same
organization. Another observation is that all the security experts considered
"simple" game types, i.e., no discussions took place on advanced challenge
types based e.g., on virtual reality or role-playing games. This fact is likely
related to the particular nature of the topic and deployment environment
(industry). As such, challenge types that are simple and traditional have
been selected (e.g., Single-Choice Questions and Multiple-Choice Questions).
One unexpected outcome of our challenge design was the definition of a
Code-Entry Challenge. Due to its complex nature, this type of challenge
requires more investigation to effectively create such a challenge. A deeper
study was carried out in the third design cycle, and is presented in section 5.3.
5.2.4

Reflection and Learning

In this second design cycle, we have addressed how to design defensive
challenges for the CyberSecurity Challenges. We have derived a challenge
structure and six different challenge types. Our work is based on semistructured interviews with security experts and comprises a two-part survey
and additional informal discussions. Our results show that security experts
prefer "traditional" challenge types, based, e.g., on Single-Choice and MultipleChoice Questions. We have seen that the least preferred challenge type by
security experts is the Text-Entry Challenges. Three additional challenge
types have been discussed: Association Left-Right, Code-Entry Challenge,
and Code-Snippet Question. The two latter types are well adapted to secure
coding challenges since they use software code.
The unexpected new challenge type was the Code-Entry Challenge. In this
challenge type, the player submits code to a backend, which then decides if the
challenge is correctly solved. The design of this challenge type is addressed in
the third design cycle, and the corresponding work is presented in section 5.3.
Figure 5.25 shows a summary of the challenge design’s learning outcome
discussed in this section, as part of the second design cycle. This summary
constitutes a unified challenge model for CSC challenges. In particular, as
an outcome of our research, we have determined that a CSC challenge is
composed by the following four factors: a) Challenge Type (CT), b) Challenge
Structure (CS), c) Hints, and d) Penalties. The present section provided
details of the six challenge types (CT) that were derived in our study, and
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the three challenge phases which constitute the challenge structure (CS) also
derived in our research effort. Additionally this section discussed the usage
of hints and penalties in the challenges.
Introduction

SCQ
MCQ

Type

TEQ
CSQ

Structure

Conclusion

CSC
Challenge

CEC

Challenge

ALR
Penalties

Hints

Retry
Concepts

External
References

Details on
Solution

No

Yes

Hint

Figure 5.25: Unified Challenge Model
SCQ: Single Choice Question, MCQ: Multiple Choice Question, TEQ: Text Entry Question, CSQ: Code Snippet
Question, CEC: Code Entry Challenge, ALR: Associate Left-Right

The Challenge Structure refers to the mechanics of the challenge, i.e. how
the challenge should work in the context of a CyberSecurity Challenge event.
Challenge Structure is composed of following three phases: introduction,
challenge, and conclusion. Figure 5.26 shows the different challenge phases
in detail.

Start

Phase 1
Introduction

- Set stage
- Previous incident
- Coding Guideline(s)
- Optional
- Warm-up question
- SCQ, MCQ

Phase 2
Challenge

- Challenge
- Use a challenge type
- Hints
- Previous answers
- Time
- Logic
- Evaluate solution
- Correct/Acceptable
- Wrong/Not Acceptable
- Optional
- Points
- Penalties

Phase 3
Conclusion

Finish

- Wrong/Not Acceptable
- Return to phase 2
- Optional
- Why wrong
- Finish
- Correct/Acceptable
- Concluding remarks
- Explain guideline
- Discuss importance
- Lessons learned
- Present flag
- Optional
- Closing question

Figure 5.26: Details on Challenge Phases
A complete example of a web application challenge for an SQL injection
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vulnerability which includes the three phases can be visualized as follows:
phase 1 is shown in figure 5.12, phase 2 is shown in figure 5.13 and figure
5.11, and phase 3 is shown in figure 5.14.
The Challenge Type refers to the form of the challenge, i.e. the different
ways that the challenges are presented to a participant. Challenge Types
can be: single-choice question (SCQ), multiple-choice question (MCQ), textentry question (TEQ), code-snippet question (CSQ), code-entry challenge
(CEC), and associate left-right challenge (ALR). Figures 5.19–5.24 show visual
representation with a sketch of each challenge type. The code entry challenge
(CEC) type of challenge, was further refined in additional design iterations.
These further refinements were done in the third design cycle and resulted in
the development and introduction of the Sifu platform, presented in section 5.3.
In terms of Hints, the following aspects were obtained through the survey:
concepts, external references, and details on solution. This means that the
hints for challenges should mention secure coding concepts. The hints should
also include external references, meaning references to both internet (general
knowledge), and company internal information (intranet). Hints should also
contain details and indicators on how to solve the challenge.
The participants to the survey also agreed that Penalties should be introduced in the challenge structure, particularly when players resort to hints
to solve challenges. The main idea behind Penalties is to avoid players
brute-forcing the solutions, denying the challenge structure to be performed,
and potentially missing the challenge’s goal.
5.3

Third Design Cycle - Sifu/Online Cycle

In this section we discuss the third design cycle of the CyberSecurity Challenges. The third design cycle addresses the open question that is left in
the second design cycle: how to implement a code-entry challenge
exercise? The design of the code-entry challenge (CEC) is guided by and
applies the lessons learned in the previous design cycles. To implement this
type of challenge, a platform was developed and validated in the industry,
which we call the Sifu platform.
While not planned ahead during the Action-Design Research study, the
implementation of the Sifu platform was very timely in the course of our study.
The reason for this lies in the fact that the Sifu platform’s infrastructure
enabled the CyberSecurity Challenges events to be run fully online, i.e. in
a remote situation scenario. This in turn enabled the company and the
author to overcome the restrictions and issues generated by the 2020 Corona
Virus (COVID) pandemic [236]. To address the COVID situation, a different
platform and deployment scenario than the one used in the previous design
cycles was required. The online platform enabled to have CyberSecurity
Challenges while complying to the social distancing restrictions imposed by
governments and companies.
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ba14cfcfin the third design cycle.
Section 5.3.1 presents the problem that is addressed
Section 5.3.2 presents the work carried out in the building and intervention
phase of the study. The evaluation of this study is presented in section 5.3.3.1.
Finally, discussions on the lessons learned in this third and final design ba14cfcf
cycle
are given in section 5.3.4.

5.3.1

Problem Formulation

A new challenge type was created in the second design cycle – the Code-Entry
Challenge (CEC). However, an implementation of this challenge type was left
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one of them. An example of unspecified behaviour is the order of evaluation
of an expression, e.g. for the addition operator. For statements corresponding
to implementation defined behaviour, the C and C++ programming language
standard explicitly require that the compiler vendor to documents the decision
which was taken. An example of implementation defined behaviour is the
numerical range of the int data type. Since code that relies on these bad
practices often results in vulnerable code, software developers should be aware
of these and their resulting problems.
The current section aims to raise awareness of secure coding by means
of a platform that performs: 1) automatic evaluation of the participant’s
code, and 2) guides the participant towards the final solution. Both these
requirements result from a reflection and decision taken on how to implement
a CEC challenge type in such a way that it can be used in a remote scenario
without the need of assistance by the CSC coaches. Therefore, the following
research questions are raised:
RQ1: how to automatically assess the cybersecurity challenges, in terms
of SCG and BP?
RQ2: how to aid the software developer, while solving the cybersecurity
challenges?
RQ3: to which extent are cybersecurity challenges events, based on the Sifu
platform, suitable as a means to raise secure coding awareness of software
developers in the industry?
A preliminary version of the work presented in this section was originally
published in the CyberICPS workshop [217], which was done in conjunction
with ESORICS 2020 conference, and took place online from the 14th to 18th
September 2020. The paper published in the CyberICPS conference won the
best paper award, and the authors were subsequently invited to submit an
extended version to the Cybersecurity Journal [215].
5.3.2

Building and Intervention

The third design cycle is composed of three different components: defensive
challenges, empirical study on developer awareness of secure coding, and cloudbased deployment (see figure 2.2). The empirical study is discussed in chapter
4.2, and a description of the cloud-based deployment is discussed in section
6.3. This section discusses the implementation and study that was carried
out with the defensive challenges. The defensive challenges were a result of
the Code-Entry Challenge type that was derived in the second design cycle.
Figure 5.27 shows the web interface of the Sifu platform.
A player interacts with the Sifu platform through a browser, and does not
need to install any software on his own machine. For every challenge, a set of
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Figure 5.27: Third Design Cycle – Sifu Platform Challenge
project files are presented to the participant, which initially contain software
vulnerabilities. The player can select the individual files, read and edit the
code. Player interaction buttons allow the participant to submit the code to
the backend, report problems with the challenge for later improvement, and
change some aspects of the interface (e.g., the font size). Platform buttons
allow the player to obtain help about the platform, to reset the challenge
to its original state, to access the main dashboard menu, and to log out of
the platform. The web interface also includes a field in the lower part of the
screen, where the player receives feedback from the platform (e.g. compiler
errors), and a field on the right-hand side, where hints are provided to the
player through the platform.
The participant needs to find the vulnerabilities and fix them following
secure coding best practices and guidelines to solve a challenge. Upon solving
the challenge, the player might be asked additional questions (see section
5.2). Figure 5.28 shows an example of a follow-up question.
In the following, we will present and discuss the Sifu platform’s implementation and present the results of four interventions that took place in an
industrial context.
5.3.2.1

Automatic Challenge Evaluation and Intelligent Coach

The Sifu platform’s main idea is to implement an interactive system that can
examine a players’ code and provide hints when secure coding guidelines are
not followed or the code contains security vulnerabilities. This is implemented
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Figure 5.28: Third Design Cycle – C++ Question
through the following steps: 1) automatically analyze the solution submitted
by the participant to the backend, 2) determine if this solution contains vulnerabilities and fulfills the required functionality, 3) generate hints to the player
if the solution does not achieve a pre-determined goal, and finally 4) provide a
flag (i.e., a unique code) which the player can use to gather points in the game.
The provided solution’s correctness depends on the submitted code following established, secure coding guidelines and secure programming best practices, not
containing security vulnerabilities, and performing its specified functionality.
The generated hints are provided by an intelligent coach, which assists the
player in solving the challenge. These hints are created using an artificial
intelligence (AI) engine that provides automatic pre-programmed interactions
with the player when the submitted solution fails to meet the secure coding
criteria. The hints generated by the AI Engine (i.e., the intelligent coach) aim
to help the player solve the challenge playfully and help lower the frustration,
increase the fun, and improve the gameplay’s learning effect.
The present section describes the intelligent coach platform implementation
details and provides an evaluation of the Sifu platform in terms of suitability
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and usefulness to raise secure coding awareness. Three small surveys were
developed and deployed with real players during four instances of the game.
Our results validate the Sifu platform in terms of suitability to raise awareness
of secure coding of software developers in the industry. The evaluation results
show that the participants have fun using the platform and find it adequate to
raise awareness of secure coding guidelines and secure software development
best practices.
5.3.2.2

Sifu Platform

In the following subsections, we present the research problem in terms of
research questions, and our approach to solve them. We describe the architecture of the proposed Code-Entry Challenge, which forms the basis for the
Sifu platform. We give details on how the platform performs an automatic
assessment of players’ solutions and how an intelligent coach generates feedback messages based on the challenge assessment step results. Furthermore,
we provide a description of a real-world game and give a concrete example
of a secure coding challenge. Finally, we also describe the surveys that we
use to evaluate the approach.
Addressing the Research Questions
This section proposes to address RQ1, through the Sifu platform, which
automatically assesses the level of compliance to secure coding guidelines
and software development best practices of a players’ submitted code. The
platform achieves this by combining several state of the art security testing
frameworks, namely static application security testing (SAST), dynamic application security testing (DAST), and runtime application security protection
(RASP). The functional correctness of the code is evaluated using standard
unit testing (UT) methods.
To address RQ2, the author combines the output of the security testing
tools, with an AI algorithm to generate hint messages based on the laddering
technique [222], thus implementing an intelligent virtual coach. The intelligent
coach’s task is to lower the participant’s frustration during gameplay, and to
help the participant improve the code. This intelligent coach is embedded in
our proposed Sifu platform. In this way, the Sifu platform with the intelligent
coach contributes to answer RQ2.
Our proposed solution to address RQ1 and RQ2 is evaluated through two
surveys: Survey 1 (S1) and Survey 2 (S2). Survey 1 (S1) is composed of three
quick questions asked to the participants, upon solving a challenge at the end
of each game, but before obtaining the corresponding flag. Survey 2 (S2) comprises nine questions asked to the participants at the end of the CyberSecurity
Challenge event. To address RQ3, the author has conducted an additional survey (Survey 3 - S3) to evaluate the overall CyberSecurity Challenges event. Survey 3 (S3) comprises eleven questions asked to the participants at the end of the
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CSC event (in conjunction with S2). The main difference between S2 and S3,
is that S2 addresses specific questions related exclusively to the Sifu platform,
while the questions in S3 addresses the whole CyberSecurity Challenges event,
including the introduction and conclusion phases challenges (cf. figure 5.26).
The proposed solution, architecture, and design, herein described answers
research questions RQ1 and RQ2. The results of S1 and S2 contribute to evaluating the Sifu platform as a stand-alone platform for defensive challenges, i.e.
to RQ1 and RQ2. The results of S3 contribute to evaluate the Sifu platform as
an integral part of CyberSecurity Challenges, in terms of the events’ suitability
and usefulness to raise secure coding awareness of software developers in the
industry, i.e. to address RQ3. Participation in S1, S2, and S3 was voluntary,
and therefore not all participants have decided to provide their answers.
Code-Entry Challenge Platform Architecture
Figure 5.29 shows the top-level view of the architecture of the Sifu platform,
including its main components and their interaction with the player.

Figure 5.29: Top-Level View of the Sifu Platform: Interaction and Components
In this figure, the "Player" represents the game participant (a human),
and the project represents a software project that contains vulnerabilities
to be fixed by the player. The "Analysis & Hints" (AH) component performs
the core functionality:
• evaluates the submitted code (project) in terms of SCG and BP,
• indicates if the challenge is solved or not, and
• generates messages to send back to the participant.
Previous interactions and generated hints are stored in the "State" component. During gameplay, the player reads the project and modifies it by interacting with an editor through a web interface. When the player concludes the desired code changes, he submits it to the AH component (backend) for analysis.
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The realization of the architecture is shown in figure 5.30. The interaction occurs between the player and a web interface (web frontend), which
connects to a web backend. The web backend is responsible for triggering
the automated security assessment, collecting the AI engine’s answer, and
sending the answer back to the participant.

Figure 5.30: Detailed Architecture of the Sifu Platform
First, the project submitted by the player is saved into a temporary folder.
Before the next step, the pre-processing of these project files takes place. The
goal of this pre-processing step is to inject code into the project, which is
necessary to run the unit tests. After adding auxiliary files (e.g., C/C++
include files) to the temporary project directory, the project is compiled. If
the compilation is successful, a functional test and a security assessment is
performed in a sandbox. All these results are then made available to an
AI engine that determines if the challenge is solved (i.e., if the solution is
acceptable) and generates hints for player feedback otherwise. This feedback
is collected by the web backend, stored in an internal database, and forwarded
as the answer back to the participant’s web browser.
Automatic Security Assessment
The security assessment performed on the project submitted by the player
is composed of the following steps: 1) compilation, 2) static application
security testing (SAST), 3) unit testing, 4) dynamic application security
testing (DAST), and 5) runtime application security protection (RASP).
In step 1, the project containing the original files submitted, together with
the injected files by the backend, is compiled; if there are compilation errors,
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these are reported to the AI component, and no further analysis takes place.
Step 2 performs static code analysis. In this step, the code does not need
to be executed. In step 3, two types of unit tests are executed: functional
testing - to guarantee that the provided code is working as intended (e.g., in
the challenge description), and security testing - to guarantee that typically
known vulnerabilities are not present in the code (e.g., buffer overflow).
Security testing is done using self-developed tests and also using state of the
art fuzzing tools. Steps 4 and 5 perform dynamic security tests through code
instrumentation using DAST and RASP tools.
Since the steps 3, 4, and 5 involve executing untrusted (and potentially
dangerous) code, these are performed in a time-limited sandbox. The sandbox
where the player code is executed is hardened for security and presents a very
restrictive environment. Inside the sandbox, only the files required to execute
the project are available. Furthermore, the sandbox runs in a non-priviledged
account, whereby its security settings are set to remove all unnecessary
operating system capabilities. Examples of these include debugging capabilities
and network capabilities. By removing these capabilities, the code submitted
by the player, which can be potentially malicious, cannot harm the host
operating system when running inside the sandbox.
Additionally, the executable is only allowed to run for a short amount
of time; if this time is exceeded, the running process is automatically terminated by the Sifu platform. This security setting avoids intentional and
non-intentional denial-of-service attacks, which can result from high CPU
usage, e.g. by means of infinite loops. An example of the consequences this
type of attack is the blocking of other players from accessing the platform
and playing the challenges. Therefore, automatically terminating the running
process after a short period of time, guarantees that a malicious player who
tries to exploit the Sifu backend with a denial-of-service attack cannot succeed.
Table 5.14 lists the tools used in each of these components. In this table,
the open-source components used in the Sifu platform are marked with "OS".
Intelligent Coach with AI Technique
The AI component, shown in figure 5.30, collects the results of the previous
analysis steps, runs an AI engine based on the laddering technique (Rietz
et al. [222]). This engine generates the feedback messages to be sent back
to the participant. Figure 5.31 shows the implementation of the AI engine
using the laddering technique.
As previously detailed, the automated assessment tools perform several
tests to determine the existing software vulnerabilities present in the code
submitted by the player. These are collected in textual form (e.g., JSON and
XML), and normalized before being processed by the AI engine. Two essential
tests resulting from the security assessment are related to compilation errors
(e.g., syntax errors), and functional unit testing. The participant’s solution is
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Table 5.14: Security Assessment Tools
Component
Compiler

Tools
GCC v10.1 [69] (OS), Clang 9.0.0 (OS) [203]
AbsInt RuleChecker [5], SonarQube [196], Pc Lint [72]
cppcheck (OS) [47], fbinfer (OS) [65], semgrep (OS) [174]

SAST

Clang-Tidy (OS) [204], FlawFinder (OS) [51], Frama-C (OS) [162]
Graudit (OS) [242], CMetrics (OS) [132], ESBMC (OS) [60, 139]
TScanCode (OS) [202], Ikos (OS) [149]

DAST
RASP
Unit Test

AbsInt Astrée [4], Valgrind (OS) [233], Helgrind (OS) [232]
Address Sanitizer (OS) [73], Leak Sanitizer (OS) [74],
Thread Sanitizer (OS) [75]
ATF (OS) [103], Kyua (OS) [104], AFL (OS) [138]

SAST: Static Application Security Testing, DAST: Dynamic Application Security Testing
RASP: Runtime Application Security Protection, OS: Open Source

H1,1

H1,2

H1,N(1)

H2,1

H2,2

H2,N(2)

Hk,1

Hk,2

Hk,N(k)

Hint adaptation

Path selector

rejected if the code does not compile or is not working (functioning) as intended.
When both these tests pass, the artificial engine uses the security tests, SAST,
DAST, and RASP tools to generate hints to send to the participant.
A combination of findings from these tools forms a vulnerability. These
findings and vulnerabilities are mapped to secure coding guidelines and
software development best practices. In figure 5.31, each horizontal path (ith
row) corresponds to a ladder and a specific combination of vulnerabilities
or static events found in the source code.

Figure 5.31: Laddering Technique to Generate Hints
Each path is also assigned a priority p(i), based on the criticality of the
SCG and the vulnerabilities. These priorities are assigned according to the
ranking of secure coding guidelines, as presented in chapter 6.1. Higher-ranked
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secure coding guidelines are given higher priorities, and lower-ranked secure
coding guidelines are given lower priorities. The AI engine then selects a
path j (corresponding to one ladder) based on the highest rank finding.
The chosen hint Hj,n+1 depends on the ladder and on the previous hint
level n which was sent to the participant, as given by the system state. If
there are no more hints in the ladder, no additional hint is sent to the player.
Table 5.15 shows an example of hints provided by the intelligent coach’s
AI engine, corresponding to an undefined behaviour path. The lower-level
hints are generic and give background information to the participant. The
highest level hint contains exact information on how to solve the problem,
thus revealing the solution.
Table 5.15: Example of Hint Ladder With Six Levels
Level

Hint Text

1

Maybe you could have a look at the following link: <link>

2

The following link <link> contains additional information

3

You can can either use a secure function or locally disable compiler optimization

4

Have a look at Annex K of the C standard here: <link>

5

You can also consider turning on/off optimization: <link>

6

Note that memset_s is optional in the standard...

7

We provide you with memset_s if you include memset_s.h in your code.

8

Have a look at a possible solution to the challenge: <link>

Finally, the feedback component (part of the AI component in figure
5.30) formats and enriches the AI Engine’s selected hint with project-specific
information and sends it to the web backend component to be presented to
the player. To foster critical thinking, the author has also implemented a hint
backoff. This backoff system implements the following rules: 1) no hint is
provided to the player during 4 minutes after the backend has sent a hint to
the player, and 2) no hint is given until the number of code submissions, since
the previous hint sent by the backend to the player, is equal to 3 submissions.
These rules exist to prevent a player from brute-forcing the hint system.
Example of a Secure Coding Challenge
Figure 5.32 shows the first phase of a Sifu challenge related to CWE-14.
This vulnerability and the corresponding secure coding guideline (MSC06-C)
is about dead-store removal. Table 5.16 contains information about CWE-14,
as well as the other six Common Weakness Enumerations used in the Sifu
challenges.
Deadstore removal happens for C when the code is compiled with optimization turned on. In this case a compiler can eliminate parts of the original code
during compilation. In particular, a compiler can eliminate memory clearing
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Dead-Store Removal

Introduction

If sensitive information is processed inside a C-function, the memory
locations containing this information must be cleared before returning
from the function.
Nowadays, compiler vendors aggressively optimize the compiled code.
In particular, when the compiler can determine that no more sideeffects can happen in certain variables (and their memory locations),
these memory locations can be left untouched, thus producing faster
code. This optimization technique is called dead-store removal.
The following C-code project contains this vulnerability. Your task is to
fix the code, according to the appropriate secure coding
guideline that guarantees that the sensitive memory
Continue
is securely cleaned when returning from the function.

Figure 5.32: CWE-14 Challenge Introduction Phase
Table 5.16: Common Weakness Enumeration Used in Sifu Challenges
CWE

Related SCG

Description

CWE-14

MSC06-C

Compiler Removal of Code to Clear Buffers

CWE-77

ENV33-C

Improper Neutralization of
Elements used in a Command

CWE-121

ARR38-C STR31-C

Stack-based Buffer Overflow

CWE-242

POS33-C

Use of Inherently Dangerous Function

CWE-338

MSC30-C

Use of Cryptographically Weak PseudoRandom Number Generator (PRNG)

CWE-676

CON33-C ENV33-C
ERR07-C ERR34-C
FIO01-C MSC30-C
STR31-C

CWE-758

ARR32-C
EXP30-C
FIO46-C
INT36-C
MSC14-C
MSC37-C

ERR34-C
EXP33-C
INT34-C
MEM30-C
MSC15-C

Special

Use of Potentially Dangerous Function

Reliance on Undefined, Unspecified, or
Implementation-Defined Behaviour

CWE: Common Weakness Enumeration,
SCG.: SEI-CERT Secure Coding Guideline

functions (e.g. memset) of stack variables, if a function does not use the memory locations anymore until returning from the function. When the function
returns, the stack’s allocated memory must not be accessed anymore by any
other function; otherwise, this would result in undefined behaviour (as defined
in the C programming language standard, and in the SEI-CERT C secure coding standard [191]). As such, assuming that the memory cannot be used, the

Design of the CyberSecurity Challenges

171

compiler is free to remove any memory clearing functions. This compiler optimization behaviour does not result in any unexpected behaviour, if the code is
developed in compliance to the C language standard. All C secure coding guidelines ensure that constructs that result in undefined behaviour are not allowed.
In the challenge introduction phase to the CWE-14 challenge, short background information is given to the player. Also, the player’s task is clearly
explained: to re-write the code, following secure coding guidelines, and to
make sure that the sensitive memory locations are cleared before returning
from the C-function.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26

#include
#include
#include
#include

<string.h>
<stdbool.h>
<stdio.h>
"user.h”

int ConnectToServer(void) {
char pwd[64]; // do not change this line
if (GetPasswordFromUser(pwd, sizeof(pwd))) {
printf("Get User Password: %s\n", pwd);
} else {
return 0;
}
memset(pwd, 0, sizeof(pwd));
return 42;
}
int _main(void) {
int connHandle;

}

if (connHandle=ConnectToServer()) {
// handle connection to the server
} else {
// handle error
}
return 0; // _main: do not change this line

Figure 5.33: Project Code for CWE-14 Challenge
The second phase of the challenge consists of the player interacting with the
Sifu platform. Figure 5.33 shows the C code that is presented to the user, and
that contains the vulnerability. To solve this challenge, the player needs to
either: 1) replace the call to memset with a call to memset_s, or 2) disable compiler optimization for the ConnectToServer function with a compiler #pragma.
To assist the player with this task, the Sifu platform provides hints to
the player, which aid towards the correct solution (see table 5.15). Upon
solving the challenge, the player is given information about the vulnerability
and possible consequences thereof, in the conclusion phase of the challenge.
Figure 5.34 shows the information provided to the player upon completion
of the challenge. The player is also given links to further company-internal
and company-external references related to the challenge.
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Conclusion

Dead-Store Removal

This weakness (CWE-14) allows sensitive data that was not cleared from memory to be
read by a malicious attacker. The sensitive data can be, e.g. password information, private
keys, certificates, etc. This weakness, combined with another vulnerability, e.g. CWE-126:
Buffer Over-Read, can lead to a system being completely compromised. As a
consequence, when an attacker reads the sensitive information, he can use it to bypass
existing protection mechanisms. One example of bypassing of protection mechanisms is
the HeartBleed vulnerability. Click here for more information
The SEI-CERT secure coding guideline to avoid this issue is:
MSC06-C. Beware of compiler optimizations Click here for more information
Use the following secure functions to clear memory:
SecureZeroMemory() :: on Windows systems
memset_s()
:: C11, Annex K of the C Standard
or turn off optimization with #pragma optimize("", off)

Finish

Figure 5.34: CWE-14 Challenge Conclusion Phase
5.3.3

Evaluation: the Sifu Platform

In this section we discuss the setup that was carried out to evaluate the
usefulness of the Sifu platform in the industry through three surveys administered during and after CyberSecurity Challenges events. Furthermore
we evaluate and discuss the results obtained from analyzing the software
developers answers to our surveys.
5.3.3.1

Setup of Empirical Study

The Sifu platform, containing seven different challenges, as shown in table
5.16, was evaluated during four different CSC events. Table 5.17 shows a
summary of all these events, which took place in an online format in June
2020 and July 2020. The ages of the participants ranged between 20 and 50
years old. In the first event, from the 15 participants from Germany, 8 were
from academia (7 computer science students and one assistant professor),
and 7 were software developers from the industry. In the remaining events,
all participants were software developers from the industry.
During the first event, the participants were allowed to experiment with
the platform for as long as they deemed necessary. The total time it took
the participants to experiment ranged from 15 minutes to 45 minutes.
The last three events were embedded in a CSC event, which lasted one
working day (8 hours). These last CSC events consisted of a) a one-hour
introduction to the event and explanation of the game mechanics, b) the main
CSC event where the competition took place, c) announcement of the winner
and collection of survey feedback, and finally d) walkthrough of selected
challenges together with all the participants.
The first part of the CSC event was to ensure that all the participants
have access to the required virtual machines, that the individual teams are

Design of the CyberSecurity Challenges

173

Table 5.17: Overview of CSC Events with Sifu Platform
No.

Date

1

16 Jun 2020

2

8 Jul 2020

3

22 Jul 2020

4

31 Jul 2020

Participants
15: Germany
2: China, 15: Germany,
3: India, 1: UK
20: Germany
2: China, 8: Germany,
3: India, 2: UK

NP

Where

Dur.

C

A

I

Survey

15

Online

1h

2

8

7

S1, S2

21

Online

8h

2

0

21

S1, S2, S3

20

Online

8h

2

0

20

S1, S2, S3

15

Online

8h

2

0

15

S1, S2, S3

NP: No. of players, Dur.: Duration, C.: No. Coaches, A.: No. Academia, I: No. Industry

formed, that the participants are informed about how the game is played,
and that they know how to use the Sifu platform.
After the main event, a brief ceremony announcing the winning team
occurs with a small feedback round. In the feedback round, the coaches
conducted open discussions with the players with the goal to determine which
challenges were more complicated and need to be further discussed. In the
last part of the CSC event, the coaches performed a walkthrough of selected
challenges. This walkthrough is based on the collected feedback from the
participants in the previous step.
During the gameplay, when successfully solving a challenge, the participants
were asked (through the Sifu web interface) to rate the challenge based on
three questions, which we call Survey 1: S1. During the first event, upon
completing the experiment, the participants were asked to fill out another
survey, which we call Survey 2: S2. Finally, for the last three events, during
the feedback phase, the participants were asked to fill out a survey that was
an extended version of S2. At the end of the CSC event, the participants
were also asked to rate the overall event with Survey 3, i.e. S3. The questions
asked to the participants in the three surveys are shown in table 5.18.
The goal of S1 is to get immediate and short 3-question feedback on the challenges contained in the Sifu platform. In particular, the participants were asked
to rate the challenge, and rate how well they can recognize and fix the vulnerability in production code as presented in the challenges. Survey S2 contains a
question that evaluates the Sifu platform itself. This survey, together with S1, is
used to evaluate the suitability and usefulness of the Sifu platform, as a means
to automatically assess the cybersecurity challenges (RQ1); as well as a means
to help software developers, while solving cybersecurity challenges (RQ2).
We used the definition of IT Security awareness from Hänsch et al. [154],
with its three dimensions (behaviour, protection, and perception), and Graziotin et al. empirical work on happiness [45] as the theoretical framework to
develop the questions.
Finally, the survey S3 was developed to evaluate the Sifu platform, and
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Table 5.18: Questions for Surveys S1, S2 and S3
Survey
S1

S2

S3

QID

T

TC

Question

Q1

-

-

Please give an overall rating to the challenge

Q2

-

-

How well could you recognize the vulnerability in the code?

Q3

-

-

How well can you fix this problem in production code?

F1

[45]

HP

My overall experience with the platform was positive

F2

[154]

BE

The Sifu platform helps me to improve my secure coding skills

F3

[154]

PE

F4

[154]

PR

F5

[45]

HP

F6

[154]

BE

F7

[45]

HP

F8

[44]

HP

The examples in the Sifu platform are clearly presented

F9

[44]

HP

It is fun to solve challenges in the Sifu platform

X1

[154]

PE

X2

[154]

PR

X3

[154]

BE

X4

[154]

BE

X5

[154]

PE

X6

[44]

HP

X7

-

WK

X8

-

WK

X9

[154]

PR

X10

[154]

BE

X11

[44]

HP

Solving challenges in the Sifu platform helps me in recognizing
vulnerable code
Solving challenges in the Sifu platform helps me in understanding
consequences of exploiting vulnerable code
Solving challenges in the Sifu platform makes me overall happy
Challenges in the Sifu platform help me to practice secure coding
guidelines
I find the Sifu platform adequate as a means to raise awareness
on secure coding

I have learned new techniques and principles related to secure
software development
The challenges help me to understand possible consequences of
security breaches
I feel I am better prepared to handle secure coding-related issues
at work
The challenges help me to understand the need to have a well
defined secure software development lifecycle activities
I’ve learned about new issues related to security that can occur
during software development through playing the challenges
The help from the coaches was adequate
I feel more prepared to understand the output of static
application security testing tools
Through playing the challenges, I know where I can find
information about secure coding guidelines
Through playing the challenges I understand the importance of
using secure coding guidelines
Through playing the challenges I feel my practical secure coding
skills have improved
The challenges are related with my daily work in my company

T: Theory, TC: Theory Construct, PR: Protection, PE: Perception, BE: Behaviour,
HP: Happiness, WK: Work
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the entire CSC event. The survey questions in S3 are based also on the
industry’s teaching experience, in secure coding, by the author and on the
experience gathered from previous CSC events. This survey’s primary goal
is to determine if the participants agree that the CSC event helps them be
more prepared to deal with secure coding issues at work.
Although all participants were kindly asked to answer the surveys S1, S2,
and S3, not everyone has decided to participate, since taking part in this
study was not mandatory. Answers to the survey questions were based on
a 5-point Likert [19] scale: SD - Strongly Disagree, D - Disagree, N - Neutral,
A - Agree, and SA - Strongly Agree.
5.3.3.2

Survey Results

This section presents the individual results of the different surveys S1, S2, and
S3 administered to the participants of the four CyberSecurity Challenge events.
During these events, the participants were presented the seven challenges described in table 5.16. Note that, in the analysis of the results, we refer to the individual challenges by their CWE identifier. We also perform a close analysis of
the results of S2 and S3 and relate the obtained results to the research questions.
All the data presented was processed using RStudio version 1.2.5019 [169].
Challenge Feedback - Survey S1

Feedback Question

Figure 5.35 shows the aggregated results of the challenge rating questions
of survey S1.
21
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Figure 5.35: Evaluation of Challenges in Sifu Platform - Survey S1 - Overview
These results were collected through the 44 solved challenges during the
four CSC events, as shown in table 5.17. These four events counted with
71 players with an average team size of 4 players per team.
The average values and standard deviation are the following: Q3 3.86
( =1.11), Q1 3.82 ( =1.13), Q2 3.80 ( =1.19). In general, the participants
have agreed with all the asked questions, namely that the challenges are good
(Q1), that they were able to recognize the vulnerability in the code (Q2) and
that the participants can fix this problem in production code (Q3). All the
questions show a similar average agreement rating and standard deviation.
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CWE related to Challenge

A break-down of these numbers towards the different challenges (see table
5.16) is shown in figure 5.36, figure 5.37, and figure 5.38, for Q1, Q2 and Q3
respectively.
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Figure 5.36: Evaluation of Challenges in Sifu Platform - Survey S1, Q1

CWE related to Challenge

Except for the challenge CWE-676 (Use of potentially dangerous function),
all the challenges clearly show positive feedback in Q1 - overall challenge rating
(see figure 5.36). Although the average agreement results for challenges CWE14 (Compiler removal of code to clear buffers) and CWE-758 (Reliance of undefined, unspecified, or implementation-defined behaviour) have a positive rating,
they also have a lower number of answers in comparison to the other CWEs.
Figure 5.37 shows the results for Survey S1, question Q2. Except for
CWE-676, all collected results show a positive agreement. Also, for CWE-14
and CWE-758, although only four answers are considered, these show an
average agreement, which is positive.
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Figure 5.37: Evaluation of Challenges in Sifu Platform - Survey S1, Q2
Finally, figure 5.38 shows the results for Survey S1, question Q3. Again,
for CWE-676, we observe a low rating and a low number of answers. Except
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for this challenge, the next challenge with lower agreement on Q3 is CWE-77,
but still with a positive rating.
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Figure 5.38: Evaluation of Challenges in Sifu Platform - Survey S1, Q3
Table 5.19 shows a summary of the weighted average agreement for Survey
S1, containing questions Q1, Q2, and Q3. We can observe that the weighted
average agreement for Q2 and Q3 is correlated with the challenge rating in Q1.
The higher the rating in Q1, the higher the values in Q2 and Q3 and vice-versa.
Therefore, question Q1 can give a good indication, for practitioners, on which
challenges need to be improved (e.g., better introduction and better hints).
Table 5.19: Sifu Challenge vs Survey S1 - Average Agreement
Challenge ID
(CWE)

Q1

Q2

Q3

CWE-14

4.00

4.00

4.00

CWE-77

3.78

3.67

3.44

CWE-121

4.00

4.14

4.14

CWE-242

3.92

3.58

3.92

CWE-338

4.00

4.17

3.83

CWE-676

2.50

3.00

2.50

CWE-758

4.00

4.00

4.00

Survey for Sifu Platform - Survey S2
Figure 5.39 shows the results of the survey S2 with a total of 25 answers
from 71 participants, i.e., the participation rate was 35.2%.
We observe that most of the collected results (i.e., more than 50% of the
answers) for all the questions (F1 to F9) are either Agree or Strongly Agree.
These results give a good indication that the Sifu platform aids developers
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Survey Question F1−F9
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Figure 5.39: Survey Results (Survey S2)
to solve the cybersecurity challenges, helping to improve their awareness
of secure coding, and presents a positive experience overall. The average
weighted agreement values and standard deviation, sorted from the highest to
the lowest ranking, are the following: F6 4.24 ( =0.44), F9 4.24 ( =0.93),
F8 4.12 ( =0.88), F1 4.08 ( =0.76), F5 4.08 ( =1.19), F2 4.04 ( =0.35),
F3 3.84 ( =0.55), F7 3.84 ( =0.80), and F4 3.68 ( =0.80).
We observe that 6 out of 9 questions have an average weighted agreement
of more than 4 Likert points. The results also show that the highest-ranked
question is F6 - the Sifu platform helps to practice secure coding guidelines.
The next highest-ranked question is F9, which indicates that the participants
find that solving the Sifu platform’s challenges is a fun activity. The next
highest-ranked question is F8, which is related to the usability of the platform.
We can conclude that the Sifu platform’s challenges are well presented and
intuitive for the participants.
The lowest positive result was for F4 - Sifu platform helps understand the
consequences of exploiting vulnerable code. This result is expected as the
challenges are presented from the defensive perspective, and the players never
get to see an exploit in action. However, the conclusion phase of the challenge
contains a description on consequences of exploiting the code vulnerability.
Survey for CSC Event with Sifu Platform - Survey S3
Figure 5.40 shows the results of the last survey, administered to the participants of the CSC events two, three, and four.
A total of 10 survey answers were collected, out of the 71 participants, i.e.,
the participation rate for Survey S3 was 14.1%. The lower number of participants concerning S1 and S2 has to do with survey S3 being completed, by the
participants, after the end of the CSC event, and the fact that participation
in the survey is not mandatory.
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Figure 5.40: Survey Results (Survey S3)
The average weighted agreement values and standard deviation, sorted
from the highest to the lowest ranking, are the following: X6 4.90 ( =0.32),
X9 4.60 ( =0.52), X4 4.40 ( =0.70), X8 4.40 ( =0.70), X1 4.30 ( =0.67),
X2 4.30 ( =0.67), X5 4.30 ( =0.48), X10 4.10 ( =0.57), X3 4.00 ( =0.67),
X7 3.90 ( =0.74)and X11 3.70 ( =0.95). From the eleven questions, nine
have obtained an average weighted agreement score of 4 or more Likert points.
The highest-ranked question is X6 - help from the coaches was adequate.
This result shows the importance that real (human) coaches have in making
the CSC event a successful event. This contribution to success includes the
coaching provided during the introduction and conclusion phases.
The next highest-ranked question is X9 - understanding the importance of
secure coding guidelines. Since the entire event is directed towards exercising
awareness of secure coding guidelines, it is also not surprising that this question
is ranked with a high positive value. Finally, in the top three is X4 - understand secure software development lifecycle activities. This question’s high
ranking indicates that the overall event contributes positively to raise software
developers’ awareness about secure coding and secure coding guidelines.
The two lowest-ranked questions (although still ranked positive) are X7
- understand the output of static application security testing tools, and X11 challenges related to daily work in the company. It is also an expected result
that X7 is not as high ranked as the other questions, since the Sifu platform is
currently not designed to train software developers to use static code analysis
tools. Nonetheless, the participants still conclude that the platform helps
them to understand these tools better.
Lastly, among the eleven questions, X11 obtained the lowest agreement
rank. This result is unexpected, as the challenges have been adapted to the
participant’s daily work. The author thinks that this lower ranking might
be related to either the introduction (Phase 1) or conclusion (Phase 3) of
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the challenge. Nevertheless, the agreement rate is still very positive.
Detailed Analysis of Survey S2 and S3
An analysis of Survey S2 and S3 is done in light of the theories that were
used to formulate the survey questions, namely: 1) definition of awareness
by Hänsch et al [154], 2) happy developers by Graziotin et al. [44] and 3)
work-related factors by the experience of the author. Figure 5.41 shows a
summary of the average agreement results computed for each theory and
each construct. Average agreement rate for each component is shown in the
numbers inside the ellipses. This figure also shows the mappings of all the
survey questions to each individual component.
Happiness Work-Factor
(Graziotin et al.)

F1, F5, F7, F8,
F9, X6, X11
Happiness
and
Experience

X7, X8

Work
4.15

4.13

Survey S2 and S3

Awareness (Hänsch et al.)

Behaviour

Protection
4.16

F2, F6, X3, X4,
X10

Perception
4.19

F4, X9, X2

4.15
F3, X1, X5

Figure 5.41: Average Agreement Rate Analysis of Results of Survey S2 and S3
Two work-related factors X7 and X8 that can contribute to the development
of high quality software are the following: the ability of the software developer
to understand the output of SAST tools, and knowing where to find further
information about secure coding in the company. The awareness component
is broken down into its three dimensions (cf. Hänsch et al [154]): behaviour,
protection, and perception.
All the components have an average agreement with 4.13 points or higher,
in a 5 point Likert scale. In terms of awareness the ranking of the different
dimensions is as follows: protection (4.19), behaviour (4.16), and perception
(4.15). Comparing between the three components, awareness is first (with
an overall average rating of 4.17, followed by work-related factors (4.15) and
happiness (4.13). The fact that work-related has a higher rank than happiness
is surprising. The authors’ understanding of this result is that the overall
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CSC event contributes to this effect since the CSC event is primarily prepared
to address the company’s environment and needs rather than happiness.
Feedback from the Participants
Table 5.20 shows the top 14 quotes from the CSC participants, collected
during the feedback phase, where all the participants were asked if they would
like to share something about the event.
Table 5.20: Quotes from the CSC Participants
No

Quote from Participant

1

I really enjoyed participating in the challenges. I am well excited in
trying to crack the answers to the challenges

2

Enjoyed the challenges, the different topics and how competitive we got
at the end

3

It was lots of fun. Game questions were nice.

4

Enjoyed and lots of fun. I’ve learned many interesting things

5

Quite fun and nice to work, especially work in team

6

Enjoyed and learned very much

7

It was really funny and I leaned a lot

8

Funny and interesting day; learned a lot - hope I can remember and
use in practice

9

Really liked and enjoyed the exercises

10

Enjoyable to try everything and very fun

11

Hints were not always accurate or precisely leading to the problem in
the code

12

Some hints are very generic

13

The user interface is very minimalistic

14

User interface could be improved

The participants’ qualitative feedback also confirms RQ3, in particular,
that the CSC event with the Sifu platform is fun and informative.
Additionally to this feedback, one participant (a professional software
developer having a Bachelor in Computer Science) contacted the author, after
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the event, with a request for information about further university studies on
the topic of IT Security. The event caused such a good impression that the
participant has decided to continue his studies, and pursue a Masters Degree
in Computer Science in parallel to his work.
In terms of negative feedback, this is mostly on the accuracy of the hints and
on the web interface. A small number of participants were not entirely happy
with how generic some hints were given. Additionally, some participants
considered the user interface to be too simple and minimalistic.
Although the hint generation system can be improved, we consider this
out of the present research scope, as enhancing the hint system will not
significantly contribute to the results obtained on the platform’s suitability
and usefulness to raise awareness of secure coding.
Interpretation of the Results in Relation to the Research Questions
The first research question (how to perform automatic assessment of the compliance to secure coding guidelines) is answered with the developed Sifu platform.
This section contains an architectural description of the Sifu platform, and can
be used by industry practitioners to use and deploy the platform in their own
organizations. Furthermore, this research question is also answered by means
of the publication of the Sifu platform as an open source component (see [221]).
The release of the platform as an open source component constitutes a contribution to the scientific and industry community, and represents a strong commitment by the company where the platform was developed towards cybersecurity.
The second research question (how to aid software developers to solve
challenges) is answered through a combination of security tools with an
artificial intelligence technique, the laddering technique, all integrated in the
Sifu platform. This combination creates an intelligent coach which is used
to automatically generate hints targeting existing software vulnerabilities in
source code, and assist players to solve the CyberSecurity Challenge exercises.
Finally, the third research question studies how suitable are the challenges
implemented in the Sifu platform as a means to raise secure coding awareness.
This question is answered through the analysis of data from three surveys.
Our analysis of the data validates our approach. Additionally, the success
that the platform experienced in the industry further validates its usefulness
in an organizational context.
The results presented in this section validate the suitability and usefulness
of the Sifu platform as a means to raise awareness of secure coding of software
developers in the industry. Furthermore, the challenges implemented in the
Sifu platform are Code Entry Challenges, as introduced in the second design
cycle, and constitute purely defensive challenges.
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to learn new programming skills.
The main traits of the Sifu platform are summarized as follows:
Online the tool can be easily deployed in online scenarios, i.e., online games,
and therefore, participants do not need to be physically present. This
is especially important in times of social restrictions, such as the ones
experienced during the COVID-19 pandemic,
Automatic the hint system was developed to guide software developers to
a correct solution of a challenge, and enables the platform’s unattended
deployment. This means that the platform can be used by participants
on demand, without the need to pre-schedule a CSC event,
Open-Source the platform is released as an open-source software under
the MIT licence (see [221]). This enables the creation of commercial
tools around the platform. It also contributes the game to the scientific
community and encourages external developers to contribute code back
to the original project,
Community since the platform is released as an open-source, a secure
coding community can be formed which develops additional challenges.
This can lead to an increased sharing of knowledge and software
development best practices across the industry.
The Sifu platform constitutes the third and final design cycle in the ActionDesign Research work presented in the current work. The evaluation of this
platform was based on the following: awareness constructs by Hänsch et al.,
happiness by Graziotin et al., and the author’s experience on work-related
factors. Our results show that the protection construct received the highest
rating in terms of awareness, followed by behaviour and perception. This
means that the Sifu platform was evaluated positively to raise awareness of
software developers on knowing how to write secure code by using secure
coding guidelines and software development best practices. Positive results
for the behaviour construct, which took second place, also indicate that the
platform is adequate to raise awareness of how to solve vulnerabilities in
source code. All the results for the awareness construct are positive, providing
evidence of the suitability and usefulness of the CyberSecurity Challenges.
Similar can be said about software developer happiness when playing
CSC through the Sifu platform. According to the author’s experience in
teaching software developers in the industry, and also from all the feedback
gathered throughout the CSC events, the platform is not only suitable to
raise secure coding awareness, it also "speaks the same language" of software
developers. This allows to break the barriers between IT security and software
development. This is observed through the participants’ overall positive
feedback and the enthusiasm shown while playing the game.

Design of the CyberSecurity Challenges

185

In terms of work-factor, our empirical studies give a good indication that the
Sifu platform positively affects the software developers’ capability to use and
understand the output of static application security testing tools. Additionally,
another work-related factor that was positively rated is that playing challenges
in the Sifu platform leads to better knowledge on where to find further
information about vulnerabilities and secure code. We attribute this to the
hint system deployed in the Sifu platform since it contains many links to
external (internet) references and company internal references (intranet).
The success of the Sifu platform is a result of applying the lessons learned
in the previous design cycles. This success was shown in several dimensions:
(1) success in terms of scientific literature, through several accepted papers in
conferences and two best-paper awards, (2) success among software developers,
and (3) success in the industry due to continued management support and
internal request of the CSC event.
5.4

Evaluation over the Three Design Cycles

This section is about the continuous evaluation of the CyberSecrury Challenges throughout the three design cycles. The final data analysis was done at
the end of the third iteration, after thirteen CyberSecurity Challenge events
were concluded in the industry. These events took place from 2017 to 2020,
with a total of more than 200 game participants.
This section demonstrates the usefulness of the CyberSecurity Challenges
and the Sifu platform after the three design cycles, the usefulness of the
game improvements, and discusses the lessons learned during the study. We
present an overview of the evaluation of the architecture of the CyberSecurity
Challenges, a discussion and comparison of the games’ challenges, lessons
learned on the agenda, and unified results pertaining all the design cycles.
Figure 5.42 shows an overview of the topics presented in this section.
Activities
Components
Roles
Open-source components
Examples

Agenda

Architecture

Duration
Goal

CSC
Cycle 1: Initial Design

Defensive/Offensive

Code-Entry Challenge

Challenges
Defensive

Results

Cycle 2: Refinement Cycle
Cycle 3: Sifu/Online Cycle

Figure 5.42: Overview of Topics in the Evaluation
A preliminary version of the work presented in this section was published
at the 16th International Conference on Wirtschaftsinformatik [212], which
took place online from 9th March to 11th March 2021.

186

Design of the CyberSecurity Challenges

5.4.1

Description of the Evaluation Setup

During the three design cycles, thirteen CyberSecurity Challenges events were
held. The total number of industry participants that took part in the study
in the first design cycle were 59, in the second design cycle 75 (refinement
cycle), and in the third design cycle 71 (Sifu/online cycle). Therefore, the
total number of participants that took part in the present study was 205.
Table 5.21 summarizes the CyberSecurity Challenges events.
Table 5.21: Overview of Cybersecurity Challenges Events
Cycle

1

2

3

No.

Date

Type

Focus

Where

NP

Data collection

1

Nov. 2017

Standalone

Mixed

Germany

11

SSI

2

May. 2018

Standalone

Web

Germany

12

SSI

3

Jul. 2018

Standalone

Web

Germany

6

SSI

4

Jul. 2018

Standalone

Mixed

Germany

30

SSI

5

Sep. 2018

Standalone

Web

Germany

16

SSI

6

Aug. 2019

Workshop

C/C++

China

14

Survey

7

Aug. 2019

Workshop

Web

China

15

Survey

8

Sep. 2019

Workshop

Web

Germany

7

Survey

9

Oct. 2019

Workshop

C/C++

Turkey

23

Survey

10

Jun. 2020

Standalone

C/C++

Online

15

Survey

11

Jul. 2020

Standalone

C/C++

Online

21

Survey

12

Jul. 2020

Standalone

C/C++

Online

20

Survey

13

Jul. 2020

Standalone

C/C++

Online

15

Survey

NP: No. of players, SSI: semi-structured interview

The participants to the CSC events were all professional software developers
specialized in web technologies and the C/C++ programming language. The
events took place mostly in Germany but also in China and Turkey. The
players’ age ranged from 25 to 60, the industry background of the participants
was critical infrastructures, in particular, industry automation (50.85%),
energy (37.29%), and healthcare (11.86%). The overall number of years of
work experience by the participants was as follows: one year (13.7%), two years
(11.0%), three years (19.2%), four years (6.8%) and five or more years (49.3%).
In the first design cycle, the results were collected through semi-structured
interviews. In the second design cycle, the results were collected through a
survey. Finally, in the third design cycle, the results were collected through
a refined survey. All the participants were aware of the study being carried
out, and consented to participate in the study. Furthermore, all the collected
data was anonymized.
Results obtained for the first design cycle are presented in the form of
lessons learned. These results were obtained based on the analysis of the
semi-structured interviews (SSI) that were carried out according to [240],
and also through a small survey with seven questions. The semi-structured
interview questions and the small survey were presented to the participants
at the end of each event.
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All the participants’ answers were collected and recorded on paper. The
semi-structured interview was based on the following questions: a) "what
went well and you would like to keep", and b) "what did not go well and
you would like to change". The small survey with seven questions that was
given to the participants is shown in table 5.7.
The consolidated results concerning the second design and third design
cycles, are based on the following research questions:
RQ1: To what extent are CSCs adequate to raise awareness about secure
coding?
RQ2: What is the impact that CSC events have on the participants?
RQ3: Which factors are considered essential for a successful CSC event?
RQ1 addresses the aspect of the usefulness of the CyberSecurity Challenges,
and the corresponding survey questions are based and adapted from the three
dimensions of awareness, as defined by Hänsch et al. [154]: perception (PE
- knowing the threats to software), protection (PR - knowing how to write
secure code) and behaviour (BE - actual behaviour of the software developer).
The questions for RQ2 focus on clarity of the description of the challenges,
the coaches’ role during the game, and the general motivation of training
secure coding. These questions address the design of CSC games and events.
RQ3 addresses the CSCs and their relation to software developers’ everyday
work practices in the industry. The analysis of these questions is based on
the three dimensions of Awareness, according to Hänsch et al. [154], and
happiness, according to Graziotin et al. [45].
Table 5.22 shows the questions that were administered to the CSC event
participants in the second design cycle (events 5 to 9) through an online survey.
For the third design cycle, the questions administered to the participants are
shown in table 5.18, and consist of a refined version of the questions presented
in the second design cycle. These questions are based on the concept of
awareness, happiness, the authors’ experience in industrial software engineering,
and feedback from previous games. The answers to the surveys adopted a
five-point Likert scale [172] of agreement with the following mapping: strongly
disagree (1), disagree(2), neutral (3), agree (4), and strongly agree (5). All the
collected data were processed using the statistics package RStudio 1.2.5019.
5.4.2

Evaluation Results

In this section we present the evaluation of the results obtained throughout
our study.
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Table 5.22: Survey Questions

RQ

CT

QID

Question

PE

Q1.1

I learned new techniques and principles of secure software development

Q2.1

I understand the possible consequences of a security breach

Q3.1

I feel that I am prepared to handle secure coding related issues at work

Q4.1

I understand the need to have secure development life-cycle activities

Q5.1

I feel more prepared to work with static code analysis tools (e.g. SAST)

By participating in this awareness training

RQ1

BE

PR

RQ2

–

RQ3

–

Q6.1

I know how to use the information about secure coding guidelines

Q7.1

Focusing on the challenges improves my practical secure coding skills

Q8.1

I have learned about new issues that I would like to check in my own code

Q9.1

I know where I can find more information about secure coding guidelines

Q10.1

I understand the importance of secure coding guidelines

Q11.1

The learning goals of the challenges were clearly explained

Q12.1

CSC games help me to understand the need to develop secure software

Q13.1

The help from the coaches was adequate

Q14.1

I want to learn about new tools, even if I do not use them at work

Q15.1

I prefer to solve challenges sequentially rather, even if it takes too much time

Q16.1

Working in teams is better than working individually on the challenges

Q17.1

I like the fact that different kinds of challenges are presented

Q18.1

I prefer challenges that address the same problem from different point of views

Q19.1

I prefer challenges that are related with my work environment

Q20.1

I prefer challenges that are based on real-life examples

Q21.1

I prefer challenges that can be systematically solved with some tool

RQ: Research Question, CT: Construct , QID: Question Identifier, PE: Perception,
BE: Behaviour, PR: Protection

5.4.2.1

Components of the CyberSecurity Challenges Game

In the CyberSecurity Challenges, each participant, either individually or
after forming a team, accesses the challenges through a computer. A server
hosts the applications that run the game logic, a "countdown" clock, and a
dashboard that records individual players and teams’ progress. An overview
of the architecture of the CyberSecurity Challenges game infrastructure is
shown in figure 5.43.
The CyberSecurity Challenges game consists of twelve components and
three roles. The components of the game correspond to hardware or software
pieces. The roles of the game correspond to different responsibilities that
the individuals taking part in the game assume during gameplay. Table 5.23
provides an overview of the components and roles. This table also contains
a short description of each game component and role, and provides examples
of how these are implemented in practice.
The CyberSecurity Challenges game’s core components are the CSC server,
challenges, dashboard, and countdown. The game challenges are the exercises
that are presented to the software developers. Through solving these exercises,

Component

Component

Component

Component

Component

Component
Component

Component

Component

Component

Component

Component

Role

Role

Role

Client

Cloud

Counter

Dashboard

Internet
Proxy

Router

Server

Tuneling Software

Virtualization Software

Web Browser

Coach

Player

Team

Component/Role

Challenges

What

Group of Players

Human

Human

OpenVPN
SSH
VirtualBox, vmware,
ESXi, ProxMox, Docker
Firefox, Chrome,
Internet Explorer, Safari

RACK Server
Portable Laptop

Wireless Access Point

World Wide Web
Company Internet Proxy

CTFd

Countdown Timer

Amazon Web Services
Azure

Company Restricted Laptop

Example
Defensive/Offensive
Sifu Platform
Questions

One or more coaches support the players during the CSC event. Their role is
to help the players in any questions that they might have. Questions include
among others: infrastructure connection problems, mechanics of the game,
how to solve challenges, and clarify challenges’ goals.
The players are software developers who work in the industry
A team of players is composed of one or more players which join together to
compete against other teams

A standard browser which is installed in the players’ laptop

Typical employee’ laptop. Player might not have administrator rights in the
laptop, which might restrict the usage of software for the CSC event.
A possible alternative to deploy the CSC infrastructure. Requires an AWS
or Azure count.
Goal of the counter is to induce a sense of urgency in the players during
gameplay, and also to control the timing of the CSC event
The dashboard contains a list of all available challenges in the event. Players
can inspect the number of points each team has obtained, can submit flags to
be redeemed for points, and can request hints for individual challenges.
Internet access is provided for the players, e.g. to run searches
This is an company-internal component which provides access to the internet
A wireless router provides players with an access point to the CSC
self-developed and deployed portable infrastructure
A CSC server is a machine, e.g. a portable laptop (for portable infrastructure)
or a RACK server. The dashboard, challenges, counter and virtual machines
are deployed in one or more servers, depending on the deployment scenario
A tunnel is used to allow the connection between a player and a challenge.
It is required to avoid players inspecting other players’ network traffic
Virtualization software is used to host the dashboard, challenges, counter,
and virtual machines

Main exercises that should be solved by the players. Several categories,
e.g. C/C++, Web, Java, Questions.

Description

Table 5.23: Components and Roles in CyberSecurity Challenges
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Internet

Participant
1

Server

1:23:45

Challenges

Participant
n

Dashboard Countdown

Figure 5.43: Architecture of CyberSecurity Challenges Infrastructure
software developers are awarded flags that can be submitted to the dashboard.
When a correct flag is submitted to the dashboard, points are awarded to the
individual players or team. The countdown component is used to measure the
game’s duration, and to alert the players to the remaining time until the end of
the event, according to the agenda. It provides not only a guide for the players,
but also for the game coaches to understand how the different teams are
playing the game. It also provides a control mechanism for players and teams
to discuss how much time they would like to invest to solve a given challenge.
The CyberSecurity Challenge game’s roles are the coach, the player, and the
team. The task of the game coaches is to aid the players and teams to complete
the exercises and lower frustration during gameplay by providing hints to the
players on how to solve the exercises. Furthermore, coaches help players with infrastructure access problems, and thus contribute to a good playing experience.
During the design of the game, different deployment scenarios have been
used. These deployment scenarios are detailed in section 6.3. Although the
game can be deployed through different scenarios, the game roles remain the
same.
5.4.2.2

CSC Time Schedule

Table 5.24 shows a time-plan for the one-day CSC event that emerged during
the research effort in the industry. This time schedule resulted from playing the
CyberSecurity Challenges with different teams and collecting the opinion of individual on how the agenda should look like. As the result of the feedback from
the players, the time plan was constantly refined, until the participants of the
game did not provide any significant suggestions for improvement. The final
time-plan consists of seven blocks: 1) welcome, 2) team building, 3) introduction, 4) main event, 5) winner announcement, 6) feedback and 7) walk-through.
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Table 5.24: Agenda for a One-Day CyberSecurity Challenges Game Event
Duration

What

Description

10 min

Welcome

Welcome to participants and accessing CSC infrastructure

20 min

Team building

Participants select partners and build teams that will play against each other

30 min

Introduction

Challenge types are presented. One challenge in each category is solved in
order to show the participants how the game works

320 min

Main event

Game is open and teams are free to play the game. They are responsible for
defining their own strategy for time-out (e.g. for lunch break).

10 min

Winner

Game is closed and teams can no longer submit points to the dashboard.
Winning team is announced. A brief review of the game-play is done together
with the participants.

30 min

Feedback

Participants are asked to fill out a survey about the game. Additionally,
discussions with players is held in short non-systematic interviews. Main
points of discussions is recorded for later analysis.

60 min

Walk-through

Participants are shown solution to the exercises they considered most difficult.
These exercises are solved together in interaction with all the participants.
Discussion on how to solve the challenge is highly encouraged.

The last block, the walk-through, was not initially planned and is the direct
result of players feedback — the participants preferred to dedicate one hour of
the main event to provide final explanations and closure on selected exercises.
The author decided to place the feedback and survey before the walk-through
to increase the chance of collecting feedback from the participants.
The duration of similar training events ranges from several days (Mirkovic
et al. [99]), which is less common, to a single day (SANS [187]), which is more
common in practice. A difference between CyberSecurity Challenges and other
similar events are the inclusion of the two agenda items Introduction and Walkthrough. These two items are the result of adaptation to the industrial context,
which includes time constraints and also the definition of target learning goals.
5.4.2.3

Evaluation of the Initial Design Cycle

Section 5.1 describes the elements of the first design cycle: offensive challenges,
challenge design requirements, client-based deployment, and initial platform
with basic design. In this design cycle, the participants were asked to provide
feedback on what should be kept and what should be changed in the CSC
event. The participants were encouraged to discuss openly what they felt was
important. These discussions were used to inform the design of future CSC
events. In this cycle, requirements were collected on the traits that serious
games for software developers in the industry should have. A summary of the
findings is as follows: 1) challenges should focus on the defensive perspective,
2) challenges should reflect real-world examples, 3) challenges should be aligned
with the work environment, 4) careful planning in terms of duration should
be performed, and 5) participants should be able to solve challenges without
knowledge of extra tools.
Furthermore, a small survey was conducted to analyze the following dimensions: D1 recommend to colleagues, D2 fun event, D3 one day duration,
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D4 fulfill expectations, D5 adequate difficulty level, and D6 learn something
new. The first dimension relates to the agreement by the participants to
recommend other colleagues at work to also participate in a CyberSecurity
Challenges event. The second dimension relates to which extent do the participants experience the CSC as a fun event. The third dimension explores the
agreement of the participants on the duration of the event being one day. The
fourth dimension studies the extent to which the participants agree that the
CyberSecurity Challenges has fulfilled their expectations. The fifth dimension
explores the adequacy of the initial artifact in terms of perceived difficulty
by the participants. Finally, the sixth dimension studies the participants’
responses on the extent to which they agree that by playing CSC they learn
new secure coding topics. Research question two (section 5.4.1) is covered
by D6 and research question three (section 5.4.1) is covered by D2. Figure
5.44 shows the results in a radar diagram.

Figure 5.44: Results of the First Design Cycle
The main lessons learned in the initial design cycle are that the participants
agree to recommend the CSC event to other colleagues (87%) and that this
type of event is perceived as being fun (84%). One further important result
is the agreement on the duration of the event (75%), i.e. one day. This
result agrees with the overall experience gathered throughout all the practical
interventions in the industry. Furthermore, this result agrees with and informs
the design of the final agenda of the CyberSecurity Challenges event that
also targets a one-day workshop.
The participants to the first design cycle agree that the event fulfills their
expectations (68%). This number can be considered low, since it is close to only
two thirds (i.e. 67%). In practice, it was observed that this mismatch is related
to D5 (difficulty level), since informal discussions with the participants showed
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improvements in the expectation in the second and third design cycle. The
challenges presented in the initial cycle were considered to be more difficult by
the CSC participants, since they focus on the ofensive perspective and require
hacking skills. This know-how is generally not existing for software developers,
since their daily job focuses on writing software, not on hacking systems. The
level of difficulty of the challenges was consequently adapted in the following
design cycles, as the challenges progressively assumed a defensive perspective.
The adequacy of the difficulty level received only 56% of agreement between
the participants of the first design cycle. Furthermore, the participants have a
low agreement level (64%) that playing a CyberSecurity Challenges game can
lead to learning of secure coding topics. The reason for these low values has to
do with the fact that the challenges in this cycle are offensive, and not adapted
to software developers. In the further design cycles, the adequacy of the
challenges has improved, as per feedback obtained from informal discussions
with the participants. This improvement relates to the lessons learned by
the participants on the topic of secure coding. This is also a reflection of the
application of the game design requirements in the consequent refinement
of the game (second and third cycle).
5.4.2.4

Evaluation of the Refinement Cycle

Section 5.2 describes the elements of the refinement cycle: offensive/defensive
challenges, challenge design, server-based deployment, and refined platform
based on open source components. Figure 5.45 shows the overall results of
the answers to the evaluation survey (see table 5.22).
Q1 (RQ1): learn new techniques
Q2 (RQ1): understand consequences
Q3 (RQ1): prepared at work
Q4 (RQ1): understand S−SDLC
Q5 (RQ1): prepared to analyse SCA/SAST
Q6 (RQ1): how to use information
Q7 (RQ1): improve coding
Q8 (RQ1): learned new issues
Q9 (RQ1): know where to find information
Q10 (RQ1): understand SDLC importance
Q11 (RQ2): gloals clearly explained
Q12 (RQ2): need to develop secure code
Q13 (RQ2): help from coaches adequate
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Figure 5.45: Evaluation of Usefulness in the Refinement Cycle
There is an overall agreement on all the survey questions. In particular,
there is an overall agreement for RQ1, RQ2 and RQ3, as described in section
5.4.1. Table 5.25 shows a summary of the percentages considering negative,
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neutral, and positive answers. These results are grouped according to each
research question.
Table 5.25: Summary of Survey Results for the Refinement Cycle
Negative

Neutral

Positive

RQ1

7.89%

16.13%

75.99%

RQ2

4.82%

12.05%

83.13%

RQ3

4.19%

12.56%

83.26%

These results give a good indication that CSC games are suitable as a
means to train software developers in secure coding guidelines, as the factors
on awareness (RQ1) and impact on participants (RQ2) have high levels of
agreement (i.e., higher than 75%.
Table 5.26 shows a different perspective on these results by considering
the ranking of the different survey questions, grouped by research question.
Table 5.26: Analysis of Research Questions in the Refinement Cycle

RQ1
RQ2
RQ3

Rank

1

2

3

4

5

6

7

8

9

10

W.Avg.

4.34

4.11

3.98

3.93

3.89

3.84

3.66

3.66

3.63

3.53

QID

Q10.1

Q2.1

Q7.1

Q4.1

Q1.1

Q8.1

Q5.1

Q6.1

Q3.1

Q9.1

W.Avg.

4.04

3.93

3.82

-

-

-

-

-

-

-

QID

Q13.1

Q12.1

Q11.1

-

-

-

-

-

-

-

W.Avg.

4.27

4.22

4.21

4.09

4.00

4.00

3.85

3.83

-

-

QID

Q17.1

Q20.1

Q16.1

Q14.1

Q18.1

Q19.1

Q21.1

Q15.1

-

-

The ranking is obtained by sorting the questions based on the average value
of agreement. In terms of adequacy (RQ1), and impact on the participants
(RQ2), the two highest-ranking answers are: to understand the importance
of SDLC (Q10), and understand consequences of a breach (Q2) for RQ1,
and help from coaches (Q13), and understand the need to develop secure
software (Q12) respectively. The lowest-ranked factors for RQ1 are "find
more information" (Q9) and "prepared to handle secure coding issues at
work" (Q3). Although the rank is low, the agreement average is positive.
The collected results for RQ3 serve to inform practitioners who wish to
design such games for an industrial context. It provides a ranked list of
factors that participants consider to have a positive impact on CSC games.
The three top factors that contribute to the success of a CSC game that
should be considered by practitioners who wish refine the CSC game are
the following: different kinds of challenges (Q17), based on real-life examples
(Q20), and participants should work in teams rather than individually (Q16).
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In terms of awareness, taking into consideration negative, neutral, and positive answers, the results for perception (PE), protection (PR), and behaviour
(BE) are shown in table 5.27.
Table 5.27: Awareness Results for the Refinement Cycle
Negative

Neutral

Positive

Perception

8.04%

7.14%

84.82%

Protection

7.78%

14.37%

77.85%

Behaviour

7.89%

20.78%

71.33%

These results show a high amount of positive agreement towards the three
awareness constructs. Perception (i.e. knowing threats to software) is the
construct that shows the highest agreement (about 85%). This means that
participants agree that playing a CSC game improves their perception on
possible threats to software. Protection (i.e. knowing how to write secure
software) also has a high amount of agreement among the participants (about
14%). Agreement towards this construct indicates that the CSC participants
agree that playing the game helps to improve their knowledge on how to write
secure software. Finally, behaviour (i.e. actual behaviour by the software
developer) also shows a high level of agreement by the participants (about
71%). This result suggests that the participants agree that playing the CSC
game improves their handling of secure code.
The highest result, which is related to perception, also has the least amount
of neutral answers. This suggests that the CSC game, as designed in the
refinement cycle, contributes to the perception construct of awareness more
significantly than to the other two constructs (i.e. protection and behaviour).
The second construct with the highest amount of agreement is protection, and
finally behaviour. These two constructs show an amount of neutral answers of
about 14% and 21%. These results suggest that, while the CSC as designed
in the refinement cycle is already adequate to raise secure coding awareness of
software developers, a further improvement in the game might still be possible.
This further improvement is done in the Sifu/Online cycle and will be discussed
in the following. Finally, a small amount of negative answers was also obtained
(just 8%), meaning that some aspects of the game did not appeal to every participant. Despite this, we observed from the survey data that every participant
has provided positive feedback on at least one one of the awareness constructs.
5.4.2.5

Evaluation of the Sifu/Online Cycle

Section 5.3 describes the elements of the Sifu/Online cycle: defensive challenges,
intelligent coach with automatic challenge security assessment, cloud-based
deployment, and the Sifu platform. In this design cycle, the CSC challenges
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were further refined through the Sifu platform. The participants were asked
to evaluate the platform through 5-point Likert scale questions. Survey
questions were based on the Awareness [154], and Happiness [45] dimensions.
Table 5.28 shows a summary of the results, in terms of the three awareness
dimensions: perception (PE), protection (PR), and behaviour (BE); and in
terms of happiness (HP).
Table 5.28: Awareness and Happiness Results for the Sifu/Online Cycle
Negative

Neutral

Positive

Perception

2.22%

8.89%

88.89%

Protection

6.67%

11.11%

82.22%

Behaviour

0.0%

6.25%

93.75%

Happiness

8.22%

10.27%

81.51%

The collected answers again indicate an agreement with the awareness
theory, in the following agreement descendent order: behaviour, perception,
and finally, protection. Also, the participants report having fun and being
happy while playing challenges in the Sifu platform.
The Hellinger distance [59] is used to measure the distance between two
probability mass functions (PMF). The distance between the PMF of the
three awareness constructs was computed to compare the results obtained
in the second (refinement) and third cycle (Sifu/Online). The obtained
results are as follows (from higher distance value to smaller distance value):
behaviour (d=0.25), perception (d=0.10), and protection (d=0.04). The
behaviour construct shows the biggest agreement improvement between the
defensive/offensive challenges played in the refinement cycle and the defensive
challenges played in the Sifu/online cycle. Although both cycles indicate
positive results, the participants have a more substantial agreement that
solving the Sifu platform’s challenges helps in actual behaviour (i.e., using
defensive challenges), than using defensive/offensive challenges. In terms of
protection, the distance between the PMF is low (0.04), indicating that the
agreement level is similar for the protection construct for both the defensive/offensive and the defensive challenges. These results were as expected
since the improvements to the challenges and the corresponding design cycles
performed in the Sifu platform increase the adequacy and usefulness of the
CyberSecurity Challenges as a means to improve software developer awareness.
An important conclusion is the fact that the refinements carried out between
the second cycle and the third cycle resulted in an overall improvement in
awareness, thus validating the decisions which were taken.
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Summary

This section has explored the development and evaluation of CyberSecurity
Challenges throughout the three design cycles: initial design, refinement cycle,
and Sifu/Online cycle. We have analyzed the three cycles in three dimensions:
RQ1 - awareness and happiness, RQ2 - impact on participants, and RQ3
- factors that contribute to the success of CyberSecurity Challenges events.
Table 5.29 shows a consolidated view of the results discussed in this section.
The first research question addressed in this section is related to the two
core theories (awareness by Hänsch et al. [154], and happiness by Graziotin et
al. [45]) upon which the present work is based. A measurement was conducted
on the level of awareness during cycles two and three. All the awareness
constructs have shown improvement between these two design cycles. In
particular, the perception construct has improved 5%, the protection construct
has improved 4%, and the behaviour construct has improved 23%, reaching the
final values of 89%, 82%, and 94% respectively. Furthermore, a measurement
of the happiness construct was conducted in the third design cycle, resulting
in 82%. The importance of these positive values is enhanced by the fact that
the company where the CyberSecurity Challenges were developed has adopted
the game in the internal software developers secure training curriculum.
Research question two is related to the perceived usefulness of the CSC
in an industrial context. Of the several obtained results, we highlight the
fact that the participant perceived learning is improved throughout the three
design cycles. In particular, the participant perceived learning is improved 18%
from the first to the second design cycle, and 9% from the second to the third
design cycle. The achieved values are to the satisfaction of the company where
the CyberSecurity Challenges were developed. Furthermore, the perceived
usefulness is in line with the feedback obtained from software developers and
also from management. One important aspect to highlight is the fact that the
usefulness of the game is expressed in an increased understanding of secure
coding. While the work hereby presented does not explore long-term effects,
previous studies give a positive indication in this direction. Specifically, our
work is based on policy compliance theory, where the secure coding guidelines
correspond to the policies. In this field, the study by Bulgurcu et al. [32]
concludes that "the employees’ intention to comply with security policies
(secure coding guidelines) is significantly influenced by awareness training".
Furthermore, the study by Graziotin et al. [45] conjectures that "happy
developers write better code", i.e. higher quality code. Since security is one
aspect of code quality, we also conclude that happy developers produce code
that contains less vulnerabilities. Therefore, we also base our reasoning on
the usefulness of the CyberSecurity Challenges in these theories, and conclude
that awareness training on secure coding guidelines, combined with happy
developers can potentially lead to improved code quality in terms of security.
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No. Events
59

4

Initial Design

Scenario 2

75

5

Refinement Cycle

Defensive

Scenario 3

71

4

Sifu/Online Cycle

Table 5.29: Overview of the Main Results

No. Players
Scenario 1

Defensive/Offensive

Deployment
Offensive

Scenario

- Deep dive

- Improving the game

- Addressing requirements

Protection: 6%(-) / 11%(N) / 82%(+)

Perception: 2%(-) / 9%(N) / 89%(+)

which focus on defensive perspective

design cycles to develop online variant

- Use lessons learned from previous

Challenges

Perception: 8%(-) / 7%(N) / 84%(+)

Behaviour: 0%(-) / 6%(N) / 94%(+)

- Initial development

Protection: 8%(-) / 14%(N) / 78%(+)

Happiness: 8%(-) / 10%(N) / 82%(+)

- Requirements

Awareness and

Behaviour: 8%(-) / 21%(N) / 71%(+)

37%(-) / 0(N) / 63%(+)

0%(-) / 10%(N) / 90%(+)

Help from coaches

Fun event: 4%(-) / 13%(N) / 83%(+)

Work-related challenges

Help from coaches

Fun event: 8%(-) / 8%(N) / 84%(+)

secure software

Understand need to develop

Work-related challenges

secure software

Understand need to develop

12%(-) / 7%(N) / 81%(+)

Learn "something" new:

.

participants

Fun event: 8%(-) / 8%(N) / 84%(+)

Learn "something" new:

Happiness

Success

Help from coaches

Learn "something" new

Factors

Impact on

Research

Research
Question
1
Research
Question
2
Research
3

Question

(-): negative answers, (N): neutral answers, (+): positive answers
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Additionally we observe that the usefulness of the CyberSecurity Challenges
shows increasingly better results throughout the three design cycles.
Finally, the third research question provides insights for practitioners who
wish to implement the CyberSecurity Challenges in their organization. One
result that is worth highlighting is the consistent feedback obtained which
confirms that CyberSecurity Challenges are fun events. This construct has
received approximately 84% agreement throughout the three design cycles. An
important observation here is that, although the types of challenge changed
from offensive to defensive/offensive, and finally to defensive, the fun construct
has received consistent feedback. This gives an indication that, although
the types of challenge change between the different design cycles, the design
methodology used ensures that this factor remains constant. In particular,
although previous work focuses on offensive challenges, our work validates
a game that also fosters fun, while addressing a different target group, i.e.
software developers in the industry. Additional factors that contribute to a
favorable outcome when using the CyberSecurity Challenges in practice, is
the fact that the players of the game are aided with coaches, and that the
challenges are also focusing work-related problems.
This section presented the main components and roles that constitute
a CyberSecurity Challenge game, and presented a one-day workshop time
schedule that has been validated in the industry. The components of the
game constitute the hardware and software which is required to deploy a
CSC game. While the different deployment scenarios are discussed in section
6.3, we recommend industry practitioners to consider the work by Tony
Robinson [225] on how to build virtual machines and virtual infrastructures.
Lastly, the one-day CSC event time schedule describes an agenda that has
been validated in the industry. This time schedule contrasts with the most
common schedules of capture-the-flag games, which have different durations,
and typically do not include an introduction to the exercises and walk-through
of the solutions at the end of the event. These agenda topics have resulted
from the participants feedback in the industry context.
5.5

Chapter Summary

This chapter presented the three design cycles used to design the CyberSecurity Challenges by means of Action-Design Research methodology. The
types of challenge were refined from an offensive perspective to a defensive
perspective throughout the research effort. In the initial design cycle, the
challenges took an offensive perspective, in the second refinement cycle,
the cycles were framed as defensive/offensive, and finally, they assumed a
defensive perspective in the Sifu/online design cycle.
Chapter 5.1 discusses the initial game, which was based on the N0stromo
capture-the-flag platform. In this chapter, we look at the game design requirements that we used to inform our design, in the subsequent cycles, on how
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to raise awareness of secure coding for software developers in the industry.
Chapter 5.2 presents the refined challenges, based on available open source
components and that are framed in a defensive/offensive perspective. In this
design cycle we conducted a study to understand how to design the challenges
in terms of challenge types and their structure. We concluded that six different
challenge types are appropriate for our goal. One of the challenge types, the
Code-Entry Challenge, was further refined in Sifu/online design cycle. Chapter
5.3 discusses the further refinement that took place, and that led to our defensive challenges. These challenges were implemented in a platform which was
coined the Sifu platform. This platform uses artificial intelligence techniques
and an intelligent coach to provide autonomous interaction and targeted guidance for the players. Finally, chapter 5.4 concludes the three-cycle design effort
by presenting an overview and consolidating the main results obtained in the
present work throughout all the interventions that took place in the industry.

6
Design Deep Dives
During our research, additional design studies were performed to understand
how to design CyberSecurity Challenges in content and duration. Additionally, studies were carried out to refine and improve the deployment of the
CyberSecurity Challenges.
Section 6.1 presents the study done to rank and prioritize secure coding
guidelines based on past incidents’ severity. The idea is to prioritize and focus
the CyberSecurity Challenges event’s learning goals on high-priority secure
coding guidelines. Section 6.2 presents the study done to dimension CyberSecurity Challenges based on the time that players take to solve challenges the challenge solve time. This study explores a method to measure challenge
solve time which is based on captured logs. Both these studies can be used
to prioritize challenges and, based on the duration of individual challenges,
dimension the total time of the CSC event.
Finally, section 6.3 presents the study carried out in relation to different
deployment scenarios. This study is also composed of three design cycles and
also follows an Action-Design Research approach.
6.1

Ranking Secure Coding Guidelines

This section discusses the topic of ranking secure coding guidelines, which was
done as a deep dive during the second design cycle. One of the limitations
in the industry is related to time, in particular non-productive hours. Doing
an awareness campaign in the industry implies that the awareness campaign
participants will stop their regular daily work activities to participate in
the awareness event. During the research conducted in the industry, we
have obtained feedback from management that the event’s duration is a
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sensitive topic. The reason for this lies with the fact that the time spent in
the awareness training is non-productive hours. These non-productive hours
result in the following two factors: loss of productivity and consequent loss
of money. Additionally, these non-productive hours (i.e. the awareness event
by itself) need to be planned to fit into the current project delivery schedule
so as not to introduce any unnecessary delays in the project.
The goal of the work presented in this section is on prioritizing secure coding
guidelines, to define a teaching curriculum for industrial software developers.
The selected secure coding guidelines are the ones for the C and C++ programming language from Carnegie Mellon’s University SEI-CERT [37]. Towards
this goal, we look at four possible metrics to measure and evaluate the importance of individual secure coding guidelines, to rank them against each other.
Additionally, we look at the awareness level of the ranked secure coding
guidelines by students in academia majoring in computer science and IT
security. This aspect of the work also serves as 1) an indicator of the awareness
level of the future workforce and 2) a motivating factor for awareness training
for recently hired employees.
Our main contributions in this work are the following:
• Methodology to compute ranks of secure coding guidelines as basis for
prioritization of the education of software developers,
• Tables with ranked secure coding guidelines for C and C++ based on
real-world data,
• Analysis of different ranked SCG, leading to the conclusion that the
exact CVSS score values do not significantly contribute to the ranking,
• Comparison study between real-world data and student perception of
ranking of secure coding guidelines.
These contributions directly impact industrial practitioners who wish to design and streamline awareness training on secure coding guidelines for software
developers in the industry. This section also contributes to scientific knowledge
on a method to rank secure coding guidelines. Furthermore, it motivates the
need to include newly hired employees in awareness training campaigns.
A preliminary version of this work was published in the first International
Computer Programming Education Conference (ICPEC) [211], which was
held online on 25-26 June 2020. A summary of the individual secure coding
guidelines discussed in this section is provided in appendix A.
6.1.1

Outlook of the Study

In this section we give a brief overview of the work discussed in this section.
This work was done through two methods: (1) ranking of SCG using online
databases, and (2) raking of SCG through questionnaires administered to
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academia students. This process was repeated for the C programming language and for the C++ programming language. The next sections provide
details on the ranking computation performed in using the two methods.
6.1.1.1

Ranking of SCG Using Online Databases

Figure 6.1 shows the process that we have followed to derive ranked secure
coding guidelines (R-SCG).
CWEs
with metrics

Vulnerability
Database

Step 2:
Mapping

SCG
with metrics

Step 3:
Tie resolving

R-SCG

Step 1:
Metric
computation
IT Security
Expert
Mapping of CWEs to
Secure Coding Rules

Figure 6.1: Derivation of Ranked Secure Coding Guidelines
It consists of the following three steps:
Step 1 compute CWE metric m(x)(c) for each of the four defined metrics
(see section 6.1.1.3),
Step 2 compute SCG metric based on CWE ! SCG mapping and then
filtering the top 15 SCG by computed metric,
Step 3 generate R-SCG table by resolving ambiguous ranks (i.e. using expert
opinion for SCG that have the same metric value).
Details on these steps are given in the following.
Step 1: computing CWE metric
Based on the CVE details online database [141], we have extracted and
grouped the CWEs and their corresponding CVSS scores s(c, ). Here c
represents the CWE ID and represents the observation index, which ranges
from 1 to n(c), i.e. the total existing entries (observations) in the database
that have CWE with ID=c. When we consulted the online database (May
2019), it consisted of 114.686 observations from 1st January 1999 until 5th
May 2019 containing 112 unique CWE identifiers. The computation of the
four metric functions m(1)(c) to m(4)(c) is detailed in section 6.1.1.3.

204

Design Deep Dives

Step 2: compute SCG metric based on CWE metric
The MITRE CWE database [143], contains pointers from CWE to the affected
SCG from Carnegie Mellon CERT-SEI Secure Coding Guideline database
[37]. The mapping provided by this database was used as the mapping rule.
Note that, in this database, one CWE can map more than one SCG (see
figure 6.2). The final SCG metric was taken as the sum of the related CWE
metrics multiplied by the CERT-SEI priority level (see sub-section 6.1.1.4).
Step 3: generate R-SCG table
After step 2, the same computed metric resulted for some secure coding
guidelines. At this stage, it was decided to disambiguate the tied secure
coding guidelines by gathering input from three different IT cybersecurity
experts from the industry. The experts were asked to rank the relative
importance of only those guidelines that had the same metric. After this,
a table containing the ordered secure coding guidelines was produced, which
we call the ranked secure coding guidelines (R-SCG).
6.1.1.2

Ranking of SCG by Academia Students

To understand how students in the academia perceive the importance of
secure coding guidelines, we have conducted an online questionnaire using
Google forms. The number of participants in this questionnaire, which lasted
one month and was done in September 2019, was 34. The participants’ age
ranged from 23 to 30, they were all Master students in computer science
(not specializing in cybersecurity), in their second year (last year). All of
the participants were familiar with programming in C, and half of them (17
participants) were familiar with programming in C++.
Participants were asked to rank every secure coding rule, which was the
outcome of phase 1, in a five point Likert scale [96, 172] ranging from "not
important" to "very important". For every SCG, the individual likert points
were averaged. The resulting SCG were sorted based on the average likert
points, resulting in a table containing the ranked secure coding guidelines
PC and PC++ from academia.
6.1.1.3

Metrics

Four different metrics as defined below were used to rate the importance of
the CWE in relation to each other (see table 6.1). In this table, c represents a
CWE ID, n(c) the number of occurrences of incidents in the online database
related to c and s(c, ) represents the CVSS score (with values in the range
0..10) present in the online database where c is the attached CWE ID and
a running index of the entries (in the range 1..n(c) entries). A CVSS score
is a quantitative severity ranking measure, with 0 being the lowest and 10
being the highest. Four metrics were used due to the lack of previous work
that gives a metric on SCG based on CVSS scores. Note that all four metrics
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use standard well-know formulas adjusted by the number of occurrences n(c),
in order to penalize CWEs that occur more often.
In our work, we define these four metrics as a mean to aggregate the
individual CVSS scores into a high-level individual CWE score, i.e. m(x)(c),
with x being the selected metric according to table 6.1. This metric is then
used, as shown in the next sections, to further break down individual secure
coding guidelines, as shown in figure 6.1, step 1.
Table 6.1: CWE Metrics
Metric

Description

Formula

1

Average CVSS Scoring

m(1)(c)=n(c)⇥

Pn(c)

2

Weighted average CVSS Scoring

m(2)(c)=n(c)⇥

Pn(c)

3

Worst-case Score

4

Number of occurrences

6.1.1.4

=1 s(c,

)

n(c)

2
=1 s (c, )
Pn(c)
s(c, )

m(3)(c)=n(c)⇥max s(c, )
m(4)(c)=n(c)

Mapping CWE Metrics to SCG Metrics

The CWE metrics, are mapped to SCG metrics, as shown in step 2 of figure 6.1.
CWE1

CWE2

m(x)(CWE1)

SCG1

CWE3

m(x)(CWE2)

SCG2

p(SCG1) x ( m(x)(CWE1)+m(x)(CWE3))

CWE4

m(x)(CWE3)

SCG3

…

m(x)(CWE4)

SCG4

SCG5

p(SCG5) x m(x)(CWE3)+m(x)(CWE4)

Figure 6.2: Details on Mapping CWE Metrics to SCG Metrics
To achieve this, we used the existing mapping from CWE IDs to SCGs as
given by MITRE [143]. It was observed that using this mapping, a single CWE
ID can relate to several SCGs. Therefore, we aggregate the final metric computation as given in the exemplary figure 6.2. In this example, SCG1 is referenced by two CWE IDs: CW E1 and CW E3, where each CWE has its own attached metric, as given section 6.1.1.3. The resulting SCG metric is then given
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by p(SCG1)⇥(m(x)(CW E1)+m(x)(CW E3)), where x in the range [1,4], and
p(SCG1) represents the SCG priority given by Carnegie Mellon SCG in [37].
6.1.2

Results

In this section we present the ranked SEI-CERT C and C++ secure coding
guidelines by means of using an online database, and through academia
students. Furthermore, we compare both methods.
6.1.2.1

Results Using Online Databases

After step 2 and step 3 of phase 1, the results for the C and C++ ranked
secure coding guidelines, can be seen in table 6.2 and table 6.3. Note that in
this section, we present the final results, corresponding to step 3 in figure 6.1,
(1)
(2)
(3) (4)
which are the ranks of the SCG (e.g RC , RC , RC ,RC ), after computing
the different metrics 1..4 for each secure coding guideline. We also present the
SCG ranked by the students (PC ) utilizing the survey. In the tables, lower
numbers indicate higher ranks and higher numbers indicate lower ranks.
To compare the rankings between themselves, we have computed the
Kendall’s tau distance metric [130] between the different ranked lists. The
Kendall’s tau distance between two lists is equal to the number of exchanges
that a bubble sort algorithm needs to apply to one list so that it becomes
equal to the other list, i.e. it results in the same ordering of items. A Kendall
tau distance of 0 means that the lists contain the elements in the same order.
For two lists of size N that are not in the same order, the Kendall tau distance
is a value larger than zero and smaller or equal to N ⇥(N 1)/2, i.e. the
maximum number of exchanges that a bubble sort algorithm can perform.
The normalized Kendall tau distance values, i.e. the Kendall-tau distance
divided by N ⇥(N 1)/2 (possible values ranging from [0..1.0]), is shown
in table 6.4 and table 6.5.
6.1.2.2

Results Through Academia Students

Result 6.6 shows the results obtained after administering the second online
questionnaire to the same participants.
This extension to the questionnaire contained low-ranked secure coding
guidelines.
In the results table, the italic guidelines are the extra secure coding guidelines added as part of the second questionnaire to the participants. The
horizontal lines cut the list into two parts: the upper part contains as many
elements as the initial list, and the lower part contains the six added elements.
Bold secure coding guidelines, in the same table, represent guidelines that
either entered the upper part or dropped down from the upper part to the
lower part of the list. We can see that for the C programming language, one
rule dropped below the line, MEM34-C, and was exchanged with WIN30-C
which moved to the upper part. In this case, only 1 rule moved up and it
has moved 2 places up in the ranking
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Table 6.2: Top 16 C Ranked Secure Coding Guidelines
(1)

(2)

(3)

(4)

C SCG

RC

RC

RC

RC

PC

STR38

1

1

1

1

5

EXP34

4

2

2

2

11

STR31

2

3

3

3

2

ARR38

3

4

4

4

6

EXP33

9

5

5

6

12

FIO30

7

6

7

5

1

STR32

8

7

6

7

3

ARR30

12

8

8

10

4

FIO34

10

9

9

8

13

FIO37

11

10

10

9

15

ARR32

13

11

11

11

10

ARR39

14

12

12

12

9

FIO45

16

13

13

13

14

MEM30

5

14

14

14

8

MEM34

6

15

15

15

16

MEM35

15

16

16

16

7

Similarly, for the C++ secure coding guidelines, we can see that 2 rules
moved from the upper part to the lower part of the new table (EXP60-CPP
and MEM55-CPP), and that 2 of the newly introduced rules have moved to the
upper part (ERR51-CPP and FIO51-CPP), respectively 9 and 8 positions up.
6.1.3

Discussion

In this section we discuss the results obtained in this work. We start by considering the results obtained through an online database. First we address the
results for the C programming language, followed by the results obtained for
the C++ programming language. Finally we present the results obtained for
through academia students for both the C and C++ programming language.
6.1.3.1

Secure Coding Guidelines for C

Table 6.2 shows the results of the ranked secure coding guidelines for metrics
1..4 and for the students, all for the C programming language. In this table,

208

Design Deep Dives

Table 6.3: Top 15 C++ Ranked Secure Coding Guidelines
(1)

(2)

(3)

(4)

MEM50

1

1

1

1

5

MEM51

2

2

2

2

7

MEM52

3

3

3

3

1

MEM53

4

4

4

4

3

MEM54

5

5

5

5

4

MEM55

6

6

6

6

15

MEM56

7

7

7

7

10

STR50

8

13

13

13

2

STR51

9

14

14

14

9

EXP53

10

8

8

8

12

EXP60

11

9

9

9

14

EXP54

12

10

10

10

6

EXP61

13

11

11

11

11

EXP62

14

12

12

12

8

STR52

15

15

15

15

13

C++SCG RC++ RC++ RC++ RC++ PC++

Table 6.4: Normalized Kendall’s Tau Distance for C SCG
(1)

RC

(2)

RC

(3)

RC

(4)

RC

PC

(1)

0.000

(2)

0.208 0.000

(3)

0.217 0.008 0.000

RC

(4)

0.183 0.025 0.033 0.000

PC

0.379 0.358 0.367 0.367 0.000

RC
RC
RC
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Table 6.5: Normalized Kendall’s Tau Distance for C++ SCG
(1)

RC++

(2)

RC++

(3)

RC++

(4)

RC++

PC++

(1)

RC++ 0.000
(2)

RC++ 0.095 0.000
(3)

RC++ 0.095 0.000 0.000
(4)

RC++ 0.095 0.000 0.000 0.000
PC++ 0.300 0.367 0.367 0.367 0.000

lower numbers mean higher ranks and larger numbers mean lower ranks.
For example, based on Metric 1, the top-5 ranked SCG is [STR38, STR31,
ARR38, EXP34, MEM30], while using Metric 2 they are [STR38, EXP34,
STR31, ARR38, EXP33]. Addionally, table 6.4 shows the corresponding
Kendall distance between the R-SCG. For example, the distance between
the R-SCG using Metric 1 and Metric 3 is 0.217.
In table 6.2 we can see that we can group the obtained results into three
(1)
(2)
(3)
(4)
different clusters: 1:{RC }, 2:{RC ,RC ,RC } and 3:{PC } according to their
relative distances. The 3rd cluster is the one that is most distant from all the
other clusters, with a more significant distance in the range ]0.35,0.38[. Since
this cluster represents students’ feedback, it also means that their answers are
the most farther away from our outcome using real-world data. Furthermore,
the 1st cluster (Metric 1) is also distant from the 2nd cluster (Metric 2, 3 and
4), whereby the normalized Kendall-tau distance is bigger than ]0.22,0.25[. It
is surprising that the Metric 2, 3 and 4 have low distance and form a separate
cluster to Metric 1. This discrepancy is most likely because the first metric,
since it takes the average CVSS score, tends to lower the overall metric value,
while all the other metrics penalize on higher CVSS scores, potentially leading
to a different sorting of the list. It is nonetheless interesting to note that the
list of the top-4 most important SCG still contains the same guidelines for
the defined four metrics.
The secure coding guidelines which have gotten the highest ranking among
the students was FIO30-C, which is "exclude user input from format strings".
The same guideline is ranked lower using Metric 1, 2, 3 and 4, ranking 7, 6, 7, 5,
respectively. Although not following this SCG can obviously lead to vulnerabilities, to exploit it, several additional conditions must be met - this is reflected,
in practice, by the lower rank achieved by the results based on real-world data.
The lowest normalized Kendall-tau distance is between Metric 2 and
Metric 3. This can also be seen in table 6.4, where only R-SCG with Rank
6 and 7 are swapped.
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Table 6.6: Ranking from Academia Students
PC⇤

⇤
PC++

FIO30-C

MEM52-CPP

STR31-C

STR50-CPP

STR32-C

MEM53-CPP

ARR30-C

MEM54-CPP

STR38-C

MEM50-CPP

ARR38-C

EXP54-CPP

MEM35-C

ERR51-CPP

MEM30-C

FIO51-CPP

ARR39-C

MEM51-CPP

ARR32-C

EXP62-CPP

EXP34-C

STR51-CPP

EXP33-C

MEM56-CPP

FIO34-C

EXP61-CPP

FIO45-C

EXP53-CPP

WIN30-C

STR52-CPP

FIO37-C

DCL59-CPP

MEM34-C

Rule A2-11-5

DCL38-C

EXP60-CPP

MISRA-C 19.2

MEM55-CPP

MISRA-C 11.4

Rule A5-0-2

MISRA-C 12.13

Rule A18-1-1

DCL31-C
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Table 6.3 shows the results for the C++ programming language of the ranked
secure coding guidelines for metrics 1..4 and from the students’ input. In this
table, lower numbers mean higher ranks, and larger numbers mean lower ranks.
Table 6.5 shows the corresponding Kendall distance between the ranked lists.
Same as for the C secure coding guidelines, we can group the results
(1)
(2)
(3)
(4)
into three clusters 1:{RC++}, 2:{RC++,RC++,RC++} and 3:{PC++} according to
their relative distances. For this case, the following results are immediately
apparent: (1) the clusters are the same as for the C programming language,
(2) three values have the zero distance (i.e. are the same) and (3) the distance
{PC++} to the other ranked lists is about the same as for the C R-SCG.
For the first observation, this re-states that metrics 2, 3 and 4 do not
produce significantly different results, as for the C SCG case. The second
observation means that, for the C++ case, the metrics have lead to exactly
the same R-SCG results (i.e. the same ranked list). The third observation
means that the students, as for the C R-SCG, have a different perception
for what is important as what was extracted from real-world data.
Furthermore, we see that the Top-7 R-SCG for C++ are all the same,
independently of using Metric 1, 2, 3 or 4. The same cannot be said for the
ranking obtained from the students.
6.1.3.3

Discussion on Results from Academia Students

The results 6.6 show that the original ranked results did not change considerably for the C programming language. In fact, only the rule has dropped
down from the table (MEM34-C), giving way to a new rule WIN30-C. As
such, the effects of this change are considered marginal. However, for the
C++ programming language, two secure coding rules have dropped down
considerably (EXP60-CPP and MEM55-CPP), and the rules ERR51-CPP
and FIO51-CPP have taken the ranks 7 and 8, respectively. This change
is non trivial, as the rules went up the list considerably and they were two
of them. One possible factor for this might be the complexity of the C++
language compared to the C programming language’s simplicity. We hypothesize that it is easier to evaluate and understand the impact of secure coding
rules in C than C++ since C is a subset of the C++ language. Furthermore,
the results also suggest that academic students are not so good at inferring
the importance of SCG. This results in a gap between academia and industry
due to the different levels of perception of importance.
6.1.4

Summary

This section discusses the deep dive on "ranking secure coding guidelines"
performed during the refinement cycle. Figure 6.3 shows the main factors that
drove the research on this subject. This figure shows four main driving factors
in the design research on raising awareness of secure coding guidelines of
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software developers in the industry. These factors are awareness, cybersecurity
challenges, secure coding guidelines, and industry.
Raise
Awareness

CyberSecurity
Challenges
Ranking

Secure Coding
Guidelines

Secure Coding
Guidelines

Industry
Environment

Figure 6.3: Factors Influencing Work on SCG Ranking
While this section explores the C and C++ secure coding guidelines from
SEI-CERT [37], it applies to other secure coding guidelines and software development best practices. One of the limiting and sensitive factors in the industry
is related with the question of time, i.e. with the amount of money invested
for training. This implies that some adjustments should be made to accommodate for this factor. One of the possible adjustment is to select secure coding
guidelines for the training activities that are important for business. Our definition of important secure coding guidelines for business relates to evaluating
the impact these guidelines have had on previously known incidents. Our suggested method is to compute a metric for every secure coding guideline based
on the mapping of previous incidents to individual secure coding guidelines.
The following lists the main lessons learned which are a result of the present
work:
• Knowing the ranks of secure coding guidelines allows to:
1. streamline and design an awareness program that focuses on
secure coding guidelines,
2. save time during awareness training through focusing on highimpact secure coding guidelines,
3. contribute to awareness of high-impact secure coding guidelines,
aiming to reduce high-impact incidents.
• Ranking of secure coding guidelines can be achieved by:
1. mapping of previous security incidents to individual guidelines,
2. definition of company-internal priorities, e.g. by management,
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3. use available guidance, e.g. in-house expertise or external companies.
Furthermore, figure 6.4 shows a SWOT (Strength, Weakness, Opportunity,
Threats) [9] of the usage of ranked secure coding guidelines in an industrial
environment. The analysis presented in this figure aids industry practitioners
and researchers to understand the advantages and limitations of the work
presented in this section.

Ranking Secure Coding Guidelines
INTERNAL ASPECTS

STRENGTHS

WEAKNESSES

• Theory engrained
awareness program

• Specific programming
language

• Save time/money in
Industrial setting

• Establish process to rank,
maintain and monitor
SCG

• Adaptation to each
individual company

• Method does not
consider SAST easy
catches

EXTERNAL ASPECTS

OPPORTUNITIES
• Awareness program
based on impact of
SCG
• Ranking based on
previous incidents
• Evaluation of
knowledge-level

THREATS
• Changing vulnerability
landscape
• Metrics for ranking not
very clear
• Bias introduced by
expert opinions to
untie metrics

Figure 6.4: SWOT Analysis of Ranking SCG
The important aspects to consider are that the work hereby presented
allows the development of an awareness program that is well-motivated from
a theoretical perspective. However, from a practical aspect, this work needs
to be repeated for each programming language and also needs to be repeated
when the landscape of security incidents changes, when new attack vectors
(new secure coding guidelines are developed), or the programming language
evolves (e.g. through a new standard). Furthermore, the following additional
aspect that should be considered is that, although the ranks of the secure
coding guidelines are computed based on available data, the computation
of the different metrics can result in a tie that security experts must solve.
The work presented in the current section emphasizes the complexity of
secure coding guidelines in the industry.
6.2

Dimensioning Challenges Temporaly

In this section, we discuss the topic of how to measure the time players need to
solve challenges, as a method to dimension a CyberSecurity Challenges event.
The work hereby presented is part of the deep dive during the second design
cycle - the refinement cycle. Time management is an essential factor to the success of CyberSecurity Challenges in the industry. To address the issue of time
management, the deep dive studies explore two different aspects: (1) ranking
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and selection of secure coding guidelines as a means plan a CSC event, and (2)
the average duration that a player needs to solve a challenge (that we call the
challenge solve time). While section 6.1 discusses the first aspect on ranking
secure coding guidelines, this section discusses the challenge solve time aspect.
In particular, it looks at how to determine the amount of time to reserve
for each challenge scheduled for a CSC event. Both topics together (ranking
and challenge solve time) can be used by practitioners to plan a CSC event.
The motivation to study the first aspect - the challenge solve time - has to do
with the types of challenges. CyberSecurity Challenges can be performed using
two different types of challenges: defensive/offensive (based on existing opensource components), and defensive challenges (based on the Sifu platform).
Measuring challenge solve time is trivial for challenges based on the Sifu platform. Since this platform is developed in-house, and a feature is implemented
to measure the challenge solve time using standard mechanisms. However,
since the defensive/offensive challenges are based on existing open-source components, we cannot assume that these have a mechanism to measure challenge
solve time. Therefore, we look at other methods to perform this measurement,
in particular, by exploring the data available in the CSC dashboard.
Additionally, this section also addresses the coaching aspect during a CSC
event, in particular, it looks at derived challenge solve time profiles as a
means to inform CSC coaches on teams that might require assistance. Note
that conceptually, the idea of using a time profile to assist teams can be
extended to a scenario using fully automated virtual coaches, i.e. without
the physical presence of virtual coaches.
Finally, this section also looks at the time profile obtained from dashboard
interactions to derive player profiles. Our results are inconclusive in terms
of finding a relationship between player profile and awareness. Nevertheless,
CSC’s goal is not to support winning teams but to raise awareness of secure
coding guidelines on all the participants of the CSC event.
A preliminary version of the work presented in this section was published
in the first International Computer Programming Education Conference
(ICPEC) [210], which took place online from 23 to 24 April 2020. The work
generated interest in the research community and subsequently received a
Best Paper Award together with an invitation to submit an extended version
to the special issue on Computer Programming Education of the Information
Systems Journal [213].
6.2.1

CyberSecurity Awareness Through CSC

Capture-the-flag games pose complex security exercises to participants, and,
often, solving these challenges can take days [231]. It is not unusual that only
a few of the participants manage to solve all the challenges.
To properly dimension the duration and number of challenges for a CyberSecurity Challenge event, the individual time that a developer takes to solve
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a single challenge and its time characteristics must estimated and understood.
The estimation must be known before the planning of the event. However,
estimates of the time that players require to solve a given challenge (challenge
solve time) must be based on data acquired from past events. Several methods
can be used to measure this time, including simply looking up a clock and
registering the time on paper. The precision of the measurement depends
heavily on the technique used to measure.
In the present work, all the participants to the event have an industry
background, and the challenges are related to their work environment. Therefore, the variance of the measurement is expected to not be critical compared
to the case in which the participants’ background is more diverse.
In this work, we introduce a method to measure the challenge solve time
based on collected time-stamps, that are generated by standard tools (e.g.,
AJAX scripts). This is possible since the CSC game players always need to
interact with a server component.
Using the recorded data from previous events helps CSC designers estimate
the challenge solve time and further improve, refine, and inform future CSV
events. Based on this scenario, this work addresses the following research
questions:
RQ1: How to measure the time it takes to solve a CSC challenge?
RQ2: What are the limitations to measure the time it takes to solve a CSC
challenge?
RQ3: Which factors can be used to inform CSC coaches during gameplay?
While we address the first two research questions quantitatively, the latter
research question is addressed qualitatively, based on the field experience.
The present work introduces two methods to measure the challenge solve
time and provides a first analysis of CyberSecurity Challenges to aid CSC
game designers in planning CSC events. The objective is to understand
the interaction in CyberSecurity Challenges, identify implications for the
game design, and optimize participants’ gaming experience. Furthermore,
the present work aims at improving scientific knowledge on methods and
limitations that can be used to measure challenge solve time for CSC games.
This study bases its conclusions on the data collected from 12 CSC events,
with a total of 190 participants from the industry, that took place between
2017 and 2020. Furthermore, we identify player profiles based on player
interactions with the infrastructure, which enable CSC coaches to direct their
help towards individual players or teams while lowering their frustration,
maintaining the flow state, and increasing overall happiness.
The rest of the section is structured as follows. Section 6.2.2 introduces
the two main proposals to measure challenge solve time to address RQ1 and
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briefly present the data collection and research method. In Section 6.2.5,
the results of the analysis of collected data are presented. This section gives
practitioners practical indications of challenge solve times and on CSV event
planning. Furthermore, this section addresses RQ2 and RQ3 by comparing
the obtained results through the two different computation methods, and
several factors are identified that aid CSC coaches in their activities during a
CSC event. The last section concludes with an outlook on the presented work.
6.2.2

Measuring Challenge Solve Time

CyberSecurity Challenges, can contain challenges based on two different
backgrounds: 1) challenges based on existing open-source components and 2)
own in-house developed challenges (Sifu platform). An essential requirement
for CSC Events in the industry is the proper planning of the event in terms
of overall duration and learning goals. These requirements lead to the critical
question on how to compute the time it takes to solve a CSC challenge, which
we call the challenge solve time. The definition of the challenge solve time
includes all three challenge phases: introduction, challenge, and conclusion;
this means that the challenge solve time counts the time from which a player
or team starts working on the challenge until a correct solution is found,
i.e., the challenge is solved. Knowing the challenge solve time is required to
inform the design and refinement of future CSC events.
challenges based on open-source components, since they are not necessarily
designed to be integrated into a CSC event, typically have no implemented
mechanism that easily allows us to measure challenge solve time. According
to the author’s experience, adding this functionality might either not be
possible or very expensive (i.e., high effort). The reasons that motivated the
decision to not modify the open source projects are based on development and
maintenance costs, since for every new release of the open-source component,
the functionality might need to be implemented again. Therefore, a different
(lightweight) method is required to achieve this goal. The alternative solution
is to re-use the data available in the CSC dashboard [113]. One main advantage of this solution is that this data is readily available, and no particular
setup needs to be performed. For the Sifu platform, which is developed
in-house, this functionality was implemented by the author directly in the
platform using existing standard methods (details are given in the following).
The main limitation of using this proposed strategy (i.e. using dashboard
data) is that it is impossible to determine the exact start and end time-points
required to compute the challenge solve time. It might also be difficult to
distinguish when more than one player in a team is working on different
challenges, i.e., different team members work in parallel in solving challenges.
However, a more in-depth analysis of these limitations is addressed in the
results and discussion section.
Next, we will present the two different methods used to compute the
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challenge solve time: 1) based on dashboard data, and 2) based on the Sifu
platform data. We intend to use the proposed computational methods, which
will also be described in the following, to address our research questions.
Additionally, we will use the collected data to determine the challenge’s solve
time characteristics, use the data to analyze the player profiles to inform
game coaches during gameplay.
6.2.2.1

Challenge Solve Time from Dashboard

Figure 6.5 shows a CSC dashboard based on the open-source CTFd [113]
project. The challenges present in the figure are web application challenges, as
described previously. Note that, although the figure shows Web challenges, this
platform hosts all the CSC challenges. In particular, it hosts the Web, C/C++,
Comics, Forensics, Python and the Questions. This trait of hosting all the challenges is used in later sections to compare differences in the estimation of challenge solve time using dashboard data and separately using the Sifu platform.
Then a player interacts with the dashboard, an event is recorded in the
internal SQLi database. This mechanism is an integral part of the CTFd [113]
dashboard, and is implemented using the standard Flask Python framework.
There are three types of event that are stored in this database by the CTFd
platform, and that are relevant for our analysis are the following: C - Correct
Solve, W - Wrong Solution, and H - Hint. The event C occurs when a player
submits a correct flag to the dashboard; the event W occurs when a player
submits a false flag or solution to a challenge to the dashboard; the event H
occurs when a player requests a challenge hint from the dashboard. For each
of these events ( ), the dashboard captures the following data in a database:
event timestamp (t ), event type (e ), CSC challenge (c ) and team (⌧ ), in
a 4-tuple as follows: : (t ,e ,c ,⌧ ).
Figure 6.6 shows an example of events recorded in a dashboard database
for a given team.

Figure 6.6: Computing Challenge Solve Time from Player Interactions with
the Dashboard
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Figure 6.5: Exemplary Dashboard of a CyberSecurity Challenges Event
Using CTFd
The x-axis corresponds to time, and the y-axis marks the occurred events.
The first three events are as follows: the first event, which occurs at time
t1, is a correct flag submission C1 for challenge number 1; the next event is
a request for a hint H2 for challenge number 2, which occurs at time t2; the
third event occurs at time t3 and corresponds to a correct flag submission
C2 to challenge number 2.
Using the definition of challenge solve time, and the dashboard events
stored in the database, the challenge solve time for challenge n, i.e. TnS is
computed as follows:
X
TnS =
(ti tj ),
(6.1)
where i and j represent non-intersecting consecutive timestamps such that
i < j and event i is related to a different challenge than n, and all events
from (i+1) to (j) are only related to challenge n. Figure 6.6 illustrates the
computation of the challenge solve times for C2, C3, C4, and C5. Note that
it is not possible to compute TCS1 since only one timestamp (t1) is available.
For TCS2 the related timestamps used for the computation are t1 and t3, since
event 1 is not related to challenge 2 (it is related to challenge 1), and all
events between 2 and 3 are only related to challenge 2 (i.e. H2 and C2).
Therefore, TCS2 = t3 t1. Also note that the time between event three and
event eleven does not count to the challenge solve time computation because
it intersects with other computations, and between the two events, there are
events related to other challenges other than challenge number 3.
The main idea is to exclude time differences that include events related
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to other challenges is since it cannot be excluded that between these times,
someone in the team is working on a different challenge (as recorded by the
event). Therefore, to reduce computational errors, these time intervals are
removed from the computation. The overall result of this restriction is that
fewer data from the dashboard might be considered valid.
6.2.2.2

Challenge Solve Time from Challenge Heartbeat

Figure 6.7 shows the web interface to the Sifu platform containing a C/C++
challenge. When a player opens this page on the browser, the Javascript code
starts a routine that we call challenge heartbeat. The challenge heartbeat
consists of the web interface contacting the backend server with a message
stating that the webpage is open. This functionality is implemented using
standard AJAX. To reduce load on the client-side and on the server-side, the
heartbeat message is sent only every 20 seconds. Note that the heartbeat
time’s choice also corresponds to a trade-off between precision and load on
the server-side to process several parallel heartbeat connections from all the
concurrent players accessing the Sifu platform.
Every time a challenge heartbeat is received on the server-side, it is stored
in an internal database. The values that are stored in this database are a
3-tuple as follows: : (t ,c ,⌧ ). Similar to the data stored in the database
of the dashboard, t represents the time-stamp when the heartbeat message
was received, c , represents challenge, and ⌧ represents the team.
Like the dashboard, computing the challenge solve time of a given challenge
consists of counting the total number of received heartbeats (only for solved
challenges) that correspond to the challenge and multiplying this number
by the heartbeat time (i.e., 20 seconds). This can be computed as follows:
TnS =|H (n)|. S ,
where |·| represents the number of elements in a set,
heartbeat time, and

S

(6.2)
= 20 sec is the

H (n)={8j |cj =n},
(6.3)
is the set of all indexes such that the event is related to challenge n.
Figure 6.8 shows an example of heartbeat messages for a given team and
for four challenges C1 to C4. The x-axis represents time, and the y-axis shows
heartbeat messages. The star in the graph represents a solved challenge. Note
that, since C3 was never solved, i.e., the flag was not obtained, the challenge
solve time cannot be computed. The challenge solve time for challenge C1
consists of counting the number of heartbeats which, as per example in the
figure, are split over two-time intervals: 1 and 7.
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Figure 6.7: Web Interface of the Sifu Platform

Figure 6.8: Computing Challenge Solve Time from the Sifu Platform’s
Heartbeat
6.2.2.3

Time Characteristics: Probability of Solving Challenge

To understand the dynamic of CSC exercises, we define a new function: the
challenge failure probability - Pf (t). This function is dependent on time, and
captures the time characteristics of the challenge solve time, in form of a probability. The main idea is to compute the probability of a challenge not being
solved until time t has passed since the beginning to solve the challenge. This
function will have a value of 1 at time t=0, since, at the beginning of working
on a challenge, no player has, by definition, yet solved the challenge, i.e., all
players have failed to solve the challenge; therefore Pf (0)=1.0. Assuming that,
given enough time, all challenges will eventually be solved, as time passes, the
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probability will monotonically decrease towards zero, i.e., Pf (1)=0. To compute this function, we make use of the recorded events. Note that these events
can be collected from the CTFd database and from the log files of the Sifu
platform. Therefore, this method works for both methods of data collection.
For a each challenge and for each team, we can define the following function:
X
s(t)=
(t t ),
(6.4)
t 2S

where (t) is the Dirac-Delta function, and S is the set of all times when
a challenge was solved. The challenge fail probability at time t, Pf (t) is then
given as follows:
R1
Z t
s(u)du
1
t
Pf (t)= R 1
=1
s(u)du
(6.5)
|S
|
s(u)du
0
0
where
Z 1
|S |=
s(u)du
(6.6)
0

represents the total number of challenges solved. Knowing the shape of this
function and piloting its graph can give a practitioner more information than
more straightforward statistic measurements such as quartiles. An advantage
to define and compute this curve is to compare results obtained using data from
the dashboard against results obtained from using data from the Sifu platform.
6.2.2.4

Team Profiles

Based on the CTFd database’s information, we define the team profile based
on the cumulative team interactions over time. Furthermore, we define this
function as being normalized in time (according to the entire duration of the
workshop) and being normalized in terms of the total number of interactions.
A more formal definition of
the team interactivity function is given as:
R ⌧.T
Z ⌧.T
i(u)du
1
0
I(⌧)= R 1
=
i(u)du,
(6.7)
i(u)du |I | 0
0
where
Z ⌧.T
|I |=
i(u)du,
(6.8)
0

and

i(t)=

X

t 2I

(t t ),

(6.9)

and I represents the set of all times when an interaction with the dashboard occurred, T is the total duration of the workshop, and 0⌧ 1. The
definition of the function I(⌧) suggests that its graph, for a team that has
regular and constant interactions with the dashboard, is a simple straight
line from the origin to the point (1,1).
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6.2.3

Challenge Playing Graphs

Another insight into the collected data, which applies to the Sifu platform is
described as follows. Since the Sifu platform contains a heartbeat mechanism,
we draw a graph of time versus challenges. What is drawn in the graph
are filled rectangles, which are placed between the last received heartbeat
and the current heartbeat for every challenge. This graph’s idea is to know
which challenges are being solved simultaneously by every member in the
team. Furthermore, this graph can be used to determine the sequence of
challenges that teams choose on average. Resulting black horizontal bars
indicates that at least one player is currently browsing the Sifu platform’s
corresponding challenge. The additional information that this graph can add to
the knowledge of the game dynamics is to know and understand when players
are playing a certain challenge and how many challenges are being solved
in parallel. According to the author’s experience, teams work better when all
team members are involved in a discussion and try to solve a challenge together.
6.2.4

Results

This section presents the results of the twelve CSC games played in an industrial setting. From 2017 to 2020, the author has collected data from 12 different
CSC events (that took place online and in four different countries), whereby
190 software developers, pen-testers, and test engineers with ages ranging
from 25 to 60 and with an industrial background have participated. Table
6.7 summarizes the 12 game events in chronological order with the number of
participants and the CSC event’s focus domain. Furthermore, it shows how
Table 6.7: Overview of the CyberSecurity Challenges Events
Event No.
When

1

2

3

4

5

6

7

8

9

10

11

12

2017

2018

2018

2018

2018

2019

2019

2019

2019

2020

2020

2020
Jul

Nov

May

Jul

Jul

Sep

Aug

Sep

Sep

Oct

Jul

Jul

No. Players

11

12

6

30

16

14

15

7

23

21

20

15

Where

DE

DE

DE

DE

DE

CH

DE

DE

TK

ON

ON

ON

Focus

Mixed

Web

Web

Mixed

Web

Mixed

Mixed

Web

DB

DB

DB

DB

DB

DB

DB

DB

Data
Collection

C/C++ C/C++ C/C++ C/C++
DB

DB

DB

DB

Sifu

Sifu

Sifu

DB: Dashboard, DE: Germany, CH: China, TK: Turkey, ON: Online

data was collected: either using CTFd dashboard or CTFd dashboard together
with Sifu platform. The results were computed from the dashboard data in
the SQLlite database and from the Sifu platform logs. Data was pre-processed
using Python scripts and then analyzed using R-Studio version 1.2.5001 [169].
Event 1 validated the core CSC design and tested the gaming infrastructure.
The participants to this event were cybersecurity experts. The participants to
events 2 and 3 were professional software developers. Participants to event 4
were software developers, but it also included pen-testers and quality engineers.
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The participants’ distribution was as follows: 16% were of non-software developers, and 84% were professional software developers. The Comic challenges were
used in events 2 and 3 and were not part of any further CSC event (see [97]).
Except for the event 10, participants of the remaining events were exclusively
professional software developers. Participants to event 10 included 7 computer
science students, 7 professional software developers and 1 assistant professor.
During a CSC event, participants gave their consent on the data collection
in anonymized form. The participants also consented the data to be used
for scientific research purposes. Since all the collected data is anonymized,
tracing back to each person is not possible. This restriction applies in an
industrial setting, where personal data is not allowed to be collected.
The data collected, as shown in table 6.7 comprised of dashboard data
(for events 1 through 9) and dashboard data and Sifu platform data (for
events 10 through 12). In the last three events, the Sifu platform was used in
conjunction with the dashboard. Note that the data collected through both
means is related to the same CSC challenges and the same teams. The data
collected in these events thus allows us to compare the results obtained using
both challenge solve time computational methods, as discussed previously.
In the following, we structure the presentation of the results in the following
way. First, we explore the results obtained for challenge solve time using
the dashboard (events 1-9). Next, we present the results for challenge solve
time based on the Sifu platform’s data during the events 10 to 12. In the
following section, we compare the challenge solve time as computed using
both dashboard data and Sifu platform data for the events 10 to 12. Following
this, we discuss the team profiles, as obtained through player interaction with
the dashboard. Next we compare the player profiles with the final ranking
in terms of points, obtained by the individual teams. Finally, we present the
results related to the challenge playing graphs.
6.2.4.1

Time to Solve Challenges Using Dashboard Data

Table 6.8 gives a summary of the challenge solve time, based on collected
dashboard data for events 1 to 9. The challenge solve time is shown for each
Table 6.8: Detailed Challenge Solve Time Results for the Dashboard
avg.

min.

max.

(sec)

(sec)

(sec)

C/C++

1973

69

Comics

245

14

Forensics
Python
Questions
Web

stde.

q25

q50

q75

q99

k

6852

201.5

666

1172

2810

6702

3.24

1494

41.2

42

105

275

1444

7.22

555

10

6772

54.4

81

227

545

4988

19.30

1269

63

6893

176.3

375

743

1844

5553

7.07

246

3

6904

14.3

23

52

153

3865

40.20

1025

7

6973

65.9

197

492

1173

5876

7.07
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category of challenges, and the following results are summarized in the table:
average (avg.), minimum (min), maximum (max), standard error (stde.), 25%
quartile (q25), 50% quartile (q50), 75% quartile (q75), 99% quartile (q99)
and kurtosis (k) values.
The analysis illustrates that different topics and kinds of questions yield
different times to respond. The results obtained in this work show that
it takes on average about 30 min to solve C/C++ challenges, 20 min for
Python challenges, 15 min for web challenges, and 4 min for multiple-choice
questions, and 4 min for the Comics challenges. These results indicate that
C/C++ challenges are more difficult to solve than web challenges. Generic
multiple-choice questions and questions based on comics are less challenging
to solve, as expected.
Surprisingly, in table 6.8, the Forensic challenges, although not the core
competency of the players have been solved on average in only slightly more
time than multiple-choice questions. The author attributes this to the fact
that, in order to solve these challenges, specialized tools (in our case, Wireshark) help the participants and, it cannot be excluded that the participants
that chose to solve these challenges have experience with these tools. Even
if participants do not previously know this tool, they can navigate it and find
the appropriate option(s) to solve the problem.
Concerning the Comics challenges, the author’s previous work has determined that the participants did not find the comics to be useful during the
CSC events. These challenges were rather experienced as distracting, see [97].
For this reason, these types of challenges were only present on the second
and third events.
Note that the two categories, Forensics, and Questions, have high kurtosis
values. These high values are an indicator that there is no given, well-known
path to the result. The participants might know how to use an appropriate tool,
know a simple method to solve the challenge quickly or use their skills to solve
it. Potentially, players’ background and experience lead to the differences in
time that it takes to solve a challenge. For the Python challenges, however, the
average time is higher, and the kurtosis lower, i.e., the distribution is sharper.
We interpret this as an indication that it takes more effort to solve a Python
challenge, but players may follow a defined strategy to solve the challenge
in a given time. A similar effect is observed for C/C++ and Web categories.
6.2.4.2

Time to Solve Challenges Using Challenge Heartbeat

Table 6.9 gives a summary of the challenge solve time, based on collected Sifu
platform data for events 10 to 12. Note that all the challenges in the Sifu
platform are C/C++ challenges. The challenge solve time is shown for each
category of challenges, and the following results are summarized in the table:
average (avg.), minimum (min), maximum (max), standard error (stde.), 25%
quartile (q25), 50% quartile (q50), 75% quartile (q75), 99% quartile (q99)
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Table 6.9: Detailed Challenge Solve Time Results for the Sifu Platform
avg.

min.

max.

(sec)

(sec)

(sec)

CWE-14

1425

303

CWE-77

1866

CWE-121

1545

CWE-127

stde.

q25

q50

q75

q99

k

3969

431

625

996

1807

3854

3.33

479

4691

560

1068

1259

2249

4592

2.85

325

3381

657

501

619

2899

3362

1.26

1348

120

5972

776

550

740

750

5659

5.05

CWE-134

1460

220

5121

925

300

700

961

4954

3.14

CWE-190

1280

40

5821

219

290

800

1385

5526

5.20

CWE-242

983

60

4380

352

340

459

1049

4118

6.09

CWE-330

839

98

3036

552

280

340

440

2933

3.20

CWE-338

1858

40

6512

789

380

729

2938

6284

3.29

CWE-676

1681

500

3138

318

1146

1429

2106

3116

2.09

CWE-758

1248

140

5567

651

190

547

1155

5311

5.01

and kurtosis (k) values.
The minimum average challenge solve time is about 14 min, and the
maximum average challenge solve time is about 31 min. All the kurtosis
values are small (single digit), which indicates that the data distribution is a
sharp curve. Surprisingly, some challenges (CWE-190, CWE-242, CWE-330,
and CWE-338) show low minimum values for challenge solve time (40 to 98
seconds). This observation indicates that, for some players, these challenges
were easy to be solved.
6.2.4.3

Comparison of Time to Solve Challenge Computation
Methods

Events 10, 11, and 12 were used to compare the two different challenge solve
time computation methods previously introduced. The challenge solve time
was computed using dashboard data and, independently, computed using
data from the Sifu platform. Figure 6.9 shows the computed challenge solve
time based on dashboard data, and figure 6.10 shows the computed challenge
solve time, which is based on data collected from the Sifu platform.
On these graphs, the upper limit of the gray bar represents the 75% quartile,
while the lower limit of the gray bar represents the 25% quartile, both based
on combining all the results for all the challenges. The red line represents the
average challenge solve time of the combined results for all the challenges.
This analysis shows that for challenges CWE-14, CWE-121, CWE-127,
CWE-242, CWE-758, and CWE-783, both computation methods show approximately the same result. For the remaining challenges, the differences
in computation are that either the average time is higher for results collected
from the dashboard or that the average time is higher for results collected
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Figure 6.9: Challenge Solve Time from Dashboard based on Sifu Challenges’
Flag Submissions
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Figure 6.10: Challenge Solve Time from Sifu Platform’s Challenge Heartbeat
from the Sifu platform’s challenge heartbeat.
The discrepancies between these two results have been observed in practice
by the author during the three events. This difference occurs because of the
two observed phenomena: 1) some teams did not immediately submit the
flag to the dashboard upon solving it in the Sifu platform, and 2) some teams
did not close the web browser window containing the Sifu challenge after
submitting the flag to the dashboard. These two phenomena can either result
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in an overestimation or an underestimation of challenge solve time using both
data from dashboard or Sifu platform.
To better understand the overall estimation between the two methods, the
challenge fail probability, as previously defined, was computed for the consolidated data of all the challenges both for the dashboard and for the Sifu platform. This analysis is possible since all challenges are of the same category. The
analysis is, therefore, valid for a typical C/C++ challenge in the Sifu platform.
Figure 6.11 shows the computed probability of challenge solve versus time.
The results show that this probability is high (close to 1.0) for small time
1.0
Dashboard

Probability of Solving Challenge

Sifu Platform
0.8

0.6

0.4

0.2

0.0
10

100

1000

10000
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Figure 6.11: Consolidated Pf Computed with Data from the Dashboard
and Sifu Platform
values and becomes very low (close to 0.0) for large values of time. This
result is expected as the participants need time to solve the challenges, i.e.,
initially, the failure rate is high; however, with time the different challenges
start being solved, and the probability that challenges are not solved starts
decreasing with increasing time.
As expected, according to results shown in previous subsections, there are
differences between the computed challenge solve time using dashboard data
and challenge solve time computed using the challenge heartbeat from the
Sifu platform. We can observe from the figure that both curves have a similar
behaviour and are close together, showing similar results. A practitioner can
use these curves to understand the margin of error incurred by using either
measurement technique. It can also be used for the planning of CSC events.
Finally, figure 6.12 shows the same curve but for the eleven individual challenges. The plots show a general agreement between both measurements and
exemplify the individual margin of errors for both measurement techniques.
Another interesting conclusion for a practitioner is the fact that, by computing these probability curves, not only can a practitioner find better estimates
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for individual challenges, but also combining the curves to a consolidated
view (as in figure 6.11) leads to a better overall estimation of the challenge
solve time for a complete CSC Event.
Concerning RQ3, obtaining these curves is also essential for a good coaching
strategy. The individual curves are plotted in a graph that has a logarithmic
x-scale. This fact means that the time increases exponentially when moving
towards the right-hand side of the graph. We observe that, after about 20%
of the challenge failure rate (i.e., at approx minute 15), moving more to the
right increases the time considerably; however, both curves’ slope is more
flattened than in the transition zone at about 50%. This observation means
that it takes a considerably higher amount of time (exponentially increasing)
to solve a challenge after a team has spent about 15 min on its solution.
Note that the 15 min mark is well in agreement with the average challenge
solve time presented in the previous section for this type of challenge.
At this time (15 min), the author recommends that the CSC coaches ask
if the teams need assistance in solving the current challenge. With this, the
highest effort (80%) was already performed by the team members, and the
coach can intervene to help finish the challenge. This help from the CSC
coaches can be done by providing additional hints and indications towards
the solution. According to experience on the field, the participants report
that the coaches’ help has helped reduce frustration during gameplay and
increase overall happiness with playing the game. One possible way to keep
track of this is to implement a panel in the Sifu platform that CSC coaches;
When the challenge solve time of a given team exceeds a certain threshold,
the coaches can intervene and help the team.
6.2.4.4

Team Profiles

We define team profiles to represent the overall gaming playing mode that
a team has experienced when solving the individual challenges. These
curves result from the normalized cumulative interactions of teams with the
dashboard versus the normalized CSC event time (typically 6 hours). Analysis
of the team interactions with the dashboard resulted in three team profiles:
fast, slow, and automated. The automated profile was rejected in our study
since it resulted from pentesters (during event no. 2) attacking the dashboard
using automated scripts. This profile was later confirmed by asking the team
members directly about the phenomenon observed in the data.
Although rejected in further analysis, this profile is a clear indicator of
non-human interaction with the dashboard - this can be used by coaches to determine possible foul play during a CSC game. However, for all the remaining
CSC events, the author has not seen this scenario occur in practice anymore.
This behaviour further illustrates the difference between the typical CTF
mentality and target group and the target group of players to CSC Events.
After discarding the automated profile, the two remaining profiles from
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human interaction and gameplay are considered:
• Fast - the interaction takes place mostly at the beginning but wears
out as gameplay advances,
• Slow - most of the interactions happen towards the end of the gameplay,
with fewer interactions at the beginning.
By looking at the resulting curves, the author has determined that the
shape of the curves resembles the following formula:
a⌧ 1
, a>0, 0⌧ 1.
(6.10)
a 1
Note that ⌧ represents the normalized time (i.e., 0.0 represents the start
of the CSC Event and 1.0 the end of the CSC Event). The parameter a
changes the shape of the curve: for a>0, this curve results in a Slow profile,
and for a<0 the formula results in a Fast profile.
Analysis of the CSC Events 1 through 9 shows that the resulting minimum
average error has a value of 0.05 and is similar for both Fast and Slow profiles.
Although a theoretical explanation for the curve shape formula is not available,
it has been shown to produce relatively good results by curve-fitting using
a minimum-squared-error algorithm from all the collected data from the first
nine events. Furthermore, this value indicates a sound fit between the model
given by equation 6.10 and the collected data from the real CSC events.
Figure 6.13 shows two examples of best-fitting curves, for Fast and Slow
profiles, using minimum-squared-error criteria for events 4 and 3. Note that,
for completeness, we have included the automated profile curve, which was
observed in the second CSC event.
Plotting the normalized team interactions with the dashboard over normalized time (see figure 6.13) depicts the two expected team profiles: slow and fast.
Implications for practitioners and CSC coaches include facilitating the
management of the gaming experience of the participants. Both curves
indicate that time management needs attention for both profile types: a
coach should understand which profile a team is showing and advise and
guide participants accordingly. Field experience has shown that teams that
start with a fast profile (i.e., solving too many challenges in the beginning)
tend to become more frustrated towards the second half of the game, while
teams with a slow profile tend to be frustrated at the beginning.
An additional consequence is that, with careful game planning, the total
number of challenges can be pre-determined before the event starts. Therefore,
it is possible to compute the player profile’s approximation during the CSC
event by normalizing the dashboard’s current interactions by the possible
interactions through dashboard pre-configuration.
I(⌧)=
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Figure 6.13: Examples for Normalized Time vs. Normalized Total Interactions
6.2.4.5

Profile and Team Performance

The gathered data during events 1 through 9 were analyzed in terms of the
relation between team profile and team performance in the game. The team
performance is given in terms of final team rank, as computed using the
final score for each team in the dashboard. The author has identified all
the corresponding curve types (fast and slow) utilizing curve-fitting, for all
the teams, and compared them with the final game ranking (i.e., first place,
second place, and so on).
Table 6.10 summarizes these results; for the nine games played, four teams
ended in first place with a fast profile while five teams ended in first place
with a slow profile, and so on for the remaining places.
Table 6.10: Ranking of Profiles and Player Scores
Place

1st

2nd

3rd

4th

5th

6th

7th

8th

Fast

4

4

5

4

3

3

2

3

Slow

5

5

4

5

2

2

2

0

The data in table 6.10 also shows that, if looking at teams that finish in
the first place, 56% belong to the Slow profile and 44% belong to the Fast
profile. However, looking at the first, second, and third place, the distribution
is 48% 52% for fast and slow profile, respectively. The expected value for
the place of Fast and Slow profiles is E(F ast) = 4.0 and E(Slow) = 3.3,
corroborating with the previous observations.
This observation means that a team having a Slow or Fast profile is not
guaranteed to win the game. Nonetheless, the slow profiles do show slightly
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better results than the fast profiles. Note, as the collection of challenges is
individual for each CSC event, the teams’ ranking is used for this comparison
of performance and not the number of flags acquired in the challenge.
6.2.5

Lessons Learned

Knowing good estimates of challenge solve time is a pre-requisit for practitioners who wish to design or refine the CyberSecurity Game. The results hereby
presented can also be extended to other serious games, particularly those
that use a dashboard, implemented in software and that captures interactions
and time-stamps to track individual teams’ progress. Our results show that
both methods to compute the challenge solve time produce similar results.
Therefore, we can conclude that, for the CSC challenges using open-source
components, changing these components to add additional mechanisms to
determine the challenge solve time is unnecessary. This can lead to lowering
the costs for the maintenance and update of these components.
Based on field experience, the following advice can be drawn for designers
of CSC events. Since players in teams with a fast profile tend to become more
frustrated towards later stages of the game, a better balance can be found
- to keep the team profile more constant (i.e. linear), we suggest to make
challenges available to participants in "waves". This means that, instead of
releasing all the challenges immediately in the beginning, a CSC designer
can program the dashboard to initially hide some challenges which are then
slowly released during gameplay.
Coaches who have a good understanding of the characteristics of the
challenge solve time, can also use this to decide on the best time when to
approach teams to give advice. This point is especially relevant when the
game is played in different countries where the participants have different
backgrounds. Our experience has shown that players have a more active role in
certain countries when participating in the CSC event, e.g. by actively asking
questions to coaches, while in other countries and cultures, the opposite is
true. Therefore, knowledge of this curve can potentially improve the situation
(lower frustration and increase learning effect) for the latter case.
The following shows a small list of key factors to CSC’s success that coaches
should foster, which are based on field experience, feedback from participants,
and the results presented in this work.
• Open Discussions: the teams that worked together in solving challenges
reported on the effectiveness of the discussions with their colleagues as
a positive experience during the CSC event,
• Do not give up on exercise: teams that did not immediately switch
to a different exercise and were persistent towards a solution have
reported increased understanding on the challenge and takeaway for
own self-improvement; CSC coaches can also foster this behaviour,
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• Ask help from coaches: teams that actively asked help from coaches
when needed have reported to have increased fun and understanding of
the challenges. Although they were also able to finish the challenges
faster, they also reported on the positive learning effect as expected.
It is therefore recommended to announce and encourage the players
at the beginning of the CSC event to ask for help from coaches when
necessary proactively,
• Mixed experienced players: teams that mixed junior and senior players
have also reported on the benefits of the information exchange. We
have also observed that more experienced players took an active role as
coaches themselves towards other players, increasing the learning effect.
In this work, we conclude the importance of properly designing the duration
of the CSC event and the duration of individual challenges. We also conclude
the importance of the presented methods to improve coaching quality during
a CSC event.
6.2.5.1

Designing CSC Events - Practical Example

Based on the results presented in this work, a practitioner and designer of
CSC event who wants to design an event that lasts 8 hrs (with 6 hrs CSC
games) can use the following guidelines for the agenda: 1 hr introduction,
7 C/C++ challenges, 21 questions and 1 hr for conclusion.
This example above is computed as follows (assuming a target of 75%
solve-rate, i.e. Quantile 75):
75%
• TC/C++
⇡45 min,
75%
• TQuestions
⇡3 min,

• Total Duration =

P
nj Tjp,

75%
75%
• T otal75% =nC/C++TC/C++
+nQuestionsTQuestions
,
75%
75%
• T otal75% =360 min=6 hrs=7⇥TC/C++
+3⇥TQuestions
.

The values presented have been used in practical scenarios with success.
Experience has shown that CSC events with a planned duration longer than
one working day have been met with resistance by software developers and
management. The main reason for this is it can be very costly for a company
to allocate 30 software developers for "playing games". Therefore, experience
has shown that the recommended maximum duration is one working day.
Another vital aspect of computing the individual challenge solve times is
that these values allow for proper planning of CSCs, especially in terms of
desired learning effects. Taking the example above, with 7 C/C++ challenges
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and 21 questions, the ratio of learning topics in Questions to C/C++ is 1 to
7, i.e., 45 min spent on questions and 315 min spent on C/C++ challenges.
6.2.6

Summary

The work in this section discusses the measurement of the time that a player
takes to solve a CSC challenge, which we call the challenge solve time. This
work was done as a deep dive study on the usage of CyberSecurity Challenges
in the industry. The reason to measure the challenge solve time is related to
an important restriction that is a sensitive topic in an industrial context, i.e.,
planning a CSC event duration. Due to the time issue, CSC events need to be
well planned before they are executed. Our experience in practice has shown
that the event’s planning (in terms of duration and content) is a topic of interest
for discussion with management before a CSC event is allowed to be executed.
Due to this industry experience, we have decided to investigate these two
aspects (content of CSC event and CSC event duration) in two separate deep
dives as part of the refinement cycle. Section 6.1 discusses the content of a
CSC event in terms of secure coding guidelines. The current section discusses
the duration of a CSC event by looking at the individual time it takes a
player to solve a CSC challenge.
Figure 6.14 shows the three steps of a CSC event, namely (1) Planning,
(2) Execution, and (3) Post-Event Analysis. In the planning phase, many
Selection of
challenges

Planning

Capture game
log files

Execution

Post-Event
Analysis

• Lessons learned
• Timing analysis

Figure 6.14: Lifecycle of a CSC Event
challenges are selected to match the desired criteria by management in terms
of duration and content. The challenges in a CSC event focus on secure
coding guidelines; therefore, the CSC event’s content is planned based on
the programming language used by the developers and the ranking of secure
coding guidelines of this programming language. The number of challenges
that shall be part of the CSC event can be determined based on the challenge
solve time of each challenge and the targeted level of difficulty.
During the execution of the CSC event, the logs generated by the CSC
dashboard provide a source of information that can be used to (1) inform CSC
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coaches by directing the coaching effort to teams that display the highest deviation from the average challenge solve time profile, and (2) provide a valuable
source of information for a post-analysis step. In the Post-Analysis step, the
information obtained from previous games is analyzed, and updated challenge
solve time statistics are generated. One important point to mention here is that
the data collected must be anonymized, and no relationship to an individual
player should be possible to conclude. This is twofold: due to data protection
laws, and due to limitations imposed by the company’s works council. Therefore, the goal of the data analysis is not to do any performance evaluation of an
individual employee but to inform future decisions when designing a CSC event.
Figure 6.15 shows an analysis of the work presented in this section regarding
Strengths, Weaknesses, Opportunities, and Threats. The presentation of
Challenge Timing and Player Profile
INTERNAL ASPECTS

STRENGTHS

WEAKNESSES

• Event planning based on
scientific research

• Results might vary
depending on
participant’s background

• Adaptation and planning
of CSC event to address
customer needs

• Results might vary
depending on
participants’ behavior
during the game

EXTERNAL ASPECTS

OPPORTUNITIES
• Can be used to
improve coaching by
targeting specific
groups
• Can be used to plan
follow-up workshops
together with
management

THREATS
• Player profile leads to
inconclusive results
• Relationship between
time-to-solve
challenge and
awareness is not well
understood

Figure 6.15: SWOT Analysis of Time and Player Profile
these factors aids practitioners in the industry to use the results presented
in this section to design or refine a CyberSecurity Challenges event. The
main strengths of the results hereby presented are that they serve as a guide
to bootstrap the design of a CSC event; in particular, the rich set of tables
and results hereby obtained serve as an initial guess for future designs and
planning of CSC events. Furthermore, these tables serve to adapt and plan
CSC events according to management requests or CSC customer needs.
The methods discussed in this section allow improving coaching quality
by providing information that enables CSC coaches to target specific groups.
Furthermore, the post-event analysis evaluation can inform discussions with
management on the eventual need for additional awareness workshops.
In terms of weaknesses, we can see that the results hereby presented might
depend on the participants’ background. Furthermore, the results obtained
might vary depending on the actual behaviour of the participants during the
game. Finally, this section also presented results on player profiles. However,
the results we obtained are inconclusive; in particular, a relationship between
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challenge solve time and awareness is not understood. Nevertheless, our
industry experience shows that there are very little to no gains to be obtained
by inferring this kind of relationship. The important aspect to raise awareness
of secure coding guidelines of industry software developers is the fact that
these developers have participated and played the CSC game. Standard and
well-established serious theories bridge the gap between serious games and
awareness.
6.3

Industry Deployment Scenarios

As detailed in figure 2.2, the deployment scenarios for the CyberSecurity
Challenges have also been refined.
Table 6.11 gives an overview of the three different cycles under which
the deployment scenarios undertook. The main differences between the
Table 6.11: Overview of the Deployment Scenarios
Participant’s Laptop

Server

First Cycle

Challenges in Virtual Machine

Dashboard

Second Cycle

Tunnel software

Third Cycle

Standard web browser

Cloud

Dashboard
Challenges
Dashboard
Challenges

different cycles are related to where the challenges have been hosted. In the
initial cycle, these have been hosted in a virtual machine handed over to
the participants before the event started. In the second design cycle, the
challenges have been moved to a server laptop that was carried out physically
to each event. Finally, in the third design cycle, the challenges are installed
in a cloud provider before the event starts.
The following sections will provide details on the different deployment
scenarios and analyze the lessons learned during the industry’s various events.
As it is typical in Action-Design Research, the problem formulation matured
and evolved throughout the different design cycles. Additionally, with the
expansion of the CyberSecurity Challenges events to additional countries,
different problems arose, bringing additional requirements.
6.3.1
6.3.1.1

First Design Cycle - Individual Virtual Machines
Problem Formulation

The initial game that was provided by the pentesting group contained two
virtual machines (VM): one where a dashboard (N0stromo) was hosted, and
another which was provided to the participants and contained the different
challenges (participant VM). The problem addressed in the initial phase
was directed at solving how the participants can play the CyberSecurity
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Challenges. Since the initial capture-the-flag game provided by the pentesting
group included two virtual machines, this format was chosen and used in
the initial phase.
In the following sections, we will describe how the serious game is built
and also discuss the interventions that took place in the industry.
6.3.1.2

Building and Intervention

As shown in figure 6.16, the first deployment scenario was the first tried by
the author. In this scenario, each participant receives a pre-prepared virtual
Scenario 1: CSC deployed in each client
Access e.g.
over LTE

Internet

Dashboard

Coach(es)
WIFI Router
Virtual Machine

1:23:45

Countdown Server

Company Laptop

Individual Player

Virtualization Software

Client
Challenges

Client
Challenges

Figure 6.16: CSC: Deployment Scenario 1
machine (VM). This scenario uses standard and well-established techniques
based on virtualization techniques where participants run a virtual machine
on VirtualBox or VMwarePlayer. The server ran the dashboard (N0stromo)
and a self-developed countdown timer. The countdown timer was shown in
the room where the CyberSecurity Challenges took place, through projection
in the wall. Players could submit access the dashboard to submit flags and
collect points through joining the CyberSecurity Challenges access point. The
access point is provided by a wireless router. This router is also connected
to an internet router over a mobile network through an Long-Term-Evolution
(LTE) connection. The bandwidth of this connection was sufficient for the
participants to perform searches on the internet. This was provided for
commodity only since the participants could use the company’s access point
directly through their laptops. However, the participants would need to
switch the wireless connection from the CyberSecurity Challenges access point
to the company’s access point. Therefore, providing direct internet access
avoided this issue. Table 5.3 shows the four CyberSecurity Challenge events
where the infrastructure was deployed as hereby described.
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6.3.1.3

Evaluation

Table 6.12 shows the results of the evaluation of the first deployment scenario.
Table 6.12: Evaluation of the First Deployment Scenario
Property

Description

Format

Virtual machine is a golden image which is distributed to all the
players

Maintenence

New challenges need to be added to the virtual machine, and a
new golden image needs to be created

Connection to
Challenges

The player connects to the challenges through the localhost in
the virtual machine

Costs

Server where the dashboard is hosted, and network operator costs

Scalability

Highly scalable

Setup

Distribute golden image before the workshop, along with instructions
on how to install virtualization software and the virtual machine

Ownership of
Challenges

Participants keep the challenges after a CyberSecurity Challenge
event

The main problems that have occurred in the field were related to the
complexity of the installation. In particular, it was experienced that some
users did not have permission to install virtualization software on their laptops due to company policy. For this, installation exceptions needed to be
requested through a lengthy process, or the participants needed to bring a
separate machine that was not connected to the company’s corporate network.
Another related problem was that lengthy instructions needed to be sent to
the participants before the workshop to guarantee that they could run the
virtual machine in their systems.
Additionally, due to the different challenge options, different golden images
needed to be created and maintained. Although this resulted in maintenance
problems, the deployed infrastructure is considered highly scalable, This
is related to the fact that the number of golden images that need to be
distributed to the participants scales linearly with their number.
From the participants’ perspective, one advantage is that the participants
keep the exercises after the event. However, management has decided that
the participants should not keep the exercises to avoid the proliferation of
the solutions and protect the internal business case.
6.3.1.4

Reflection and Learning

In this design cycle, two important lessons have been learned, which have
not been clear from the beginning:
• No client-side installation: participants should not need to install
any software in order to take part in a CyberSecurity Challenges event,
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• Ownership of exercises: management has decided that the participants should not keep a copy of the exercises after the event.
The first point was aggravated with the companys’ transition from Windows
7 to Windows 10. Starting with Windows 10, the default company policy
for hardening the participant laptops conflicts with virtualization software
installation. In particular, to install virtualization software in the participants’
machines, security features need to be disabled. This has resulted in several
problems that were solved by requesting temporary exceptions and assisting
the participants in re-enabling the security features after the event.
Both these points were taken as lessons learned to the second design cycle,
which led to the search of a solution to avoid these issues,
6.3.2

Second Design Cycle - Server-Based Virtual Machines

6.3.2.1

Problem Formulation

The problems experienced in the first design cycle resulted in the understanding of two requirements imposed on the deployed infrastructure. As such, the
problem in this design cycle was on how to address these requirements. In the
following, we will describe the implemented solution during the second design
cycle used through five interventions. We will also describe the evaluation
through informed argument and the lessons learned.
6.3.2.2

Building and Intervention

Figure 6.17 shows the deployment that was developed to address the requirements of the first design cycle.
Scenario 2: CSC deployed in dedicated server
Internet

Access e.g.
over LTE

Dashboard

Coach(es)
WIFI Router

1:23:45

Client

Countdown Server

Challenges

Virtualization Software

Company Laptop

Client

Individual Player

Tunneling Software

Figure 6.17: CSC: Deployment Scenario 2
To avoid that participants need to install virtualization software in their
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machines, a powerful laptop was installed with VMWare ESXi virtualization
software. The laptop contained an Intel i7 with 8 cores, 32GB of memory,
and 1 TB hard disk. The server component was a virtual machine configured
with 2GB of memory, and the participant machines each had 1GB.
As in the first design cycle, the dashboard and the countdown page were
installed on the server. Also, the same Wifi router with internet connection
was used. On the client side, the participants needed to configure a PUTTY
client to act as a proxy and connect to the infrastructure.
Or intervention in the industry was done through five events, as shown
in table 5.21 (events 5–9). Figure 6.18 shows an example of one of the events,
where it is possible to observe the laptop which is hosting the dashboard and
virtual machines for the participants. One important aspect of this intervention

Figure 6.18: Example of Server-Based Deployment
was that CyberSecurity Challenge events took place in China and Turkey.
6.3.2.3

Evaluation

Table 6.13 shows the results of the evaluation of the second deployment
scenario.
One important aspect to mention is that, since the participants’ virtual
machines run in a server, these share the central processing unit and memory.
This means that the total number of participants per event is limited to
30. Furthermore, because the virtual machines share a CPU, the individual
machines’ performance depends on the actual number of players that attend
the CyberSecurity Challenges event.
One unexpected problem that arose in this scenario was related to export
control. At this stage of the development of the CyberSecurity Challenges,
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Table 6.13: Evaluation of the Second Deployment Scenario
Property
Format
Maintenence
Connection to
Challenges
Costs
Scalability

Description
Virtual machine installed in a VMWare ESXi server
New challenges need to be added in the virtual machine in the
ESXi server and replicated over every machine
The player connects to the challenges through an SSH tunnel
Server where the dashboard is hosted, and network operator costs
Limited

Setup

On the server-side, the virtual machines are controlled and reset
through snapshots; on the client-side, the participant needs an
SSH tunnel

Ownership of
Challenges

Participants do not keep the challenges after a CyberSecurity
Challenge event

these still included an offensive perspective. Export control laws forbid
the transfer of certain types of information and know-how related, e.g., to
cryptography and hacking tools. Several internal discussions needed to be
held to clear export control issues. Since these discussions would be required
for every event outside Germany, a solution needed to be found; this solution
is addressed in the third design cycle.
An additional problem observed in practice was that some participants
had difficulty setting up the SSH tunnel. Furthermore, using an SSH tunnel
implies that it is impossible to easily switch from the CyberSecurity Challenges
access point to the corporate networks’ access point. This meant that the
LTE connection increased in importance compared to the previous cycle, and
the bandwidth requirements also increased. Another aspect was related to
the distribution of passwords to connect to the SSH tunnel, which increased
the logistic aspects before and during the event.
6.3.2.4

Reflection and Learning

In addition to the two requirements that were learned during the previous
design cycle, two additional lessons were learned during the second design
cycle, namely:
• Export control: some technologies are under export control, and
care needs to be taken to consider these in the deployment scenario,
• Scalability: using a single machine to host the challenges can lead to
scalability issues.
The first point mainly concerns cryptography and hacking tools. These
are, however, not present in the second design cycle of the CyberSecurity
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Challenges. Nevertheless, discussions with export control needed to be held
to ensure the fulfillment of regulation and laws. This leads to a new problem
of avoiding these kinds of issues, which is handled in the third design cycle.
Although the infrastructure works well enough up to a capacity of 30
participants, management requested better scalability. In particular, the
infrastructure should be scalable to more than 30 participants and several
events that can take place concurrently. This requirement results from the size
of the organization where the CyberSecurity Challenges were developed. In
particular, the success of the CyberSecurity Challenges in the organization led
to this being established in the USA, Germany, India, and China. Therefore,
the infrastructure should also accommodate this use case.
6.3.3
6.3.3.1

Third Design Cycle - Cloud Deployment
Problem Formulation

The second design cycle has resulted in two additional infrastructure requirements, namely related to export control and scalability. To address these
additional requirements, a decision was made to move the infrastructure to
a cloud provider. For this, a cloud account was ordered, and the infrastructure was ported. This led to the additional question on how to deploy the
infrastructure in the cloud. The solution to this question was to use widely
known DevSecOps techniques based on Terraform for Infrastructure as Code
and Ansible as a configuration tool.
The following sections will give details on the deployment scenario’s architecture in the third design cycle. We will also discuss the four interventions
in the industry and discuss the lessons learned.
6.3.3.2

Building and Intervention

Figure 6.19 shows the architecture of the deployment scenario which was
developed for the third design cycle. In this scenario, the main server,
countdown, and client machines are deployed in the cloud. A web server
connected to a load balancer is used as an interface for the participants to
connect to their client machines. The virtual machine is directly accessible
through a standard browser without installing or configuring any software.
This is achieved through the usage of the open-source noVNC component [155].
The participants’ machine’s connection to the infrastructure can be made
either through a direct internet connection or to the companys’ standard
proxy gateway.
In this design cycle, the infrastructure was used in four CyberSecurity
Challenge events, as shown in table 5.21 (events 10–13). Due to the COVID
pandemic, all the events were done in an online format. Nevertheless,
participants from different countries took part in these events (see section 5.3).
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Scenario 3: CSC deployed in the cloud
Internet

Dashboard

Coach(es)

1:23:45

Client

Countdown Server
Web Server

Challenges

Virtualization Software

Company Laptop

Client

Web Browser

Internet
Proxy/Tunnel

Individual Player

Figure 6.19: CSC: Deployment Scenario 3
6.3.3.3

Evaluation

Table 6.14 shows the results of the evaluation of the third deployment scenario.
The main advantage of the cloud solution is that it is highly scalable – new
Table 6.14: Evaluation of the Third Deployment Scenario
Property
Format
Maintenence
Connection to
Challenges
Costs
Scalability
Setup
Ownership of
Challenges

Description
Terraform and Ansible
Easy maintenance using DevSecOps techniques
Standard internet or company internal proxy gateway
Cloud hosting costs
Very scalable
Setup and tear-down of the machines on demand
Participants do not keep the challenges after a CyberSecurity
Challenge event

virtual clients can be started on-demand at any time. The configuration,
setup, and deployment of the different challenge types are handled with
simple Ansible scripts, which results in high maintainability. The issue with
export control is solved as the participants do not receive any machine or
software. Additionally, the third design cycle’s challenges have a defensive
perspective and neither focus on cryptography nor on learning hacking tools
and techniques. Therefore, the export control problem is eliminated.
Due to the COVID pandemic, the events took an online format. This also
meant that one unexpected advantage of the new infrastructure was realized:
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participants from different countries could participate in the same virtual
event. Although the author’s experience indicates that on-premise events are
more adequate than online events, the online events ran very satisfactorily
despite the restrictions imposed by the pandemic.
6.3.3.4

Reflection and Learning

Compared to the second design cycle, a decision was made to acquire a cloud
account and port the CyberSecurity Challenges platform to a cloud environment. The results obtained were very satisfactory for both the participants
and for management. Also, the decision was opportune and fortunate, as the
transfer to the could environment started before the COVID pandemic. This
meant that, when the COVID restrictions were imposed, the CyberSecurity
Challenges, which were in the first and second design cycle restricted to be
carried out in person, could now be virtually held. Together with the Sifu
platform and the transfer of the infrastructure to an online platform, the
proposed solution has enabled the CyberSecurity Challenges to adapt to
several different conditions.
6.3.4

Summary

For the CyberSecurity Challenges, three different deployment scenarios have
been developed. These deployment scenarios are summarized in table 6.15.
The basis of each of these scenarios, which is the architecture of figure 5.43,
Table 6.15: Deployment Scenarios of CyberSecurity Challenges
Scenario

Description

Scenario 1

Each participant receives
a pre-prepared VM

Scenario 2

Players connect to
a VM hosted in a server
laptop or on the intranet

Scenario 3

Participants
connect to a server
deployed in the cloud

Pro
+
+
+
+
+
+
+
+
+

keep exercises
geographic distance
uniform clients/VMs
system hardening
controlled environment
no internet required
scalability
no client-side install
system hardening

Cons
-

export control
complex installation
system hardening
export control
limited number of clients
client might require tools
bandwidth
hosting costs
competition experience

has been adapted in each design cycle to different inherent problems. These
problems were not self-evident when the research was started.
The main lessons which were learned throughout the three design are the
following: (1) no client-slide installation, (2) ownership of challenges, (3)
export control, and (4) scalability. The first point was addressed by moving
the client virtual machine from the participants’ laptop to a dedicated server
and providing access through noVNC. The ownership of the challenges is
controlled by providing the challenges outside of the participants’ laptops.
Export control issues are solved by avoiding challenges related to cryptography,
shifting the focus to the defensive perspective, and finally by not instigating
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hacking tools and techniques. Finally, the scalability issues have been solved
utilizing standard DevSecOps technology and techniques.
The deployment of the different deployment scenarios was carried out to
address emerging problems and shape the deployment scenario to companyspecific requirements. Nevertheless, the three different scenarios, which have
their advantages and disadvantages, can be used by practitioners. The experience gathered in the three design cycles contributes to knowledge and informs
practitioners on different possibilities, their advantages, and disadvantages.
6.4

Chapter Summary

In this chapter we have explored three deep dive studies that were carried out
during our research effort. The first deep dive is concerned with the ranking of
individual secure coding guidelines for the C and C++ programming languages.
Our goal was to obtain a ranked list of secure coding guidelines that cause the
highest practical impact when they are not considered during software development. Towards this, we looked at different metrics to compute the rank of the
SCG, and compared the outcome between themselves. We have also looked at
how graduate students rank secure coding guidelines, and determined a gap
between industry and academia. The existence of this gap motivates the need
to raise awareness of secure coding guidelines of young industry professionals.
In the second deep dive we studied how players play the different challenges,
and concluded on different player profiles. By knowing the time that players
require to solve different challenges, i.e. the challenge solve time, the gathered
data allows for practitioners to design the duration of CyberSecurity Challenges, as well as its level of difficulty. We have also explored and compared
different methods to measure the challenge solve time, by only using data
available from the CSC dashboard, or by implementing a mechanism in the
Sifu platform, based on standard AJAX requests.
In the third deep dive, we explored the different deployment scenarios which
were used during our research in the industry. As typical in Action-Design
Research projects, the deployment requirements have changed during the
course of our work. Therefore, different scenarios needed to be developed
to address the emerging requirements. In this last deep dive, we describe
and reflect on the lessons learned by the different scenarios. Our conclusions,
based on experiences gathered from international deployments (Europe and
Asia), inform practitioners of possible deployment scenarios, as well as its
advantages, disadvantages, possible problems, and solutions at a global scale.
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7
Reflection on the Research
Design
In this chapter we reflect on the research design, aiming at a discussion on
the rigor of the conducted research. We first look at the design principles of
Design-Science Research by Hevner et al. [7, 8], and follow with a discussion
on the design principles of Action-Design Research by Sein et al. [128].
The reason to discuss the present work in light of the design principles by
Hevner et al. is due to the fact that Action-Design Research is still a young
theory which extends Design Science Research. Furthermore, the present
research approach is complex through the inclusion of three design cycles,
accompanying empirical studies, and deep dives. While each chapter provides
critical discussions on the methodology thereby applied, the present section
discusses the rigor of the entire approach and study.
7.1

Reflection on Design-Science Research Principles

Hevner et al. [7, 8] provide seven principles for a successful Design-Science
Research study, in the form of seven guidelines. The definition of these guidelines is shortly described in the following, together with a critical reflection
on their usage in the present study.
7.1.1

Guideline 1: Design as an Artifact

According to Hevner et al. [8], Design-Science Research must produce a viable
artifact in the form of a construct, a model, a method, or an instantiation.
The main outcome of the present work is a viable and industry-validated
artifact – the CyberSecurity Challenges. Our studies explore the method
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under which this type of game can be designed to address software developers
in the industry. We contribute both to the understanding on how to build this
type of artifact, and conclude on practical advice for industry practitioners.
In particular, we look at guidelines to build offensive, defensive/offensive,
and defensive challenges. Additionally, we perform deep dives to understand
how to select secure coding guidelines and how to dimension the challenges
in terms of duration. An instance of the CyberSecurity Challenges is also
contributed in the form of an open-source project [221]. The viability of the
artifact is expressed in its usefulness and acceptance in the industry, both
by management and also by software developers. Furthermore, the design
studies, with more than 200 participants, also validate our design.
7.1.2

Guideline 2: Problem Relevance

According to Hevner et al. [8], the objective of Design-Science Research is to
develop technology-based solutions to important and relevant business problems.
The solution proposed in this thesis was developed in an organizational
setting, and addresses a business problem on how to raise awareness of software
developers in the industry. This problem is related to the organizations’
demand for excellence in developing secure code, as demonstrated in the
Charter of Trust [188]. The Charter of Trust is a document signed and
agreed upon by several leading companies, that affirms their commitment
to strengthening cybersecurity. The sixth principle in the Charter of Trust
[109] is the commitment by the signing partners to contribute to training and
awareness of cybersecurity, in alignment with the best practices and also with
the academia. Several companies have joined the Charter of Trust initiative
such as Siemens, Airbus, Atos, Cisco, Dell, IBM, Infineon, NXP, and TÜV Süd,
with further companies joining. This demonstrates that the problem of training
is well recognized in the industry, and is relevant for several different businesses.
The present work is also relevant for the hosting organization and the
department where it was developed, as the main responsibilities of the department are to perform research in cybersecurity, and to enable cybersecurity
in the different business units of the company, in alignment with the Charter
of Trust principles. In particular, the role of the author in the department
is to train software developers in secure coding, and search and investigate
novel and improved methods to raise awareness of secure coding, through
internal consulting projects.
Additionally, the work is relevant to the different business units of the
hosting company, as it allows to address requirements from cybersecurity
standards such as IEC 62443 [87], and ISO 27001 [90], required for cybersecurity certification. The certification in these standards is especially relevant
for companies developing products and services for critical infrastructures.
Finally, the results and conclusions presented in the present work are
relevant to a broad number of companies and software developers. Therefore,
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the present work is important not only for the hosting organization, but also
for the industry in general.
7.1.3

Guideline 3: Design Evaluation

According to Hevner et al. [8], in Design-Science Research, the utility, quality, and efficacy of a design artifact must be rigorously demonstrated via
well-executed evaluation methods.
The present research was evaluated through three design cycles, two empirical studies, and three deep dives. The design studies were carried out
from November 2017 to July 2020, and included more than 200 participants
from the industry. The software developer survey was carried out between
March 2020 and September 2020, and included answers from 194 software
developers from the industry.
Our design studies are based on the well established Design Science methodology (Hevner et al. [8], Wieringa et al. [184]) and in particular they follow the
Action-Design Research methodology (Sein et al. [128]). These studies were
carried out over three design cycles, which included significant actions in the
hosting organization. These actions occurred in the form of: (1) several CSC
events that contributed to the increase of secure coding awareness by software
developers from the company, (2) the adoption of the training methodology
in the official company training curriculum, and (3) the lessons learned from
the research effort that helped to improve several additional company-internal
projects. Our design studies and empirical studies used well established methods such as survey design (Groves et al. [181], Dillman [56]), semi-structured
interviews (Drever [58], Harrell et al. [126], Adams [240], and Whiting [122]),
literature review (Kitchenham et al. [24]), requirements engineering (Pohl
[115]), and software engineering (Wagner et al. [197], Gadient et al. [161],
Palomba et al. [64], Seaman [38]). The data which was obtained was analyzed
using well established methods and analysis tools. This included validation of
the results and cross-validation with additional cybersecurity experts. Finally,
our results have been accepted in conferences with double-blind review process.
The questions used for data collection were designed based on the adaptation of well established theories to the field of secure coding guidelines. These
theories include policy compliance, neutralization, security-related stress, and
awareness theory. Furthermore, the designed questions were cross-validated
by cybersecurity experts from industry and academia.
Our gathered data allowed to conclude on the usefulness, the quality, and
maturity of our design, i.e. on its utility for the organization. Our data shows
the usefulness of our artifact as an adequate method to raise awareness of
secure coding guidelines of software developers in the industry. This is not
only backed up by quantitative data, but also by qualitative data, obtained
through informal discussions with the game participants throughout the research. The quality of our data also results from the fact that it was captured
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in the industry, and it was collected directly from software developers. In
addition, the data was collected anonymously, and participation in our study
was not mandatory. This increases the quality of the gathered data and also
leads to an increased value of its evaluation. Finally, the maturity of the
collected data is expressed in the fact that the data collected in the second
and third design cycles led to a successful third design cycle. In addition,
we can say that our design was well executed because we have observed a
saturation of gained knowledge in the final design cycle.
7.1.4

Guideline 4: Research Contributions

According to Hevner et al. [8], effective Design-Science Research must provide
clear and verifiable contributions in the areas of the design artifact, design
foundations, and/or design methodologies.
The present work contributes to the existing body of knowledge on cybersecurity by means of the designed artifact, the CyberSecurity Challenges game.
This contribution is both internal to the organization, but also external to
the organization.
The internal contribution is done in the form of the serious game itself,
through endorsement by management and its inclusion in the company’s official
internal software developer training program. Inclusion in the official training
program has a large impact to the hosting organization, since this program is established worldwide for all the business units in the different regions where the
hosting company operates. Furthermore, the inclusion in the official training
program demonstrates the practical usefulness of the game. Also, the usefulness of the contributed artifact is demonstrated through its rigorous evaluation.
The CyberSecurity Challenges also contribute to the wider academic and
industrial world outside the company in the form of guidelines for practitioners,
several publications in relevant conferences, and through the contribution
of the Sifu platform as an open-source project [221], released under the MIT
license. The release of the Sifu platform as an open-source project additionally
leads to the verifiability of our research contribution. Additionally, the raw
and anonymized data obtained during our research is also made available [220]
in the open research sharing platform Zenodo. This also constitutes a contribution for researchers who wish to further analyze our data. Several publications
detailing how to implement the CyberSecurity Challenges game have been published and contribute, not only to the research community, but also to industry
partitioners who wish to implement our game in their own organization.
Our work also contributes on the theoretical level through the adaptation of
the established IT policy compliance theories and the awareness theory to the
field of compliance and awareness of secure coding guidelines. In particular,
we extended the policy compliance theory by Moody et al. [76] and Bulgurcu
et al. [32] to include the factors that influence the compliance of secure
coding guidelines by software developers. We extended neutralization theory
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by Siponen et al. [140] to include the factors that lead software developers to
disregard the usage of secure coding guidelines. We extended security-related
stress theory by D’Arcy et al. [106] to include the factors related to secure
coding guidelines that lead to increased stress at work. We also extended
awareness theory by Hänsch et al. [154] to include the different dimensions
of awareness of secure coding guidelines.
Finally, the present work, through the usage of the Action-Design Research
methodology also contributes to this relatively young knowledge field. In
particular, our successful research project further validates the Action-Design
Research methodology as a viable means to design relevant artifacts in mutual
shaping between industry and academia.
7.1.5

Guideline 5: Research Rigor

According to Hevner et al. [8], Design-Science Research relies upon the
application of rigorous methods in both the construction and evaluation of
the design artifact.
The present work is based on an existing body of knowledge on well
established theories of policy compliance (Moody et al. [76], Bulgurcu et
al. [32]), neutralization theory (Siponen et al. [140]), security-related stress
(D’Arcy et al. [106]), and awareness theory (Hänsch et al. [154]). These
theories are extended and adapted to the field of secure coding guidelines
and software developers in the industry. This extension is carried out in
coordination with academia and cybersecurity experts, and is also validated
through the double-blind review that took place upon the submission of
several publications at academic conferences and journals.
For the construction and design of our artifact, we use the Action-Design
Research methodology by Sein et al. [128]. This methodology includes rigorous cycles on building, intervention and evaluation which are supported by
an existing body of knowledge. Our artifact construction method is informed
by the work on serious games by Dörner et al. [170]. Furthermore, our
evaluation methods follow well established methods on survey methodology,
semi-structured interviews, literature review, requirements engineering, and
software engineering, as described in the guideline 3 on design evaluation.
The present work also uses triangulation between the design studies, the
empirical studies, and the deep dive studies. These studies are supported
and validated by cybersecurity experts in the field, and by discussions and
interactions with academia, in particular through the academic publications
previously mentioned.
An important point for the quality of the rigorous scientific contribution
is that all feedback, design studies, empirical studies, and deep dives were
targeted at and supported through industry participants. Additionally, the
security experts consulted throughout the work were experts from the industry.
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Guideline 6: Design as a Search Process

According to Hevner et al. [8], the search for an effective artifact requires
utilizing available means to reach desired ends while satisfying laws in the
problem environment.
The present research was conducted in the industry. From the beginning
of the research, a long-term commitment by the hosting organization was
established which enabled this Action-Design Research project to take place
in an industrial context. This long-term commitment also allowed the access
to professional software developers working for critical infrastructures, and to
highly qualified cybersecurity experts from the industry as well as to students.
Furthermore, it also allowed us to perform meaningful interventions in the
industry, and to capture relevant data from the field.
The Action-Design Research started with the handover of a serious game
by colleagues from a pentesting group. The search process for a good solution
started from this original game which evolved throughout three iterations.
These iterations refined the game logic, the challenges and the game platform
to produce a novel serious game. Creative ideas, systematic design and many
contributions from participants helped to shape the final game.
The quick improvements resulted in the research effort reaching saturation
of knowledge in the third design cycle. This saturation of knowledge was
enabled by an early initial stable game idea, and was facilitated by the
background knowledge, competencies and maturity level in cybersecurity
of the game participants, the collaboration partners and the security and
software engineering background of the main researcher.
The search process was also informed by the accompanying empirical studies and deep dives. These provided additional means to reach our intended
end of understanding how to raise awareness of secure coding of software
developers in the industry.
During the search process for a useful solution, we had the necessary freedom to perform our work, which was both theory driven and also according to
results from the evaluations. While the organizations’ management provided
guidance during the research, it did not interfere with the design decisions.
7.1.7

Guideline 7: Communication of Research

According to Hevner et al. [8], Design-Science Research must be presented effectively both to technology-oriented as well as management-oriented audiences.
The present work has been communicated through many different channels, including to technology-oriented, management-oriented, and academic
audiences. In the following, we structure our description of the undertaken
communication efforts in terms of its visibility, i.e. in company-external and
company-internal communication.
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External Communication
The present work was published in several academic venues: eleven conference
papers, two journal papers, and one in a case study series; thus addressing
the appropriate scientific community. The publications were done in relevant
academic conferences and journals on cybersecurity. These publications included the following: Industrial Control Systems and Cyber-Physical Systems
2020 (CyberICPS 2020) workshop together with the European Symposium
on Research in Computer Security 2020 (ESORICS 2020) [217], IEEE International Conference on Trust, Security and Privacy in Computing and
Communications 2020 (TrustCom 2020) [219], Kongress vom Bundesamt
für Sicherheit in der Informationstechnik 2021 (BSI Kongress 2021) [214],
Internationale Tagung Wirtschaftsinformatik 2021 [212], International Computer Programming Education Conference 2020 (ICPEC 2020) [210, 211],
International Conference on the Quality of Information and Communications
Technology 2020 (QUATIC 2020) [216], International Conference on Software
Engineering 2021 (ICSE 2021) [218], International Requirements Engineering
Conference 2019 (RE 2019) [206, 209], and the KRITIS Case Studies Series
2021 [208]. The BSI Kongress counted with the participation of more than
7.000 persons from academia and industry, mostly from Germany.
Additionally to this, the quality of the present work and its dissemination
has been recognized through two best paper awards on the publications at
the ICPEC conference and CyberICPS Workshop [210, 217]. These awards
resulted in the invitation to the successful submission of two journal articles
[213, 215].
Furthermore, the Sifu platform is also disseminated through the release
of its code as an open-source project [221]. The project was released with
an MIT license to incentivize both academia and also additional companies
to take and use the Sifu platform. This license allows companies to use our
contribution also for commercial purposes.
The work was additionally disseminated through the projects FCT UIDB/
04466/2020 and UIDP/04466/2020 of the Fundação para a Ciência e Tecnologia, I.P., which were carried out in the ISCTE Instituto Universitário de Lisboa
and the Information Sciences and Technologies and Architecture Research
Center (ISTAR). This work was also disseminated as part of the NutriSafe
project [230]. The NutriSafe project explores the usage of distributed-ledger
technologies to increase the security in the food production and distribution.
Additional communication channels included the large-scale survey, that was
carried out online during a period of seven months [220]. The current research
was also communicated in two guest lectures that the author conducted the
Universität der Bundeswehr München, and one guest lecture at the Universität
Passau, and one master thesis at the Universität Passau. Communication was
also conducted at the Technical University of Munich, through the advertise-
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ment of master thesis topics, research internships, and direct contact with the
chair of information security (Informationstechnik). The present research was
also disseminated at the ISCTE Instituto Universitário de Lisboa, through
a guest lecture and the advertisement for available master student positions.
The present research was also communicated to industry practitioners and
young security researchers at the BSides conference in Munich in 2019, and
at the IoT Meets Security Summerschool in 2021 in France.
Finally, the present research triggered several initiatives. These initiatives
include the LIONS project at dtec.bw [229], which aims to build technical and
analytical competencies to increase the cyber-resilience and digital sovereignty.
The present research was also communicated through a proposal for an European project [62], and also through a Germany-funded project (Förderprojekt)
from the German Bundesministerium für Bildung und Forschung [31].
Internal Communication
The present project was also extensively communicated through companyinternal channels. One important communication vehicle is through the
company internal Product and Solution Security organization (PSS), with
the acceptance and inclusion of the CyberSecurity Challenges into the official
PSS training curriculum. This constitutes the official software development
curriculum, which is valid in all the regions where the hosting organization
operates, i.e. worldwide.
The results of the present research have also been communicated in 2020
at the Product and Solution Security talk (PaSS Time), reaching an audience
of more than 400 participants from different regions in the world. The PaSS
Time talks constitute a communication channel where security researchers in
the company discuss their latest results to the internal research community,
and can reach a large number of managers from different business units. Our
research, and in particular the CSC, have also been communicated directly
to higher management, in 2021, and in a local smaller internal conference
in Switzerland with about twenty participants. Finally, this research has also
been presented in the main Siemens Cybersecurity Conference (SC2) in 2021,
which reached an audience of more than 2.000 participants.
The CyberSecurity Challenges are also advertised to different managers
seeking the support of cybersecurity consultants and training opportunities
for their software developers. This is done through direct contacts, through
the Global Learning Campus (GLC) department, or through an internal
social media platform (Yammer). Furthermore, our research results, and in
particular the CSCs, have been communicated to the Siemens Professional
Education department, which is responsible for enabling and educating the
upcoming workforce, through partnerships with external universities, and
the offering of their own training curriculum for undergraduates.
Finally, the CyberSecurity Challenges are handed over to the research
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departments in different regions (United States, India, and China), which
take over the task of local advertisement and execution of the events, in
coordination with the author.
7.2

Reflection on Action-Design Research Principles

Action-Design Research (Sein et al. [128]) is a methodology to address
relevant problems in organizations through organizational interventions, that
result in significant actions with corresponding organizational changes. The
present study was conducted in the industry, and was carried out through
thirteen organizational interventions, in the form of CyberSecurity Challenge
events. The significant actions consisted of the research project that took
place in the industry, which resulted in organizational changes through the
adoption of the CyberSecurity Challenges in the official training curriculum.
To conduct Action-Design Research, Sein et al. [128] provide seven principles
that must be followed during the research effort. These seven principles will
be described in the following, together with a critical discussion on how these
were applied in our research.
7.2.1

Principle 1: Practice-inspired research

According to Sein et al. [128], the practice-inspired research principle emphasizes viewing field problems (as opposed to theoretical puzzles) as knowledgecreation opportunities. Also, the Action-Design Researcher should generate
knowledge that can be applied to the class of problems that the specific problem
exemplifies.
In the present research, we aim to solve a problem that arose in practice,
in the context of an organization. The problem was identified in the hosting
organization as an opportunity to develop a novel training method to raise
awareness of secure coding guidelines of software developers in the industry,
therefore resulting in a knowledge-creation opportunity. However, the addressed problem is not company-specific, but applies to a large number of
companies and, therefore, also constitutes a class of problems. This class of
problems is recognized in the sixth principle of the Charter of Trust [188],
and is acknowledged and subscribed by several industry partners. Also the
empirical studies illustrate at the problem not being restricted to a single
company, but on being an industry-wide issue.
7.2.2

Principle 2: Theory-ingrained artifact

According to Sein et al. [128], this principle emphasizes that the ensemble
artifacts created and evaluated via Action-Design Research are informed by
theories. While the theories mold the initial design of the theory-ingrained artifact, it is then subjected to changes through organizational practice, providing
the basis for cycles of intervention, evaluation, and further reshaping.
The theories under which the research effort is based are policy compliance,
neutralization theory, security-related stress and awareness theory. These
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theories form the basis for the development of the CyberSecurity Challenges,
and also contribute to the rigor of the research, as discussed in the guideline
5, according to Hevner et al. [8]. These theories guide and inform the
design of the artifact, which is also molded and reshaped by the influences
exerted through the organizational interventions that occurred during the
three design cycles. Furthermore, while these theories provide a supporting
body of knowledge under which the artifact is designed, its design is mostly
shaped through the building, intervention and evaluation cycles.
7.2.3

Principle 3: Reciprocal shaping

According to Sein et al. [128], this principle emphasizes the inseparable
influences which are mutually exerted by the two domains: the information
technology artifact and the organizational context.
In the present research, both the CyberSecurity Challenges and the organizational context shape each other. On the one side, the design of the
CyberSecurity Challenges is shaped by the organizational context, by the
existing cybersecurity experts in the organization, and also by the participants
in the game events. On the other side, the organization is influenced by the
artifact. This influence expresses itself in the inclusion of the CyberSecurity
Challenges in the training curriculum, but also in the shaping of additional
trainings within the organization. Furthermore, the lessons learned during
the research project, have spawn additional internal research projects on
improving the usage of secure coding guidelines in the hosting organization.
7.2.4

Principle 4: Mutually influential roles

According to Sein et al. [128], this principle points to the importance of
mutual learning among the different project participants. Here, Action-Design
Researchers bring their knowledge of theory and technological advances, while
the practitioners bring practical hypotheses and knowledge of organizational
work practices.
Mutual influential roles was an important aspect of the research design,
as the knowledge gained by both the author and the participants to the
game, as well as management personnel within the company have mutually
influenced and complemented each other. From the research perspective, we
have developed the artifact based on existing knowledge, and were influenced
by the feedback from the game participants. From the perspective of the
participants, these were provided with the CyberSecurity Challenges, and
contributed with their feedback on the game. These two complementary
perspectives allowed to refine the design through mutual influence.
7.2.5

Principle 5: Authentic and Concurrent Evaluation

According to Sein et al. [128], this principle emphasizes that evaluation is
not a separate stage of the research process that follows building. Sein et al.
argue that the decisions about designing, shaping, and reshaping the ensemble
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artifact and intervening in organizational work practices should be interwoven
with ongoing evaluation. Furthermore, they argue that authenticity is a more
important ingredient for Action-Design Research than controlled settings.
Our research was authentic in the sense that it addressed real-world problems while interacting and obtaining direct feedback from industrial software
developers. The design process was tightly coupled with the building, intervention and evaluations cycles. The evaluation took in particular immediate
feedback through adequate means (participatory observation, feedback in discussions following the game) into consideration. The instruments for evaluation
were adapted to the maturity of the game design and the game platform in the
sense that they got more formal while the maturity of the platform increased.
7.2.6

Principle 6: Guided Emergence

According to Sein et al. [128], this principle emphasizes that the ensemble artifact will reflect not only the preliminary design created by the researchers but
also its ongoing shaping by organizational use, perspectives, and participants,
and the outcomes of the authentic and concurrent evaluation. They further
argue that anticipated as well as unanticipated consequences prompt these
refinements during the iterations, and provide an opportunity to generate and
evolve design principles throughout the research process.
The CyberSecurity Challenges are influenced by the initial design, which
is a capture-the-flag game. However, the initial artifact has been strongly
influenced by its usage in the organization, and especially molded by the feedback gathered from the participants to the different CyberSecurity Challenges
events. Additionally, unanticipated requirements, such as the adaptation
due to the COVID pandemic situation, prompted further refinements. In
particular, the game format had to be changed to an entirely online format, as
opposed to the previous events which were held on-site. The research process
and activities changed the perception of cybersecurity in the organizations
which again had an impact on the adoption of the game in the organization
as well as on the participants of the game. The process of mutual shaping
through emerging requirements in the organizational context that resulted
in the validated Cybersecurity Challenges game has been managed by the
researcher throughout the research effort and was supported by existing theory.
7.2.7

Principle 7: Generalized Outcomes

According to Sein et al. [128], the resulting ensemble is a bundle of properties
in different domains that represents a solution that addresses a problem. Sein
et al. argue that the solution instance and the problem instance can be
generalized. They suggest three possible generalizations: (1) generalization
of the problem instance, (2) generalization of the solution instance, and (3)
derivation of design principles from the design research outcomes. These
generalizations consist of raising the original problem to a class of problems,

258

Reflection on the Research Design

elevating the specific solution instance into a class of solutions, or abstracting
the lessons learned from the specific solution instance into higher level design
principles that addresses a broader class of solutions.
Our problem can be generalized to a broader class of problems such as raising awareness of software developers which use other programming languages
and technologies. It can be additionally generalized to address different coding
styles and programming conventions and the use of static application security
testing tools in software engineering. Furthermore, our problem space can
be generalized to different source code metrics associated with policies that
the source code must comply to.
The solution, (i.e. the Sifu platform), as designed in the third design
cycle, can also be generalized. In particular, this platform can be adapted to
support different metrics related to policies, and to automatically analyze and
generate hints for participants that lead to raising awareness of these policies.
Furthermore, our artifact can address similar problems over a broader class
of participants with different software engineering knowledge as, e.g. students,
high-school students, or even hobbyists.
7.3

Reflection on Process and Result

The last two sections illustrated the efforts that were undertaken to meet the
criteria for well conducted research according to Action-Design Research and
Design-Science Research. The problem of designing a game constitutes what
Baskerville [176] and Hevner [7] call a wicked problem, i.e. a problem that
has no single best solution, and where the usefulness of the artifact depends
on the social and cognitive abilities, and social context. We have developed
a useful solution for a wicked problem, and we are aware that our solution
is not the only possible solution, and also that we cannot argue that it is the
"best possible solution". The artifact has been developed in a well-crafted
design process and has been evaluated in the design process.
The evaluations illustrate that the artifact its perceived to be useful in
the industrial context: the game participants evaluated the game to raise
their level of awareness of secure coding guidelines. Also management has
supported the game and ensured that it is adopted by the organization. This
illustrates their agreement that the game is useful in the industrial context.
We argue that our research design meets both criteria that are part of a well
crafted design science research effort. In particular we argue on the usefulness
of the designed artifact, and the quality criteria of the design process.

8
Conclusions
According to the Department of Homeland Security, more than 90% of security
incidents can be traced back to vulnerabilities in source code [53]. A report
from 2021 from the Consortium for Information & Software Quality (CISQ),
claims that security vulnerabilities often stem from simple errors in software
coding [43]. The National Institute for Standards and Technology (NIST)
claims that there is an average of 25 errors per 1000 lines of code [150].
The vulnerabilities caused by poor software development practices should
be fixed before the official product release, i.e., they should be caught during
the development process. A study by Veracode from 2016 describes four
reasons why vulnerabilities end up in software source code [234]: (1) insecure
coding practices, (2) the ever-shifting threat landscape, (3) reuse of vulnerable
components and code, and (4) idiosyncrasies of programming languages. According to them, the number one cause of vulnerabilities getting into source
code is insecure coding practices. In particular, they observed that more than
60% of applications do not comply with security standards, such as OWASP
(Open Web Application Security Project) [159].
Using tools such as Static Application Security Test (SAST) can improve
the situation; however, Goseva et al. [111] have shown that these tools can
produce a high amount of false positives and false negatives. Therefore, in
the end, software developers are ultimately responsible for the quality of the
code that they write and review.
However, a study by Patel et al. [200] in 2019 uncovers that more than 50%
of software developers cannot identify vulnerabilities in source code. Furthermore, the existing code basis for products and services is growing in size and

260

Conclusions

complexity [55]. Considered together, these facts pose severe challenges especially for the industry and to companies in the critical infrastructure domain.
To address possible vulnerabilities in source code, IT security standards,
such as IEC 62.443 [87] and ISO 27000 [90], mandate the implementation of a
secure software development lifecycle, including using and checking the usage
of secure coding guidelines. Secure coding guidelines provide programminglanguage-specific policies that must be followed to write secure code, i.e.,
code that does not contain vulnerabilities. One traditional method to address
this issue is through training software developers in secure coding and secure
coding guidelines.
In 2017, I was approached by the pentesting group colleagues, at Siemens
in Munich, to discuss possible applications and usage of a capture-the-flag
platform that they had previously developed. The reason why I was approached was that there was in-house demand by management and software
developers to use the platform for internal training, however it was unclear
to the pentesting colleagues how to achieve this. Further reasons to approach
me were due to my position in the industry (IT security specialist teaching
secure coding to software developers), due to my knowledge and experience
on cybersecurity, and due to my previous experience as a software developer.
The group in which I work for, in the hosting organization, is responsible for
improving the company’s cybersecurity by means of software developer’ training activities and research activities. Additionally, this group supports internal
business units to achieve compliance to IT security standards through consulting projects. These activities are in line with the high-level commitment by
the company towards cybersecurity, as expressed by the Charter of Trust [188].
With the handover of the capture-the-flag platform, an internal research
project was started, which motivated the present work, and resulted in the
design of the CyberSecurity Challenges. The goal of this project was set on
understanding how to raise awareness of secure coding guidelines of software
developers in the industry. Cybersecurity enablement of software developers
and secure coding guidelines are both my areas of expertise and responsibility
within the hosting organization. Furthermore, this project and research
activities are also in line with the Charter of Trust, as expressed by the
sixth pillar on education. This pillar aims to lead the transformation of skills
and job profiles needed for the future, through cooperation with universities,
professional education, and trainings.
In the following, we present an overview and the conclusions of the current
work. Section 8.1 discusses the course of action on how the present research
took place in the industry to address our main three research questions.
Finally, section 8.2 presents an overview and summary of our contributions.
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Course of Action

The research effort combined academic work and work done in the industry,
and was developed according to the Action-Design Research design principles
given by Sein et al. [128].
From the organization perspective, the research was supported by the organizations’ higher management, and also through research projects and other
internal projects. These projects were carried out in the Security Lifecycle research department of the Siemens Corporate Technology, in Munich, Germany.
The CyberSecurity Challenges events were carried out as internal projects
with different business units, which allowed direct access to a large number of
industrial software developers. The budget allocated to the recurring internal
research projects were strategic and business-oriented research projects which
focused on the usage of the CyberSecurity Challenges as a means to raise awareness of secure coding guidelines of software developers in the industry. Additionally, since the work was carried out in a research department in the hosting
organization, this allowed to obtain close and relevant feedback through networking with additional secure coding trainings and cybersecurity specialists.
From the academic perspective, the research was supported through the research group Information Systems of the Universität der Bundeswehr München,
under Prof. Dr. Ulrike Lechner, and also by the Department for Sciences and
Information Technologies of the ISCTE - Instituto Universitário de Lisboa, under Prof. Dr. Maria Pinto-Albuquerque. This enabled direct discussions with
academia, which helped in the mutual shaping, between academia and industry,
of the research effort. Additional dialog with the research community was obtained through the numerous publications that resulted from the present work.
From an Action-Design Research perspective, the work was carried out in
three design cycles. The design cycles, which are described in the following,
included design studies, empirical studies, and deep dive studies.
In the first design cycle, it was carried out the initial design of the CyberSecurity Challenges. In this cycle, the challenges had an offensive perspective, i.e.
software developers had to use offensive techniques to exploit systems to solve
challenges, e.g. perform buffer overflows, and perform SQL injections. The
design study that was carried out looked into the game design requirements
needed for CyberSecurity Challenges to address software developers in the
industry. The results obtained in this study were based on four CyberSecurity
Challenge events that took place from November 2017 to July 2018, with
a total of 59 participants from the industry. The initial platform had a basic
design, and was closely based on and contained exercises typically existing
in capture-the-flag games. Furthermore, the initial deployment scenario
consisted of client-based virtual machines, which the participants needed to
install and to run locally on their systems.
In the second design cycle, the structure and types of challenge was studied.
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In this cycle, the challenges assumed a defensive/offensive perspective by means
of the integration of open-source components. To solve defensive/offensive
challenges, the participants received incomplete instructions and were guided
on how to solve the challenges. The challenges were refined to contain a
three phase structure: an introduction, the main exercise, and a conclusion.
The design study was carried out to understand the game mechanics, the
structure of the challenges, and the types of exercises that are adequate for
software developers in the industry. The results obtained in this study were
based on five CyberSecurity Challenge events that took place from September
2018 to October 2019, with a total of 75 participants from the industry.
In this cycle, the deployment model for the infrastructure was refined to
be server-based. In this type of deployment, the challenges are hosted in
a separate server, which the game participants need to access in order to
play the game. Furthermore, in this cycle, an empirical study was carried
out based on an industry case-study. The industry case-study consisted of
a project that was carried out to update company-internal secure coding
guidelines to state-of-the-art definitions. Additionally, two deep dives were
also realized in this cycle. In the first deep dive, we have looked at how to rank
different secure coding guidelines against each other, by considering a potential
negative impact that can be caused by disregarding the guidelines. In the
second deep dive, we have looked at how to dimension the game in terms
of duration, by looking at the time that a player requires to solve a challenge.
In the third design cycle, the lessons learned from the previous design cycles
were joined together to implement challenges which adopt a fully defensive perspective. In this cycle, the challenges were implemented in the Sifu platform – a
platform designed to facilitate the implementation of defensive challenges. The
design study that was carried out in this cycle is concerned with the automated
assessment of the security level of players’ code, and corresponding interactions
with the player through an intelligent coach. Furthermore, an evaluation of the
usefulness of the challenges and cybersecurity awareness of participants to the
game were also carried out in this design cycle. The results obtained in this
study were based on four CyberSecurity Challenge events that took place from
June 2020 to July 2020, with a total of 71 participants from the industry. In
this cycle, the deployment model for the infrastructure was refined to be cloudbased. In this type of deployment, the challenges are hosted in a cloud environment, and the participants only need a web browser to access the infrastructure.
Finally, an empirical study was carried out through the design and deployment
of a survey aiming to understand industrial software developers’ compliance
and awareness of secure coding guidelines. The large-scale deployment of the
survey was carried out in an internet platform, and the empirical basis for
the study included 194 answers from software developers from the industry.
The design cycles and empirical studies were supported by an existing and
established body of knowledge. In particular, the following theories were used
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as the basis for the present work: policy compliance theory by Moody et
al. [76] and by Bulgurcu et al. [32], neutralization theory by Siponen et al.
[140], security-related stress by D’Arcy et al. [106], and awareness theory by
Hänsch et al. [154]. These theories, which were originally developed in the
field of information security, are adapted and extended to the field of secure
coding guidelines.
Furthermore, the design of the CyberSecurity Challenges is informed by the
existing and established body of knowledge on the field of serious games. In
particular, the reference work by Dörner et al. [170] on serious games, is used
as the basis for the design and development of the CyberSecurity Challenges.
Figure 8.1 shows the main research questions topics that are addressed
in the present research effort. These topics contrast with the foundations
Secure Coding
Awareness
RQ1

Research
Questions
Compliance
Factors

RQ2

RQ3

Serious
Game

Figure 8.1: Overview of Research Questions Topics Addressed in the Present
Work
and theoretical concepts, as presented in chapter 1, figure 1.2. The main
questions that are addressed in the present work are thus:
RQ1 : How well are software developers in the industry aware of secure
coding guidelines?
RQ2 : Which factors lead software developers to use or ignore secure coding
guidelines?
RQ3 : How to raise awareness of secure coding guidelines of software developers in the industry using a serious game?
The methodology that was used to address these problems is based on
Action-Design Research by Sein et al. [128]. This chosen methodology
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provides guidance on how to design an artifact (the CyberSecurity Challenges) through research conducted in an industrial context, which results
in a significant impact for the organization. Our work was carried out in
three design cycles: 1. initial design, 2. refinement cycle, and 3. Sifu/online
platform. Furthermore, we have also conducted two empirical studies on the
usage of secure coding guidelines in the industry, and three deep dive studies:
a. prioritization of secure coding guidelines, b. measuring the time players
require to solve challenges, and c. study on deployment scenarios. Each design
cycle, empirical study, and deep dive investigated different aspects of the
three main research questions and were also guided by their own questions.
For the initial cycle, the following aspects were considered:
• Requirements that the CTF challenges and game themselves must
comply with to make them useful for software developers in the industry,
• Understanding the differences between existing CTFs and how these
can be used to raise secure coding awareness by software developers
in the industry.
The study carried out regarding these questions contributes to the understanding of serious games (RQ3), by considering the application of existing
games to the industrial context, and by deriving requirements to implement
such games in the industry.
In the refinement cycle, the following aspect was considered:
• Which challenge types are adequate for raising awareness of secure
coding of software developers in the industry, in the context of a
CyberSecurity Challenge event?
Our answer to this question contributes to our understanding on how to
implement challenges for a serious game that are adequate to raise awareness
of secure coding guidelines of software developers in the industry. This
contributes to answer our third research question (RQ3). In the refinement
stage, a new type of challenge (the code-entry challenge) was defined. The
refinement and study of this type of challenge was carried out in the following
design cycle. In the Sifu/online cycle, the following aspects were considered:
• How to implement a code-entry challenge exercise?
• How to automatically assess the cybersecurity challenges, in terms of
SCG and BP?
• How to aid the software developer, while solving the cybersecurity
challenges?
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• To which extent are CyberSecurity Challenge events, based on the
Sifu platform, suitable as a means to raise secure coding awareness of
software developers in the industry?
The study carried out to address these questions contributed to the first and
third research questions, i.e. RQ1, and RQ3 respectively. In particular, it
refined our serious game to a defensive perspective, and helped to understand
the software developers’ awareness level of secure coding guidelines. We have
also carried out an empirical study, in the form of an industry case-study,
where, through a real-world example, we gained understanding on the usage
of secure coding guidelines in the industry, and the problems associated with
it. Additionally, we performed an empirical study to understand industrial
software developers’ awareness of secure coding guidelines. This empirical
study addressed the following aspects:
• How well established are secure software development practices in the
industry?
• Which factors lead software developers to use or ignore secure coding
guidelines?
• How well are software developers aware of secure coding guidelines?
• To what extent is secure coding education in the industry needed?
Our answers to these questions, through our study, contribute to the first
and second research questions (RQ1 and RQ2). In particular, we gain an
understanding that motivates the need to raise software developers’ awareness
of secure coding guidelines.
Finally, we conducted three deep dives. The first deep dive considered the
following aspect:
• How to prioritize secure coding guidelines, to define a teaching curriculum for industrial software developers?
Our answer to this question allows for a deeper understanding of the needs
of awareness, in terms of individual secure coding guidelines and, thus, contributes to RQ1 and RQ3. In our second deep dive, we have focused on the
following aspects:
• How to measure the time it takes to solve a CyberSecurity challenge?
• What are the limitations to measure the time it takes to solve a
CyberSecurity challenge?
• Which factors can be used to inform CSC coaches during gameplay?
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The answers to these questions, through our deep dive study, contribute to
RQ3. Lastly, our third deep dive study investigated the following aspect:
• Different deployment scenarios and lessons learned during the events
that took place in the industry.
Our analysis of the different deployment scenarios also contributes to RQ3,
on the usage of different scenarios to host the infrastructure required to raise
secure coding awareness of software developers in the industry.
8.2

Contributions

In the following, we provide a brief overview of the contributions provided
in the present work.
Industry Case Study
In section 4.1 we present an industry case study that took place in 2019, with
the goal to update existing secure coding guidelines to state-of-the-art. The
empirical study presented in this section contributes to the understanding
of the problems that companies face when using and deploying secure coding
guidelines as internal policies. This section discusses the complexities of the
topic, and also motivates the need to raise awareness of secure coding guidelines of software developers in the industry. Additionally, the complexities
of the topic of secure coding guidelines confirm that this problem is a wicked
problem (Hevner et al. [7], Gleasure [180]), due to changing technologies,
changing requirements, and environment.
Awareness of Secure Coding Standards
Section 4.2 presents an empirical study that contributes to the understanding
of how secure coding guidelines are used in the industry. This section presents
the design of a survey and provides an analysis of a large-scale deployment,
with an empirical basis consisting of 194 software developers from the industry.
Our analysis contributes to the knowledge on the factors that motivate
software developers to use or discard secure coding guidelines in their daily
work, i.e. the factors that lead software developers to comply or not with
secure coding guideline policies. Our analysis also explores the factors that
lead to added stress at work when considering the implementation of code
that complies to secure coding guidelines. Finally, this section also contributes
to the understanding of the awareness levels of secure coding guidelines of
software developers in the industry. In particular, it looks at the awareness
aspects of perception, protection and behaviour.
CyberSecurity Challenges
Chapter 5 discusses the main focus of the present Action-Design Research
effort – the design of the CyberSecurity Challenges. This chapter presents an
in-depth discussion of the three design cycles: initial cycle, refinement cycle,
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and Sifu/online cycle. Furthermore, it presents an overall critical discussion
of the design research study.
One contribution provided in the first design cycle, presented in section 5.1,
is the description of our initial artifact, which contains offensive challenges and
is based on a capture-the-flag game. Our design study contributes to the understanding of the game design requirements which are necessary to be addressed
to design an effective and useful game to raise awareness of secure coding
guidelines of software developers in the industry. The design study is based on
the analysis of four CyberSecurity Challenges events, with a total of 59 participants. The main contribution of this study is that the challenges should focus
on the defensive perspective, and that no special knowledge of hacking tools
should be required by the participants in order to solve the game challenges.
The game design requirements also provide guidelines for industry practitioners
who wish to use existing offensive challenges in their own organization.
One contribution provided in the second design cycle, presented in section
5.2, is related to an understanding of the game mechanics and adequate
challenge types for software developers in the industry. We also provide
critical discussion on the usage of hints and penalties in the game. These
contributions are summarized in a unified challenge model. The design study
is based on the analysis of five CyberSecurity Challenges events, with a total
of 75 participants. Furthermore, we present the design of our refined artifact,
which includes defensive/offensive challenges. This section also provides
guidelines for industry practitioners to create defensive/offensive challenges
from existing open-source components.
One contribution provided in the third design cycle, presented in section 5.3,
is related to the Sifu platform. In this section, all the lessons learned in the previous design cycles are put into practice and lead to the implementation of fully
defensive challenges. These challenges are implemented in the Sifu platform –
a platform that is designed to host defensive challenges on secure coding guidelines, and that provides automatic analysis and interactions with the player.
We contribute with a method to automatically assess the security level of code
submitted by the players to the platform, in terms of compliance to secure
coding guidelines. Furthermore, we contribute with a method to automatically
generate hints that are sent to the players, after analyzing their solutions to the
exercises, using an intelligent coach based on artificial intelligent techniques.
These hints help and guide the players to find and fix the vulnerabilities in the
source code of the exercise, by means of compliance to secure coding guidelines.
This section also discusses and evaluates the usefulness of the Sifu platform and
its challenges in the organization. The design study is based on the analysis
of four CyberSecurity Challenges events, with a total of 71 participants.
Finally, in section 5.4 we give an overview of the three design cycles, and
provide discussions that lead to the rigorous evaluation of the artifact in the
context of the research effort. This section demonstrates the improvements
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which were obtained between the design cycles, which lead to the saturation
of knowledge about the solution proposed. Our contributions are also on the
analysis and interpretation of the results of our study in light of the three
dimensions of awareness theory (Hänsch et al. [154]).
Deep Dives
Section 6 presents three deep dive studies that were carried out and complement the understanding of the design of the CyberSecurity Challenges.
In section 6.1 we contribute a method to rank and select secure coding
guidelines, which is based on a practical potential impact that can result
from disregarding the guidelines. In this section we look at different methods
to rank the secure coding guidelines, and provide a comparison between the
different methods. Furthermore, we provide a ranked list of secure coding
guidelines for the C and C++ programming languages. Finally, we look at
a comparison between the results obtained in the industrial context, and
compare them to results obtained in an academic context.
In section 6.2 we contribute a method on how to measure the time that
players require to solve challenges, based on available data from the dashboard
of the game. We also compare our results with a method to measure challenge
solve time based on standard existing measuring techniques. Our results and
their interpretation contribute to critical discussions on player profiles and
their relationship to the game outcome. We also provide discussions that
result in guidelines that inform coaches on how to improve the effectiveness
of CyberSecurity Challenge events.
In section 6.3 we discuss the deployment scenarios that resulted from
different and evolving requirements throughout the three design cycles. Our
contributions are related to the understanding of the complexities associated
with the deployment of CyberSecurity Challenges in large organizations. Furthermore, we contribute with the description of different scenarios developed
to address the emerging requirements, and the respective lessons learned
in terms of pro and cons. Our discussions enable practitioners to consider
and be aware of which are the adequate deployment scenarios to implement
CyberSecurity Challenges in their own organizations.
8.3

Final Words

This work lays the foundations for understanding the design of serious games
to raise awareness of secure coding guidelines of software developers in the
industry. The present thesis presents significant empirical evidence, obtained
through Action-Design Research methodology. Our work assists and informs
industry practitioners, and provides a framework and guidelines to use, deploy and build their own serious games in their organization. Furthermore,
practitioners can use our framework as a basis to extend and refine the work
to cover a different problem and solution space, e.g. through additional

Conclusions

269

programming languages. Currently various initiatives are on the way, which
cover awareness of cloud deployments and secure coding awareness of the
Java programming language.
This research began with the handover of a serious game, that led to our
research goal of designing a game which is suitable for the industry. The
design research ends with the game being adopted by the industry: it has been
used successfully by other groups in the organization without the researchers
guidance. The usefulness of the game is achieved through its large-scale
adoption in the industry, and by the fact that our resulting game has been
established as an part of the official software developer training curriculum.
This is were I end my active research in this thesis, while I myself and others
continue to work on the idea and the game. With the present thesis, I hope to
make a positive contribution to cybersecurity and the civil society in general.
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A
Secure Coding Guidelines
This appendix chapter contains the description of secure coding guidelines
that are used in the thesis, for the Secure Engineering Institute - Computer
Emergency Response Team (SEI-CERT) [37], and for the MITRE Common
Weakness Enumeration (CWE) [142] standards.
A.1

SEI-CERT Secure Coding Guidelines
Table A.1: SEI-CERT C Secure Coding Guidelines
Guideline

Description

ARR30-C

Do not form or use out-of-bounds pointers or array subscripts

ARR32-C

Ensure size arguments for variable length arrays are in a valid range

ARR38-C

Guarantee that library functions do not form invalid pointers

ARR39-C

Do not add or subtract a scaled integer to a pointer

CON33-C

Avoid race conditions when using library functions

DCL30-C

Declare objects with appropriate storage durations

DCL31-C

Declare identifiers before using them

DCL38-C

Use the correct syntax when declaring a flexible array member

ENV33-C

Do not call system()

ERR07-C

Prefer functions that support error checking over equivalent functions that
don’t

ERR34-C

Detect errors when converting a string to a number

EXP00-C

Use parentheses for precedence of operation

EXP30-C

Do not depend on the order of evaluation for side effects

EXP33-C

Do not read uninitialized memory

EXP34-C

Do not dereference null pointers
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Guideline

Description

EXP39-C

Do not access a variable through a pointer of an incompatible type

FLP32-C

Prevent or detect domain and range errors in math functions

INT00-C

Understand the data model used by your implementation(s)

INT07-C

Use only explicitly signed or unsigned char type for numeric values

INT08-C

Verify that all integer values are in range

NT13-C

Use bitwise operators only on unsigned operands

INT18-C

Evaluate integer expressions in a larger size before comparing or assigning
to that size

INT30-C

Ensure that unsigned integer operations do not wrap

INT32-C

Ensure that operations on signed integers do not result in overflow

INT33-C

Ensure that division and remainder operations do not result in divide-byzero errors

INT34-C

Do not shift an expression by a negative number of bits or by greater than
or equal to the number of bits that exist in the operand

INT35-C

Use correct integer precisions

INT36-C

Converting a pointer to integer or integer to pointer

MEM07-C

Ensure that the arguments to calloc(), when multiplied, do not wrap

MEM30-C

Do not access freed memory

MEM34-C

Only free memory allocated dynamically

MEM35-C

Allocate sufficient memory for an object

MSC06-C

Beware of compiler optimizations

MSC14-C

Do not introduce unnecessary platform dependencies

MSC15-C

Do not depend on undefined behaviour

MSC30-C

Do not use the rand() function for generating pseudorandom numbers

MSC32-C

Properly seed pseudorandom number generators

MSC37-C

Ensure that control never reaches the end of a non-void function

POS34-C

Do not call putenv() with a pointer to an automatic variable as the argument

STR31-C

Guarantee that storage for strings has sufficient space for character data
and the null terminator

STR32-C

Do not pass a non-null-terminated character sequence to a library function
that expects a string

STR38-C

Do not confuse narrow and wide character strings and functions

WIN30-C

Properly pair allocation and deallocation functions

Table A.2: SEI-CERT C++ Secure Coding Guidelines
Guideline

Description

DCL59-CPP

Do not define an unnamed namespace in a header file

ERR51-CPP

Handle all exceptions

EXP53-CPP

Do not read uninitialized memory

EXP54-CPP

Do not access an object outside of its lifetime

EXP60-CPP

Do not pass a nonstandard-layout type object across execution boundaries

EXP61-CPP

A lambda object must not outlive any of its reference captured objects

EXP62-CPP

Do not access the bits of an object representation that are not part of
the object’s value representation

FIO01-C

Be careful using functions that use file names for identification
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Guideline

Description

FIO30-C

Exclude user input from format strings

FIO34-C

Distinguish between characters read from a file and EOF or WEOF

FIO37-C

Do not assume that fgets() or fgetws() returns a nonempty string when
successful

FIO45-C

Avoid TOCTOU race conditions while accessing files

FIO46-C

Do not access a closed file

FIO47-C

Use valid format strings

FIO51-CPP

A.2

Close files when they are no longer needed

MEM50-CPP

Do not access freed memory

MEM51-CPP

Properly deallocate dynamically allocated resources

MEM52-CPP

Detect and handle memory allocation errors

MEM53-CPP

Explicitly construct and destruct objects when manually managing
object lifetime

MEM54-CPP

Provide placement new with properly aligned pointers to sufficient
storage capacity

MEM55-CPP

Honor replacement dynamic storage management requirements

MEM56-CPP

Do not store an already-owned pointer value in an unrelated smart pointer

STR50-CPP

Guarantee that storage for strings has sufficient space for character data
and the null terminator

STR51-CPP

Do not attempt to create a std::string from a null pointer

STR52-CPP

Use valid references, pointers, and iterators to reference elements of a
basic_string

MITRE Common Weakness Enumeration
Table A.3: Common Weakness Enumeration
Guideline

Description

CWE-14

Compiler Removal of Code to Clear Buffers

CWE-77

Improper Neutralization of Special Elements used in a Command
(’Command Injection’)

CWE-121

Stack-based Buffer Overflow

CWE-127

Buffer Under-read

CWE-134

Use of Externally-Controlled Format String

CWE-190

Integer Overflow or Wraparound

CWE-208

Observable Timing Discrepancy

CWE-242

Use of Inherently Dangerous Function

CWE-320

Key Management Errors

CWE-330

Use of Insufficiently Random Values

CWE-331

Insufficient Entropy

CWE-338

Use of Cryptographically Weak Pseudo-Random Number Generator
(PRNG)

CWE-562

Return of Stack Variable Address

CWE-676

Use of Potentially Dangerous Function

CWE-682

Incorrect Calculation

CWE-758

Reliance on Undefined, Unspecified, or Implementation-Defined Behaviour)
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Description

CWE-768

Incorrect Short Circuit Evaluation)

CWE-778

Insufficient Logging)

CWE-783

Operator Precedence Logic Error)

B
Survey Questionnaire
The following pages present the "survey questionnaire", which was designed
to evaluate industrial software developers’ level of awareness and compliance
towards secure coding guidelines. We refer the reader to chapter 4.2 for a
thorough discussion on the design of the survey, the base theories upon which
it is based, and also the results for a preliminary survey (section 4.2.1) and
for a large-scale survey (section 4.2.2).
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