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Kurzfassung

Die Einfithrung der Partitioned Point-to-Point Communication im MPI 4.0-Standard
stellt eine vielversprechende Losung zur Bewiltigung der Herausforderungen der
multithreaded Kommunikation im Kontext paralleler Anwendungen dar, insbeson-
dere solcher, die Multi-Threading anwenden, z. B. durch OpenMP oder POSIX-
Threads, und in denen jeder Thread etwas zur MPI-Kommunikation beitragen kénn-
te. Diese Arbeit stellt eine Reihe von Mikro-Benchmarks vor, die speziell zur Be-
wertung der Leistung dieser neuartigen Funktionalitdt innerhalb der weit verbreite-
ten OSU Micro-Benchmarks Suite entwickelt wurden. Durch die Nutzung bestehen-
der Benchmarks als Grundlage ermoglicht dieser Ansatz einen nahtlosen Vergleich
von MPI-Implementierungen, Netzwerkhardware und -konfigurationen sowie unter-
schiedlichen Systemen, wahrend gleichzeitig die Konsistenz mit etablierten Metriken
gewéhrleistet bleibt. Die somit erstellten Benchmarks erlauben die Messung von La-
tenz und Bandbreite der Partitioned Point-to-Point Communication unter diversen
Szenarien, welche durch freie Wahl der Anzahl Partitionen und Threads fiir sowohl
die Sender- als auch die Empfangerseite konfiguriert werden koénnen. Durch umfas-
sende Leistungsmessungen an den Systemen CLAIX18 und CLAIX23 der RWTH
wird der Nutzen von Partitioned Point-to-Point Communication Benchmarks aufge-
zeigt und Einblicke in die Effizienz von Partitioned Point-to-Point Communication in
verschiedenen Szenarien geboten. So ist ein hoher relativer Overhead im Vergleich zu
traditioneller MPI-Kommunikation bei niedrigen Nachrichtengréfien zu beobachten,
dessen Wirkung bei grofleren Nachrichten zunehmend nachlésst. Weiterhin wird der
Einfluss der Nutzung verschiedener Anzahlen von Empfangerpartitionen untersucht,
wodurch die Empfehlung des MPI-Standards untermauert wird, wenige Empfénger-
partitionen zu verwenden. Beim Vergleich des neueren CLAIX23-Systems mit dem
alteren CLAIX18-System kann festgestellt werden, dass das altere System die Leis-
tung des Neueren in wenigen speziellen Féllen sogar tibertrifft.

Stichworter: HPC, MPI, Pthreads, MPICH, OpenMPI, Partitioned Point-to-
Point Communication, Micro-Benchmarks






Abstract

The emergence of Partitioned Point-to-Point Communication in the MPI 4.0 stan-
dard presents a promising solution for addressing the challenges of multi-threaded
communication within parallel applications, particularly those employing multi-
threading paradigms such as OpenMP or POSIX-Threads, where each thread could
contribute to MPI communications. This thesis introduces a set of micro-benchmarks
specifically designed to evaluate the performance of this novel functionality within
the widely-used OSU Micro-Benchmarks suite. Leveraging existing benchmarks as a
foundation facilitates seamless comparison of MPI implementations, network hard-
ware and configurations, as well as different systems, while maintaining consistency
with established metrics. The developed benchmarks enable measurement of la-
tency and bandwidth of Partitioned Point-to-Point Communication under various
scenarios, configurable by freely choosing the number of partitions and threads for
both the sender and the receiver side. Comprehensive performance measurements
on RWTH’s CLAIX18 and CLAIX23 systems demonstrate the utility of Partitioned
Point-to-Point Communication benchmarks and provide insights into the efficiency
of Partitioned Point-to-Point Communication across diverse scenarios. A high rel-
ative overhead compared to traditional MPI communication is observed for smaller
message sizes, which diminishes with larger messages. Furthermore, the impact
of utilizing different numbers of receive partitions is investigated, supporting the
MPI standard’s recommendation to use few receive partitions. When comparing
the newer CLAIX23 system with the older CLAIX18 system, it is noted that the
older system even outperforms the newer one in a few specific cases.

Keywords: HPC, MPI, Pthreads, MPICH, OpenMPI, Partitioned Point-to-
Point Communication, Micro-Benchmarks
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1. Introduction

In the latest major version 4.0, the MPI standard [8] aims to address MPI’s en-
during challenge with multi-threaded communication through the introduction of
Partitioned Point-to-Point Communication. Presently, numerous MPI applications
resort to pessimistic serialization mechanisms (e.g., locks) to enforce thread safety
for MPI calls, restricting participation in the communication operations to a sin-
gular thread at any given time. While this approach ensures thread safety, it also
introduces inefficiencies for threads that would otherwise not interfere with one
another in their communication participation. Current approaches often utilize a
master-worker model, where worker threads, upon completing their computations,
await the completion of all other threads’ computations before allowing the master
thread to execute the communication operations. This paradigm introduces substan-
tial overhead, which partitioned communication seeks to mitigate by partitioning
the message buffer, enabling individual thread participation in the communication
whenever a thread is ready to transmit its data.

Well-implemented partitioned communication has the potential to revolutionize
many high-performance computing applications. However, identifying and config-
uring a robust MPI implementation of Partitioned Point-to-Point Communication
remains challenging due to the lack of available performance benchmarks. Bench-
marks play a pivotal role in high-performance computing, facilitating the estimation
of performance upper bounds and limitations for specific functionalities. For emerg-
ing technologies like Partitioned Point-to-Point Communication, benchmarks serve
as crucial tools for assessing their performance and comparing them against tradi-
tional approaches. There exists only a single publicly available benchmarking suite
supporting Partitioned Point-to-Point Communication [4], which suffers due to the
limitations of early MPI 4.0 implementations. This benchmarking suite diverges
from widely-used MPI benchmarking suites through the usage of other metrics and
the inclusion of different levels of noise in its measurements. Notably, even widely-
used MPI Benchmarking suites such as the OSU Micro-Benchmarks [I0] and the
Intel MPI Benchmarks [7] lack support for Partitioned Point-to-Point Communica-
tion.

This thesis seeks to address this gap by extending the OSU Micro-Benchmarks
with micro-benchmarks specifically designed for Partitioned Point-to-Point Commu-
nication while maintaining consistency with existing OSU micro-benchmarks. This
extension aims to facilitate easy performance evaluation of various MPI implemen-
tations, network hardware and network configurations, and compare them against
other MPI functionalities using similar benchmarks, contained in the same bench-
marking suite. Furthermore, the micro-benchmarks provide flexibility for users to
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customize key parameters such as the partitioning of the message buffer.

This thesis begins by providing background information on MPI’s Partitioned
Point-to-Point Communication and the OSU Micro-Benchmarks suite, setting the
stage for subsequent chapters. It then discusses existing approaches and elucidates
the unique contributions of this thesis. Subsequently, it details the design and imple-
mentation of the created micro-benchmarks, along with their potential applications.
The practical utility of these micro-benchmarks is further demonstrated through
performance measurements conducted on the RWTH’s CLAIX18 and CLAIX23
systems, comparing Partitioned Point-to-Point Communication performance across
different communication configurations and MPI implementations, as well as com-
paring the performance of this emerging technology achieved by both of these HPC
systems. Finally, the thesis concludes by summarizing its findings and contributions.

This thesis makes the following contributions:

o Provision of micro-benchmarks tailored for the emerging technology of Parti-
tioned Point-to-Point Communication while maintaining consistency with es-
tablished micro-benchmarks of the widely-used OSU Micro-Benchmarks suite.

o Extension of a widely-used micro-benchmarking suite to encompass this novel
functionality.

o Application of the created micro-benchmarks to compare diverse MPI imple-
mentations and system architectures, shedding light on performance impacts
across a varying number of partitions.



2. Background

This chapter lays the foundational knowledge necessary for understanding the ad-
vancements made in later chapters of this thesis. Initially, the chapter focuses on
the traditional point-to-point communication used in the Message-Passing Interface
(MPI), setting the stage for the Partitioned Point-to-Point Communication intro-
duced in MPI 4.0. An overview of this new form of communication will highlight
its general concepts and intended purpose.

Subsequently, the chapter explores the OSU Micro-Benchmarks suite, which has
been extended to include micro-benchmarks for Partitioned Point-to-Point Com-
munication in this thesis. Detailed discussions on the suite’s standard latency test
and bandwidth test will highlight the critical considerations and methodological
adaptations necessary to accurately benchmark this new form of communication.

2.1. The Message-Passing Interface

The Message-Passing Interface (MPI) standard defines a powerful and flexible pro-
gramming interface for communication within distributed-memory systems in the
field of High-Performance Computing. MPI defines hundreds of procedures aimed
at allowing parallel applications to exchange data, cooperate, and coordinate their
tasks. As an application programming interface (API), MPI supports language bind-
ings for Fortran and C; however, only the latter will be considered in this thesis.

MPI relies on communicators to organize communication among sets of MPI pro-
cesses. These communicators can encompass overlapping sets of processes, allowing
a single process to be associated with multiple communicators simultaneously. Each
thread within a communicator is assigned a unique rank identifier, which is crucial
for specifying the intended recipient of a message during MPI communications.

The MPI standard defines various forms of communication, ranging from simple
point-to-point communication to collective communication. Collective Communi-
cation offers several variants to facilitate communication among multiple sender or
receiver processes, such as broadcasting the same message to multiple processes with
a single collective send operation. However, both point-to-point and collective com-
munication require explicit consent from the recipient process(es) to read from or
write to their message buffer(s).

In scenarios where a process needs to directly influence another process’s memory
without explicit consent, one-sided communication can be utilized. These diverse
MPI functionalities collectively form a robust toolkit for parallel programming, with
this thesis focusing specifically on intricacies of point-to-point communication and
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its newly introduced variant, Partitioned Point-to-Point Communication.

The MPI standard’s latest major version, MPI 4.0 [8], has been released in 2021,
and introduced major updates including the introduction of persistent collectives,
the session model, which offers an alternative way to initialize MPI communications,
and Partitioned Point-to-Point Communication, which will be the main focus of this
thesis.

2.1.1. Traditional Point-to-Point Communication

The traditional point-to-point communication is the most basic form of communi-
cation defined in MPI and is certainly among its most crucial functionalities. This
form of communication involves a single source process, a single destination process,
and a message that is transmitted from the source to the destination. Each partic-
ipant in this communication needs to specify the process’ rank to which a message
should be sent or from which a message should be received. The source process
actively calls a send function to transmit the message, while the destination process
must call a receive function. A message is matched to both of these functions. An
example of this communication is provided in Figure 2.1} It is important to note
that a successful send function call does not imply the message to be already re-
ceived by the recipient. Instead, it indicates that the MPI implementation is in the
process of transmitting this message and that the buffer used by the program to
store the message may be written into again.

There are multiple variations of point-to-point communication functions, the most
basic of which are the blocking communications using MPI_Send and MPI_Recv. The
send and receive functions for C are defined in the MPI standard [§] as follows:

int MPI_Send(const void *buf, int count, MPI_Datatype datatype,
int dest, int tag, MPI_Comm comm)

int MPI_Recv(void #*buf, int count, MPI Datatype datatype,
int source, int tag, MPI Comm comm, MPI_Status *status)

The arguments of these functions can be divided into two parts: information about
the connection and information about the message. The argument buf describes the
buffer from which the message should be sent or where the received message will
be stored. The count and datatype define the content of the message, namely,
the number of elements and the datatype of the messages. MPI defines its own
datatypes to ensure robustness in cases where, for example, multiple programs,
multiple data streams (MPMD) are employed combined with the use of multiple
different programming languages that each define their own datatypes. MPI defines
its own set of primitive datatypes, and more complex datatypes may also be defined
and used.

The next three arguments describe the connection information, specifically the
rank of the source or destination of the message, the message tag, and the shared
communicator in which both processes need to reside. Lastly, the receive function
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Figure 2.1.: Visualization of MPI’s traditional point-to-point communication
PO and P1 represent different processes, that participate in the communication. The
lines represent the passing of time from left to right.

contains the status, which provides information about the received message, namely
the rank of the sending process and the tag of the message.

In addition to traditional point-to-point communication, the MPI standard defines
other variants such as non-blocking and persistent point-to-point communication.
Non-blocking communication provides a means for programmers to circumvent po-
tential deadlocks that may arise from dynamic communication patterns, which are
determined at runtime. With non-blocking communication, multiple non-blocking
communication functions can be utilized, allowing execution to continue without
waiting for all communications to finish first.

Persistent point-to-point communication is another variant that simplifies repet-
itive communications with the same argument list. Instead of specifying the same
arguments for each communication function individually, the programmer can bind
the list of communication arguments to an MPI request, in a process called initial-
ization. Subsequently, the request object can be reused to start and complete the
same communication multiple times. The syntax of persistent point-to-point com-
munication served as the foundation for the syntax of Partitioned Point-to-Point
Communication.

2.1.2. Partitioned Point-to-Point Communication

Multithreading is a crucial component of high-performance computing, and MPI
has supported it since Version 2, published in 1997. However, many programs
still utilize multiple threads to perform computations but then delegate the task of
communicating with MPI to a single thread. Commonly used MPI implementations
have only poorly optimized support for multi-threading, resorting to pessimistic
serialization, which allows only a single thread to interact with critical paths or
data at a time. This approach proves problematic for threads that do not interfere
with each other’s communications, such as when each thread uses different parts of
a buffer. While some threads might be ready to send their data, they are forced to
wait until all threads have finished their computations.

The concept of Partitioned Point-to-Point Communication, as described in [2] and
[3], aims to allow different threads to contribute to a single communication from a
shared memory buffer. This enables threads to participate in the communication
as soon as they finish their computations, rather than having to synchronize or
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PO P1
l l
MPI_PSEND_INIT MPI_PRECV_INIT
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Figure 2.2.: Visualization of MPI’s Partitioned Point-to-Point Communication
PO and P1 represent different processes, that participate in the communication. The
lines represent the passing of time from top to bottom.

join before the communication can commence. Each partition of the message buffer
can be individually marked as ready for transmission. This does not imply that
each partition will be sent individually as soon as they are ready. Rather, it is
up to the MPI implementation to aggregate these partitions and send them at the
most efficient time. In some cases, for example, when there is little available data,
delaying the sending of the data might be more efficient. Initially designed to allow
for partitioning on the send-side only, this approach was later extended to include
receive-side partitioning as well [IJ.

To achieve this functionality, a similar approach to persistent communication
is adopted. First, the communication needs to be initialized with the following
functions:

int MPI Psend_init(const void *buf, int partitions, MPI_Count count,
MPI_Datatype datatype, int dest, int tag, MPI_Comm comm,
MPI_Info info, MPI_Request *request)

int MPI Precv_init(void *buf, int partitions, MPI_Count count,
MPI_Datatype datatype, int source, int tag, MPI_Comm comm,
MPI Info info, MPI_Request *request)

The arguments buf, datatype, dest, source, tag, and comm are used as in
traditional point-to-point communication (described in Section [2.1.1)). The argu-
ment count now specifies the number of elements per partition, and the argument
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partitions defines the number of partitions that make up the message buffer. The
request is used to identify this specific communication later. It is important to
note that the number of partitions can be chosen individually for the sending and
the receiving operation.

After initialization, the communication needs to be started using
MPI_Start(&request). At this point, it is possible to individually set partitions to
be ready for transmission or check for the arrival of a specific partition using the
following functions:

int MPI_Pready(int partition, MPI_Request request)
int MPI_Parrived(MPI_Request request, int partition, int *flag)

Once a partition is received, the flag will be set to true. The communication
concludes with a final call to MPI_Test or MPI_Wait on the communication request.
A visualization of a complete Partitioned Point-to-Point Communication is shown
in Figure and a code example can be found in Listing [2.1]

Listing 2.1: Example of a simple Partitioned Point-to-Point Communication

// Initialize the MPI communication

// Allocate arguments for the later communications
MPI_Count partitions = 8;

int source = 0, dest =1, tag = 1, flag = 0, count = 5;
int myrank, i;

MPI_Request request;

double message[count * partitions]

if (myrank == 0) A
// Initialize and start partitioned send
operation
MPI_Psend_init (message, partitions, count,

MPI DOUBLE,
dest, tag, MPI_COMM_WORLD, MPI_INFO _NULL, &
request) ;
MPI_Start (&request);
for(i = 0; i < partitions; i++) {

// mark partition % as ready:
MPI Pready(i,request);
}
} else {
// Initialize and start partitioned receive
operation



2. Background

MPI_Precv_init (message, partitions, count,

MPI DOUBLE,
source, tag, MPI_COMM_WORLD, MPI_ INFO NULL, &
request) ;
MPI_Start (&request);
for(i = 0; i < partitions; i++) {

// check for arrival of partition %:
while (!flag) {

MPI Parrived(request, i, &flag);
}
flag = 0;

}

// Wait for communication to finish
MPI Wait (&request, MPI_STATUS IGNORE);
MPI_Request_free (&request) ;

2.2. Ohio State University Micro-Benchmarks

The OSU Micro-Benchmarks [10] are among the most widely used benchmarking
suites for MPI. Developed by the Ohio State University (OSU), which also devel-
ops the MVAPICH MPI Implementation [9], these benchmarks are not specifically
tailored to a particular MPI library, unlike the Intel MPI Benchmarks [7]. This
enables the comparison of different MPI implementations using the various commu-
nication patterns employed in existing OSU micro-benchmarks. The OSU micro-
benchmarks are available for the programming languages Python and C; however,
only the latter version will be utilized and extended upon in this thesis. The OSU
micro-benchmarks offer high customizability for each benchmark, supporting a wide
array of options and extensions such as data validation and CUDA support. They
are actively under development and already support MPI 4.0 features like the ses-
sion model and persistent collectives. The micro-benchmarks introduced in this
thesis’ extension of the OSU Micro-Benchmarks are based on the existing latency
and bandwidth micro-benchmarks. Both of these follow a similar pattern in their
design, which can be simplified into Algorithm [I]

Although OSU offers support for the use of multiple memory buffers for data
transmission, for the purpose of this thesis, we will only consider the use of a single
send and a single receive buffer. This means that every iteration uses the same
buffers for data transmission. The message sizes covered by OSU start by default
with a message size of 1 Byte and double in size each iteration until reaching the
default maximum message length of 4 MiB. However, both of these limits can be
configured by the user. By default, OSU micro-benchmarks transmit messages con-
sisting of MPI_CHAR elements. Although the use of other datatypes is possible, in this
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Algorithm 1 OSU latency and bandwidth micro-benchmarks outline

e el e
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. Initialize MPI
: Parse command-line options and parameters
. Allocate memory for send (s_buf) and receive (r_buf) buffers
: for each message size from min to max do
for each MPI datatype do

Calculate the number of elements

for each iteration do

Test Kernel

end for

Calculate and print result
end for
. end for
: Clean up resources
. Finalize MPI
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Figure 2.3.: Communication pattern employed by OSU Micro-Benchmark’s latency
test
PO and P1 represent different processes, that participate in the communication. The
lines represent the passing of time from left to right.

thesis, we will use the default datatype for testing. This general structure applies
to both the latency and the bandwidth test, differing only in Line 8 of Algorithm
The exact contents of each test will be described in the following subsections.

2.2.1. Standard Latency Test

The OSU standard latency test measures the duration of a simple ping-pong com-
munication pattern from start to finish. A single sending process sends a message
with a certain data size to a receiving process and waits for a reply from the re-
ceiver. Upon arrival of the message, the receiver sends back its own message of
the same size. After the original sending process receives this message, the time
measurement stops. Figure visualizes this communication pattern. Algorithm
can be inserted in place of Line 8 of the above Algorithm [Tl This test is repeated
for many iterations, after which the average latency numbers for a given message
size are obtained.

In this case, latency not only measures the time taken to put and transmit the
message on the communication medium but also includes the time it takes for the
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MPI implementation to establish the communication between these two processes
with a shared communicator. It uses blocking versions of MPI_Send and MPI_Recv,
which necessitates the first message to be fully transmitted before the reply from
the receiving process is sent. The latency of communication is a critical factor in
the performance of parallel applications. This micro-benchmark allows the eval-
uation of the latency performance of MPI implementations. The results of this
micro-benchmark serve as a starting point to identify potential bottlenecks and the
impact of different MPI implementations and network configurations as well as the
utilization of different network hardware.

Algorithm 2 Test kernel of OSU Micro-Benchmark’s latency test

1: if Process is sender then
2 Record start time
3:  Send message

4:  Receive message
5 Record end time
6: else
7

8

9

Receive message
: Send message
. end if

2.2.2. Standard Bandwidth Test

In the bandwidth test, the sender sends a fixed number (the so-called window size,
which is set to 64 by default) of back-to-back messages of the same size to the re-
ceiving process. After receiving all these messages, the receiving process sends a
reply to acknowledge the reception of all messages (see Figure [2.4)). The communi-
cation utilizes non-blocking versions of MPI functions, allowing the sender to send
a message before the previous message has been received.

Algorithm [3| can be inserted in place of Line 8 of the above Algorithm [I]and high-
lights the most important steps of the bandwidth micro-benchmark. The algorithm
is repeated for different message sizes and many iterations to average the bandwidth
achieved by those iterations.

The bandwidth test calculates the bandwidth (measured in MB/s) based on the
time from starting the communication until the sending process receives the ac-
knowledgement message from the receiving process and the total amount of data
that has been transmitted. The objective of this test is to approximate the maximum
sustained data rate that can be achieved at the network level.

10
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Figure 2.4.: Communication pattern employed by OSU Micro-Benchmark’s band-
width test
PO and P1 represent different processes, that participate in the communication. The
lines represent the passing of time from top to bottom.

Algorithm 3 Test kernel of OSU Micro-Benchmark’s bandwidth test

1: if Process is sender then
2:  Record start time

3:  for window size do

4: Start non-blocking send operation

5:  end for

6:  Wait for all messages to be sent

7.  Receive acknowledgment message

8:  Record end time

9: else

10:  for window size do

11: Start non-blocking receive operation
12:  end for

13:  Wait for all messages to be received
14:  Send acknowledgment message

15: end if
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3. Related Work

Currently, there have been few attempts to create benchmarks for Partitioned Point-
to-Point Communication. There is a single publicly available MPI Partitioned Point-
to-Point testing suite [4]; however, their approach significantly differs from the one
presented in this thesis. While this micro-benchmark suite aims to measure the per-
formance of Partitioned Point-to-Point Communication, there already exists another
type of test suite that aims to verify the correctness of an MPI implementation, the
MPICH test suite [13].

3.1. MPICH Test Suite

MPICH [I3] stands as one of the most popular implementations of the Message
Passing Interface (MPI) standard, which in its current stable version, MPICH 4.2.0,
includes most of the MPI 4.0 standard’s functions and features, including Parti-
tioned Point-to-Point Communication. A pivotal aspect of MPI implementation
development is the rigorous verification of correctness, compelling implementation
developers to devise their own testing suites, including the MPICH test suite as
well as OpenMPI’s MPI Testing Tool [6]. Although the subsequent discussion will
predominantly focus on the MPICH Test suite, the principles and considerations
discussed herein are broadly applicable to all MPI implementation testing suites
aimed at validating correctness.

The MPICH testing suite allows for thorough and rigorous testing of any MPI
implementation. It enables users to ensure a specific implementation conforms to
the MPI standard and exhibits correct behavior of its functions in various scenarios.
This is especially crucial for the correctness testing of new MPI functionality. The
MPICH test suite offers several tests for Partitioned Point-to-Point Communication,
which primarily check for correct behavior, such as the non-blocking behavior of
MPI_ Pready or the correct partitioning on the sender or receiver side. Additionally, it
includes a stress test using the ping-ping communication pattern. However, there is
no performance testing for Partitioned Point-to-Point Communication, as well as any
other MPI communication variant, included in this testing suite. In conclusion, the
MPICH test suite does not fulfill the requirements for a general performance testing
suite for MPI implementations. This distinguishes it from the objective of this thesis,
which is to extend a common performance-measuring micro-benchmarking suite to
provide better coverage of new MPI functionality inside the OSU Micro-Benchmarks.
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3.2. Previous Efforts on Benchmarking Partitioned
Point-to-Point Communication

There has been a singular previous effort to create a micro-benchmarking suite
to assess the performance of Partitioned Point-to-Point Communication [4]. The
benchmark suite aims to provide developers with insight into the potential use cases
of Partitioned Point-to-Point Communication. To achieve this purpose, the bench-
marking suite examines what types of workloads could benefit from implementing
Partitioned Point-to-Point Communication and which partition count is best suited
for a given message size. The provided micro-benchmarks offer insight into potential
performance improvements when porting a multi-threaded MPI application to use
MPI Partitioned Point-to-Point Communication. Furthermore, using different types
of system noise, the benchmarks study their impact on the expected improvements
gained from Partitioned Point-to-Point Communication.

A limiting factor in their performance evaluation was the availability of different
MPI implementations that already implemented MPI Partitioned Point-to-Point
Communication. They conducted their tests using the MPIPCL MPI implemen-
tation only, leaving the performance comparison of different MPI implementations’
Partitioned Point-to-Point Communication for future work. Another limitation re-
sulting from the use of MPIPCL was the restriction that the communication needed
an equal amount of send and receive partitions. Therefore, they could not explore
the influence of using fewer receive partitions, as recommended by the MPI 4.0
standard [8].

This thesis” extension of the OSU Micro-Benchmarks suite offers users a tool for
performance evaluation in a familiar setting, using established metrics and commu-
nication patterns. In contrast to the previously created stand-alone benchmarking
suite for Partitioned Point-to-Point Communication [3.2] this extension will focus
less on providing insight into the usage of Partitioned Point-to-Point Communica-
tion in existing applications, their performance under different levels of noise and
guiding the programmer to find the right amount of partitions. Instead, the focus
of this thesis” micro-benchmarks will be to provide programmers with familiar tools
to help configure and compare different MPI implementations while allowing them
to choose important arguments such as the partitioning of messages or the number
of sender- or receiver-side threads themselves.

14
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The presented micro-benchmarks for Partitioned Point-to-Point Communication
were designed to adhere to the key properties of high-performance computing bench-
marks as defined in the book "High Performance Computing: Modern Systems and
Practices' [I2]. When comparing new technology with traditional methods, it is es-
sential to create benchmarks that compare these technologies using the same work-
loads. For the purpose of this thesis, these workloads have already been chosen
by existing OSU micro-benchmarks for traditional point-to-point communication
(see Section . To enable a comparative evaluation against these existing micro-
benchmarks, the micro-benchmarks for Partitioned Point-to-Point Communication
transfer the same amount of data, use the same limits (minimum message size, maxi-
mum message size, number of iterations), and strive to replicate the performed com-
munication pattern as closely as possible while still supporting Partitioned Point-
to-Point Communication’s new features.

The created benchmarks aim to incorporate the intended purpose of Partitioned
Point-to-Point Communication in their design, which is why there are two ver-
sions of each benchmark. One version utilizes only serial execution, offering insight
into Partitioned Point-to-Point Communication’s performance, excluding potential
thread overheads, while the second version employs multi-threading to send or re-
ceive different partitions, more closely replicating the intended purpose of Parti-
tioned Point-to-Point Communication. However, these micro-benchmarks do not
utilize real-world applications as a base for their measurements; instead, they em-
ploy synthetic workloads aimed at providing insight into performance upper bounds.
Similar to the OSU micro-benchmarks for traditional point-to-point communication,
there will be no simulated work, as the focus remains solely on communication.

Similar to the approach taken by the OSU Micro-Benchmarks suite with their
benchmarks for persistent point-to-point communication, this work also concen-
trates on adapting the traditional latency and bandwidth micro-benchmarks in-
stead of creating entirely new benchmarks. More complex traditional point-to-point
micro-benchmarks, such as the multi-process latency test, will not be adapted for
Partitioned Point-to-Point Communication in this work.

As these benchmarks are based on the micro-benchmarks for traditional point-
to-point communication, they follow the general outline as shown in Algorithm
However, this outline required several adaptations to allow users to freely choose
the number of send and receive partitions. The specific nature of these changes will
be outlined in the Implementation Chapter [5} for now, it is sufficient to know that
the number of send and receive partitions can be chosen individually.

The chapter will be divided into two parts: The first part covering the design of
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the latency tests, and the second part covering the design of the bandwidth tests.
Initially, the explanation of the serial version will lay the groundwork, with later
sections introducing the accommodations for multi-threading.

4.1. Design of the Partitioned Latency Tests

The latency test for Partitioned Point-to-Point Communication, referred to as par-
titioned latency test, replicates the communication pattern used by the standard
latency test (see Section while introducing the use of MPI_Pready for send
operations and MPI_Parrived for receive operations. The initialization of the Parti-
tioned Point-to-Point Communication will be covered in later sections. Algorithm
and Algorithm [5] summarize the send and receive operations, respectively. The val-
ues for the number of send partitions, P, and for the number of receive partitions,
P,, are defined for the entire program, including both the sending and the receiv-
ing process. Algorithm [0] outlines the specific testing procedure of the partitioned
latency test.

Algorithm 4 Partitioned latency test: sending operations

1: for each partition p; in P, do
2:  Mark p; as ready for transmission
3: end for

Algorithm 5 Partitioned latency test: receiving operations

1: for each partition p; in P, do
2:  while p; has not been received do

3 Check for arrival of p;
4:  end while
5: end for

4.1.1. Serial Partitioned Latency Test

All components, except for the initialization, are prepared to create the serial ver-
sion of the partitioned latency test. To mirror a real-world application and maintain
consistency with the existing OSU micro-benchmarks for persistent point-to-point
communication, we will initialize the communication before starting the time mea-
surement. The exact initializations differ for both processes as they each need to
choose the rank of the other process as the source or destination of the commu-
nication function. Following initialization, we utilize MPI_Barrier to synchronize
both processes. Subsequently, upon the commencement of time measurement, the
communications are started.

16
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Algorithm 6 Test kernel of the partitioned latency test

1: if Process is sender then

2:  Initialize the partitioned send communication with P, partitions

3:  Initialize the partitioned receive communication with P, partitions
4:  Wait for MPI_Barrier

5:  Record start time

6:  Start the send and receive communications

7. Execute send operations (Algorithm

8 Wait for completion of send operations

9:  Execute receive operations (Algorithm

10:  Wait for completion of receive operations

11:  Record end time

12: else

13:  Initialize the partitioned receive communication with P, partitions
14:  Initialize the partitioned send communication with P, partitions
15:  Wait for MPI_Barrier

16:  Start the send and receive communications

17:  Execute receive operations (Algorithm

18:  Wait for completion of receive operations

19:  Execute send operations (Algorithm

20:  Wait for completion of send operations
21: end if

4.1.2. Multi-Threaded Partitioned Latency Test

This benchmark allows the user to independently choose the number of sender and
receiver threads. The workload generated by the number of partitions will be dis-
tributed among these threads, ensuring each thread receives its own distinct set of
partitions. Thread initialization occurs immediately after the communication has
been initialized, enabling each thread to receive the necessary communication re-
quests. Algorithm [7] summarizes these changes, and Figure provides a visual
overview of the entire testing procedure. In this figure, p; describes the i-th parti-
tion, and ¢; represents the j-th sender (orange, S = the number of sender threads)
or receiver (green, R = the number of receiver threads) thread. The thick lines rep-
resent the execution of code in the main process, while the thinner lines represent
individual threads’ code execution. Further details about the distinction between
sender and receiver threads are provided in the implementation Chapter [5]
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Figure 4.1.: Communication pattern employed by the multi-threaded partitioned la-
tency test
PO and P1 represent different processes participating in the communication. The lines
represent the passage of time from left to right. Sender threads are represented by
orange circles, and receiver threads are represented by green circles. The thick lines
represent code execution on the main process, while thinner lines represent individual
threads. p; represents the i-th partition of the message buffer.

4.2. Design of the Partitioned Bandwidth Tests

The bandwidth test for Partitioned Point-to-Point Communication, referred to as
partitioned bandwidth test, replicates the communication pattern used by the stan-
dard bandwidth test (see Section , while introducing the use of MPI_Pready
for send operations and MPI_PArrived for receive operations. Similar to the exist-
ing OSU bandwidth test, the partitioned bandwidth test approximates the maxi-
mum sustained data rate achievable through the simultaneous execution of multiple
send and receive operations. The window size determines the number of different
Partitioned Point-to-Point Communications participating in the data exchange. Al-
though the same amount of data is transferred, the messages are further divided
into smaller partitions in the partitioned bandwidth test. Due to the utilization of
multiple communications, each identified by its request r;, the sending and receiv-
ing processes need to be extended to include different MPI requests, as depicted in
Algorithms [§ and [9]

4.2.1. Standard Partitioned Bandwidth Test

To accommodate the use of multiple Partitioned Point-to-Point Communications,
we move the initializations inside a loop that iterates over the window size. Algo-
rithm summarizes the entire partitioned bandwidth test. A notable difference
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Algorithm 7 Test kernel of the multi-threaded partitioned latency test

1: if Process is sender then

2:  Initialize the partitioned send communication with P, partitions
3:  Initialize the partitioned receive communications with P, partitions
4:  Wait for MPI_Barrier
5. Initialize the set of sender threads S
6:  Initialize the set of receiver threads R
7:  Record start time
8:  Start the send and receive communications
9:  for each thread s; in S do
10: s;: Execute send operations on its assigned partitions (Algorithm
11:  end for
122 Wait for completion of send operations
13:  for each thread r; in R do
14: r;: Execute receive operations on its assigned partitions (Algorithm
15:  end for
16:  Wait for completion of receive operations
17 Record end time
18: else
19:  Initialize the partitioned receive communication with P, partitions
20:  Initialize the partitioned send communication with P partitions
21:  Wait for MPI_Barrier
22:  Initialize thread array R
23:  Initialize thread array S
24:  Start the send and receive communications
25:  for each thread r; in R do
26: r;: Execute receive operations on its assigned partitions (Algorithm [5))
27:  end for
28:  Wait for completion of receive operations
29:  for each thread s; in S do
30: s;: Execute send operations on its assigned partitions (Algorithm
31:  end for
32:  Wait for completion of send operations
33: end if

Algorithm 8 Partitioned bandwidth test: sending operations

1: for each request r; in window_size do

2:  for each partition p; in P, do

3: Mark p; as ready for the transmission with request r;
4: end for

5: end for
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Algorithm 9 Partitioned bandwidth test: receiving operations

1: for each request r; in window size do
2:  for each partition p; in P, do
3 while p; has not been received do
4 Check for arrival of p; with request r;
5: end while
6: end for
7: end for

compared to the latency test lies in the clear distinction between a sending and
a receiving process in bandwidth tests. Each process will either initialize several
partitioned send operations or partitioned receive operations. The receiving pro-
cess utilizes traditional point-to-point communication for the transmission of the
acknowledgment message after receiving all partitioned messages.

Algorithm 10 Test kernel of the partitioned bandwidth test

1: if Process is sender then

2:  for 7 in window _size do

3: Initialize partitioned send communication with P partitions and the request
rj

end for

Wait for MPI_Barrier

Record start time

Start all partitioned send communications

Execute send operations (Algorithm

Wait for completion of send operations

10:  Receive acknowledgment message

11:  Record end time

12: else

13:  for j in window_size do

14: Initialize the partitioned receive communications with P, partitions and the
request r;

15:  end for

16:  Wait for MPI_Barrier

17:  Start all partitioned receive communications
18:  Execute receive operations (Algorithm )

19:  Wait for completion of receive operations
20:  Send acknowledgment message

21: end if
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Figure 4.2.: Communication pattern employed by the multi-threaded partitioned
bandwidth test.

PO and P1 represent different processes participating in the communication. The lines
represent the passage of time from left to right. Sender threads are represented by
orange circles, and receiver threads are represented by green circles. The thick lines

represent code execution on the main process, while thinner lines represent individual
threads. p; marks the i-th partition of the message buffer, while r; marks the j-th

communication request object.

4.2.2. Multi-Threaded Partitioned Bandwidth Test

The introduction of multi-threading proceeds analogously to the multi-threaded par-
titioned latency test (see Section [£.1.2)). However, this time the threads use Algo-
rithms[§and [9] which leads to each thread repeating its operations for all partitioned
send or receive operations.

For instance, a sender thread with a workload of 3 partitions would mark the same
3 partitions as ready for every communication. As opposed to the multi-threaded
partitioned latency test, where this thread would mark only 3 partitions in total as
ready, in this case, the thread marks window size x 3 partitions as ready.

Due to the non-blocking nature of MPI_Pready, this test allows the user to evaluate
how effectively an MPI implementation aggregates those partitions to maximize the
sustained data rate on the network level. Algorithm summarizes this testing
procedure, and Figure provides a visual overview. In this figure, p; describes the
i-th partition and r; describes the j-th communication request objects, with threads
represented by thin lines. The total amount of request objects is identical for the
sending and the receiving side and is determined by w, the window size.
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Algorithm 11 Test kernel of the multi-threaded partitioned bandwidth test

1: if Process is sender then

2:  for 7 in window size do
3: Initialize partitioned send communication with P partitions and the request
Ty
4:  end for
5:  Wait for MPI_Barrier
6:  Initialize the set of sender threads S
7:  Record start time
8:  Start all partitioned send communications
9:  for each thread s; in S do
10: s;: Execute send operations on its assigned partitions (Algorithm
11: end for
12:  Wait for completion of send operations
13:  Receive acknowledgment message
14:  Record end time
15: else
16: for 7 in window size do
17: Initialize the partitioned receive communication with P, partitions and the
request r;
18:  end for
19:  Wait for MPI_Barrier
20:  Initialize the set of receiver R
21:  Start all partitioned receive communications
22:  for each thread s; in R do
23: s;: Execute receive operations on its assigned partitions (Algorithm @
24:  end for
25:  Wait for completion of receive operations
26:  Send acknowledgment message
27: end if

22



5. Implementation

Although OSU Micro-Benchmarks offer their micro-benchmarks in the programming
languages Python and C, only the latter will be considered for the extension made
by this thesis. While Python offers advantages in terms of ease of development and
readability, C remains the preferred choice for high-performance computing due to
its lower-level control, efficiency, and direct interaction with system resources.

The benchmarks detailed in the preceding chapter [4|adhere to the basic structure
for OSU micro-benchmarks as delineated in Section 2.2} leveraging existing options
and functions to ensure seamless integration within the benchmarking suite. Never-
theless, minor adjustments were required to cater to the requirements of Partitioned
Point-to-Point Communication.

This chapter aims to elucidate these adjustments and their significance within the
context of the micro-benchmarking suite. Specifically, it will delve into the challenges
posed by varying partition sizes and their implementation nuances. Subsequently, it
will explore the intricacies of multi-threading implementation, shedding light on the
design decisions and optimizations employed to enhance performance and efficiency.

5.1. Implementation of Partition Sizes

Initially, the inclusion of new command-line options for the number of send and
receive partitions ("‘-y NumSendPartitions'’ and "~y NumReceivePartitions'’)
necessitated the implementation of mechanisms for parsing these inputs and vali-
dating their specified values. In cases where users do not specify the number of send
or receive partitions, the benchmarks default to utilizing 2 partitions for both the
sender and the receiver side.

Due to the partitioning of the send and receive message buffers, the computation
for the number of elements underwent modifications. Previously, the determination
of the number of elements depended solely on the message size and the datatype
utilized. However, with Partitioned Point-to-Point Communication, the number
of partitions also becomes a critical factor. As the message partitions need to all
possess the same size, the total number of elements contained in a message needs
to be divisible by the number of partitions. Alternatively, the message could be
shortened to allow partitioning, with the remainder of the message being transmitted
in another separate communication. For the purpose of this thesis, this alternative
will not be considered and the benchmarks will instead require a suitable amount
of partitions for a given message size. Given that the number of send and receive
partitions can be individually chosen, it becomes imperative to calculate the number
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of elements separately for each, taking into account the respective number of send
and receive partitions.

The flexibility in selecting the number of partitions introduces the need for an
additional verification step to ensure the total message size is divisible by the de-
sired number of partitions. Should this not be the case, the benchmarking process
will exclude the current message size from evaluation. Given that message sizes
increment in a doubling fashion with each iteration, there exist potential scenarios
where all message sizes could be bypassed, consequently providing no results to the
user. To mitigate this, users are able to manually set an appropriate minimum
message size that allows division by the chosen partition sizes. This adjustment
can be made via the command-line option -m minMessageSize:maxMessageSize,
where minMessageSize represents the size of the smallest message in Bytes, and
maxMessageSize delineates the largest permissible message size. For example, opt-
ing for 24 send partitions (-y 24) and 12 receive partitions (-z 12) would result
in the exclusion of all default message sizes from the OSU Micro-Benchmarks suite.
Conversely, specifying a minimum message size of 12 (-m 12:maxMessageSize) gen-
erates a novel series of message sizes different from the default selection. Although
a message of size 12 would be disregarded due to incompatibility with the number
of send partitions, subsequent message sizes, beginning from 24 up to the maximum
defined message size, would be examined by the micro-benchmarks.

5.2. Implementation of Multi-Threading

The previous approach to creating a micro-benchmarking suite for Partitioned Point-
to-Point Communication [4] utilized OpenMP to introduce multi-threading to their
micro-benchmarks. However, to maintain consistency with other OSU
micro-benchmarks that utilize multi-threading, such as the multi-threaded latency
test, the benchmarks presented in this thesis employ the POSIX threads library as
defined in the POSIX standard [14]. POSIX threads offer a standardized mechanism
for concurrent code execution in UNIX-like operating systems. They enable the cre-
ation of multiple threads within a single process, each executing independently and
concurrently. However, employing POSIX threads comes with certain challenges,
including the need for developers to address the prevention of race conditions and
deadlocks themselves. To ensure the correctness and reliability of code utilizing
POSIX threads, effective thread management and synchronization mechanisms are
essential.

The intended purpose of Partitioned Point-to-Point Communication (as discussed
in Section is for multiple threads to participate simultaneously in the com-
munication process. Given that the number of threads and partitions can be freely
chosen, it becomes necessary to address the issue of workload distribution. For the
purpose of this thesis, we adopt a static workload distribution approach, wherein
partitions are evenly distributed among all threads, with the maximum difference
in assigned partitions being 1. Upon thread creation, each thread receives an indi-
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Figure 5.1.: Visualization of a thread’s lifecycle.

vidual span of partitions as its workload. For example, employing 14 threads with a
partition size of 24 would result in each thread sending/receiving at least 1 partition,
with 10 threads each having an additional assigned partition.

Although the purpose of each thread is determined by the nature of its bench-
mark type (either latency or bandwidth), their lifecycles (see Figure are very
similar. During initialization, each thread receives the MPI_Request (s) of the com-
munication(s) it participates in, along with variables defining the range of partitions
assigned to it and a barrier, which is shared among all threads. Once spawned, the
thread fetches its data and allocates the variables needed for the loop constructs to
eliminate potential allocation overhead during the benchmark’s time measurement.
Subsequently, the thread waits until the barrier is lifted, which occurs immediately
after the communication has been started. This single barrier serves as the only syn-
chronization mechanism needed to coordinate the threads in a bandwidth test. Due
to the ping-pong communication pattern employed in the latency test, an additional
barrier is needed to separate both parts of the communication pattern. The thread
then proceeds to execute its designated task, as outlined in the design chapter
Upon completion, it releases its data and awaits joining. Thread joining occurs after
the communication has concluded and the time measurement has been stopped to
avoid including overhead in the overall time measurement of the micro-benchmarks.

For the purpose of the partitioned bandwidth test, each thread is assigned either
a sending or a receiving function, thus creating distinct sender and receiver threads.
This allows for the easy creation of the requested number of threads for either the
send or the receive side. Due to the latency test’s communication pattern, which
includes both a sending and a receiving operation on both processes, the thread
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creation becomes a bit more complex. For this test, each process creates a singular
thread array, sized like the maximum of the requested sender or receiver threads.
Each thread can be identified by its unique ID, which is used to determine if a thread
should be used for that specific side of the communication or not. For example,
should the user request 2 sender and 4 receiver threads, both processes would create
4 threads. However, when reaching the sending operation, only 2 threads would
participate while the others skip this part.
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This chapter presents various testing scenarios utilizing the micro-benchmarks devel-
oped for Partitioned Point-to-Point Communication. These scenarios are designed
to provide practical examples of the micro-benchmark’s application while investi-
gating interesting use-cases for Partitioned Point-to-Point Communication.

The chapter begins with an overview of the testing procedures and the High-
Performance-Computing (HPC) systems employed. Subsequently, multiple sections
delve into distinct testing scenarios, each accompanied by plots representing the
measured data.

Firstly, the chapter examines the general latency and bandwidth achieved by
Point-to-Point Communication, comparing it to the performance of traditional point-
to-point communication. Following this, the impact of utilizing different numbers
of receiver partitions and employing multiple partitions per thread is further ex-
plored. The chapter concludes with a comparison of the performance of Partitioned
Point-to-Point Communication across different HPC systems, namely CLAIX18 and
CLAIX23, as well as different MPI implementations, specifically MPICH and Open-
MPI.

6.1. Testing Setup

Performance evaluations were conducted on the RWTH Aachen’s CLAIX18 and
CLAIX23 High-Performance Computing (HPC) systems [11]. Detailed specifications
of these systems are found in Tables[6.1]and The selection of the specific system
for each category of analysis is detailed at the beginning of the respective section.

The cluster nodes utilized for benchmarking were chosen to be exclusively allo-
cated for the benchmarking process. For inter-node communication scenarios, the
maximum distance between nodes was limited to at most 1 network switch. Intra-
node communication scenarios leveraged the particular shared memory communica-
tion component of the respective HPC system. The size of the nodes’ RAM was not
specified for CLAIX23 scenarios.

The MPI implementations used include MPICH 4.1.2 and OpenMPI 5.0.2. Except
for the comparison, all measurements were conducted with MPICH. Test scenarios
on the CLAIX23 system employed the Unified Communication X (UCX) commu-
nication framework, while those on the CLAIX18 system utilized the Performance
Scaled Messaging 2 (PSM2) communication library.

The configuration parameters for the micro-benchmarks were predominantly de-
fault settings, with an alteration made only to augment the maximum message size
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6. Performance Analysis

to 256 MiB. The number of iterations was set as 10000, employing MPI_CHAR as
the datatype, and a window size of 64, adhering to the benchmarking suite’s de-
fault specifications. These micro-benchmarks were executed in alignment with the
intended utilization scenario of Partitioned Point-to-Point Communication, as dis-
cussed in Section [2.1.2] Accordingly, all measurements employed the multi-threaded
versions of micro-benchmarks, setting the number of partitions equivalent to the
number of threads, thereby allotting a singular partition per thread.

The numbers of partitions and threads were chosen to cover edge cases, such
as utilizing only 2 threads and utilizing as many threads as there are processors
available. The entire memory used by all threads was allocated within the same
NUMA domain. Other partition and thread configuration utilized numbers that
harmonized well with NUMA.

For the majority of the conducted measurements, the number of send and receive
partitions was maintained equal, with the exception of Sections and which
examined the influence of a varying numbers of partitions. Each testing configura-
tion outlined in this chapter was subjected to five benchmark runs, with the median
value of these runs selected as the representative data point for subsequent analysis.
The chapter focuses on presenting plots as visualization of the measured data, with
the full comprehensive dataset is accessible in Appendix [A]

Table 6.1.: CLAIX 18 and CLAIX23: Processor Specifications

System | Processor cores per Node | Frequency
CLAIX18 | Intel(R) Xeon(R) Platinum 8160 (Skylake) 48 Cores 2.1 GHz
CLAIX23 | Intel(R) Xeon(R) Platinum 8468 (Sapphire Rapids) | 96 Cores 2.1 GHz

Table 6.2.: CLAIX 18 and CLAIX23: System Specifications

System | RAM Network MPI Latency | Bi-directional Bandwidth
CLAIX18 | 192 GB Omni-Path | 1.5 24 GB/s
256GB,
CLAIX23 | 512GB Infiniband | 1.3 48 GB/s
or 1024GB

6.2. Performance Comparison to Traditional
Point-to-Point

The subsequent analysis delves into the performance metrics of Partitioned Point-
to-Point Communication on the CLAIX18 system, elucidated through the data illus-
trated in Figures [6.2[6.3] and [6.4] These figures juxtapose the performance out-
comes of Partitioned Point-to-Point Communication with those of traditional point-
to-point communication, as quantified via the existing OSU micro-benchmarks. Ini-
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tial observations might suggest that Partitioned Point-to-Point Communication un-
derperforms relative to its traditional counterpart. However, it is crucial to recog-
nize that the intended application scenarios for these two communication paradigms
are markedly distinct. As delineated in Section [2.1.2] Partitioned Point-to-Point
Communication is designed to facilitate the participation of multiple threads in
a singular communication process without resorting to pessimistic synchronization
mechanisms, such as locks. The benchmarks are tailored to this intended use-case
through the integration of multi-threading, which inevitably introduces additional
overhead. This overhead is further increased by the necessity for MPI implemen-
tations to aggregate partitions from all threads, compiling them into a cohesive
message for transmission whenever it is most efficient to do so. The measurements
for the traditional point-to-point communication are intended to provide a point of
reference, not to create a fair comparison between both communication variants.

For intra-node communication (Figures and , the performance degradation
associated with an increasing number of partitions — and consequently, threads —
is evident, particularly with smaller message sizes. As message sizes grow, the
disparity in performance metrics between varying numbers of partitions becomes
less pronounced, as the thread overhead stays constant while the duration of the
communication increases with larger message sizes.

Contrastingly, inter-node communication scenarios (Figures and reveal
a different dynamic. The impact of the number of partitions appears minimal,
especially in bandwidth evaluations. While the overhead intrinsic to Partitioned
Point-to-Point Communication is noticeable in both latency and bandwidth assess-
ments, it becomes significantly less influential as message sizes grow. At a thresh-
old of 256 MiB, the performance metrics for both latency and bandwidth in Par-
titioned Point-to-Point Communication converge towards those recorded for tradi-
tional point-to-point communication, underscoring the diminishing significance of
overhead with increased message dimensions.
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CLAIX18: Intra-Node Communication Latency Comparison
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Figure 6.1.: Intra-Node Latency comparison between Partitioned Point-to-Point
Communication utilizing varying numbers of partitions and traditional
point-to-point communication

CLAIX18: Inter-Node Communication Latency Comparison
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Figure 6.2.: Inter-Node Latency comparison between Partitioned Point-to-Point
Communication utilizing varying numbers of partitions and traditional
point-to-point communication
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CLAIX18: Intra-Node Communication Bandwidth Comparison
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Figure 6.3.: Intra-Node Bandwidth comparison between Partitioned Point-to-Point
Communication utilizing varying numbers of partitions and traditional
point-to-point communication

CLAIX18: Inter-Node Communication Bandwidth Comparison
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Figure 6.4.: Inter-Node Bandwidth comparison between Partitioned Point-to-Point
Communication utilizing varying numbers of partitions and traditional
point-to-point communication
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6.3. Impact of the Number of Receive Partitions

This section delves into the impact of the number of receive partitions on the effi-
ciency of Partitioned Point-to-Point Communication, as assessed on the CLAIX23
system, in accordance with the MPI 4.0 specification [§]. The specification cautions
against an excessive number of receive partitions due to the necessity for more gran-
ular completion notifications, which introduce additional overhead. Conversely, a
high count of sender partitions may not significantly affect performance as these can
be aggregated into larger segments prior to transmission.

Empirical data, as depicted in Figures [6.7, and [6.8], verify the anticipated
impact of the number of receive partitions. Notably, the intra-node bandwidth test
(Figure unveiled an unexpected outcome for message sizes ranging from 64 KiB
to 4 MiB, where a higher number of receive partitions proved more beneficial. This
anomaly may be attributable to an adjustment in the communication protocol by
the MPI implementation, potentially altering its threshold parameters based on the
number of receive partitions utilized. A similar, albeit milder, pattern is observable
in the intra-node latency test (Figure , where the utilization of 24 partitions
marginally surpasses the performance of 2 partitions over a short range, until the
discrepancy diminishes and the results converge.

Inter-node communication analyses (Figures and align with initial ex-
pectations, exhibiting significant disparities for smaller message sizes that diminish
as message size increases. This behavior underscores the nuanced role of the num-
ber of receive partitions in influencing Partitioned Point-to-Point Communication
performance, with a clear differentiation between intra- and inter-node contexts.
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CLAIX23: Intra-Node Communication Latency Comparison - Impact of Number of Receive Partitions
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Figure 6.5.: Intra-Node Latency comparison of Partitioned Point-to-Point Commu-
nication utilizing a fixed number of sender partitions and varying num-
bers of receive partitions

CLAIX23: Inter-Node Communication Latency Comparison - Impact of Number of Receive Partitions
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Figure 6.6.: Inter-Node Latency comparison of Partitioned Point-to-Point Commu-

nication utilizing a fixed number of sender partitions and varying num-
bers of receive partitions
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CLAIX23: Intra-Node Communication Bandwidth Comparison - Impact of Number of Receive Partitions
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Figure 6.7.: Intra-Node Bandwidth comparison of Partitioned Point-to-Point Com-
munication utilizing a fixed number of sender partitions and varying
numbers of receive partitions
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Figure 6.8.: Inter-Node Bandwidth comparison of Partitioned Point-to-Point Com-
munication utilizing a fixed number of sender partitions and varying
numbers of receive partitions
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6.4. Impact of the Number of Partitions per Thread

In the previous Section [6.3] where the impact of the number of receive partitions
was measured, the simultaneous reduction of the number of receiver partitions and
receiver threads did not provide insight into the impact of a varying number of
partitions with a constant thread overhead. Therefore, this chapter examines how
utilizing multiple partitions per thread impacts performance in Partitioned Point-
to-Point Communication. In this test setup, a fixed number of partitions (48 for
CLAIX18 and 96 for CLAIX23) was maintained for both sender and receiver sides,
but with a variable number of threads. This arrangement results in configurations
where each thread was responsible for 1, 2, or 4 partitions, with an identical thread
count on both sender and receiver ends. The tests were performed on the CLAIX23
system using the MPICH MPI implementation.

The latency tests, both intra- and inter-node (as visualized in Figures and
, did not exhibit a significant difference when multiple partitions per thread
were employed. This suggests that the speedup achieved by handling multiple par-
titions per thread is not substantial enough to affect latency in a noticeable way.

The bandwidth tests revealed a more nuanced behavior. In the intra-node band-
width test (Figure , the advantage of using multiple partitions per thread be-
came evident. Notably, choosing 2 partitions per thread yielded the best results
across most message sizes, demonstrating a superior sustained data rate. This indi-
cates that, for intra-node communication, having more partitions per thread allows
for better utilization of available bandwidth. However, as using 4partitions already
exhibits a worse data rate, the amount of partitions needs to be carefully configured
to achieve the best possible data rate. The underperformance of using a single par-
tition per thread compared to 2 or 4 for smaller message sizes suggests a potential
bottleneck in managing partition throughput efficiently when limited to a one-to-one
partition-thread mapping.

In the inter-node bandwidth test (Figure [6.12), the benefit of multiple partitions
per thread was most apparent with small message sizes, where it facilitated higher
data rates. However, as message sizes increased, the differences diminished, and a
single partition per thread eventually provided the best performance. This trend can
be attributed to the aggregation mechanisms within the MPI implementation, which
likely merges smaller partitions into larger chunks before transmission. With smaller
message sizes, aggregating partitions from fewer threads results in lower overhead.
For larger message sizes, this aggregation advantage lessens because fewer, larger
partitions require less aggregation before transmission.

The findings from these bandwidth tests underscore the importance of partition-
thread configuration in optimizing performance for different communication patterns
and message sizes. The differing impact on small versus large message sizes, partic-
ularly in inter-node communication, highlights how MPI’s underlying mechanisms
manage data transmission efficiency across varying conditions. In real-world ap-
plications with additional computations for each thread, the configuration of the
number of partitions per thread becomes more complex, as using more partitions
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CLAIX23: Intra-Node Communication Latency Comparison - Impact of Multiple Partitions per Thread
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Figure 6.9.: Intra-Node Latency comparison of Partitioned Point-to-Point Commu-
nication utilizing varying numbers of partitions per thread

per thread also increases the additional computations performed by each thread, po-
tentially outweighing the performance improvements measured through these micro-

benchmarks.
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Figure 6.10.: Inter-Node Latency comparison of Partitioned Point-to-Point Commu-
nication utilizing varying numbers of partitions per thread

CLAIX23: Intra-Node Communication Bandwidth Comparison - Impact of Multiple Partitions per Thread
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Figure 6.11.: Intra-Node Bandwidth comparison of Partitioned Point-to-Point Com-
munication utilizing varying numbers of partitions per thread
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CLAIX23: Inter-Node Communication Bandwidth Comparison - Impact of Multiple Partitions per Thread
—e& - 4 partitions per thread

--m- 2 partitions per thread

—a - 1 partition per thread

256 MiB

3000 -
1\
1\
1 \\
2500 !
1 \
\ \r —
l’ \ /‘/’: ..... ,—_:\
! \ e — =& =g
I \ R i
. Ll WS
2000 - =y i %
Py HE N,
E 1 &§\~'
[ >
£ 1500 ¢
S
2 Rk
© :
2 g
8
1000 <A
,/’.*'/
,/.:{
i
_--
500 - //. /1’
/’ ‘.)“
PCRle
,—p'-:"/
O .
4 KiB 16 KiB 64 KiB 256 KiB 1MiB 4 MiB 16 MiB 64 MiB
Message Size

1KiB

Figure 6.12.: Inter-Node Bandwidth comparison of Partitioned Point-to-Point Com-

munication utilizing varying numbers of partitions per thread

38



6.5. Performance Comparison between CLAIX18 and CLAIX23

6.5. Performance Comparison between CLAIX18 and
CLAIX23

This section delves into a comparative analysis of Partitioned Point-to-Point Com-
munication performance on the RWTH Aachen University’s CLAIX18 and CLAIX23
HPC systems. For a balanced evaluation, data for CLAIX18 reflects usage of the
maximal number of available cores per node, corresponding to one thread per core.
CLAIX23’s performance is assessed both under identical number of threads em-
ployed and at its own maximum core capacity per node. Both benchmarking pro-
cesses utilize the same MPI implementation, MPICH 4.1.2, however, as stated in
Section both HPC systems utilize different communication libraries: CLAIX18
employs PSM2, while CLAIX23 employs UCX.

The assessment, as illustrated across Figures |6.14} [6.15] [6.16] generally indicates
superior performance by the more modern CLAIX23 system across various message
sizes. Intriguingly, however, CLAIX18 outperforms the newer model in handling
larger message sizes, a distinction most prominently observed in the inter-node band-
width analysis (Figure [6.16). This phenomenon may be attributable to CLAIX23’s
MPI implementation invoking a different communication protocol threshold.

An anomalous finding emerges in the intra-node latency assessment (Figure ,
where CLAIX18 unexpectedly surpasses CLAIX23’s performance for smaller mes-
sage sizes. This deviation suggests that factors beyond mere system age or hardware
advancements — such as system architecture differences, network protocols, or MPI
implementation specifics — can influence the efficiency of Partitioned Point-to-Point
Communications, warranting further investigation to optimize MPI configurations.
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CLAIX18 vs. CLAIX23: Intra-Node Communication Latency Comparison
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Figure 6.13.: Intra-Node Latency comparison of Partitioned Point-to-Point Commu-
nication between CLAIX18 and CLAIX23

CLAIX18 vs. CLAIX23: Inter-Node Communication Latency Comparison
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Figure 6.14.: Inter-Node Latency comparison of Partitioned Point-to-Point Commu-
nication between CLAIX18 and CLAIX23
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CLAIX18 vs. CLAIX23: Intra-Node Communication Bandwidth Comparison
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Figure 6.15.: Intra-Node Bandwidth comparison of Partitioned Point-to-Point Com-
munication between CLAIX18 and CLAIX23
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Figure 6.16.: Inter-Node Latency comparison of Partitioned Point-to-Point Commu-
nication between CLAIX18 and CLAIX23
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6.6. Performance Comparison between MPICH and
OpenMPI

Comparing different MPI implementations for Partitioned Point-to-Point communi-
cation offers valuable insights into their respective performance and optimizations,
representing one of the most crucial purposes of micro-benchmarks tailored to this
functionality. In this section, we contrast the MPICH and OpenMPI MPI imple-
mentations on the CLAIX23 HPC system utilizing the UCX communication library.

Both the intra- and the inter-node latency tests (Figures and illustrate
distinct performance characteristics of both MPI implementations. MPICH gener-
ally outperforms OpenMPI across most message sizes in both latency tests. However,
OpenMPI demonstrates more stable results with larger message sizes, particularly
evident in the inter-node latency test. Here, OpenMPI’s latency remains relatively
consistent, while MPICH’s latency experiences a significant increase. OpenMPI
appears to face challenges with managing large partitions, as indicated by its per-
formance when utilizing two partitions and large message sizes in the intra-node
latency test.

Evaluation of the bandwidth tests (Figures and highlights significant
disparities between MPICH and OpenMPI. OpenMPI delivers better data rates,
specifically when employing larger message sizes. While MPICH exhibits a slight
advantage with smaller message sizes, OpenMPI provides significant improvements
for larger message sizes.

Notably, certain MPI functions are not properly adapted for Partitioned Point-to-
Point Communication in OpenMPI. Debugging revealed issues with the MPI_Startall
function, which failed to start all partitioned send communications correctly. Inter-
estingly, partitioned receive communications were started correctly using the same
function. This oversight underscores the ongoing challenges in adapting MPI imple-
mentations to fully leverage the benefits of Partitioned Point-to-Point Communica-
tion.

In conclusion, OpenMPI emerges as the preferred choice for most cases in this
comparison, demonstrating superior performance, particularly with larger message
sizes. However, the findings underscore the need for further optimization efforts in
MPI implementations to fully harness the capabilities of Partitioned Point-to-Point
Communication.

42



6.6. Performance Comparison between MPICH and OpenMPI

CLAIX23: Intra-Node Communication Latency Comparison - MPICH vs. OpenMPI
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Figure 6.17.: Intra-Node Latency comparison of Partitioned Point-to-Point Commu-
nication between MPICH 4.1.2 and OpenMPI 5.0.2

CLAIX23: Inter-Node Communication Latency Comparison - MPICH vs. OpenMPI

—e— OpenMPI - 2 partitions
1600001 _,_ MpiCH - 2 partitions 1
—a— OpenMPI - 48 partitions I
140000 1 —=- MPICH - 48 partitions I
—a— OpenMPI - 96 partitions F
—4 - MPICH - 96 partitions Hi
120000 A II
/i
_. 100000 - /I
E) /j
g 80000 II
7
5 L]
60000 l
I
U
40000 4 ,/
20000 A p
4
Lt
TR
0 S =R~ G-~ —_ |.-|-.IF"‘F"'F
1KiB 4 KiB 16 KiB 64 KiB 256 KiB 1 MiB 4 MiB 16 MiB 64 MiB 256 MiB

Message Size

Figure 6.18.: Inter-Node Latency comparison of Partitioned Point-to-Point Commu-
nication between MPICH 4.1.2 and OpenMPI 5.0.2
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CLAIX23: Intra-Node Communication Bandwidth Comparison - MPICH vs. OpenMPI
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Figure 6.19.: Intra-Node Bandwidth comparison of Partitioned Point-to-Point Com-
munication between MPICH 4.1.2 and OpenMPI 5.0.2

CLAIX23: Inter-Node Communication Bandwidth Comparison - MPICH vs. OpenMPI
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Figure 6.20.: Inter-Node Latency comparison of Partitioned Point-to-Point Commu-
nication between MPICH 4.1.2 and OpenMPI 5.0.2
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7. Conclusion

This thesis introduced various micro-benchmarks specifically tailored to MPI 4.0’s
[8] novel functionality, Partitioned Point-to-Point Communication, extending the
OSU Micro-Benchmarks suite [10]. We discussed existing approaches, elucidating
their respective limitations, and delineated how this thesis diverges from and en-
riches them. As an extension of an existing and widely-used benchmarking suite, the
created benchmarks can leverage established metrics and communication patterns
while making full use of the current available MPI 4.0 implementations of Partitioned
Point-to-Point Communication. Key design and implementation decisions have been
expounded upon, ensuring consistency with the existing OSU Micro-Benchmarks
while accommodating the specific demands and intricacies of Partitioned Point-to-
Point Communication. This methodology empowers MPI application and MPT li-
brary developers to assess and contrast Partitioned Point-to-Point Communication
performance within a familiar benchmarking suite, leveraging established metrics
and communication patterns, while retaining the flexibility to specify communication
parameters, especially those introduced by Partitioned Point-to-Point Communica-
tion. The created micro-benchmarks contain latency and bandwidth tests in both
serial and multi-threaded variants, to correctly represent Partitioned Point-to-Point
Communication’s intended purpose. Several illustrative applications of these micro-
benchmarks have been executed on the RWTH’s CLAIX18 and CLAIX23 high-
performance computing systems [II], furnishing insights into the performance of
current MPI implementations for Partitioned Point-to-Point Communication across
diverse scenarios. Through a comprehensive series of measurements, various as-
pects of Partitioned Point-to-Point Communication have been explored, providing
valuable insight into its performance characteristics. Initially, a comparison to tra-
ditional point-to-point communication contextualizes the overhead of Partitioned
Point-to-Point Communication. Further testing revealed the benefits of employ-
ing fewer receive partitions, and different scenarios in which utilizing more parti-
tions per thread could lead to performance improvements. Subsequently, CLAIX18
and CLAIX23’s Partitioned Point-to-Point Communication performance have been
compared, interestingly, even providing specific scenarios in which the older system
outperforms its newer counterpart. Lastly, the OpenMPI and MPICH MPI imple-
mentations, have been compared, offering insights into their respective strengths
as well as their challenges with adapting to the novel functionality of Partitioned
Point-to-Point Communication.

However, the newly introduced micro-benchmarks adopt a similar approach to
existing OSU micro-benchmarks, overlooking the impact of system noise and addi-
tional computational workload typically encountered in real-world applications em-

45



7. Conclusion

ploying Partitioned Point-to-Point Communication. At present, each thread merely
participates in communication without leveraging the potential of partitioned com-
munications to perform additional computations before transmission or during the
awaiting of a particular partition’s arrival.

Future research could explore several promising avenues to enhance the scope and
depth of micro-benchmarking Partitioned Point-to-Point Communication. Notably,
the absence of support for accelerators in the presented micro-benchmarks under-
scores a significant area for future investigation, especially given the expanding role
of accelerators in High-Performance Computing. Furthermore, the OSU Micro-
Benchmarks suite encompasses a diverse array of micro-benchmarks for point-to-
point communication beyond those covered in this thesis, such as the bi-bandwidth
test. Exploring these additional micro-benchmarks could provide insight into vari-
ous aspects of Partitioned Point-to-Point communication performance that remain
undressed in this thesis. Moreover, with the proposed inclusion of Partitioned Col-
lective Communication [5] in the MPI standard, there arises an opportunity for
future research to develop micro-benchmarks tailored specifically to this emerging
technology. Such benchmarks would serve to assess the performance characteris-
tics and capabilities of Partitioned Collective Communication, providing valuable
guidance for its implementation and utilization.
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A. Performance Testing Results

A.1. CLAIX23

Performed on the CLAIX23 system utilizing the MPICH 4.1.2 implementation and

the Unified Communication X (UCX) communication framework.

A.1.1.

Table A.1.: Using 24 threads and partitions for both sender and receiver

Intra-Node Communication

Message Size  Latency (MB/s)
24 238.11 4.40

48 226.08 8.94

96 189.17 17.99

192 188.27 45.58

384 188.93 84.82

768 192.28 145.00

1536 193.09 310.77

3072 202.99 655.91

6144 192.73 1396.15
12288 201.63 2590.44
24576 214.68 3599.20
49152 271.54 4535.40
98304 322.01 5170.35
196608 404.48 0527.28
393216 500.34 5183.23
786432 667.03 4959.85
1572864 868.78 4188.17
3145728 1280.16 4632.35
6291456 2088.46 4598.11
12582912 3956.81 4579.52
25165824 9189.70 4322.17
00331648  21210.83 2531.98
100663296  49670.43 2200.70
201326592 102772.96 2039.28
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A. Performance Testing Results

Table A.2.: Using 48 threads and partitions for both sender and receiver

Message Size ~ Latency (MB/s)
48 1942.48 1.11

96 1941.36 3.75

192 1949.80 4.02

384 1951.46 9.51

768 1943.11 29.75

1536 1929.66 37.79

3072 1926.04 82.73

6144 1929.56 149.67
12288 1937.72 328.16
24576 1953.23 351.07
49152 2090.32 800.36
98304 2327.08 2960.90
196608 2479.72 4817.63
393216 2794.35 6242.44
786432 3028.65 0414.11
1572864 3169.63 3932.95
3145728 3753.84 4101.99
6291456 3522.62 4179.69
12582912 4923.53 4169.10
25165824  10256.20 3960.78
50331648  21186.87 2523.37
100663296  51553.04 2170.22
201326592 106310.68 2015.76

A.1.2. Inter-Node Communication

Table A.3.: Using 48 threads and partitions for both sender and receiver

Message Size  Latency (MB/s)
48 110.00 4.33

96 109.78 8.92

192 110.73 17.41

384 111.80 35.41

768 109.65 70.12

1536 110.66 138.78

3072 112.53 271.68

6144 117.03 530.07

Continued on next page
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Table A.3 — Continued from previous page

Message Size  Latency (MB/s)
12288 131.31 665.55
24576 136.03 1086.62
49152 164.47 1395.58
98304 230.69 2635.00

196608 408.22 1970.76
393216 569.20 1561.61
786432 824.44 1714.77
1572864 1194.27 1903.01
3145728 1923.35 2058.08
6291456 3451.68 2208.43
12582912 6573.87 2237.85
25165824  11904.12 2205.36
50331648  27120.81 2131.54
100663296  67912.86 1713.44
201326592 135742.34 1587.68

A.1. CLAIX23

Table A.4.: Using 96 threads and partitions for both sender and receiver

Message Size ~ Latency (MB/s)
96 429.38 5.93

192 432.90 11.92

384 408.64 24.19

768 421.37 47.76

1536 433.27 93.50
3072 416.68 181.09
6144 413.15 349.42
12288 408.56 488.46
24576 408.36 771.43
49152 433.85 1048.22
98304 511.67 1556.38
196608 583.46 1711.57
393216 982.96 1478.85
786432 1267.67 1588.91
1572864 1665.65 1790.97
3145728 2427.81 2028.38
6291456 3906.82 2228.28
12582912 6746.12 2317.87
25165824  11175.74 2299.15
50331648  29300.60 1998.71

Continued on next page
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A. Performance Testing Results

Table A.4 — Continued from previous page

Message Size  Latency (MB/s)
100663296  68602.76 1691.33
201326592 135113.44 1594.70
A.2. CLAIX18

Performed on the CLAIX18 system utilizing the MPICH 4.1.2 implementation and
the Performance Scaled Messaging 2 (PSM2) communication library.

A.2.1. Intra-Node Communication

Table A.5.: Using 2 threads and partitions for both sender and receiver

Message Size  Latency (MB/s)
2 21.58 0.73

4 21.42 1.41

8 21.54 2.76

16 21.41 5.60

32 20.11 11.38

64 19.80 22.03

128 20.14 43.42

256 20.30 85.99

512 20.15 172.51

1024 20.60 324.77
2048 21.41 608.39
4096 22.53 1094.10
8192 24.09 2134.43
16384 28.16 2679.65
32768 34.14 2911.97
65536 44.29 3448.34
131072 63.52 3301.08
262144 100.53 3145.83
524288 174.78 3232.64
1048576 321.63 3478.60
2097152 615.18 3569.94
4194304  1220.63 3605.05
8388608  2686.01 3656.41
16777216  5870.48 3449.92
33554432  11852.68 2986.31

Continued on next page

50



Table A.5 — Continued from previous page

Message Size Latency (MB/s)
67108864 23701.49 2972.43
134217728 47003.30 2975.35
268435456 93978.15 2968.05

A.2. CLAIX1S8

Table A.6.: Using 12 threads and partitions for both sender and receiver

Message Size Latency (MB/s)
12 48.98 1.89

24 53.53 3.69

48 55.80 7.56

96 75.64 14.76

192 69.56 29.00

384 66.52 D7.74

768 61.75 113.29

1536 62.86 221.20

3072 55.47 419.82

6144 62.82 812.82
12288 51.00 1634.72
24576 68.59 2259.10
49152 118.96 2546.89
98304 147.57 2834.22
196608 205.72 3022.38
393216 202.21 3109.82
786432 300.94 3260.86
1572864 564.79 3412.02
3145728 989.42 3460.57
6291456  1849.19 3497.19
12582912 3881.27 3480.71
25165824  8531.23 2998.92
50331648 17784.54 2968.73
100663296  35469.82 2969.82
201326592  70598.21 2969.24

Table A.7.: Using 24 threads and partitions for both sender and receiver

Message Size

Latency (MB/s)

24

151.53 2.36

Continued on next page
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A. Performance Testing Results

Table A.7 — Continued from previous page

Message Size  Latency (MB/s)
48 165.51 4.83

96 169.99 9.63

192 172.14 19.25

384 166.64 39.03

768 166.72 75.50

1536 159.64 145.87

3072 161.73 286.09

6144 155.11 375.72
12288 154.02 827.47
24576 190.06 1289.07
49152 161.16 1695.71
98304 211.72 2521.15
196608 235.42 2833.08
393216 315.72 2949.98
786432 403.58 3069.47
1572864 635.89 3176.46
3145728  1072.10 3255.37
6291456  1965.56 3387.25
12582912 4197.43 3328.40
25165824  8829.14 3320.70
50331648 18404.32 2990.64
100663296 36244.43 2986.41
201326592 71892.57 2972.04

A.2.2. Inter-Node Communication

Table A.8.: Using 2 threads and partitions for both sender and receiver

Message Size  Latency (MB/s)
2 30702.45 0.00

4 28530.44 0.01

8 26206.34 0.01

16 32135.61 0.03

32 29778.36 0.05

64 27876.40 0.10

128  28184.32 0.18

256  29779.84 0.40

512 31932.09 0.78

Continued on next page
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Table A.8 — Continued from previous page

Message Size Latency (MB/s)
1024  27482.60 1.61

2048 29684.88 3.15

4096 28035.63 5.74

8192 28621.59 12.93
16384  29083.98 22.08
32768 27616.63 58.59
65536 29962.19 107.57
131072  29816.69 206.15
262144  27259.69 451.41
524288  27278.28 695.67
1048576  30632.28 1773.96
2097152  27530.34 2401.69
4194304 30404.28 4043.32
8388608 36428.69 5804.92
16777216  29424.91 8897.33
33554432  31219.61 9910.92
67108864 37890.15 10880.58
134217728  41120.08 11397.07
268435456 57163.18 11648.75

A.2. CLAIX1S8

Table A.9.: Using 24 threads and partitions for both sender and receiver

Message Size Latency (MB/s)
24 24170.42 0.04

48 30138.04 0.08

96 30832.04 0.15

192 28756.06 0.30
384 27240.04 0.59
768 24903.36 1.08
1536 29766.27 2.35
3072 26500.85 4.97
6144 28566.37 9.42
12288  29911.95 18.78
24576  26087.02 43.02
49152 33417.02 77.12
98304 32619.98 167.47
196608 29493.85 370.78
393216 30329.63 639.49
786432 29301.16 1133.86

Continued on next page
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A. Performance Testing Results

Table A.9 — Continued from previous page

Message Size  Latency (MB/s)
1572864 27697.67 217717
3145728  29154.76 3213.66
6291456 25114.79 5568.99

12582912  37010.24 7184.70
25165824  30980.96 9305.62
50331648  38340.25 10366.09
100663296 42406.32 11089.62
201326592  46196.75 11549.72

Table A.10.: Using 48 threads and partitions for both sender and receiver

Message Size  Latency (MB/s)
48 28530.68 0.07

96 31565.50 0.16

192 35609.76 0.32

384 29342.80 0.63

768 35124.25 1.27

1536  33408.91 2.38

3072 30486.89 5.14

6144 32701.80 9.98
12288 30983.19 20.78
24576 31136.19 43.83
49152  26961.26 97.37
98304 34169.31 174.79
196608 27808.72 322.85
393216 31631.61 671.81
786432 33286.12 1167.74
1572864 31403.88 2313.85
3145728  29593.52 3746.93
6291456 32942.77 5008.19
12582912 29894.95 7758.60
25165824 34282.64 9532.31
50331648  34828.57 10730.95
100663296 47691.55 11100.25
201326592 55230.98 11644.76
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A.3. Impact of using Multiple Partitions per Thread

A.3. Impact of using Multiple Partitions per Thread

Performed on the CLAIX23 system utilizing the MPICH 4.1.2 implementation and
the Unified Communication X (UCX) communication framework.

A.3.1. Intra-Node Communication

Table A.11.: Using 4 partitions per sender/receiver thread

Message Size Latency (MB/s)
48 43.58 16.13

96 43.44 32.10

192 43.09 77.92

384 43.38 157.24

768 43.97 290.41

1536 43.91 596.00

3072 45.14 1124.16

6144 47.40 2164.22
12288 56.82 3074.62
24576 65.98 4460.11
49152 79.13 4975.39
98304 117.22 4802.08
196608 194.98 5185.82
393216 336.61 4930.32
786432 591.03 4855.26
1572864  1015.88 3907.72
3145728  1576.15 4213.20
6291456  2446.41 4313.39
12582912 4794.09 4462.48
25165824 10614.65 4312.34
50331648 19918.77 2476.98
100663296 46566.54 2208.18
201326592 99358.58 2047.14

Table A.12.: Using 2 partitions per sender/receiver thread

Message Size  Latency (MB/s)
48 139.15 7.97

96 140.47 19.32

192 141.07 40.48

Continued on next page
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A. Performance Testing Results

Table A.12 — Continued from previous page

Message Size  Latency (MB/s)
384 139.67 83.41

768 145.77 138.22

1536 146.64 264.95

3072 145.11 546.53

6144 151.75 1107.73
12288 165.92 2290.80
24576 174.73 4102.95
49152 171.09 4604.11
98304 169.94 5439.05
196608 213.43 5H28.36
393216 348.83 5869.71
786432 565.72 0425.84
1572864 1038.45 3740.98
3145728 1647.29 4218.68
6291456 2640.52 4484.50
12582912 5012.74 4550.19
25165824  10770.27 4309.19
00331648  20628.49 2545.39
100663296  47098.21 2199.49
201326592 100452.43 2041.33

Table A.13.: Using 1 partition per sender/receiver thread

Message Size  Latency (MB/s)
48 498.82 1.12

96 492.99 2.19

192 512.82 5.40
384 496.19 8.03
768 506.18 16.71
1536 495.91 40.33
3072 501.55 65.07
6144 510.80 131.09
12288 513.67 390.52
24576 525.19 377.57
49152 535.58 1422.07
98304 546.30 2526.71
196608 530.97 4672.66
393216 088.64 5230.73
786432 679.63 0451.70

Continued on next page
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A.3. Impact of using Multiple Partitions per Thread

Table A.13 — Continued from previous page

Message Size  Latency (MB/s)
1572864 1069.94 4384.59
3145728 1663.04 4387.01
6291456 2685.55 4111.94

12582912 5036.82 4112.05
25165824  10787.86 3941.07
50331648  21219.37 2489.77
100663296  48238.24 2178.03
201326592 103400.07 2014.76

A.3.2. Inter-Node Communication

Table A.14.: Using 4 partitions per sender /receiver thread

Message Size  Latency (MB/s)
96 55.98 8.50

192 56.15 17.46

384 56.26 35.05

768 56.21 69.03

1536 27.16 135.95

3072 28.47 267.78

6144 60.46 519.12
12288 70.72 597.05
24576 76.78 952.15
49152 93.76 1481.97
98304 133.61 2912.67
196608 213.40 1865.30
393216 371.24 1672.66
786432 620.30 1583.77
1572864 1069.25 1880.29
3145728 1757.36 1990.35
6291456 2993.05 2132.42
12582912 0588.49 2158.99
25165824  10987.81 2143.96
50331648  23130.75 2070.51
100663296  55748.76 1635.64
201326592 115223.48 1553.22
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A. Performance Testing Results

Table A.15.: Using 2 partitions per sender/receiver thread

Message Size  Latency (MB/s)
96 90.74 6.02

192 90.35 12.17

384 92.24 24.09

768 92.20 48.25

1536 91.65 94.80

3072 92.09 188.48

6144 94.45 366.98
12288 103.03 513.40
24576 107.35 844.37
49152 118.85 1156.95
98304 156.57 2136.67
196608 225.76 1825.77
393216 367.23 1547.08
786432 629.54 1585.83
1572864 1088.59 1794.84
3145728 1752.83 2001.80
6291456 2946.42 2182.92
12582912 0372.34 2239.50
25165824  11024.77 2203.49
00331648  23933.18 2117.98
100663296  55145.40 1703.92
201326592 114237.56 1587.99

Table A.16.: Using 1 partition per sender/receiver thread

Message Size  Latency (MB/s)
96 975.97 5.83

192 573.11 11.93
384 574.54 23.66
768 572.88 47.37
1536 973.53 88.92
3072 074.47 179.96
6144 577.80 355.26
12288 588.30 477.48
24576 635.11 761.34
49152 638.76 1042.23
98304 637.92 1568.41
196608 678.83 1710.73

Continued on next page
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A.4. Impact of Differing Numbers of Receive
Partitions

A.4. Impact of Differing Numbers of Receive Partitions

Table A.16 — Continued from previous page

Message Size  Latency (MB/s)
393216 691.24 1473.64
786432 783.83 1567.90

1572864 1222.33 1783.90
3145728 1952.15 2014.18
6291456 3297.95 2218.16
12582912 2967.22 2313.20
25165824  11831.41 2300.54
50331648  24377.01 1994.04
100663296  55033.93 1694.74
201326592 113939.96 1594.37

Performed on the CLAIX23 system utilizing the MPICH 4.1.2 implementation and

the Unified Communication X (UCX) communication framework.

A.4.1.

Intra-Node Communication

Table A.17.: Using 48 sender threads/partitions and 2 receiver threads/partitions

Message Size ~ Latency (MB/s)
48 208.12 14.84

96 203.90 29.77

192 205.66 95.81
384 210.88 122.53
768 204.07 238.61
1536 206.11 449.99
3072 210.88 830.74
6144 210.69 1561.57
12288 215.19 2623.34
24576 225.38 4044.18
49152 230.23 4519.81
98304 258.57 4254.41
196608 301.65 3519.27
393216 410.84 2905.03
786432 603.97 2646.84

Continued on next page
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A. Performance Testing Results

Table A.17 — Continued from previous page

Message Size  Latency (MB/s)
1572864 945.95 2630.45
3145728 1576.88 3083.75
6291456 2594.26 4411.92

12582912 4786.13 4582.35
25165824 9732.20 4252.18
50331648  22971.28 2558.73
100663296  48740.99 2134.61
201326592 104292.18 1995.56

Table A.18.: Using 48 sender threads/partitions and 24 receiver threads/partitions

Message Size  Latency (MB/s)
48 509.17 3.69

96 496.92 9.24

192 509.39 20.74

384 494.17 38.64

768 494.55 76.55

1536 511.04 145.93

3072 501.06 285.84

6144 529.14 591.55
12288 536.50 1178.95
24576 558.85 2506.71
49152 600.88 3091.21
98304 648.47 4391.80
196608 701.80 5106.06
393216 790.85 5467.73
786432 920.53 5220.63
1572864 1104.18 4402.78
3145728 1469.05 4502.56
6291456 2307.94 44°77.93
12582912 4329.64 4517.96
25165824 9632.79 4376.21
00331648  20552.89 2454.02
100663296  50304.89 2165.69
201326592 105074.16 2003.82
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A.4. Impact of Differing Numbers of Receive Partitions

Table A.19.: Using 48 sender threads/partitions and 48 receiver threads/partitions

Message Size  Latency (MB/s)
48 1911.61 0.91

96 1964.87 1.67

192 1935.96 5.41

384 1901.95 6.42

768 1915.90 14.14

1536 1912.31 36.88

3072 1949.24 82.63

6144 1938.57 212.62
12288 1936.62 246.37
24576 1941.58 509.09
49152 2197.92 1662.86
98304 2251.24 2960.47
196608 2490.38 5081.51
393216 2964.27 6216.62
786432 3139.00 5443.46
1572864 3229.94 4365.22
3145728 3663.24 4374.78
6291456 3597.76 4115.33
12582912 4898.05 4141.88
25165824  10215.19 3972.58
50331648  21348.22 2444.79
100663296  52441.27 2127.62
201326592 107884.58 1961.78

A.4.2. Inter-Node Communication

Table A.20.: Using 96 sender threads/partitions and 2 receiver threads/partitions

Message Size  Latency (MB/s)
96 280.53 12.93

192 284.54 26.15

384 281.74 55.33

768 282.01 105.45

1536 291.22 221.23

3072 288.08 415.95

6144 293.24 893.63

12288 300.02 719.93

Continued on next page
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A. Performance Testing Results

Table A.20 — Continued from previous page

Message Size  Latency (MB/s)
24576 301.99 1868.98
49152 316.07 3366.86
98304 350.92 4003.22

196608 410.47 2430.10
393216 532.87 2556.15
786432 732.15 2917.44
1572864 1097.15 2701.99
3145728 1785.15 2920.98
6291456 3143.49 3145.21
12582912 5869.22 3009.33
25165824  11837.97 2590.66
00331648  26206.87 2071.89
100663296  60170.86 1751.24
201326592 124768.27 1662.65

Table A.21.: Using 96 sender threads/partitions and 48 receiver threads/partitions

Message Size  Latency (MB/s)
96 383.75 6.27

192 378.29 13.01

384 370.96 27.01

768 373.29 53.26

1536 372.45 102.89
3072 376.80 204.98
6144 378.05 412.33
12288 404.86 573.36
24576 399.26 983.15
49152 421.24 1323.34
98304 449.65 2476.45
196608 589.04 1874.89
393216 740.82 1569.76
786432 1010.26 1704.38
1572864 1429.46 1897.54
3145728 2193.56 2043.19
6291456 3781.41 2210.57
12582912 7029.45 2244 .88
25165824  12278.84 2219.21
00331648  28947.41 2119.94
100663296  69006.51 1685.36

Continued on next page
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Table A.21 — Continued from previous page

Message Size

Latency

(MB/s)

201326592

138394.80

1555.40

A.5. OpenMPI

Table A.22.: Using 96 sender threads/partitions and 96 receiver threads/partitions

Message Size  Latency (MB/s)
96 507.91 5.78

192 488.24 11.72

384 474.56 23.34

768 464.93 45.94

1536 476.26 90.60

3072 483.69 183.75

6144 478.13 346.47
12288 485.80 473.37
24576 477.89 767.52
49152 448.53 1035.47
98304 516.29 1589.64
196608 612.52 1702.37
393216 976.32 1475.26
786432 1274.77 1581.19
1572864 1694.09 1793.78
3145728 2417.31 2024.56
6291456 3888.53 2233.58
12582912 6794.94 2328.92
25165824  11136.06 2307.98
50331648  29727.56 1955.71
100663296  69384.63 1674.99
201326592 137328.43 1569.85

A.5. OpenMPI

Performed on the CLAIX23 system utilizing the OpenMPI 5.0.2 implementation
and the Unified Communication X (UCX) communication framework.

A.5.1. Intra-Node Communication
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A. Performance Testing Results

Table A.23.: Using 2 threads and partitions for both sender and receiver

Message Size  Latency (MB/s)
2 55.88 0.35

4 155.85 0.40

8 211.81 0.50

16 279.89 0.75

32 358.10 1.23

64 454.97 2.03

128 604.67 3.42

256 769.47 7.68

512 972.83 13.70

1024 1186.90 24.64

2048 1410.32 43.05

4096 1632.64 81.12

8192 1840.04 147.21
16384 1965.66 280.21
32768 4301.86 419.71
65536 6038.99 720.08
131072 6118.72 1453.77
262144 6214.47 2827.06
524288 6317.42 5618.38
1048576 6439.12 10782.30
2097152 6633.94 16025.27
4194304 6903.04 20876.69
8388608  11781.13 24531.59
16777216  19340.04 27222.60
33554432  37474.32 12147.44
67108864  77995.81 12504.04
134217728 150494.34 8090.61
268435456 289730.23 7598.30

Table A.24.: Using 24 threads and partitions for both sender and receiver

Message Size Latency (MB/s)
24 519.83 0.10

48 687.77 0.44

96 719.83 1.21

192 712.35 1.95

384 744.41 3.21

768 921.24 5.28

Continued on next page
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Table A.24 — Continued from previous page

Message Size  Latency (MB/s)
1536  1182.07 8.92

3072 1496.72 21.79

6144  1892.00 40.22
12288  2135.90 127.73
24576 2217.58 235.19
49152 2341.93 365.56
98304  3246.64 768.31
196608  4147.20 1151.69
393216  7703.19 1240.62
786432 13961.50 1878.88
1572864 14429.98 3549.17
3145728 14778.57 6778.96
6291456 16652.36 12656.78
12582912  17726.83 17624.86
25165824 18473.52 21699.51
50331648 21326.99 24903.24
100663296 45627.56 24115.14
201326592 91361.15 9680.76

A.5. OpenMPI

Table A.25.: Using 48 threads and partitions for both sender and receiver

Message Size  Latency (MB/s)
48 454.14 0.03

96 745.76 0.19

192 997.94 0.55

384  1195.82 1.25

768  1389.47 2.79
1536  1646.84 4.16
3072 2053.44 8.21
6144  2456.09 16.33
12288  2804.51 36.89
24576 2951.08 60.67
49152 3420.98 190.60
98304  3530.31 353.35
196608  3724.31 737.87
393216  4070.94 1196.88
786432  9539.90 1337.05
1572864 16680.69 2211.59
3145728 17056.77 4154.27

Continued on next page
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A. Performance Testing Results

Table A.25 — Continued from previous page

Message Size  Latency (MB/s)
6291456 18111.26 7202.34
12582912 19208.89 12537.48
25165824  20832.58 16155.43
50331648 23128.99 19909.46
100663296 27179.51 20579.77
201326592 55717.19 12907.71

A.5.2. Inter-Node Communication

Table A.26.: Using 2 threads and partitions for both sender and receiver

Message Size Latency (MB/s)
2 81.20 0.26

4 184.19 0.38

8 243.15 0.57

16 314.75 0.87

32 396.82 1.40

64 494.51 2.41

128 639.11 4.11

256 829.88 7.67

512 2761.45 13.61

1024  3477.74 23.67
2048  4210.92 43.24
4096  1719.93 65.01
8192  1921.35 115.00
16384  2077.84 213.77
32768  2081.63 194.46
65536  8388.04 969.33
131072  8464.01 1930.11
262144  8577.93 3408.89
524288  8729.25 6067.23
1048576  8913.53 9655.28
2097152  9173.55 13908.22
4194304  9500.27 16572.40
8388608  9736.63 20318.04
16777216 10177.64 22039.08
33554432  10796.50 23221.44
67108864 12090.12 24113.33

Continued on next page
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Table A.26 — Continued from previous page

Message Size  Latency (MB/s)
134217728 14396.26 24461.28
268435456 18321.00 24603.73

A.5. OpenMPI

Table A.27.: Using 48 threads and partitions for both sender and receiver

Message Size  Latency (MB/s)
48 690.33 0.03

96 790.77 0.06

192 925.01 0.14

384 1094.38 0.31

768  1353.44 0.43

1536  1800.09 1.00

3072 2552.17 2.17

6144  3497.99 4.44
12288 10193.99 11.63
24576 10643.04 16.21
49152 10553.83 38.89
98304  4595.05 177.22
196608  4574.43 357.86
393216  4578.42 525.66
786432  3347.61 1419.37
1572864 17591.19 1712.08
3145728  18999.39 4406.10
6291456 19753.09 8142.12
12582912 21415.22 16578.20
25165824  21469.35 16956.40
50331648 19603.72 21695.43
100663296  23063.39 23971.91
201326592  25269.69 24362.39

Table A.28.: Using 96 threads and partitions for both sender and receiver

Message Size Latency (MB/s)
96 617.07 0.01

192 787.76 0.01

384 1072.30 0.02

768  1512.93 0.04

Continued on next page
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Table A.28 — Continued from previous page

Message Size  Latency (MB/s)
1536 1990.61 0.09

3072 2455.62 0.21

6144  2565.80 0.49
12288  2933.12 0.86
24576  7578.29 2.00
49152  7948.09 4.84
98304  8289.09 8.28
196608 12358.57 14.12
393216  13655.68 21.80
786432 13549.70 46.56
1572864 10714.26 445.90
3145728  23722.36 255.17
6291456 24226.50 559.50
12582912  22906.74 947.46
25165824  23959.45 2480.30
50331648  24260.48 2551.68
100663296  25095.64 0756.22
201326592 27837.54 11379.44
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