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Experimental Demonstration of Reservoir Computing with
Self-Assembled Percolating Networks of Nanoparticles

Joshua B. Mallinson, Jamie K. Steel, Zachary E. Heywood, Sofie J. Studholme,
Philip J. Bones, and Simon A. Brown*

The complex self-assembled network of neurons and synapses that comprises
the biological brain enables natural information processing with remarkable
efficiency. Percolating networks of nanoparticles (PNNs) are complex
self-assembled nanoscale systems that have been shown to possess many
promising brain-like attributes and which are therefore appealing systems for
neuromorphic computation. Here experiments are performed that show that
PNNs can be utilized as physical reservoirs within a nanoelectronic reservoir
computing framework and demonstrate successful computation for several
benchmark tasks (chaotic time series prediction, nonlinear transformation,
and memory capacity). For each task, relevant literature results are compiled
and it is shown that the performance of the PNNs compares favorably to that
previously reported from nanoelectronic reservoirs. It is then demonstrated
experimentally that PNNs can be used for spoken digit recognition with
state-of-the-art accuracy. Finally, a parallel reservoir architecture is emulated,
which increases the dimensionality and richness of the reservoir outputs and
results in further improvements in performance across all tasks.

1. Introduction

Self-organized nanoscale networks have recently been demon-
strated to have a variety of brain-like characteristics. These
networks (comprising, e.g., nanowires,[1–4] nanotubes,[5–7] or
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nanoparticles[8–12]) combine large num-
bers of functional elements (synapses
and/or neurons) into brain-like architec-
tures and are fabricated with simple and
cost-effective processes. They have the
potential to perform complex computa-
tional tasks with low power consumption,
and are therefore appealing systems
for neuromorphic computation.[13,14]

Percolating networks of nanoparticles[10]

(PNNs) are particularly exciting as they ex-
hibit a number of brain-like attributes that
are known to be functionally beneficial for
information processing, including scale-
free network topologies,[15] small-world
characteristics,[16] long-range temporal
correlations,[17] and critical avalanche
dynamics.[10] These attributes are all
thought to be essential features of the bio-
logical brain that contribute to its ability to
process information efficiently.[18–20] Thus
PNNs are believed to be amenable to brain-
inspired computation and particularly to

an approach called Reservoir Computing (RC).[12] RC takes ad-
vantage of the nonlinear dynamical properties of a system (i.e., a
reservoir) and is attractive because it allows efficient training of
readout weights through linear optimization methods.[21,22] The
reservoir is conventionally a recurrent neural network model
but the use of physical systems potentially provides a route
to real-world applications, i.e., in so-called physical reservoir
computing (PRC).[23,24] PRC has been successfully demonstrated
using several different systems,[14] but there is significant scope
for improvement in methods and performance, as well as in
the range of tasks that can be implemented. Furthermore,
experimental limitations make practical realization of PRC sys-
tems challenging,[5,6,25,26] and so demonstrations of PRC using
nanoscale networks have often relied on simulations which
assume access to device properties (such as the state of every
node in a network) that are not physically measurable.[14,27,28]

In real-world electronic devices there are additional constraints
(e.g., electrical signals must be injected into/read out from the
reservoir using a limited number of electrodes[29,30]) and so “vir-
tual reservoirs”[31] have commonly been used to side-step
difficulties in fabricating large numbers of physical
electrodes.[2,32–34] Experimental realization of reservoirs based on
nanoscale networks might allow computations that take full ad-
vantage of intrinsic spatiotemporal correlations and dramatically
improve performance in PRC.[35]

Adv. Mater. 2024, 2402319 2402319 (1 of 11) © 2024 The Authors. Advanced Materials published by Wiley-VCH GmbH

http://www.advmat.de
mailto:simon.brown@canterbury.ac.nz
https://doi.org/10.1002/adma.202402319
http://creativecommons.org/licenses/by-nc-nd/4.0/
http://creativecommons.org/licenses/by-nc-nd/4.0/


www.advancedsciencenews.com www.advmat.de

Figure 1. Percolating networks of nanoparticles and reservoir computing. a) Schematic representation of a ten-electrode Percolating Network of
Nanoparticles (PNN) in multiple input configurations, emulating a parallel reservoir (PR) architecture. For each single reservoir (SR) input signals
(supplied by an Arbitrary Waveform Generator (AWG, blue contact)) are injected into the PNN via one input electrode. The opposite electrode is held
at ground potential and the current flowing through the PNN is measured as indicated by the red ground symbol. Floating output voltages are mea-
sured at the remaining eight electrodes (green contacts). The PR architecture is achieved by rotating the contact configuration such that each electrode
is used sequentially to inject the input signal, with a different reservoir response in each case. b) Scanning electron microscopy (SEM) image of the
active area of a ten-electrode PNN (black scale bar, 100 μm). Inset: zoomed region of the active area (white scale bar, 1 μm) showing ramified groups
of well-connected nanoparticles between which memristive tunnel gaps exist (not visible). Lighter shades indicate stronger connection to ground.
c) Schematic representation of a conventional reservoir computing scheme. d) Floating voltage responses to a stepwise increase in the applied voltage
for two of the different input configurations (separated by a 180° rotation). The solid-colored lines represent voltages measured at different electrodes
and the dashed lines are double-exponential fits (see Note S1, Supporting Information). The response characteristics vary significantly depending on
the input configuration. e) Floating voltage responses for the same input configurations (i.e., as in (d)) when the PNN is subjected to 10 kHz voltage
sweeps (± 6 V). Again, the different PNN responses in the different input configurations provide significant richness that can exploited for computation.
f) Reservoir computing scheme using a PNN. PNNs produce complex dynamical responses when driven by a white noise voltage signal. The measured
signals can then be used as predictors to find a set of scalar weights such that their linear combination produces a desired target output (see detailed
description in the Experimental Section).

Here, we demonstrate experimental implementation of PRC
using PNNs by performing several benchmark tasks (time series
prediction, memory capacity, and nonlinear transformation). We
show that performance exceeds that in previous simulations[12]

because the experimental reservoirs exhibit a broader range of
responses to stimuli. We then show high classification accuracy
in a benchmark speech processing task and discuss variants on
the methodology that lead to state-of-the-art performance. Next,
we introduce a new scheme for emulating a parallel reservoir
(PR) architecture which significantly increases both clustering
and class separation. Both schemes utilize spatial-multiplexing
and therefore (in contrast to schemes based on virtual reservoirs)
allow both the spatial and temporal correlations within PNNs
to be exploited for computation. Finally, in order to benchmark

performance we provide a comprehensive summary of previous
comparable RC results and conclude that the use of PNNs as all-
electronic physical reservoirs provide a significant step toward
the realization of machine intelligence based on self-assembled
nanoscale networks.

2. Percolating Networks of Nanoparticles and
Reservoir Computing

2.1. Percolating Networks of Nanoparticles

A PNN (Figure 1a,b) comprises metallic nanoparticles deposited
onto an insulating substrate to a critical surface coverage called
the percolation threshold.[36] Coalescence of nanoparticles into
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well-connected particle groups (Figure 1b, inset) leads to a scale-
free 2D network of ramified conducting nanostructures that are
electrically coupled via subnanometer tunnel gaps, and which
can be well-described by percolation theory.[37,38] The tunnel gaps
have been shown to respond dynamically to voltages applied
across the network via peripheral electrodes.[8,12,15] Electric fields
are concentrated within the tunnel gaps causing the formation
of atomic-scale hillocks[12,29] that decrease the effective tunnel
gap sizes and modulate the conductance of the tunnel gaps. [At
higher bias, switching events occur as the hillocks grow into con-
ducting filaments that completely bridge the tunnel gaps.[8,15,37]

The underlying atomic-scale processes have been shown to re-
semble the leaky-integrate-and-fire (LIF) behavior of biological
neurons.[15] Switching is however not relevant in the low bias
regime discussed here.] Changes in the conductivity of each tun-
nel gap lead to variations in the electric fields within other tunnel
gaps (through Kirchhoff’s laws) giving rise to rich spatiotempo-
ral activity across the network. This activity can be measured ex-
perimentally as changes in the current or voltage at the output
electrodes of the multielectrode PNNs as illustrated in Figure 1f.
Since input voltage signals are transformed into a nonlinear
history-dependent high-dimensional representation of the input
data, PNNs are promising as all-electronic physical reservoirs for
computation.[12]

Before describing reservoir computation with PNNs in more
detail, we first outline the conventional RC approach.

2.2. Conventional Reservoir Computing

In conventional RC[21] (Figure 1c), the reservoir is a recurrent
neural network which responds dynamically to a time-varying in-
put. For a discrete 1D input signal u(k) fed into a reservoir of N
nodes, an N-dimensional reservoir response X(k) is obtained by
simultaneously sampling the state of each node once per input
value. The recurrent topology of the reservoir means that at any
time k, X(k) has a fading memory of previous input values and
previous internal reservoir states. The nonlinear activation func-
tions at each node, combined with the reservoir topology, mean
that X is indeed a higher-dimensional nonlinear transformation
of the input signal, as required for reservoir computation. An out-
put layer then forms a linear combination of weighted signals
from the reservoir. The weights are found by linear regression of
the reservoir signals in X(k) onto a target function y(k) which rep-
resents the desired output of the computation for the given input
signal.[39]

2.3. Physical Reservoir Computing

In PRC, the recurrent neural network is replaced with a phys-
ical dynamical system that acts as the reservoir.[23] This allows
the most resource intensive part of conventional RC (producing
a rich nonlinear transformation to a higher-dimension) to be per-
formed naturally by the physics governing the physical system.[14]

Choices must then be made about how best to elicit this transfor-
mation from the physical system, and what physical (measurable)
quantities define the reservoir state.[12,30]

2.4. PNNs as Nanoelectronic Reservoirs

As PNNs are nanoelectronic networks that have been shown to
respond dynamically to applied voltages, we chose to encode in-
put signals as sequences of positive potentials applied to a sin-
gle electrode while the opposing electrode (in a ring configura-
tion, see Figure 1a,b) is held at ground potential. As in previous
simulations,[12] we operate the PNNs in the low voltage regime
where tunneling currents are modulated by the growth and re-
laxation of atomic-scale hillocks. Here X(k) is comprized of the
ensemble of floating voltages measured at the remaining eight
electrodes and the current at the ground electrode, i.e., N = 9
(see the Experimental Section for full details).

2.5. Single Reservoirs

In the single reservoir (SR) architecture described above any one
of the ten electrodes may be chosen as the input electrode. This
can be achieved simply by using a multiplexer to reassign dif-
ferent electrodes to the input and ground. This is illustrated
schematically in Figure 1a as a rotation of the PNN (but note that
no actual physical rotation of the PNN is required). Due to the
complex network topology, selecting different input electrodes al-
ters the relative electric field distribution throughout the network,
providing a different set of responses (i.e., a different reservoir
transformation), as shown in Figure 1d (stepwise changes in the
input voltage) and in Figure 1e (fast voltage sweeps) for two dif-
ferent input configurations. Hence ten different single reservoirs
are emulated with only one PNN.

2.6. Parallel Reservoirs

The uniqueness of the responses from the ten possible SRs al-
lows us to emulate a parallel reservoir (PR) architecture, i.e., the
use of ten different reservoirs in parallel. We show below that
because of the more diverse set of contributions to X(k), the PR
drastically increases both the dimensionality (N = 90) and rich-
ness of the input transformation, and consequently leads to im-
proved computational performance. Of course the alternative ap-
proach of using multiple independent networks in parallel[40–42]

has some advantages but reusing the same physical network for
each parallel reservoir amounts to a drastic reduction in both ar-
chitectural footprint and wiring complexity, which is particularly
important when device fan-out approaches upper limits[43] (see
Discussion).

We now discuss several standard benchmark tasks (Results
I) before focusing on the more practically relevant spoken digit
recognition task (Results II). An important consideration in what
follows is how the finite response time of the PNN affects the
choice of input time scale. In conventional RC, the time scale of
the input signal is matched with the time scale of the reservoir
response to guarantee the reservoir is always in a transient state.
Hence, to ensure that the PNN exhibits fading memory, and to
attain the requisite level of memory for the task,[12,32,44] the time
that each input value is applied for, 𝜃, must be tuned in relation
to the time scale of the PNN response. The mean characteristic
response time is 𝜏 ≈ 42.5 μs (this value is obtained by fitting
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bi-exponential functions to the data and since the simulations
assumed a single response time the comparison is necessarily
imperfect: see Note S1, Supporting Information), and we study
computational performance for the 𝜃 range 1–100 μs, which suf-
ficiently captures the effect of the choice of input time scale.

3. Results I: Standard Benchmark Tasks

Nonlinear autoregressive moving average (NARMA) tasks[45] are
a set of challenging time series prediction benchmarks com-
monly used to quantify the computational capabilities of brain-
like information processing systems. The aim of these tasks is to
emulate a particular nonlinear dynamical system by learning the
association between a discrete white noise signal and the result-
ing chaotic time series produced by that dynamical system. For
both NARMA tasks attempted, the input signals u(k) are scaled
to a voltage range of [0.1, 3.0 V] with length K = 5000 timesteps,
each of which has a duration 𝜃 microseconds (see the Experimen-
tal Section for details).

3.1. NARMA-2

We first consider the NARMA-2 task. Each point in the chaotic
NARMA-2 time series yk + 1 depends nonlinearly on both the
present input uk and the previous two output values yk and yk − 1.
We performed the NARMA-2 task using all ten possible SRs for
a range of input times 𝜃. The mean performance (normalized
mean-square error, NMSE) is shown in Figure 2a, denoted by
the dark blue circles. Performance for the NARMA-2 task is op-
timized (NMSE is minimized) when 𝜃 ≈ 20 μs. The black circles
represent the mean performance obtained in previous simula-
tions of single reservoirs.[12] It is clear in Figure 2a that the per-
formance of the experimental system is significantly better than
that of the simulated system (see Note S2, Supporting Informa-
tion, for a comparison of the simulated and physical PNNs). The
same results are plotted as a function of the mean PNN response
time T = 𝜏 ∕𝜃 (in units of 𝜃) in Figure 2b (again, see Note S2,
Supporting Information, for details), making it clear that the op-
timal performance corresponds to the case where 𝜏 is approxi-
mately twice the input time scale 𝜃, i.e., T ≈ 2 𝜃. (Note that no
minimum is visible for the simulated system as values of T < 𝜃

were not explored during that study.)[12] The results for the best
performing SR are shown explicitly in Figure 2c (blue) overlaid
with the NARMA-2 target function y(k) (black).

A PR architecture was constructed by combining the PNN
responses X(k) from all ten SRs into a new X of dimension
(10N) × K. A new set of 10N weights was then trained for the
PR. The performance of the PR for NARMA-2 is shown by the
light blue triangles in Figure 2a,b. The NMSE for the PR is ap-
proximately ten times smaller than the mean value obtained for
SRs, indicating that the PR provides a very significant improve-
ment in performance. The improvement can be attributed to the
wide range of PNN responses obtained from the multiple input
configurations, increasing the richness and dimensionality of the
input transformation.

3.2. NARMA-10

We now consider a much more difficult time series prediction
task, NARMA-10, which requires memory of the ten previous in-
put and output values. The mean performance of the ten SRs
is shown in Figure 2d (red circles). The minimum NMSE is
obtained for 𝜃 = 4 μs, corresponding to T ≈ 10 𝜃 (Figure 2e),
though performance varies little for 𝜃 ≤ 20 μs (T ≳ 2 𝜃). The per-
formance in experiments is again significantly better than that
in previous simulations (black circles in Figure 2d,e), across all
time scales. Results from the best performing SR are shown in
Figure 2f (black) overlaid on the NARMA-10 target function (red).
A PR architecture was also constructed for the NARMA-10 task
and its performance is represented by the orange triangles in
Figure 2d,e. The PR improves performance (lower NMSE) across
all time scales.

It is useful to note that, because it requires more memory,
NARMA-10 is more difficult than NARMA-2; this is reflected
in the increased values of NMSE in Figure 2d compared to
Figure 2a. This increased memory requirement also explains why
the improvement in NARMA-10 performance in the PR architec-
ture is more modest than for NARMA-2: while the PR increases
the richness and dimensionality of the reservoir space, the char-
acteristic response times of the individual reservoirs (Table S1,
Supporting Information) do not differ significantly, and so the
gain in memory capacity in the PR configuration is limited.

3.3. Memory Capacity Task

The third task considered is the short-term memory capacity
(MC) task[46] (see Experimental Section). The MC task measures
the ability of an RC system to faithfully reproduce delayed copies
of a white noise input signal u(k). MC was calculated for the same
range of input times as in the NARMA tasks and the mean MC
for the SRs (Figure 2g, pink circles) is found to be maximized
for 𝜃 = 6 μs (corresponding to T ≈ 7 𝜃 in Figure 2h). The max-
imum in MC can be understood in terms of the relative values
of 𝜃 and T. At short input times the PNN has insufficient time to
respond to each new input value, while at long input times the
PNN response is dominated by recent inputs and so has limited
dependence on inputs from the distant past.

Compared with results from the simulated PNNs (black
squares in Figure 2g,h), the experimental PNNs have larger MC
across all time scales, with a 70% improvement in MC at opti-
mal time scales. The fading memory of the PNNs is illustrated in
Figure 2i which shows the forgetting function MC𝜏 (𝜏) for the best
performing SR (pink line). The MC in the PR architecture (purple
triangles in Figure 2g,h) is increased across all time scales, con-
sistent with the improved performance observed in both NARMA
tasks.

3.4. Comparison of Experimental Performance with Performance
in Simulations

As described above, the NARMA task performance is better than
in previous simulations of the system, and the MC is found
to be larger. Both results can be explained by the fact that the
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Figure 2. NARMA and memory capacity tasks. a) Results from the NARMA-2 task (expressed as the NMSE) as a function of the input time 𝜽. Circles
(dark blue) represent the mean performance over all ten possible SR configurations, while the triangles (light blue) show the performance of the PR
architecture (see main text). b) The same results from a expressed as a function of the mean PNN response time T (in units of the input time 𝜽, see
Note S2, Supporting Information). c) Examples of the NARMA-2 target function (black) and RC output (blue). d) Results from the NARMA-10 task as
a function of the input time 𝜽. Circles (red) represent the mean performance over all possible SR configurations, while the triangles (orange) show the
performance of the PR architecture. e) The same results from d expressed as a function of the mean PNN response time in units of the input time 𝜽.
f) Examples of the NARMA-10 target function (black) and RC output (red). g) Results from the memory capacity task (MC) as a function of the input
time 𝜽. Circles (pink) represent the mean performance over all possible SRs, while the triangles (purple) correspond to the PR. h) The same results from
g expressed as a function of T in units 𝜽. i) Examples of the forgetting function corresponding to the optimal 𝜽 for the single reservoir architecture (pink
line) and PR configuration (purple line). In (a,b,d,e,g,h), open (filled) markers denote performance during training (testing), shaded regions denote
the standard error, and for each case results from the simulated system[12] (SR architecture) are shown in black. In (c,f), the green (red) background
represents training (testing) data.

experimental system is much larger (has a far greater number of
functional elements (memristive tunnel gaps)) and by the wider
range of response time scales in the experimental system (in the
simulations all tunnel gaps were assigned a uniform response
time scale for simplicity). Note S2 (Supporting Information) pro-
vides a more detailed comparison of the experimental and simu-
lated systems.

3.5. Nonlinear Transformation Task

We now consider a nonlinear transformation (NLT) task[47] in
which sine waveforms must be converted to square waveforms
of the same frequency. Such a transformation relies on a reser-

voir’s ability to generate higher harmonics of the single fre-
quency component present in the input.[47] We probe the opti-
mum time scales for the NLT task by tuning the period for the
input sine wave (instead of the range of 𝜃 values used in Figure 2).
Figure 3a shows the mean NMSE for the ten SRs (green circles)
as a function of the input period, with optimal performance cor-
responding to an input period of 200 μs (≈4.7𝜏). This optimum
corresponds to the natural response time of the system and so
NMSE increases for both longer and shorter periods. A narrow
range of optimal input periods exists because for long periods
the reservoir responds much faster than the changes in input (so
the output signals are well synchronized), while for shorter peri-
ods the PNN has insufficient time to respond to the variation in
the input signal (so nonlinearity is suppressed). Results from the
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Figure 3. Nonlinear transformation task. a) Results from the NLT task (expressed as the NMSE) as a function of the period of the input sine wave. Circles
(green) represent the mean performance over all ten possible SR configurations, while the triangles (red) show performance in the PR architecture. Open
(filled) markers connected with dashed (solid) lines denote performance during training (testing), shaded regions denote the standard error (note that
the uncertainties for the PR architecture are so small that the range is difficult to see). The input amplitude of 6 V was chosen to maximize the nonlinearity
of the PNN, while still remaining in the tunneling regime. Results from the simulated system[12] (SR architecture) are shown for input amplitudes 0.2 V
(gray) and 1.5 V (black); uncertainties for the simulations are relatively large and so are omitted here for clarity (see ref. [12]). b) Examples of the NLT
target function (black) and RC output (green) for the best performing SR. The green (red) background represents training (testing) data.

best performing SR are shown in Figure 3b (green) overlaid on
the target function (black). Figure 3a also shows the performance
of the PR architecture (red triangles) demonstrating that NMSE
is significantly lower for all input periods. The variation in per-
formance with input period is similar to that for the SRs, with an
optimum at an input period of 200 μs.

For comparison purposes, the results from a simulated
PNN[12] are shown for two different input amplitudes, 0.2 V
(gray circles) and 1.5 V (black circles). The experimental SR per-
formance is in reasonable agreement with the simulations for
0.2 V input amplitude suggesting that the non-linearity of the ex-
perimental devices is at the lower end of the range considered in
ref. [12]. Significantly however, the parallel reservoir architecture
increases performance substantially, with results better even than
the largest input amplitude (most nonlinear) case considered in
the simulations.

4. Results II: Classification

4.1. Spoken Digit Recognition Task

We now consider the spoken digit recognition (SDR) task, a com-
mon classification benchmark in reservoir computing.[25,34,48–51]

The inputs comprise audio recordings of the digits 0–9 uttered
by a range of speakers and the goal is to successfully classify the
utterances, irrespective of the speaker. Performance is quantified
by the word error rate (WER), which is defined as the ratio of the
number of incorrectly classified examples to the total number of
examples.

Audio processing in the brain utilizes information that is en-
coded in the frequency domain.[52] Thus, the SDR task is usu-
ally performed using well-established preprocessing methods,
such as converting audio waveforms to a cochleagram through
Lyon’s Passive Ear model,[53] which mimics the role of the human
cochlear.[54] For consistency with the previous literature, and to
provide a direct comparison with reports on other nanoscale sys-
tems, in Note S3 (Supporting Information) we adopt this stan-
dard procedure for the TI-46 dataset[55] and obtain state-of-the-
art performance with a WER as low as 0.2%. However, previous
research[56] has shown that this preprocessing method plays a sig-

nificant role in the classification and makes the computational
contribution of the reservoir difficult to determine. Therefore,
to more rigorously investigate the computational contribution of
the PNN, here in the main text we focus on classification of audio
waveforms from the more challenging Free Spoken Digit Dataset
(FSDD),[57] and use a simpler preprocessing step that allows the
computational power of the PNN to be demonstrated. We note
in passing that because the FSDD is more challenging (overall
WERs are higher, i.e., apparent performance is lower than for
TI-46), many previous studies use only a subset of the available
data.[25,58] We emphasize that in this work we classify the entire
FSDD and obtain state-of-the-art performance with a WER as low
as 3.5%.

The FSDD consists of 50 utterances of the digits 0–9 from six
different speakers (3000 distinct utterances). Audio waveforms
are processed (Figure 4a) by converting them to 13 Mel-frequency
cepstral coefficients for 74 short time windows (Figure 4b), which
are hereafter referred to as “the input data.” We then inject the
input data into the PNN as a temporally concatenated 1D volt-
age signal u(k) (Figure 4c). The PNN response X(k) consists
of readouts from all the electrodes (Figure 4d). The effect that
the reservoir has on computational performance is elucidated
by comparing the performance of the PNN with that of a read-
out layer which is trained directly on the input data in the ab-
sence of the reservoir. See the Experimental Section for further
details.

As with the NARMA and MC tasks, we begin by exploring
SDR task performance for a PNN in the single reservoir mode.
Figure 4e shows the WER as a function of 𝜃 for the SR (green),
and for the readout layer alone (black). The performance of the
readout layer alone is insensitive to changes in 𝜃 (the reservoir is
omitted), but there is a significant dependence of the WER on 𝜃

when a SR is used. We obtain a WER of 6.7% at 𝜃 = 5 μs; perfor-
mance does not improve significantly at smaller 𝜃, both because
the system is unable to respond quickly enough to the changing
inputs and because we approach the limit of our experimental
measurement system. Larger 𝜃 leads to a decrease in the effective
memory of the reservoir—the PNN response to each new input
value u(k) becomes more saturated and therefore less dependent
on previous input values.
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Figure 4. Spoken digit recognition task. a) Raw audio data for an example spoken digit (“zero” uttered by speaker “Jackson”). b) Transformation from the
time to frequency domain. The audio data are divided into windows of duration 𝝉 = 25 ms from which 13 Mel frequency cepstral coefficients (MFCCs)
are calculated. See the Experimental Section and refs. [59,60] for details of the procedure. c) Input to the device. The MFCCs in (b) are concatenated into
a single time series and scaled to the voltage range 0.1–4 V (see Figure S5, Supporting Information, for results obtained with different voltage ranges).
The vertical bands indicate the different frequency bins. d) The PNN output. The right axis shows the current to ground (red), while the left axis shows
the voltage outputs at each floating electrode (various colors). e) Word error rate (WER) as a function of the duration that each input value is applied for,
𝜽. f) WERs as a function of the number of subsets used for training in a tenfold cross-validation scheme for each of the readout layer alone (black), a SR
(green), and the PR architecture (red). Uncertainties are the standard error of results obtained using all possible cross-validation subsets. The dashed
lines/open circles indicate training and the solid lines/filled circles testing. Based on the optimal performance for the SR in (e), panels (c, d, f, g, and
h) were obtained with 𝜽 = 5 μs (PR and SR time scales are similar). g,h) Confusion matrices for the readout layer alone and for a SR, respectively. The
bright yellow diagonal elements in (h) indicate significantly improved performance compared to (g).

Figure 4f shows learning curves at the optimal 𝜃 (i.e., the WER
as a function of the number of subsets used for training) for both
the SR (green) and for the readout layer alone (black). The non-
linear transformation performed by the SR results in a sixfold de-
crease in the WER compared with the readout layer alone (com-
pare WER values on the right of Figure 4f, when nine subsets
are used for training). This performance enhancement illustrates
the significant computational contribution of the PNN and is fur-
ther demonstrated by comparing the confusion matrices for the
readout layer alone (Figure 4g) and the SR (Figure 4h). Figure 4g
shows a low classification accuracy (<70%) for all classes, consis-
tent with the high (≈43%) WER rate in Figure 4e. Conversely,
Figure 4h shows a high classification accuracy (>90%) for all
classes (the poorest performance is 84.3% for the digit “six”). The
SDR task was also performed using the PR (again using 𝜃 = 5 μs)
and a modest improvement in performance over that of the SR is
shown in Figure 4f (compare red and green data points). The PR
leads to an increase in the dimensionality of the transformation
and a reduction of the WER to 4.1% when nine subsets are used
for training.

We now use linear discriminant analysis (LDA) to visual-
ize the enhancement in class separability induced by the PNN.
Figure 5a shows the LDA for the input data (each point repre-
sents one utterance, and each color corresponds to a different
class). Obviously points from different classes overlap signifi-
cantly, i.e., the separation between the classes is poor. Poor class
separation prevents the linear output layer from accurately clas-
sifying the inputs, consistent with the high WER of 43% (as in
Figure 4e–g). Figure 5b shows that class separation is signifi-

cantly increased after transformation by a SR as distinct clusters
are more tightly grouped. Figure 5c shows further improvement
in both clustering and class separation after transformation by
the PR.

The results presented in this section were obtained by sam-
pling the output signals at the middle point of each frequency bin
(see the Experimental Section), leading to best WERs of 6.7% and
4.1% for the SR and PR, respectively. Inspired by low pass filter-
ing approaches used in the literature,[14] we also constructed the
predictor matrix from the average output values from each fre-
quency bin. As described in Note S5 (Supporting Information),
this approach leads to even better performance, with correspond-
ing WERs of 5.1% and 3.5%. Figure S5 (Supporting Information)
shows that changes in the amplitude of the input signal have neg-
ligible impact on performance.

5. Discussion and Conclusions

We have experimentally demonstrated that PNNs can be used
as physical reservoirs for time series prediction, memory ca-
pacity, nonlinear transformation, and spoken digit recognition
tasks. Table S2 (Supporting Information) summarizes the re-
sults and Tables S3 and S4 (Supporting Information) compare
the performance of PNNs with that reported in the literature
for similar RC systems and for the same tasks. We now discuss
the main results, the advantages of PNNs as physical reservoirs
and options for their use in practical implementations of the PR
architecture.
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Figure 5. Dimensionality reduction of spoken digit data. Linear discriminant analysis (LDA) projects the high-dimensional spoken digit data into a 3D
space. a) Untransformed input data. b) Input data transformed by a SR. c) Input data transformed by the PR. Each color corresponds to a different
digit 0–9. The separation of the classes (digits) is improved when the input data are transformed by a SR and is further improved when using the PR
architecture.

5.1. Standard Benchmark Tasks

The parallel reservoir architecture for the PNNs allowed us to
achieve NMSE values of 0.008 and 0.331 for the NARMA2 and
NARMA10 tasks, respectively. Good performance in the NARMA
tasks was previously reported for simulations of spin-torque os-
cillator networks,[61] as well as in experiments which used optical
and optoelectronic reservoirs.[62] It should be emphasized how-
ever that those previous experimental systems relied on time-
multiplexing in order to facilitate a “virtual reservoir” and an
external delayed feedback mechanism to provide the required
memory. To the best of our knowledge, the only self-organized
nanoscale RC systems previously used to attempt the NARMA
tasks experimentally were functionalized carbon nanotube (CNT)
networks,[5,6,26] and the performance reported here compares fa-
vorably. As shown in Table S3 (Supporting Information), we have
also demonstrated improved performance in the memory capac-
ity and nonlinear transformation tasks compared to many previ-
ously studied experimental nanoscale RC systems.[6,47,51]

5.2. Spoken Digit Recognition

We emphasize that here we focused on the Free Spoken Digit
Dataset (FSDD)[57] which is much more challenging than the
NIST TI-46 dataset[55] (see Note S3, Supporting Information).
The best performance previously reported on the entire FSDD
is WER ≈10% in simulations of a nanomagnetic system[58] and
larger WERs are reported for nanowire networks, even for a sub-
set of the database[25] (see Table S4, Supporting Information).
We have demonstrated state-of-the-art performance on the whole
FSDD, using our PNNs in both SR and PR architectures (WERs
of 5.1% and 3.5%, respectively—see Note S5, Supporting Infor-
mation).

5.3. Overall Performance and Implementation

In addition to improved performance the PNNs operate at signif-
icantly higher speeds (microsecond timescales) than other self-

assembled reservoirs that have been reported (see Note S4, Sup-
porting Information) and avoid the use of virtual nodes. PNNs
do not require time-multiplexing because they intrinsically pro-
vide memory and a high dimensional transformation.[12] PNNs
also have the advantages that all data processing is done electron-
ically, and that they are amenable to edge computing applications
where low power consumption and cost are important. While
other nanoscale RC systems, such as nanowire and nanotube
networks also have potential for similar all-electronic implemen-
tations, at present it appears that, in addition to the timescale
for information processing, the main advantages of PNN are the
longevity of the devices and the use of CMOS compatible fabri-
cation techniques.

5.4. Parallel Reservoir Architecture

One key element of this contribution is the construction of a par-
allel reservoir architecture that takes advantage of the different
network responses obtained in different input configurations, as
shown in Figure 1. We emulate the PR architecture by treating
each of the ten input configurations as different reservoirs and
training the ensemble of reservoirs in parallel. Of course this
necessitates that ten times more weights wi must be trained,
but since simple and cost-effective linear regression methods are
used for training the increase in computational cost is negligible.
Under this scheme, we achieve significant performance enhance-
ments over SRs due to the increased dimensionality and richness
of the input transformation: the responses from different input
configurations are linearly independent.

Practical implementation of the PR architecture could be
achieved in several different ways, with different advantages and
disadvantages for different applications. One option is to use
ten individual PNNs to create genuinely parallel reservoirs and
to apply the input signals to each reservoir simultaneously—
this would have the advantage that both training and computa-
tion speeds would be improved (with the possible trade-off that
the wiring complexity and architectural footprint would be in-
creased). An alternative approach is to utilize a fast multiplexer

Adv. Mater. 2024, 2402319 2402319 (8 of 11) © 2024 The Authors. Advanced Materials published by Wiley-VCH GmbH

http://www.advancedsciencenews.com
http://www.advmat.de


www.advancedsciencenews.com www.advmat.de

to rapidly address each input configuration of a single PNN de-
vice. In principle this would provide the same PR characteristics
and at the same time reduce wiring complexity and architectural
footprint. Each input would however need to be applied to each
reservoir sequentially, and so overall computational speed would
be reduced. This approach has some similarities with the com-
monly employed virtual reservoir scheme[32–34] (time-delay reser-
voir computing) but has the advantage that it utilizes rich spatial
correlations from different parts of the nanoparticle network.

6. Experimental Section
Device Fabrication: The percolating networks of nanoparticles were

fabricated by simple nanoparticle deposition processes.[8] Multicontact
metal electrodes were fabricated using photolithographic processes, ther-
mal evaporation, and lift-off techniques on a Si wafer that had a 200 nm
thick Si3N4 passivation layer. The metal electrodes consisted of a 5 nm
NiCr adhesion layer underneath 45 nm of Au. The electrodes were equally
spaced around a circle of diameter 600 μm. As described in detail in refs.
[8,10], a beam of 7 nm Sn particles was deposited on the devices (the parti-
cles coalesce to some extent, resulting in particles with diameters ≈20 nm)
in a UHV environment using electrical feedthroughs to enable the device
conductance to be monitored during the deposition process. The depo-
sition process was terminated at the onset of conduction, which corre-
sponded to the percolation threshold. The deposition takes place in a con-
trolled environment with a well-defined partial pressure of air of 30 μTorr
and relative humidity of ≈80%. This process led to controlled coalescence
and fabrication of robust structures that allow atomic-scale hillock and fil-
ament formation processes to take place unhindered for many months.[8]

Once the deposition was over the source of air and moisture was valved
off resulting in a drop of pressure in the chamber. This enabled the ef-
fective elimination of oxidation of the PNNs during subsequent electri-
cal measurements, allowing for device operation for periods as long as 1
year. (Note that it was shown that an insulating blanket of SiO2 can be
deposited on PNNs to allow their use outside of the vacuum and that this
blanket does not impact on the properties of the devices.)[11]

Electrical Stimulus and Measurement: Electrical measurements were
carried out using a National Instruments multichannel data acquisition
system (NI PXIe-1082 and PXIe-6378 ADC/DAC) and a custom-developed
sample mounting system (SMS). The SMS had pogo-pins that are the in-
terface between the device and the external circuitry. In these experiments,
electrical stimulus was applied to only one electrode of the PNN device,
and a 1 kΩ series resistor was employed to ground the device at the elec-
trode directly opposite the input electrode, while the remaining floating
voltages were measured at eight electrodes. A custom-built LabVIEW ar-
bitrary waveform generator (AWG) was used to inject input signal to the
PNN for all computational tasks. Input values u(k) were each applied for
a period 𝜃 and the reservoir state X(k) was sampled at the end of this
period, such that a 1 × K input sequence u(k) produced an N × K reser-
voir response X. The various measurements reported here were performed
with sampling frequencies in the range 10 kHz to 1 MHz.

Curve Fitting: Measured PNN responses to voltage pulses (e.g., solid
lines in Figure 1d) were fitted with double exponential functions of the
form Ae+−t∕𝜏1 + Be

−t∕𝜏2 (e.g., dashed lines in Figure 1d) using the MAT-
LAB function lsqcurvefit. Characteristic response times were extracted
from the fitted functions (see Note S1, Supporting Information). The aims
of the fitting process were to show that the response curves are complex
bi-exponential functions and to estimate an overall characteristic response
time for comparison with the simulations. Hence the detail of the fitting
process is not important and there was no attempt to compare with other
fit functions or to evaluate uncertainties for the individual fitted param-
eters. Note that the same double exponential function was fitted to all
response curves and that the signs of the fitted parameters A and B are
allowed to be opposite in order to fit local extrema.

Training the Output Layer: For an N-dimensional reservoir output X =
[x1, x2, …, xN], training was performed by calculating N + 1 (including a

bias term) linear coefficients wi, such that the final output ŷ(k) approxi-
mated the desired target output y(k)

ŷ (k) =
N+1∑
i=1

wi xi (k) ≈ y (k) (1)

The vector of linear coefficients w was found with Tikhonov regulariza-
tion (i.e., ridge regression) using a manually optimized ridge parameter 𝜆

w =
(
XTX + 𝜆I

)−1
XTy (2)

In the NARMA, MC, and NLT tasks, half of the data were used for train-
ing and half were used for testing. For SDR, tenfold cross-validation was
used for training, i.e., the data were divided into ten separate subsets to
optimize the output weights.

NARMA Tasks: Normalized autoregressive moving average (NARMA)
tasks are a common set of machine-learning benchmarks which involve
emulating a particular chaotic dynamical system such that a neural net-
work can predict the output of the system when driven by a white noise
signal u(k). Here, the second order (NARMA-2) and tenth order (NARMA-
10) NARMA tasks were considered.

The NARMA-2 task is defined by the equation

yk+1 = 𝛼yk + 𝛽ykyk−1 + 𝛾u3
k + 𝛿 (3)

with the constants [𝛼, 𝛽, 𝛾 , 𝛿] = [0.4, 0.4, 0.6, 0.1], whereas the NARMA10
task is defined by the equation

yk+1 = 𝛼yk + 𝛽yk

[
9∑

i = 0

yk−i

]
+ 𝛾ukuk−9 + 𝛿 (4)

with constants [𝛼, 𝛽, 𝛾 , 𝛿] = [0.3, 0.05, 1.5, 0.1].[45]

NARMA task performance was quantified by the normalized mean-
square error (NMSE) between the RC system output ŷ(k) and the target
output y(k), with smaller error corresponding to better performance

NMSE = 1
K

∑K
k = 1 (ŷk − yk)2

𝜎2 (yk)
(5)

where the sum of squared residuals is normalized by the variance of the
target function 𝜎2(yk).

Memory Capacity Task: The memory capacity (MC) task[46] measures
the ability of an RC system to faithfully reproduce delayed copies of a white
noise input signal u(k). A white noise signal in the range [0.1, 3.0 V] with
length K = 5000 was used. The memory capacity for a delay 𝜏 is given by

MC𝜏 =
cov(u (k − 𝜏) , ŷ𝜏 )2

𝜎2 (u (k − 𝜏)) 𝜎2 (ŷ𝜏 )
(6)

where 𝜎2 and cov represent the variance and covariance, respectively, and
ŷ𝜏 is the reservoir output trained to approximate the delayed input. The
total memory capacity of the RC system is then the sum of MC𝜏 over all
possible delays

MC =
∞∑
𝜏=0

MC𝜏 (7)

In practice, the sum is limited in Equation (7) to 𝜏 = 100, which is more
than sufficient for the reservoirs considered here (see Figure 2i).

Nonlinear Transformation: In the nonlinear transformation (NLT)[47]

task, an input sine wave must be transformed (nonlinearly) into a square
wave of the same period. Input sequences of 20 sine waves in the range
[0.1, 6.0 V] were used, sampled at 1 MHz. Half of the data were used for

Adv. Mater. 2024, 2402319 2402319 (9 of 11) © 2024 The Authors. Advanced Materials published by Wiley-VCH GmbH

http://www.advancedsciencenews.com
http://www.advmat.de


www.advancedsciencenews.com www.advmat.de

training and half is used for testing. It was found that performance was
unchanged when ten or more waveforms were used (data not shown). The
performance was measured using the NMSE (Equation 5). Compared with
the other tasks, NLT required a high degree of nonlinearity but relatively
little memory.

Spoken Digit Recognition: The main text focuses on the Free Spoken
Digit Dataset (FSDD),[57] which consisted of 50 utterances of the digits 0–
9 from six different speakers (3000 distinct utterances) sampled at 8 kHz.
Over 97% of the examples were less than 750 ms in length. Therefore, as
in the literature,[25,63] longer audio waveforms were truncated, while those
which were shorter were padded with zeroes such that all waveforms were
the same length.

The audio waveforms were preprocessed with a feature extraction step
which produces Mel-frequency Cepstral Coefficients (MFCCs) for 13 fre-
quency bins as the Mel scale empirically approximated the sensitivity of
the human auditory response better than a simple spectrogram.[59,60] A
frame size of 25 ms with a 10 ms overlap was used to create a time-
varying matrix representation of the audio waveform containing 13 of the
first 14 MFCCs (the very first coefficient was excluded for each of the 74
(approximately stationary) frames, consistent with European audio feature
extraction standards[60]). The matrix was horizontally concatenated (i.e.,
flattened) into a 1D input sequence (lowest frequency components were
input first). The input data were scaled to the optimal voltage range [0.1,
4 V] (see Figure S5, Supporting Information) to ensure the PNN operated
in the tunneling regime[12] and then injected into the PNN as a voltage
signal, u(k).

Each value of the input sequence was applied to the input electrode for
a duration 𝜃 in the range [1, 100 μs]. The reservoir output (eight floating
voltages and the voltage across the 1 kΩ resistor to ground, corresponding
to the output current) were sampled at 1 MHz. The PNN response, X(k),
therefore consisted of nine vectors xi corresponding to each output which
was unflattened (the reverse of the input flattening) such that there were
13N readouts from the reservoir. The middle point (results in Figure 4) or
time averaged value (results in Figures S4 and S5, Supporting Informa-
tion) from each readout was used as the input to the classifier layer.

Ten linear classifiers were trained (one for each digit) via ridge regres-
sion (the ridge parameter was optimized by a 4 × 20 grid-search) with
a target function of yi = 1 for the correct digit i = 0, …, 9 and yj = −1
for all other digits i ≠ j (i.e., one-hot encoding). The cost function min-
imized the word error rate (WER) and a winner-takes-all approach was
used to identify the digit. A standard tenfold cross-validation procedure
was used where the 3000 examples were stratified into ten subsets of 300
utterances each. To create the learning curves in Figure 4f, the number
of these subsets used for training was varied (i.e., 1–9 subsets for train-
ing, testing on the remaining subset(s)), and averaged over all the result-
ing WERs. For example, if the number of subsets for training is n = 5,
then for all C10

5 = 252 combinations of subsets, a classification model
was trained and tested on the remaining 10 − 5 = 5 subsets not used for
training. In general, the results were averaged over C10

n × (10 − n) trained
models.

Finally, it was noted that while the preprocessing procedure (which was
standard in the reservoir computing literature), as well as other practical
factors, will impact overall processing speed, the aim here was to bench-
mark the performance of PNNs rather than to demonstrate immediate
practical applications.
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the author.
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