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Abstract

When comparing patients with complex chronic diseases, such as cancer or Post COVID-19, in Real-World
Data (RWD) it is crucial to consider not only their condition at the time point of analysis but also their
disease trajectories over time. Typical data mining approaches and patient similarity measures tend to
overlook the inherent temporal dimension of RWD, such as Electronic Health Record (EHR) data.

To measure patient similarity, the performance of available metrics must be analyzed to select the one
resulting in the most realistic similarity scores. Therefore, | applied 88 graph and set theory algorithm
combinations to the International Statistical Classification of Diseases and Related Health Problems (ICD)
code sets of 29 pancreatic cancer patients in a comprehensive benchmark. Introducing a scaling term resulted
in a better representation of comorbidities. While this approach showed a significant correlation (0.75) with
clinician-derived similarity scores, it did not consider the inherent temporal dimension of RWD.

One possibility to integrate the temporal aspects is to use Transitive Sequential Pattern Mining (tSPM).
Based on on the original tSPM algorithm, | developed the Transitive Sequential Pattern Mining Plus
(tSPM+) algorithm to mine temporal representations from clinical data. The tSPM algorithm massively
outperforms the tSPM algorithm by reducing the memory consumption and the runtime by up to factor 40
and 900, respectively. Furthermore, it provides the duration of the patterns and additional utility functions.

I explored encoding sequential patterns mined from EHRs instead of the raw EHR data to render non-
temporal Machine Learning (ML) models time-sensitive and to derive temporal patient characteristics. In
the context of precision oncology, | investigated available knowledge bases, and data types and contributed
to the development of several Extract, Transform, Load (ETL) pipelines in multiple cancer-related research
projects to identify available on-premise data. This effort resulted in a pancreatic and a lung cancer cohort,
which is feasible for applying the tSPM+ workflow. In two proof-of-concept studies, | integrated sequential
patterns into downstream ML approaches, such as Random Forest classification, by extending the tSPM+
workflow to extract the temporal characteristics of these cohorts. Subsequent data reviews using a new
network visualization approach confirmed that the identified temporal characteristics were clinically sound
for both cohorts.

Multiple complex diseases, such as Post COVID-19, are defined by complex definitions of exclusions, which
are challenging to implement on RWD. In a second, highly relevant use case, | demonstrated how sequential
patterns in concert with the utility functions of tSPM+ can be used to curate a Post COVID-19 precision
cohort with patient-specific symptoms achieving a positive predictive value of 0.79. This use case provides
significant opportunities for Post COVID-19 research by allowing researchers to build symptoms-specific
cohorts in large databases.

In conclusion, this thesis presents a fundamental approach for integrating the temporal dimension of EHR
data into ML tasks for complex chronic diseases, addressing a critical gap in the field of clinical research
informatics and precision medicine. This work lays the foundation for further endeavors in modeling
temporal disease trajectories, contributing towards a better understanding and treatment of complex chronic
diseases.
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Chapter 1

Introduction

When identifying characteristics of complex chronic diseases, such as Post-Acute Sequelae of
COVID-19 (PASC), Alzheimer's Disease (AD), frailty, or cancer, it is not suf cient to only consider
the state of patients at a single time point but also the history and especially the development
of the trajectory of the diseases [1-8]. However, even if the temporal development of diseases is
crucial, e.g., the progression or regression in cancer, most Machine Learning (ML) models do not
consider it [9-13]. Consequently, it exploring options for integrating the inherent temporal aspect
of the patient data into the analyses is crucial.

Today, Electronic Health Records (EHRSs) are no longer only ful lling their initial purpose in billing,
documentation, and communication, but instead transitioned into valued and essential resources
for precision medicine and medical research [14, 15]. By harnessing sophisticated big data analytics,
such as pattern mining and ML, researchers consistently use EHR data to understand patient
journeys [10, 11, 13] and reveal insights into complex diseases [7, 9, 10, 13, 15-17]. Additionally,
these techniques and data treasures can be leveraged to diagnose (rare) diseases [18, 19], decision
support [20], drug development and population health management, including chronic diseases
[21], or to derive patient-speci ¢ treatment options [22] as a form of precision medicine. In contrast

to the one- ts-all approach, where best treatment option for the average patient is selected and
which is commonly used rst, in precision medicine, physicians and researchers try to nd an
optimized, individualized treatment by deriving insights from (clinical) records of similar patients
[23]. Consequently, to derive these insights, we need rst to identify patients who are similar

to each other and then group them [24]. While patient similarity is generally an already well-
researched domain, several systematic reviews [25-30] analyzed existing approaches and reported
a need for more research in speci ¢ domains.

Sharafoddini et al. [25] infer that patient similarity approaches should be able to model the pro-
gression of the patient's health status while possessing a high discriminative power to differentiate
between patients accurately. Parimbelli et al. [26] observed and concluded in their review that the
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most sophisticated and discriminative approaches integrate different datatypes and generalize
well in other clinical domains. However, Faviez et al. [27] reported that even approaches with
satisfying preliminary results for rare diseases require further validation and, consequently, corre-
sponding tools. Furthermore, they highlighted the need for improvements in terms of reliability,
reproducibility, explicability, and interoperability [27]. Additionally, Allam et al. [28] identi ed
successful data mining as a signi cant challenge, underscoring the necessity of developing robust
computational frameworks to facilitate clinical applications. During an AMIA workshop, Seligson

et al. [29] suggested a classi cation system for patient similarity approaches consisting of the
Feature, Outcome, Exposure, and Mixed-Type classes. Further, they emphasized the demand for
approaches in the Mixed-Type class, which is combines the other three. Moreover, Gliozzo et al.
[30] called for developing novel multi-modal feature selection algorithms while highlighting the
importance of comparing similarity metrics for speci ¢ data views to enhance the comparability
and interpretability of results.

However, despite the progress in ML, Jensen et al. [9], Estiri et al. [10-12], Segura-Delgado et al.
[31], and Moskovitch et al. [13] point out that traditional data mining approaches used for ML
and patient similarity are typically overlooking the inherent temporal dimension of EHR data and
that sophisticated and specialized data mining techniques are required to integrate the temporal
aspect. Furthermore, in a systematic review, Moskovitch [13] discusses various methods for mining
temporal attributes, concluding that integrating temporal data offers substantial potential to reveal
new insights into several processes in a diverse range of domains.

Combining all these ndings draws a realistic image of the current status of the patient simi-
larity domain. While existing foundational approaches are achieving promising results, future
work should integrate multiple data types and the temporal dimension to further increase the
discriminative factor of the overall model. Nevertheless, similarity metrics for single data types
should be evaluated to identify the most discriminative approaches. Consequently, it is essential to
consider factors like reliability, explicability, interoperability, and temporality from the beginning.
Furthermore, integrating temporal pattern mining with complex diseases, such as PASC and cancer,
and their corresponding data types enables the identi cation of new temporal characteristics that
describe these diseases and their subgroups by harnessing the inherent temporal dimension of
EHR data.

1.1 Research Objectives (RO)

Based on the aforementioned reviews and their ndings and conclusions, this thesis focuses on
patient similarity measures, the integration of the temporal dimension into data mining (sequential
pattern mining), and the application of sequential pattern mining applications in two use case
scenarios. The rst use case is cancer, more precisely pancreatic cancer and lung cancer with ade-



1.1. RESEARCH OBJECTIVES (RO) 3

nocarcinoma, and the second one is the identi cation of patients with PASC. Figure 1.1 visualizes
the structure of this thesis.

Figure 1.1: The structure of the thesis in the context of the research objective (RO) categories
(foundation and use cases). RO 1) lays the foundation for both use cases by a) identifying patient
similarity measurements and b) developing a method to integrate the temporal dimension of EHRs
into data mining. RO 2) is a Precision Oncology use case and consists of three sub-objectives. RO
2a) lays the foundation for RO 2b) and RO 2c) by identifying available data types that can be used
to derive temporal characteristics for lung or pancreatic cancer patients. Afterward, by applying
the results of RO 1b) to two different cancer cohorts, these objectives aim to evaluate the work ow
to extract the temporal characterizations. RO 3) analyzes a different approach using the mined
temporal patterns. Instead of leveraging it to identify characteristics, | research how to utilize the
temporal patterns to implement the WHO de nition of exclusion of the Post Acute Sequelae of
COVID-19 (PASC).

1.1.1 Foundational Research Objectives

Research Objective 1: a) How to measure patient similarity and b) how to
integrate the inherent temporal dimension of EHR data?

This Research Obijective (RO) lays the foundation for the thesis by a) identifying how to measure
patient similarity and b) integrating the inherent temporal dimension of EHR data. The second
part of the RO is used as a methodology in the use-case-based ROs.
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In the rst part of this RO, | focus on identifying different similarity and distance metrics to deter-
mine patient similarity scores in the pancreatic cancer domain using widely available International
Statistical Classi cation of Diseases and Related Health Problems (ICD) codes [32] and compare the
performance of the measures to clinician-derived similarity values. The need for the comparison
of similarity metrics in speci ¢ data views, here ICD codes, was highlighted by Gliozzo et al. [30]

in their aforementioned systematic review [30]. Consequently, starting with a widely available
data type, such as ICD codes, as data view when comparing similarity metrics is a logical choice.
Nevertheless, using only sets of ICD codes ignores the inherent temporal dimension of EHR data
and focuses on the direct comparison of patients, not identifying similar characteristics in cohorts.

Consequently, the second part of this RO focuses on integrating the temporal aspect by mining
sequential patterns from EHRs. Therefore, | will design and develop an enhanced version of the
Transitive Sequential Pattern Mining (tSPM) algorithm to mine these patterns ef ciently. Analyzing
the feasibility and results of temporal pattern mining is important. Consequently, the following
use cases leverage the algorithm to evaluate its performance, feasibility, and versatility in multiple
scenarios in different health domains (cancer and PASC). This should reveal advantages but also
limitations and room for further optimizations and improvements.

1.1.2 Precision Oncology Use Case Research Objectives

The precision oncology use case consists of three ROs. The rst analyzes which data and knowledge
bases are available on-premise and worldwide to identify data that could be integrated into the
other two ROs regarding the temporal characterization of different cancer patient cohorts.

Research Objective 2a): Which data types, databases, and supportive software
tools can support patient similarity for complex diseases, e.g., cancer (molecular
tumor boards)?

Approaches integrating multiple data types mostly outperformed the other methods in the system-
atic reviews, leading to a call for more research regarding models with multi-modal data types [26,
30, 33]. In precision oncology, genomic data plays an essential role during the treatment processes
[34-37], e.g., Molecular Tumor Boards (MTBs) aim to nd a personalized treatment option based
on the molecular pro le of the cancer [34, 38—40]. Additionally, Subbiah [33] calls for integrating
multi-modal models to enhance further research projects in evidence-based medicine. Collecting
and integrating clinical and genomic data and providing advanced computational methods, may
lead to the creation of an age of digital twins of patients and a paradigm shift in precision oncology
care [41]. To integrate genomic and other data into transitive sequential pattern mining and patient
similarity algorithms, it is required to analyze which data (types) are commonly available and can
be integrated into the data extraction. Highly specialized therapy boards for complex diseases, e.g.,
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MTBs, use data not integrated into normal routine care and therefore require additional extraction
steps. Since precision oncology is one of the forerunners in precision medicine [26, 42], there might
be a larger amount of world knowledge available that could be integrated into the analysis. While
the RO mainly focuses on available world knowledge, it also considers which data is directly
available on-premise at the University Medical Center Géttingen (UMG) and can be used in the
cancer use case.

Research Objective 2b): How can we identify temporal patterns in adenocar-
cinoma patients with revolving therapy events?

Lung cancer, with an incidence of around 56,000 reported cases per year in Germany [43], is one
of the most common types of cancer [44]. As the patients progress through the disease, they are
subjected to various treatments that each in uence their general outcome and have an outcome,
e.g., progress or regress, for itself. Following Seligson et al. [29], it is crucial to integrate these
exposures with the outcomes and further features. One way to combine them is to mine sequential
patterns from clinical records and use them in downstream ML [45]. Through its transitive nature,
transitive sequential pattern mining methods [11, 12, 46] will also encode and combine outcomes
and different revolving therapies into a pattern. This might result in non-informative or, in
the worst case, wrong patterns, which negatively in uence the further analyses of the sequential
patterns. Consequently, correctly encoding treatment and outcome for combinations with transitive
sequential pattern mining is challenging. Nevertheless, reducing this noise should improve the
results of further analyses of the sequential patterns.

Research Objective 2¢): How can temporal patterns be used to characterize
pancreatic cancer cohorts and how can these results be integrated into further
research projects?

Pancreatic cancer is one of the most aggressive cancers with a low ve-year survival rate [47],
which did not signi cantly improve in the last 40 years [48]. While the high mortality rate is
associated with several factors, a diagnosis in a late stage might be one of the most important
reasons since most patients only start showing symptoms in the later stages of the disease [47].
Therefore, early screening programs are required to successfully detect and treat pancreatic cancer
[47, 49]. Identifying temporal patterns in the journeys of patients who have pancreatic cancer
might reveal further insights and help to increase the detection rate or other characteristics that
might in uence the treatment. Consequently, to fully utilize these characteristics and patterns, it is
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essential to research methods to extract those patterns and analyze how they can be integrated
into further research projects.

1.1.3 PASC Use Case Research Objective

Research Objective 3: How can temporal sequences be used for the implemen-
tation of complex patient-speci ¢ diseases de nitions, e.g., PASC?

Identifying patients who suffer from PASC and especially which of their symptoms are truly PASC-
related is a challenging task, resulting in the use of different de nitions of PASC in several studies
[50, 51]. Consequently, comparing the results of these studies is a complex, nontrivial task. The
main reason for the use of different de nitions is that PASC is not fully researched at the moment
and is de ned by the World Health Organization (WHO) as a de nition of exclusion [50-52].
Using the same de nition in different PASC studies would make the results more comparable and
reproducible, thus bene ting research [50, 51]. Providing an algorithmic solution to identify PASC
patients and their corresponding symptoms in large patient databases would enable researchers to
ef ciently build cohorts to study subtypes as well as get a better understanding of the disease in
general.

1.2 Structure of this thesis

Due to the broad scope of the ROs, ranging from foundational work to two use cases in different
health domains, | structured the thesis based on the ROs categories: foundational, precision
oncology use case, and PASC use case. Therefore, each category of the ROs is presented in a
chapter, with sections for the corresponding ROs consisting of their own background/introduction,
methods, and results subsections. The methods and the results described in these subsections are
based on related manuscripts. The subsections present the relevant parts of the corresponding
manuscripts in condensed form and reference the original manuscript for additional information.
Consequently, at the beginning of all the sections, | set them into the context of the corresponding
publications. Table 1.1 gives an overview of the main corresponding publications for each RO.
Furthermore, the relevant manuscripts are part of this thesis and are provided in the Appendix.
After the use case chapters, | will discuss the methods and results before ending with a conclusion
and outlook.

All publications and conference abstracts that were (co)-authored during the dissertation are listed
in the preface on page vii of this dissertation. Multiple sections of this dissertation link to publicly
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available GitHub or GitLab repositories containing the corresponding source code. Additionally,
the links to all these repositories are enumerated in Appendix H.

Table 1.1:Overview about the ROs and the corresponding main publications.

Research Objective

Corresponding Main

Research Objective Category Section Publications
1a) patient similarity foundation section 2.1 Schneider eJ.[ al. 2023 [53]
(corresponding last author)

1b) tSPM+ foundation section 2.2 Hugel et al. 2023 [46]

. precision oncology : Borchert et al. 2021 [34]
2a) available data USe case section 3.1 Hiigel et al. 2022 [54]
I2b) temporal characteristics  precision oncology section3.2 Higel et al. 2024 [45]
ung cancer use case
2¢c) temppral characteristics  precision oncology section3.3 Higel et al. 2024 [55]
pancreatic cancer use case
3) patient speci c PASC Use case section 4.1 Azihr & Hugel et al. 2024 [56]

PASC symptoms

(shared rst author)







Chapter 2

Foundational Research Objectives

This chapter describes and addresses the foundational ROs. The rst section of this chapter focuses
on patient similarity metrics using ICD diagnosis codes. The second section focuses on the high-
performance extraction of temporal patterns in EHRs, which can be used to identify temporal
characteristics and similarities of patient cohorts. The results of the second section are used as part
of the methods in the following chapters and use case ROs.

2.1 RO 1la): How to measure patient similarity?

The research objective in the context of the thesis-related publications:

The methods and results presented in this section are part of the following last-authored manuscript.

It is available as a pre-print: Schneider et al., "Improving ICD-based semantic similarity by accounting
for varying degrees of comorbidity33] and is currently under review in Scienti ¢ Reports. The
pre-print is also available in Appendix A.

Further results were presented in 2023 at the 68th Annual Meeting of the German Association

of Medical Informatics, Biometry, and Epidemiology e.V. (GMDS) in Schneider et al., "Data
Exploration for Cancer Patients based on Clinical and Genomic SimilarifEeg" Additionally, some

results were presented at the German nationwide conference for rare diseases 2023 in Hiigel et al.,
"Ahnlichkeitssuche — Aktuelle Ansétze aus anderen Fachdom&a&j"In both works, we examined

the transferability of this approach into new use cases.

Additionally, a non-scienti ¢ publication in the context of this RO is the Python package  Taxodist,
which can be used to apply the similarity metrics identi ed and used to measure patient similarity.

1German conference name: Nationale Konferenz Seltene Erkankenung (NAKSE), 2023
Zhttps://github.com/janschneida/taxodist
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2.1.1 Background

Patient similarity is the basic principle enabling precision medicine by identifying similar patients
to derive personalized treatment options [29, 59]. Therefore, it is foremost required to identify
similar patients and extract key features that characterize patient groups with a speci ¢ patient
journey [25, 29]. The aforementioned reviews [25—-30] describe several approaches to identify
similar patients. These approaches use various data types, including clinical notes, EHR data, and
unstructured and structured genomic data. While these approaches provide promising results in
their original domains, efforts for more generalization are required [27]. While Parimbelli et al.
[26] and Gliozzo et al. [30] call for the integration of multiple data types, we follow the suggestion
of Faviez and colleagues [27] and focus on generalization and reproducibility by choosing a single,
widely available data type, namely ICD codes, to analyze and compare the performance of already
established patient similarities measures.

The ICD published by the WHO is a classi cation internationally used to encode diseases and
other health-related problems in medicine [32, 60, 61]. It originated in the 19 " century when the
International Institute of Statistics de ned the Classi cation of Causes of Death. During time and
updates, the WHO took over the ICD in 1949 when they published the sixth edition.[60] In 1990,
the 10th edition was published [32], and we are currently transitioning into the 11th edition, which
was published in 2020 [61]. Each new edition and version re ects the changes and new insight
regarding our knowledge of all included diseases, including the ongoing digitization of the health
systems [62]. While 117 countries use the ICD-10 to encode mortality data, 43 nations translated it
into their language and at least 27 use it for reimbursements in the health system ,[62, 63] making
it a widely distributed data standard in EHRs. Additionally, many insurance companies use ICD
codes for billing purposes. This makes the broadly available ICD codes optimal to evaluate basic
patient similarity metrics.

From a computer scientist's point of view, the ICD is a taxonomy with a tree structure, with the
graph representing the ICD tree having six different levels. The ICD-10 contains 22 chapters
on the rst level, each describing high-level groups, such as diseases affecting the same body
system or all neoplasms. While moving towards the leaves of the tree, the subgroups are becoming
more detailed, ending with the most detailed description on level six. [32] Figure 2.1 shows the
tree representation of the ICD-10 taxonomy and highlights how each level encodes the disease
(here, the neoplasm in the head of the pancreas (C25.0)) in more detail. While the number of
chapters changed to 28 in the ICD-11 and some of the encoding changed, the basic principle
remains the same [61, 64]. Brown [59] suggests closing the gaps in patient similarity research
through interdisciplinary collaboration. Consequently, since especially cancer patients often suffer
from more than one disease [65], we can de ne a patient as a set of ICD codes and calculate
pair-wise similarity scores or distances for the ICD codes and set-similarity scores between two
sets representing the two patients using graph distance, set-similarities, and vector-distances
algorithms established in computer science [57, 66, 67].
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Figure 2.1: The tree representation of the ICD-10 German Modi cation taxonomy. Each level
encodes a disease in more detail. This view is focused on the path of pancreatic cancer (C.25)
through the tree starting with chapter Il (neoplasms) and ending with a neoplasm in the head of
the pancreas (C25.0). From [53].

In previous works, different approaches from computer science were already applied and evaluated
to determine patient similarity [25, 26, 28, 66—71]. This ranges from (modi ed) forms of the cosine
distance [68, 69, 71] to more sophisticated approaches, which also consider the structure of the
ICD [66, 67, 70, 71]. More sophisticated approaches leverage methods to measure the Information
Content (IC) of a concept, e.g., the level of an ICD code in the tree, pairwise Concept Similarity
(CS), e.g., ICD code similarity, and Set Similarity (SetSim). Nevertheless, they lack standardization
in the selection of the metrics, which are mostly only validated in a small domain of medicine
[66, 67, 70]. One of the reasons, therefore, is that to evaluate the performance in a broad domain
sincerely, validated similarity scores have to be available as a gold standard to compare the results.
Wang et al. [70] are using a small subset (30 out of 1000) of their patients as a gold-labeled set
to train their semi-supervised model. While there is a limited test set to compare the pairwise
similarity of some ICD codes [72], this is not available on a set level.
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2.1.2 Identifying Best Working Algorithms to Measure Patient Similarity
Scores

Methods

To evaluate different existing IC, CS, and SetSim metrics, we performed literature research to iden-
tify a range of state-of-the-art metrics [53]. The selected metrics are depicted in Table 2.1 and are im-
plemented in a Python package (Taxodist: https://github.com/janschneida/taxodist ).
We used the Taxodist package to benchmark and identify the best possible combination of IC,
CS, and SetSim measures to apply to our available data set. Matching the later use case, we
evaluated the metrics on a set of pancreatic cancer patients, using all of their available ICD codes.
Our gold standard was a set of pairwise similarity scores for 29 patients derived by a clinician
[53]. Most of the algorithms assigned signi cantly larger scores to larger sets with similar entries
than smaller ones. This could result in scores where two small sets with identical concepts had a
smaller similarity score than two large sets with nonidentical concepts. Therefore, these algorithms
see patients with many comorbidities as way more similar than patients without [53]. To tackle
this challenge, we introduced a scaling term that considers the set size and, therefore, represents
the comorbidity of the patients more realistic [53]. Consequently, we extended the benchmark
to include the scaled variants and compared the performance of tuples of IC, CS, SetSim, and
scaled/unscaled [53]. The scaling term ST is formulated as:

setSIim(A; B)

STAB)= i AT 8 +log(L + abs(AT | B1) @

"Here, the variables A and B denote the two sets that are being compared and both consist of the
ICDcodesa 2 Aandb 2 B. setSim(A; B) is the result of the unscaled similarity calculation for
the two sets whereas min (jAj; jBj) returns the set size of the smaller set of the two." [53]

Results

The benchmark results show that the best algorithm tuple (level-based, Leacock & Chodorow,
bipartite matching, scaled) achieved a Pearson correlation of 0.75 [53] when comparing its similarity
scores to the clinician-derived scores. The correlation for all 80 tuples is presented in Figure 2.2.
The introduced scaling term does not increase the performance of all metric combinations. This
was expected since some algorithms already consider the set size by design [53].

The study's results partially overlap with those of previous works, but some combinations per-
formed signi cantly better in other works [53, 67]. Consequently, it should be analyzed if this
phenomenon only occurs for these speci ¢ data sets or if it is more common when applying these
algorithms to different domains. We concluded that our best-performing algorithm tuple might not
be the best in other domains. Consequently, when transferring this approach to different domains,
the algorithms should be benchmarked in this domain again [53]. Furthermore, it is worth noting
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that while these metrics correlated highly to the physician-derived scores, they do not consider
temporality, instead only if a patient had a speci ¢ diagnosis.

Table 2.1: The overview table shows the used Information Content (IC), Concept Similarity
(CS), and Set Similarity (SetSim) algorithms.  For each included algorithm, it shows the type (IC,
CS, or SetSim), the name, the de nition, and the corresponding reference manuscript. For the
weighted Bipartite Graph Matching and the Hierarchical Distance no de nitions are shown in the
table due to their complexity. Instead, the reader is referred to the original manuscript. This table
and caption are extracted from [53] and are slightly adapted. The original table is also available
in the manuscript in the appendix Appendix A. The original table design in the manuscript is
inspired by the overview table in [73].

The following abbreviations are used in the table: Ica = Lowest Common Ancestor; CS = Concept
Similarity; SetSim = Set Similarity; IC = Information Content; wBGM = weighted Bipartite Graph
Matching; ¢ = variable for a concept.

Type of . .
Algorithm Algorithm De nition Source
level-based levels(c) -
c 5 a1
Sanchez et al. log —3iteaves—— [74]
Nguyen & Al-Mubaid log((shortestPath(c;;c;) 1) (depthmax  depthiea) +1)  [75]
depth max
path based 7depthpl+ T -
Leacock & Chodorow log(‘e152 2 e 2 2 [76]
CSs
simple Wu-Palmer i (73]
: exp(0:2 (ici+ic, 2 iCia ) (exp(0:6 icica ) exp( 0:6 iCia ))
Li e (076 Ce)rexp (06 o) : [77]
2 i ica
Wu-Palmer icllﬁliCZ [78]
¢ P CS(clic2))) 05
mean CS e Taet] [73]
wBGM see Reference [73]
Hierarchical Distance  see Reference [79]
i jseti\ setyj
SetSim Overlap in (5ot 5etz)) -
Cosine pjsetl\ sety] _
jsetijj seta]
. 2] sety\ set,j
Dice foetaf+ fsets) -
Jaccard Isets\ seta] -

jsetyi[ setyj
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Figure 2.2: Heatmap displaying the correlation values between the clinician derived similarity
scores and the ones calculated by the different algorithm tuples. A lighter color represents
a higher correlation. "The y-axis denotes the set-level algorithm and the x-axis denotes the
combination of information content and concept similarity algorithms."[53] The best-performing
algorithm combination (third row, third column) is the scaled, weighted Bipartite Graph Matching
for the set similarity, with levels and Leacock & Chodorow for the information content and the
concept similarity respectively. From [53].
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2.2 RO 1b): Integrating the Inherent Temporal dimension of
EHR Data

The research objective in the context of the thesis-related publications:

The following section is mainly based on the work performed during my stay as a visiting
researcher at theClinical Augmented Intelligence (CLAI) Group at the Laboratory of Computer Science,
Massachusetts General Hospital, Harvard Medical Scim®oston, MA, US. The ndings of this
section are part of the following manuscript (pre-print), which is currently under reviewat  BMC
Medical Informatics and Decision Makingdugel et al., "tSPM+; a high-performance algorithm for mining
transitive sequential patterns from clinical datpd6]. This manuscript is also available in Appendix B.

Additionally, | presented preliminary results of the Transitive Sequential Pattern Mining Plus
(tSPM+) algorithm at multiple conferences

1. as a poster at the MGB MIT Al Cures Conference 2023 in Hugel et al., "High-performance
Temporal Phenotype Modeling with Transitive Sequences of Clinical Red&@ls"

2. a poster on the 2023 Post-Covid Al Symposium in Boston in Hugel et al., "tSPM+: a high-
performance algorithm to mine transitive temporal sequences from clinical records unlocking the
implementation of complex disease classi cation tagks|'

3. and as atalk at the i2b2 tranSMART 2023 Harvard Symposium in Hugel et al., "transitive
Sequential Pattern Mining (tSPM+) - A high performance algorithm operating on i2b2 dgga].

Together with colleagues from Boston and a supervised master's student, | designed and developed

a visualization extension for the work ow to integrate the temporal patterns into ML [83]. A
colleague presented this work at the the Arti cial Intelligence in Medicine (AIME) 2024 conference

in Hugel & Tian et al., "Characterizing Healthcare Utilization Patterns with transitive Sequential Pattern
Mining: A Visual Analytics Framework"[83] (Hligel and Tian are shared rst authors).

The aforementioned master's student, supervised by me, currently analyzes in his master thesis

with the title "Modeling Temporal Characteristics in Gastrointestinal Cancer Patients through Transi-
tive Sequential Pattern Mining'how to integrate further non-discrete data types, such as clinical
chemistry data, using the MIMIC-IV data set [84, 85].

2.2.1 Background

Most patient similarity metrics do not consider the temporal dimension. The same holds for
many data mining and ML applications in healthcare that mostly only encode if or how often a
concept occurred and not the order or the temporal relationship of the concepts [10, 11, 31, 86].
Consequently, temporal pattern mining and sequential pattern mining have evolved from other
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data mining techniques, such as association rule mining [31, 86]. While there are many approaches
to mine longitudinal data types and integrate them in downstream analytics and ML [86], there
are not many approaches to extract temporal patterns from EHR data. Consequently, Estiri et al.
developed the tSPM algorithm to mine sequential patterns from EHRs [10-12]. They validated their
approach in a larger ML experiment and showed that using the sequential patterns in downstream
ML leads to a boost in signal detection [10]. They further validated and applied the algorithm in
different use cases, such as AD [7] and PASC [1].

The tSPM algorithm leverages a relatively simple but ef cient principle. After sorting the concepts
extracted from the EHR according to the time point when they occurred, it transitively and pairwise
combines each concept with all later concepts. Each of these pairs is a pattern, also called sequence,
representing the sequential occurrence of the events in the patient trajectory [11, 12]. This process
creates a vast amount ofw patterns per patient, with n being the number of concepts for
this patient [11, 12, 46]. Before handing these sequences to downstream ML applications, it is
essential to reduce the dimensionality to keep only hon-sparse and relevant patterns. Therefore,
Estiri et al. applied the Minimize Sparsity, Maximize Relevance (MSMR) algorithm, which applies

a sparsity screening and calculates the joint mutual information regarding the selected labels for
the ML application [11]. Algorithm 1 displays the pseudo-code to mine the patterns and apply the
sparsity screening.

Algorithm 1 The pseudo code for the tSPM algorithm to mine transitive sequential patterns.
The input parameter dbMart is a table consisting of 3 rows: date, patient_num, and phenX (the
concept, from possible phenotype x). The pseudo code snipped is extracted from [46] and based
on[11, 12].

Require: dbmart
1: sort(dbmart, by(patient_num, date))
2: sparseSequences: new List()
3. for all patientp 2 dbmart do
4. forall phenxxin pdo
5: forall phenxy in p withydate  x.datedo
6
7
8
9

sparseSequences.add(createSequence(x,y))
end for
end for
: end for
10: nonSparseSequences sparsityScreen(sparseSequences)
11: return nonSparseSequences

Afterward, Estiri et al. forward the mined patterns to the ML application. Therefore, they de-
veloped the Machine Learning for predicting Health Outcomes (MLHO) framework, which can
directly integrate the patterns [16]. While using the patterns mined with the tSPM algorithm
increases the signal detection in downstream ML [7, 10, 11], the algorithm still leaves room for
further optimizations and improvements [46]. For example, the algorithm implemented in the
R programming language consumes a high amount of memory while having a long runtime.
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Furthermore, it does not provide any information regarding the duration of the mined temporal
patterns [11, 16, 46]. Additionally, only the plain algorithm without accompanying utility and
helper functions is available on GitHub (' https://github.com/hestiri/TSPM ). Furthermore,
one of the most signi cant drawbacks is that the tSPM algorithm, by design, only works with
discrete data [10, 11].

2.2.2 Mining Transitive Sequential Patterns from EHR Data
Methods

| developed the tSPM+ algorithm during my stay in Estiri's Lab to tackle most of the aforemen-
tioned challenges. | decided to enhance the algorithm since it seems an excellent way to analyze
how to integrate the temporal dimension of EHR data into characterization tasks and, therefore, to
address the second part of RO 1. The tSPM+ algorithm uses the same basic principle as the tSPM
algorithm to mine the patterns [46]. Figure 2.3 describes the functionality and implementation of
the tSPM+ algorithm in more detail. The tSPM+ algorithm is implemented as a high-performance
C++ library utilizing parallelization, numeric representations, an ef cient sorting algorithm [87],
and the native integration of the sparsity screening [46]. The tSPM+ algorithm provides two
different modi operandi. The rst le-based modus mines all patterns and stores them in a binary

le for each patient. To further reduce the required storage, the duration of the pattern is encoded,
more precisely bit-shifted, into the numeric representation of the pattern, and the corresponding
patient number is stored in the le name [46]. The second modus keeps all patterns in memory
and returns them as a vector [46]. To make it more accessible, we wrapped the C++ library into an
R package, allowing users to integrate the tSPM+ algorithm in existing work ows and replace the
old tSPM algorithm in those work ows [46].

We compared the performance of tSPM+ with tSPM on a real-world data set (comparison bench-
mark). Therefore, we used the data that Estiri et al. [7] already used in their AD study, where they
also applied the original tSPM algorithm. We also performed a second benchmark (performance
benchmark) on 31,000 synthetic patients using the Synthea data set [88, 89] to measure the possible
performance of tSPM+ [46]. Due to the size of the data set, it was not feasible to apply the original
tSPM algorithm to the synthetic data set [46]. The benchmark scripts are available on GitHub
(https://github.com/JonasHuegel/tSPMPIlus_benchmarks ). Figure 2.4 and Appendix B
describe the implementation of the algorithm and the benchmarks more detailed.

Furthermore, | wrote two vignettes as part of the R package to demonstrate in two use cases
how the mined pattern can be used. Additionally, | created a Docker container containing tSPM+
with all dependencies [46] and published it on GitHub ( https://github.com/JonasHuegel/
tSPMPIlusDocker/pkgs/container/tspmplusdocker ).
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Figure 2.3: Figure visualizing the functionality of tSPM+. At rst, the patient data is extracted
from the database and formatted into a three-column table. The rst column stores the patient
ID, the second the observed concept (called phenX, short for possible phenotype X), and the
third column stores the corresponding date. While this table can be in an alphanumeric format,
tSPM+ expects it to be in a numeric representation for ef cient processing. Therefore, the tSPM+
R package provides a function to transform the table into a numeric representation and lookup
tables. The numeric table is then handed to tSPM+ which sorts the table by patient ID, date, and
phenX. Afterward, for each phenX, tSPM+ transitively extracts all sequences (patterns) that start
with this phenX and end with a later one. This pattern is stored in a numeric representation, where
the second phenX extended to a seven-digit number is appended to the rst one. Additionally,
tSPM+ extracts the duration of each sequence. The pattern mining process is color-coded, to
help understand which phenX is combined with which and how the patterns are constructed. To
construct the pattern, the numeric representation of the rst phenX is appended by the second that
is lled up with leading zeros to have a speci ¢ length (default 7). The sorting and the pattern
mining are "highly" parallelized and optimized to reduce runtime and memory consumption.
Extracted from [46].
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Results

Compared to the original tSPM implementation, the C++ library wrapped in the R package
reduced the runtime by up to factor 900 and the memory consumption by up to factor 40 [46].
When comparing the performance of both modi operandi of the tSPM+, there is a signi cant
difference when skipping the sparsity screening step. With the sparsity screening included, the
performance of both Modi becomes quite similar, since now both modes need to store all patient
IDs, patterns, and the corresponding duration in memory [46]. Additionally, converting from the
original C++ data structures into the R data frame is a memory-intensive operation [46]. Figure 2.4
visualizes the results of the benchmark.

The C++ library and the R package are available on GitHub: https://github.
com/JonasHuegel/tspm_cpp_backend and  https://github.com/JonasHuegel/
tSPMPIlus_R respectively. The R package provides extended utility functions, such as one method
to transform an alphanumeric input data table into a numeric one and provide lookup tables to
translate the patient IDs and concepts back to alphanumeric [46]. Furthermore, tSPM+ provides a
dynamic chunking function, which splits a large input data table into chunks so that the mined
patterns tinto the memory and R-vectors, which are limited to 231 1 entries [46, 90]. Another
utility function allows users to mine sequences with given start or end concepts [46]. By providing
such a broad range of functionalities, we signi cantly increase the usability of the R package,
allowing a wider spectrum of use cases in which tSPM+ can be applied [46].

By providing two vignettes in the R package, which guide the user through example use-cases on
provided synthetic data, we provide good documentation on how to apply tSPM+ and integrate it
into ML work ows. The rst vignette extends one of the original MLHO vignettes, enabling the
reader to leverage the patterns and hand them to downstream ML to extract temporal characteris-
tics in a given classi cation task [46, 91]. The second vignette is a simpli ed approach to leverage
the temporal patterns to implement the WHO de nition of exclusion for PASC and, therefore, lays
the foundation for a more extensive study, in which we re ned the process and evaluated it on a
large cohort (see RO 3) [46, 92, 93].

Additionally, | created a docker container to ease the entry burden for new researchers and provide
a rapid deployment method [46]. This docker container has R-Studio, tSPM+ — including the
vignettes —, MLHO, and all dependencies pre-installed. We provide two different versions of
the docker container: one lightweight, which only contains the previously mentioned packages
and data, and a second one additionally provides the benchmark scripts and the synthetic data
used in the performance benchmark of tSPM+ [46]. We decided to supply the users with two
containers since the container with the synthetic benchmark benchmark data has a size of 13 GB
and is signi cantly larger than the other [46, 94].
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(a) The runtime comparison between the different modes of tSPM+ and the original tSPM algorithm. The
runtime is shown on logarithmic scale on the x-axis. tSPM+ is outperforming tSPM, both modes ( le-based,
in-memory) are similarly fast, when computing the sparsity screening, without the sparsity screening the
le-based mode outperforms the in memory mode.

(b) The memory consumption comparison between the different modes of tSPM+ and the original tSPM
algorithm. The memory consumption is shown on logarithmic scale on the x-axis. The tSPM+ algorithm is
outperforming tSPM, both modes ( le-based, in-memory) are similarly fast, when computing the sparsity
screening, without the sparsity screening the le-based mode outperforms the in memory mode.

Figure 2.4: The results of the tSPM+ and tSPM comparison benchmark.  The data set for the
benchmark was previously used by Estiri et al. in their AD study [7], where they applied the
original tSPM algorithm. The tSPM+ algorithm has two modi operandi. The rstone is le-based,
where tSPM+ mines the pattern and stores all patterns for a patient in one le in a binary format.
To further reduce the memory footprint, tSPM+ stores the patient ID in the le name and bit-shifts
the duration of the pattern into the numeric representation. The other mode keeps all patterns,
patient IDs, and pattern durations in memory. Consequently, both modes have a different memory
footprint and runtime, when applied without the sparsity screening. When the sparsity screening
is performed, the runtime becomes similar and the difference in the memory consumption becomes
smaller. Nevertheless, the tSPM+ algorithm signi cantly outperforms the original tSPM algorithm
in both modes. This gure is extracted and slightly modi ed from [46].
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The Docker le used to build the container is available on GitHub ( https://github.com/
JonasHuegel/tSPMPIlusDocker ), and the container is accessible via the GitHub Container
registry (https://github.com/JonasHuegel/tSPMPIlusDocker/pkgs/container/

tspmplusdocker ). Furthermore, we submitted a frozen version of the code and Docker
container to Zenodo [94] for better reproducibility of our results [46].

The tSPM+ algorithm has disadvantages similar to those of the tSPM algorithm, even though |
reduced the limitations through an ef cient implementation. Unfortunately, it is still limited to
discrete data as an input type. | am currently supervising another master's student who analyzes
different methods to integrate lab data into the input table. This would further extend the possible
use cases and input data types of tSPM+. Another limitation is the interpretability of the mined
pattern before or after they are handed into downstream ML. |, together with a master's student
and colleagues from Boston, worked on a network visualization that would signi cantly increase
the interpretability of the mined sequences [45, 83].

2.2.3 Integrating Temporal Buckets into the Modeling of Recurring Events in
Characterization Tasks

Background

When applying ML in healthcare, there can be cases where patients have different labels assigned
over time. A prominent example is the prediction of the occurrence of a patient in the emergency
department after a treatment [95]. Future use cases might include scenarios like the prediction
of a therapy outcome after a cancer treatment or the prediction of developing symptoms after a
recurring infection. A common way is to split the patient into patient label pairs and assign all data
before the time point of the label to the patient. When doing so, we lose the information when the
encoded events happened; in the past, before the disease was diagnosed, between the diagnosis
date and an earlier prediction point, or did it occur between the previous label and the current one?
To tackle this challenge, |, in cooperation with colleagues of the CLAI group in Boston, designed a
conceptual approach that can be applied if we want to characterize or predict scores for events
that occur more than once in the patient journey.

Methods

The algorithm is designed as an iterative process that creates a new augmented patient for each
label-patient pair. When predicting the outcomes, a patient can have multiple labels in his timeline,
such as one for each treatment. Based on the current and previous labels, the algorithm iterates
over the patient-label pairs and divides the data into three categories: history, past, and last.
Everything that occurred before a speci c time point, e.g., the diagnosis date, is considered history
for all augmented patients. Consequently, the count of occurrences for each event in that category
is added to the augmented patient with an attached "_history" , €.0., as"event_a_history"
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Iterating over all labels from an "original” patient, everything between the previous label and
history is called past and added to the past bucket. Consequently, this bucket is empty for the
rst label of each non-augmented patient. For all the other labels of the patient, every event
count in this category is added to the augmented patient with an attached " past" , e.g., as
"event_a_past” . Everything between the current label and the previous label is called last.
Analog to the previous category, every event in this category is added with an attached " last"
e.g., as'event_a_last" . Afterward, the next augmented patient is created. While the history
remains the same, for each augmented patient derived from the same "original” patient, the new
past is the old past combined with the previous past. Figure 2.5 visualizes this process. These
augmented patients can be used as input data in downstream ML tasks.

We expect an increase in the signal detection in downstream ML learning and hope to enable
researchers to identify at which time points (past/last/history) a concept is an signi cant char-
acteristic for the prediction target in the ML task. Consequently, | added the functionality to the
MLHO package for a low-level integration into ML work ows. To demonstrate how to apply the
function, | wrote a vignette using the synthetic data from Synthea [88, 89].

Results

The implementation of this method is integrated into the newest version of the MSMR function [11]
and MLHO framework [16] and is available on GitHub: https://github.com/clai-group/

MLHO Furthermore, one of my colleagues extended a vignette that | originally wrote to predict the
occurrence of a cancer patient in the emergency room in the next 30 days after a chemo treatment
to demonstrate how to apply this functionality. This vignette is available as an R Markdown le

on GitHub: https://github.com/clai-group/MLHO/blob/master/vignettes/MLHO _
for_revolving_labels.Rmd . Since this method is conceptually and only applied on synthetic
data in the vignette, future work should include the validation and evaluation of this approach

on real-world data, e.g., for PASC risk prediction after a COVID-19 infection or cancer progress
prediction after a treatment.
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Figure 2.5: Figure describing the integration of temporal buckets into characterization tasks.
The idea is to add "new" augmented patients representing all events till the current time point to
predict outcomes after a returning event (d in the gure). Everything before a speci ¢ point in time,
such as the date of diagnosis, is considered part of the patient history, while everything between
the previous label and the history is considered as past, and everything between the previous and
current label is marked as relating to the last period. In an iterative process, the patient is split into
history, past, and last buckets based on the time point of the current label. Iterating over each time
point with a label in the patient journey, for each patient-label pair, a new augmented patient with
its own history, past, and last data block is added to the input data for the ML model.






Chapter 3

Precision Oncology Use Case: Temporal Char-
acterization of Cancer Cohorts

This chapter describes how the tSPM+ algorithm, in concert with the ML framework MLHO,
speci cally with ML classi cation tasks, can derive temporal characteristics of subgroups in cancer
cohorts. To further strengthen this use case, two highly different cancer types are targeted in the
analysis. In RO: 2b), the tSPM+ algorithm combined with the MLHO framework is applied to a
lung cancer cohort, and in RO: 2c) to a pancreatic cancer cohort. In the rst step before, | identify
available world knowledge and data types used in precision oncology that might be integrated into
the data sets for these cohorts to address RO 2a). Therefore, with colleagues from the HIGHmed
analytics working group, | researched which knowledge bases, data types, and tools are available
worldwide for precision oncology. Afterward, | examined if those are locally available on-premise

at the UMG, which would allow me to integrate them into the analyses with tSPM+ and MLHO.

3.1 RO 2a): Identifying Available knowledge bases and Data
Types for Precision Oncology

The research objective in the context of the thesis-related publications:

The ndings regarding the available world knowledge are published in the following paper:
Borchert et al., “Knowledge bases and software support for variant interpretation in precision oncology"
[34] (see Appendix C). | contributed to the work by performing parts of the literature research
regarding databases and software tools, sending out the questionnaire to other researchers at

the UMG, and writing parts of the manuscripts. This research was done in the context of the
MTB-Report project as well as the HIGHmed AG Analytics Working Group.
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The Extract, Transform, Load (ETL) pipelines developed to extract identi ed local data were
presented by me in two conference talks: 1) Hlgel et al., "Enhancing translational research projects
and patient care with ETL pipelines for genomic and clinical dgf] and 2) Sax and Higel, "EU
tranSMART Use Case - A translational Oncology use case (tranSMART x cBioPorf@a]. While some

of the import pipelines for cBioPortal were implemented by colleagues, | played a crucial role

in designing them. Parts of the other pipelines were developed by supervised students in two
internships and one bachelor's thesis, as well as an indirectly guided master's thesis. The results

of the master's thesis were presented at a conference talk by Graf et al.,"Integration of microbiome
data in cBioPortal'T97]. An additional journal publication is planned and will include these ETL
pipelines and further ones from other research projects unrelated to this thesis.

Another related manuscript using the local data is Schlotzig et al., “Predicting the Effect of Variants of
Unknown Signi cance in Molecular Tumor Boards with the VUS-Predict Pipelij89]. | contributed to
the manuscript by providing the data for the experiment in the manuscript, which was previously
identi ed and extracted by the work (ETL pipelines) contributing to this RO.

3.1.1 Background

Oncology is one of the forerunners in precision medicine [26, 98—100] and patient similarity [26].

A good example, therefore, are Molecular Tumor Board (MTB)s. In these specialized therapy
boards, e.g., MTBs, physicians, biologists, (bio/medical) informaticians, and specialists from other
domains are trying to identify an optimal, genomic-guided treatment for patients for which no
more guideline conform treatment options are available [34, 37, 38, 40, 98, 101]. In MTBs, the
experts not only consider the patient's clinical information but also analyze and prioritize the
genetic changes in tumor samples [34, 37, 38, 98, 101]. In this process, they use a broad range
of knowledge bases and software tools, which sometimes provide contradicting information, to
annotate the variants in the tumor samples on different aspects and levels [34, 37, 38, 98]. This
challenging task is described in Figure 3.1.

This process usually starts with the sequencing of either a tumor probe or other genetic material.
Afterward, the variants from the sequenced sample have to be analyzed, classi ed, and annotated
[34, 37]. Inthe rst step, biologists and pathologists analyze the sequencing results and perform
the rst classi cation of the reported variants [34, 37]. This classi cation starts on the variant level
to determine if a variant is pathogenic or not. In the following classi cation step, they analyze
the variants on a gene and pathway level by checking if the variant in uences the function of the
corresponding protein or if it impacts the pathway of the gene [34, 37].

The next step is the clinical classi cation [34]. Here, the experts check if existing variant drug
associations are known, which would make the variant treatable by providing a possible treatment
option for the patient [34, 37]. Additionally, they assign an evidence level to associations, which is
required to rank different treatment options [34, 37].
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Figure 3.1: The diagnostic process of a MTB from the sequencing to the MTB.  On the left side,
typical members of the interdisciplinary MTB team are shown. On the right, the different tasks
performed in different steps during the MTB process are visualized. All of these tasks include a
literature search to validate the recommendations. This gure is extracted from [34].

In the last classi cation, physicians prioritize the therapeutic recommendations considering the
patient's history [34]. Additionally, they are screening for available suitable clinical trials, in
which the patient could be included based on his reported variants. Finally, the patients, their
variants, and corresponding treatment options are discussed in the MTB to generate treatment
recommendations [34, 37, 98].

Since there are multiple highly complex classi cation tasks in the process, experts are using
different databases and software tools in all stages from the sequencing to the MTB session [34,
37, 39, 98]. However, one challenge here is to nd and use the correct tool or database to derive
useful information [34, 39, 98]. | contributed to a publication with colleagues from the HiGHmMed
AG analytics group to research which knowledge bases are available and integrated into existing
software tools.

3.1.2 Identifying World Knowledge

Methods

To identify knowledge bases and software tools used in the process of MTBs, we used a manifold
approach in a scoping review. At rst, we used previous scoping reviews as a basis adding
additional recommendations from guidelines from medical societies, such as the ASCO [102] or
ESMO [103]. Additionally, we surveyed experts who participated in MTBs in different German
University Hospitals [34]. | send out the questionnaire to experts at the UMG. We then assign the
knowledge bases to classi cation steps from the MTBs [34]. We performed a literature search for
these knowledge bases and collected information regarding academic usability, the existence of
an API, the availability of a dump, update intervals, and biological layer, e.g., genes, transcripts,
proteins, and multi-omics [34].
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Furthermore, we performed a literature search regarding software tools that integrate these
knowledge bases and can be used in the context of the MTB work ow [34]. We analyzed the tools
regarding publication year, user interface, type of output, online demo availability, source-code

availability, data integration, and automatic updates of included knowledge bases [34].

Results

We identi ed 65 knowledge bases and 26 software tools [34]. Figure 3.2 gives an overview of the
identi ed knowledge bases, the number of mentions in the survey, how often they were cited, and
the integration of these tools into the software tools. None of the tools integrate all the knowledge
bases, mostly because of the challenges of harmonizing all the different databases [34]. The main
reason for this is the need for more standardization over the various knowledge bases, requiring the
developer of software tools to develop specialized interfaces for each knowledge base, massively
increasing the required effort to combine multiple knowledge bases into a software tool [34].

It is to be noted that half of the tools (8/17) that can be deemed as relevant (more than 30 percent
mentions in the survey) are integrated into only a few or even no software tool [34]. On the other
hand, some tools, such as COSMIC [104] and ClinVar [105], are integrated into most of the software
tools [34]. Most of the identi ed knowledge bases provide access via APl and a dump, with some
only available by one or the other [34]. For the clinical classi cation, multiple relevant knowledge
bases are commercial or programmatically not accessible, making it challenging to integrate these
knowledge bases into software tools [34].

While the number of mentions in the survey and the number of citations of knowledge bases
correlate with the integration of them into software tools on the variant level, this is not the case
on the gene/pathway level [34]. For the clinical classi cation, the number of citations does not
correlate with the number of tools that integrate this knowledge base, but the number of mentions
in the survey does correlate [34].
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Figure 3.2: Figure giving an overview over the survey results combined with with an overview

of the integration of the knowledge bases into software tools. ~ The mentions column represents
how often the experts in the survey mentioned this tool. The citations are the normalized number
of citations per year of the corresponding publications for the knowledge bases according to
Google Scholar. The orange boxes in the matrix representing the integration of a knowledge base
into a software tool. From [34]. A more precise overview over the databases and software tools is
available in the manuscript (see Appendix C).
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3.1.3 Identifying Available Data On-Premise at the UMG

Methods

As part of the MTB-Report project ! at the UMG, | performed a process analysis of the sequencing
and biological classi cation process in the molecular pathology department. The goal was to
identify which data are available on-premise at the UMG and in which format to integrate the
data in the analysis process of the MTB and in the MTB-Report project [54]. Therefore, | met with
the experts from the laboratory, and the sequencing and annotation process were explained and
demonstrated to me. Afterward, | modeled the process as a Business Process Model Notation
(BPMN) diagram, including which data is created when, where, and in which format. Additionally,
the BPMN diagram shows where the created data is stored. In an iterative process, | discussed
the developed model with the experts and modi ed it accordingly to correct misunderstandings
and errors in the diagram. Finally, | presented the model in the seminar series of the MTB-Report
project, discussing it with a broader range of experts and people who want to work with the
available data in the project.

During this analysis, | discovered that the study nurse transferred the reported variants from the
pathology department by hand from the PDF report created in the pathology department into
the cancer documentary system Onkostar. Since structured genomic data is relevant in precision
oncology and is used in the MTB and should be reused in the MTB-report project, and in my PhD
project, we developed a semi-automatic ETL pipeline to retrieve this data. The pipeline accesses
the raw les in the pathology, extracting the variants with corresponding metadata to import them
into Onkostar. The import could be triggered from within Onkostar as a semi-automated process
leveraging the Onkostar REST-API to import the data into the MTB documentation [54].

This allows us to extract the data together with the clinical data stored in Onkostar in a uni ed ETL
pipeline. We exported and imported this data into a tranSMART data warehouse to perform data
reviews with clinicians and other researchers in the MTB-Report project [54, 96]. Unfortunately,
we had to shut down this service because of the unavailability of an up-to-date version of the
tranSMART docker containers without severe security issues due to missing updates of the of cial
docker container.

Instead, |, with the support of two colleagues, set up a local cBioPortal instance in a secure network
segment to import the clinical data from Onkostar and genomic data from the central sequencing
unit at the UMG in the context of the Clinical Research Unit 5002 (CRU 5002) [54, 96]. The import
pipelines were mainly developed by two colleagues of mine, but | contributed to important design
decisions [54, 96, 106]. Nevertheless, | supervised a bachelor's student who, during an internship
and bachelor's thesis, tried to import the genomic and clinical data from the MTB-Report project
in a secured network segment where not all cBioPortal functionalities were available.

Lhttps://bioinformatics.umg.eu/research/projects/mtb-report/ Last accessed: 18.10.2024
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