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Abstract

In many applications based on head-mounted displays (HMD), external devices are
employed to identify and track specific objects within the surrounding environment.
One such application is the tracking of faces within the surrounding environment. One
potential benefit of this application is the development of user interfaces (UI) that adapt
to the recognized faces. As most HMDs are equipped with a camera, it is feasible to
integrate face recognition into the system. The Company Meta imposed restrictions on
the functionality of the Quest 3’s camera for external developers, thereby precluding the
use of the internal camera for facial recognition. In this work, a system was developed
that utilizes a smartphone (Samsung Galaxy S24 Ultra), mounted on the Quest via a
3D-printed holder, to recognize faces within the surrounding environment. Subsequently,
the positional data is transformed for the Quest to facilitate the optimal marking of the
faces. In regard to data transmission, users may select either an Internet or Bluetooth
connection. The results of the system are encouraging, demonstrating the successful
recognition and transmission of faces. Nevertheless, the insufficient accuracy in certain
instances when identifying faces represents a compelling motivation for the ongoing
advancement of the system.
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Kurzfassung

In einer Vielzahl von Anwendungen, die auf Head-Mounted Displays (HMD) basieren,
werden externe Geräte eingesetzt, um spezifische Objekte in der Umgebung zu identi-
fizieren und zu verfolgen. Eine dieser Anwendungen ist die Verfolgung von Gesichtern
in der Umgebung. Ein möglicher Nutzen dieser Anwendung liegt in der Entwicklung
von Benutzeroberflächen (UI), die sich an die erkannten Gesichter anpassen. Da die
meisten HMDs über eine Kamera verfügen, kann die Gesichtserkennung in diesen Fällen
innerhalb des Systems implementiert werden. Die Firma Meta schränkte die Funk-
tionalität der Kamera der Quest 3 für externe Entwickler ein, sodass die Nutzung der
internen Kamera zur Gesichtserkennung nicht möglich war. Im Rahmen dieser Arbeit
wurde daher ein System entwickelt, bei dem mit Hilfe eines Smartphones (Samsung
Galaxy S24 Ultra), welches an der Quest mittels eines 3D-Drucks hergestellten Halters
montiert wurde, Gesichter in der Umgebung erkannt werden. Anschließend werden die
Positionsdaten dieser für die Quest umgewandelt, sodass diese eine optimale Markierung
der Gesichter erstellen kann. Für die Datenübermittlung kann zwischen einer Internet-
und einer Bluetooth-Verbindung gewählt werden. Die Ergebnisse des Systems scheinen
vielversprechend und ermöglichen eine erfolgreiche Erkennung und Übermittlung von
Gesichtern. Die in einigen Fällen unzureichenden Genauigkeiten bei der Markierung
von Gesichtern, gibt jedoch einen Anstoß für eine kontinuierliche Weiterentwicklung
des Systems.
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1 Introduction

The integration of external devices to extend the functions of Head-mounted displays
(HMD) opens up new possibilities for applications as diverse as virtual and augmented
reality, interactive gaming, and social interaction. These devices are usually responsible
for tracking and recording any data or objects in the environment to transmit them
to the HMD. One of these tracking functions is recognizing and tracking people in the
environment. However, as every HMD device has an internal camera, this function can
be used internally. For example, the Quest 3, which is an HMD device from the company
Meta, access to the camera hasn't been granted for third-party developers. One approach
to overcome this limitation is to use an external device.

The use of external devices is often used as a complement to an HMD system, for
example for tracking body parts, as in Dai et al. [DZL+24]. There, the sensors are
attached to body parts to control an avatar in virtual reality later. External cameras have
also been used to extend the functions of HMDs, according to Smith et al. [SG23], who
used an external camera to add an enlarged camera perspective to the system during
surgery. Using the camera facilitates other features, such as face tracking, which has
made great progress in the last few years and the methods are getting better. Deep
learning-based models in particular are widely used, but also approaches such as a Haar
classi�er to detect faces in images or videos. For example, Orlosky et al. [OKTS15] used
Haar classi�ers to detect faces in the environment on a smartphone application and to
obtain the coordinates for positioning virtual elements around the detected face.

Once you have this face position data, you can extend it in the HMD using user interfaces.
In their work, Madeiros et al. [MMN+22] have found a way to position the UI either
directly over or away from the recognized faces. They use the situation of working
on a train with an HMD so that the user can decide whether the opposite person gets
covered by the UI. To then always adapt this UI depending on the user's head movement,
Evangelista et al. [ELF+22] have developed a toolkit called the „Adaptive User Interfaces
Toolkit“, which enables developers to simplify adaption guidelines without the use of
scripts.

But to make this use of facial recognition possible at all, in this work, I have created
a system that utilizes a smartphone to track people in the environment, convert these

11



1 Introduction

coordinates corresponding to the person, send them to the Quest via a wireless connec-
tion, then marks these people with a yellow rectangle for the Quest user to see. Various
technologies were used, such as a face tracking function, methods for calculating a
transformation matrix to transform the coordinates of the faces into coordinates for
the Quest, and a contactless connection option to transmit these coordinates, thus
transforming them into one system.

The thesis is divided into the following sections. First, the background reviews existing
literature and then describes the different technologies I have used in this work. The
methodology discusses the different methods that make up this system by introducing
the face tracking system, the wireless connection, the camera transformation, and the
3D model. The results show which of the internal methods make up the �nal system.
Finally, the conclusion summarises the thesis and shows future improvements.
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2 Background

2.1 Related Work

There are various methods of extending the functions of the Head-mounted Displays
(HMDs) by adding external sensors, markers, or cameras. These are used to track objects
such as parts of the body, people, or simple objects in real space. Many works have
sensors on speci�c parts of the body, such as Dai et al. [DZL+24], which add different
sensors to the legs and pelvis to track different poses of the body. In addition to the
sensors, they used the HMD sensors to control an avatar in VR. However, some methods
do not require external devices and they can be solved internally in the HMD device.
As most of the HMDs have a camera and can also be used in development, the Quest,
which is an HDM device from Meta, was restricted from using the camera, which is why
an external device would be necessary to track faces.

With the Hololens, for example, Kowalski et al. [KNGG18] have created a face-tracking
system directly on the Hololens called HoloFace. In their work, 3D objects can be created
over the recognized faces. However, as this is not possible with the Quest, an external
device with a camera is required. Works like Smith et al. [SG23] add an external
camera to an HMD to support them during an operation. Therefore, the camera should
enhance the functionality of the Augmented Reality (AR) scene during surgery. This
data from the camera is processed in a system together with the HMD. Other devices
have a stand-alone system that could be used to extend an HMD. This allows you to
use different tracking methods, such as face tracking. Orlosky et al. [OKTS15] have
developed a face-tracking system using a smartphone. They use the OpenCV library to
recognize faces and position virtual objects around the face based on the position data.
They have created an AR application with a smartphone.

To connect such an external device to the Quest, you must also ensure that the recognized
person on the smartphone is transferred to the Quest. Azimi et al. [AQNK17]present a
technique to transform an object from one camera view to another camera view. they
used Microsoft's Hololens device to calibrate it with an external device.
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2 Background

2.2 Basic knowledge and technologies

As every Head-mounted display (HMD) has a camera, it is possible to use or develop a
face-tracking system for the device. For this reason, no work has been done speci�cally
for the purpose of face recognition using an external device for an HMD. The easiest
way to do this is with a smartphone. It's compact and has a very good processor for
face tracking. For the HMD, I used a Quest 3, which is an XR device from Meta. This
device is equipped with cameras that record the environment and display it on two
screens, one for each eye, in Augmented Reality (AR) mode. It also has pancake lenses,
which shift the dispersion of light from the outside to the inside. The smartphone I use
is the Samsung Galaxy S24 Ultra, which is Samsung's fastest smartphone with a clock
rate of the processor at 3.4 GHz. An important component of the smartphone is the
graphics processor, which is a Qualcomm Adreno 750 with a clock rate of 1 GHz. This
smartphone should have no problems recognizing and tracking faces from a performance
perspective.

Each device requires a different application. For the quest, I decided to use Unity, which
supports Meta devices like the Quest 3, it's a great development environment for XR
applications and it works with the programming language C#. Since Unity also has an
Android plugin for AR devices, this can also be used to call Java �les in a C# �le. To
ensure that the program works optimally with the Quest, an XR plug-in is also included.
For the smartphone application, there are two options for creating the application, either
using Unity or Android Studio, where you can develop with either Java or Kotlin. Since
the smartphone application needs the OpenCV library to track the faces, you have to
integrate it correctly. Since there are hardly any tutorials for Unity and OpenCV has a
tutorial on their site for integrating the library for Android Studio, I decided to create
the smartphone application in Android Studio.

Opencv is a widely used image processing library. This includes tracking objects, such as
faces or bodies, and processing images. For example, it can distort images or detect a
chessboard and create points on its edges. The use of these two functions comes from the
internal side [24b]. Wang et al. [WLZ10] presented this calibration in their paper. How
this works is explained in detail in the section Methodology. To do the calculations for
converting the coordinates of the faces from the smartphone to the quest, I wrote external
Python code. Therefore, I also made use of the library scikit-image [VSN+14], which is
a general library for machine learning that offers different classi�cation, regression, and
clustering algorithms. For example, calculating the transformation matrix of the image
of the two devices [24c].

Another technology I used in my system is the connection between the two devices.
I tried two methods, using an internet connection and a Bluetooth connection. Both
connection methods run with a Java code. For the Quest application, this Java code
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2.2 Basic knowledge and technologies

needs to be called within the main C# �le. For the Bluetooth connection, I'm using
Bluetooth Low Energy, which has a lower range and lower energy cost than normal
Bluetooth and is mainly used for smartphone applications. This is provided by the
android.bluetooth library [24a]. For the internet connection, I use Sockets to establish a
connection [24d]. Both methods have a server �le on one device and a client �le on the
other. All of these technologies are explained in more detail in the next section.
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3 Methodology

Since Meta's Quest 3 has disabled the camera for third-party development, I tried
to �nd a way to recognize faces using an external device. I am using the Samsung
Galaxy S24 Ultra to recognize faces and send the data to the Quest. This data consists
of the coordinates of the faces and is sent via a wireless connection. I also use two
different wireless connections to �nd the best one. As the resolution and position of the
smartphone is completely different from the Quest, I still have to convert the coordinates.
This was achieved with the assistance of the libraries scikit-image [VSN+14] and OpenCV
[WLZ10].

3.1 Facetracking

This section describes how the system recognizes faces in the smartphone application.
So I decided to use the OpenCV library. In order to accomplish that, a hair classi�er gets
loaded. OpenCV has a library of different classi�er methods, e.g., for detecting eyes, full
bodies, smiles, and more. I use the frontal face classi�er that detects faces with a certain
probability. Because there is a probability, although it detects consistently and smoothly,
it sometimes recognizes faces incorrectly. For my purpose, the correct coordinates of
the faces are needed. To avoid the smartphone camera tracking all faces and causing a
performance problem, you can set a value for the maximum number of faces getting
detected. I used �ve by default, however this is easily changed in the program's code.

Furthermore, the application's camera is from the OpenCV library too. Each incom-
ing frame attempts to recognize faces, coordinate them, and transform them for the
Quest using the following method. The incoming frames are colored grey, because
the algorithms for image processing with OpenCV work simply and more ef�ciently
in greyscale images. Moreover a function can detect multiple faces with a probabil-
ity and store them in a list. Before iterating over the list of faces, it �rst sorts them
according to the width of a detected Face, so larger faces are at the top of the list. A
reason for this is that faces closer to the camera are captured and processed �rst. From
this sorted list, it selects only the �rst �ve faces, or in other words, the �ve people
closest to the camera. As previously stated, this number �ve can easily be changed
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3 Methodology

in the programming. Each face in this list has an „x,y“ coordinate and a height, and
width, which de�nes values for the face. These two values are converted into a cen-
ter point, which de�nes the center of a persons face, using the following function:
center = newPoint(face:x + face:width=2; face:y + face:height=2);
The width of the face is used because it de�nes the width of the object later on in the
Quest application when marking the face. First the center point is transformed, using
a transformation matrix that transforms a data point from the smartphone view to a
point in the Quest view. Transformation is one of the big problems of this system, it
will be explained in more detail in section 3.3. After the transformation process, the
point center is ready to be sent via a connection to the Quest. If the face detector detects
only one face, the value „center.x, center.y, width“ is passed to the connection controller.
If more than one face is detected, the pattern looks like „center.x1, center.y1, width1;
center.x2, center.y2, width2;...“ and is then sent. If no coordinates are found, nothing is
sent and the next frame is processed.

(a) (b)

Figure 3.1: An example of the smartphone tracking a face is shown in a) with a purple
circle on the face. The red text is the transformed coordinate of the face. b)
shows a close-up of the face

Figure 3.1 a) shows the result of the smartphone application. The smartphone is on top
of the Quest and it's pointed at the person. It detects the person and visualizes the face
with a purple circle, shown in b). Because the smartphone is in the headgear, the user
cannot see the smartphone's screen, it's just for debugging during development. At the
top left of the picture, there are numbers colored in red. This shows the output of the
face tracking application, i.e. the output that will be sent using one of the connection
methods. The aforementioned pattern for the output „x,y,z“ are the �nal coordinates for
the Quest.
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3.2 Connection

3.2 Connection

Bluetooth Low Energy (BluetoothLE) is a wireless technology with a range of approx-
imately 100 meters and excels in energy ef�ciency, which is ideal for devices with
batteries. This BluetoothLE can be called up with Java via the „android.Bluetooth.*“
library. There you can create a server and a client that can communicate. The best way
to control this Bluetooth connection is to set up the Bluetooth server in the smartphone
application. Because in the �nal system, the smartphone application must be started
before the Quest application to establish the connection. The problem is that new
smartphones like the Samsung Galaxy S24 cannot search for other Bluetooth devices
outside the application. To search for a device, Bluetooth must be opened from the
internal settings. There is a very complicated workaround to bypass this problem. This is
why I use the Quest application as the Bluetooth server and the smartphone application
as the Bluetooth client. Because I am using the above library, it needs a Java code to use
it. Since Unity works with the C# programming language, an Android Java package is
needed to run the Java code. The Java �le on the Quest starts a Bluetooth server. This
server waits for incoming devices that want to connect to the device. If the device then
has the same Universally Unique Identi�er (UUID), which is an identi�er consisting of a
128-bit number, the device is connected and messages can be exchanged. In this case,
the Quest should receive data from the smartphone.

Algorithmus 3.1 Algorithm to split the output for Bluetooth Client

procedure SPLITOUTPUT(output)
result 0 s0

numberOfChar 17
list  []
for all char in output do

if numberOfChar is not 0 then
result result + char
numberOfChar numberOfChar � 1

else if numberOfChar is 0 then
result result + 0e0

numberOfChar 17
list:add(result )
result 0 s0

end if

end for
end procedure
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On the other hand, the smartphone application has implemented the Bluetooth client.
This then searches for a speci�c device, in my case the Quest, and tries to connect to the
device to send data directly. As there may be several Quest devices in the vicinity, the
smartphone only connects to the same UUID. An important piece of information about
the BluetoothLE library is that it can only send a small number of characters in a string.
It can send one coordinate at a time, but if the smartphone detects more than one face, it
must split the output. Each output of the face tracker is �rst transferred to a variable in
the Bluetooth client. The output is processed and displayed in the Algorithm 3.1. Each
coordinate has a pattern such as „x,y,z“, if it's a single coordinate or „x,y,z;x,y,z;...“, if it's
more than one, which is passed to the Bluetooth client. A coordinate has a maximum
character size of 14 characters, but Bluetooth can send a character size of 17. It is
therefore more ef�cient to put them together in this „x,y,z;...“ format and split them
than to send them separately. The Algorithm 3.1 �rst creates a start character „s“, which
tells the target device that the detected coordinates start here. At the end, it adds the
character „e“, which is the end of the coordinates. Between these, it will form a new
string that has a size of 17 and saves that in a list. When the function is �nished, it will
send all the strings in the list one by one and is then ready for the next coordinate to be
processed.

Figure 3.2: Example of the Algorithm 3.1 with coordinates of three recognized faces.

An example of the algorithm can be seen in Figure 3.2. A realistic output of the face
tracker is shown at the top. Here, three people were recognized in one frame and these
coordinates were converted in the pattern shown at the bottom of the image. The output
is then split by the algorithm so that three new words are created, at the bottom of the
image, which are then sent to the quest one after the other.

The Quest application needs to merge the incoming Bluetooth values. As each coordinate
starts with an „s“ and ends with an „e“, these two characters can be used to merge them
until a new value starts with an „s“. Once we have our strings back from our detected
output, they can be used by the application to set the positions of the objects.
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3.3 Camera Transformation

Since the Bluetooth connection is not consistently working each time, I also added an
Internet connection. The Internet connection has a simple structure and is easier to set
up than the Bluetooth connection. This time I set the smartphone application as the
server and the Quest application as the client. The advantage of this connection is that
more characters can be transmitted to the target device. For this reason, the detected
coordinate with the speci�c pattern can be sent directly to the Quest. The server is then
started in the smartphone application with an assigned port number. It then waits for a
client to connect to it before sending coordinates. In the Quest application, the client
searches for the server with the assigned port number and IP address of the smartphone
in order to receive the data.

3.3 Camera Transformation

After I have a connection between the two devices. I want to send the coordinates of one
or more detected persons. As the resolution and camera angles of the two devices are
different, they must be preprocessed so that the coordinates can be transformed. The
application of the smartphone has a resolution of 1920x824 and the resolution of the
quest application is 4128x2208. Now the smartphone application has found a face with
the corresponding coordinates. This point needs to be converted so that it can be used in
the Quest, so that this point is exactly the face you see in the quest view. This conversion
can be done using a transformation matrix. How to get this transformation matrix and
the methods I used to get it will be presented in the following subsections. With all the
methods, I attached the smartphone to the head mount on top of the Quest. Then I
took a photo on the smartphone and a screenshot on the Quest at the same time. Since
the photo taken from the smartphone has a different resolution than the application of
the smartphone, I had to convert the image �rst. The quest screenshot had the same
problem. I needed these speci�c resolutions because I wanted to convert the coordinates
in these resolutions later on. This was achieved manually with the program Paint, where
one can cut, scale, or put a black background to get a different resolution.

3.3.1 Method one

In the �rst method, I tried to achieve the resolution of the applications by simply scaling
both images. I needed a resolution of 1920x824 for the mobile smartphone image and
4128x2208 for the Quest.

The �nal result of this scaling can be seen in Figure 3.3. In a) the smartphone photo
was scaled to a resolution of 1920x824 and the screenshot of the quest was displayed
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(a) (b)

Figure 3.3: Images of method one, after changing the resolution of the photos by scaling
them. a) is the phone image and b) the Quest Screenshot.

in a resolution of 4128x2208 shown in b), which has a particularly signi�cant image
distortion. In Figure 3.3 you can see a chessboard pattern in both pictures. With OpenCV
you can not only recognize faces, you can also recognize a chessboard pattern on an
image and then output the corners within the chessboard.

Now I had dots in the same place on each device, as you can see in Figure 3.4 in both
pictures with the red tabs on the left-hand monitor. These points were used in the
next algorithm where the transformation matrix gets calculated using scikit [VSN+14].
Therefore, the two images with the corresponding points are transferred to the function.
The points are then added to the images and the „estimate_transform“ function estimates
the transformation matrix from the smartphone image with the points to the Quest
image. With this transformation matrix, I can transform any point of the smartphone
image to the point of the Quest. In Figure 3.4 you can see that the points in red are
the detected corners of the chessboard. The blue point is a self-created point with
coordinates (100,100) on the smartphone resolution. The image below is the Quest
image with the same detected corners represented by the red points. It also has a
blue point, which is the point from the smartphone image above, recalculated with the
transformation matrix to see how well it worked. For example, if the blue dot was a
recognized face, then it has been correctly converted to the Quest View in the image
below so that the blue dot is in the same place. Because the red points are not spread,
the transformation matrix is inaccurate and this is the reason why the blue point at the
bottom is not in the same position as the smartphone image at the top. To get the new
coordinate with the transformation matrix, I use a simple function to calculate the new
coordinate with the matrix.
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