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Abstract

Computational modelling of interactive behaviour is fundamental in human-
computer interaction (HCI) and for building intelligent, adaptive systems. A
key aspect of computational models is learning representations that capture
e ective information of the interactive behaviour. Existing methods mainly
rely on handcrafted features and supervised learning, limited in requiring
expertise of designing features, costly feature extraction and data annotation,
as well as producing task-speci ¢ representations. In contrast, unsupervised
representation learning can automatically extract meaningful patterns from
unlabelled data and generalise across datasets and tasks. Despite its increas-
ing use in areas like time-series processing and natural language processing,
the adaptation of unsupervised representation learning to interactive beha-
viour modelling remains under-explored. In addition, as users interact with
diverse devices and interfaces, their behaviour is shaped by a combination of
factors such as user characteristics, interaction goals, and interface designs.
Nevertheless, existing models lacked a clear separation or interpretation of
these factors from complex interactive behaviour.

This thesis advances interactive behaviour representation learning by 1)
reducing the reliance on supervision by labelled data, 2) exploring two dis-
tinct modelling perspectives and two di erent behavioural data abstraction
levels, and 3) interpreting and manipulating the learned representations to



analyse the behaviour and underlying factors.

Speci cally, this thesis proposes four methods leveraging semi-supervised
and unsupervised techniques, resulting in interactive behaviour representa-
tions generalised across datasets and tasks, valuable for various HCI applica-
tions. Second, this work integrates both the classical time-series perspective
to compress detailed, low-level patterns from continuous raw behavioural
data into embeddings, and the novel natural language approach to cap-
ture abstract, high-level information from discrete interactions. These two
perspectives o er a comprehensive framework for understanding both the
raw and semantic user behaviour. In particular, the novel language per-
spective lowers the barrier to interpret complex behaviour and transforms
HCI tasks from closed-ended classi cations into open-ended descriptions.
Moreover, the thesis introduces diverse ways of analysing the interactive
behaviour and manipulating underlying factors, allowing for understandable
and controllable representations.

Overall, this thesis pushes the boundary of computational interactive
behaviour modelling, by automatically learning generalised and e ective
representations while reducing supervision dependency, enhancing explain-
ability, bene ting various applications, and o ering new perspectives that
bridge time-series processing, natural language processing, and HCI. This
thesis lays the groundwork for building user-centric intelligent interactive
systems that can understand and adapt to user behaviour in an e cient and
transparent manner.
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Zusammenfassung

Die rechnerische Modellierung interaktiven Verhaltens ist grundlegend fur
die Mensch-Computer-Interaktion (MCI) und den Aufbau intelligenter, ad-
aptiver Systeme. Ein zentraler Aspekt rechnerischer Modelle besteht darin,
Reprasentationen zu lernen, die wesentliche Informationen des interakti-
ven Verhaltens erfassen. Bestehende Methoden beruhen hauptsachlich auf
handgefertigten Merkmalen und Uberwachten Lernmethoden, die jedoch
aufgrund des Fachwissens zur Merkmalsgestaltung, der kostenintensiven
Merkmalsextraktion und der Datenannotation sowie der Erstellung aufgaben-
spezi scher Reprasentationen eingeschrankt sind. Im Gegensatz dazu kann
das unuberwachte Lernen von Reprasentationen bedeutungsvolle Muster aus
unbeschrifteten Daten automatisch extrahieren und diese Uber Datensétze
und Aufgaben hinweg generalisieren. Trotz seines zunehmenden Einsat-
zes in Bereichen wie der Verarbeitung von Zeitreihen und der natirlichen
Sprachverarbeitung bleibt die Anpassung des uniiberwachten Lernens von
Repréasentationen an die Modellierung interaktiven Verhaltens jedoch weit-
gehend unerforscht. Dartiber hinaus wird das Verhalten der Nutzer durch
verschiedene Faktoren, wie Benutzereigenschaften, Interaktionsziele und
Schnittstellendesign, gepragt, die beim Umgang mit unterschiedlichen Ge-
raten und Interfaces eine Rolle spielen. Bestehende Modelle bieten jedoch
keine klare Trennung oder Interpretation dieser Faktoren aus komplexem
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interaktivem Verhalten.

Diese Dissertation férdert das Lernen von Représentationen des interakti-
ven Verhaltens durch 1) Reduzierung der Abhangigkeit von Uberwachten,
beschrifteten Daten, 2) Erforschung zweier unterschiedlicher Modellierungs-
perspektiven und zweier Abstraktionsebenen fir Verhaltensdaten sowie 3)
Interpretation und Manipulation der gelernten Repréasentationen zur Analyse
des Verhaltens und zugrunde liegender Faktoren.

Im Einzelnen schlégt diese Arbeit vier Methoden vor, die semi-Uberwachte
und unidberwachte Techniken nutzen, um Repréasentationen des interakti-
ven Verhaltens zu scha en, die auf Datenséatze und Aufgaben generalisiert
werden kdnnen und somit fur verschiedene MCI-Anwendungen wertvoll
sind. Zweitens integriert diese Arbeit sowohl die klassische Perspektive der
Zeitreihenanalyse, um detaillierte, niedrigstu ge Muster aus kontinuier-
lichen Verhaltensdaten in Einbettungen zu komprimieren, als auch den
neuartigen Ansatz der natirlichen Sprache, um abstrakte, hochstu ge Infor-
mationen aus diskreten Interaktionen zu erfassen. Diese Kombination bietet
ein umfassendes Rahmenwerk zum Verstandnis sowohl fein abgestufter als
auch semantischer Benutzerverhaltensweisen. Insbesondere die neuartige
sprachliche Perspektive senkt die Hurde zur Interpretation komplexen Ver-
haltens und verwandelt MCI-Aufgaben von geschlossenen Klassi kationen
in exiblere Beschreibungen. Dartber hinaus fuhrt die Arbeit verschiedene
Methoden zur Analyse des interaktiven Verhaltens und zur Manipulation
zugrunde liegender Faktoren ein, wodurch verstandliche und kontrollierbare
Reprasentationen ermdglicht werden.

Insgesamt erweitern die vorgeschlagenen Methoden die Grenzen der rech-
nerischen Modellierung interaktiven Verhaltens, indem sie generalisierte
und e ektive Reprasentationen automatisch lernen und gleichzeitig die
Abhangigkeit von Uberwachung verringern, die Erklarbarkeit verbessern,
verschiedene Anwendungen unterstiitzen und neue Perspektiven bieten, die
Zeitreihenverarbeitung, Sprachverarbeitung und MCI miteinander verbin-
den. Diese Dissertation legt das Fundament fiir zukinftige Entwicklungen in
intelligenten, benutzerzentrierten Systemen, die in der Lage sind, das Nutzer-
verhalten transparent und e zient zu verstehen und sich daran anzupassen.
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Chapter

Introduction

1.1 Research Context and Objectives

Interactive behaviour modelling is a key area in human-computer interac-
tion (HCI) [KFW+18; ZHB24]. Such behaviour is a complex interplay of
various factors, such as users themselves [GRD+20; MHHS17], interfaces
they interact with [XSB16], tasks they intend to perform [EO15; ZBH+23],
and inherent noise from their devices [YCQ15]. Understanding interactive
behaviour and these underlying factors is critical for a wide range of applica-
tions, including user modelling [MHHS17; SCU16], graphical user interface
(GUI) design [DTS020], and user experience (UX) optimisation [RZK15].
Various computational models have been developed to process interactive
behaviour and recognise speci ¢ underlying factors. The core component
of these models is learning representations that capture essential patterns
and e ective features of the input user interactions. Existing methods pre-
dominantly rely on handcrafted features and supervised training based
on ground-truth annotations. However, manually designing and extract-
ing meaningful features require expert domain knowledge and are labori-
ous [DWS+23]. Additionally, data annotation is cumbersome, costly, and



time-consuming [CAM+23; SFR23]. Furthermore, supervised learning tends
to produce task-speci ¢ representations, which limits the generalisability of
the learned representations [BZX+21; ZHBB24].

On the contrary, unsupervised representation learning has shown great
potential in automatically learning rich representations from unlabelled data,
which are reusable across datasets and improve performance on di erent
downstream tasks. Motivated by these bene ts, unsupervised representation
learning has been pervasively applied in elds including natural language
processing (NLP) [DCLT19; LOG+19; MCS+20], computer vision [HCX+22;
RKH+21], and time-series processing [XZT+21; ZYGH23]. More recently,
HCI researchers also have begun incorporating unsupervised methods to
learn representations of user interfaces [LPMM21; WLZ+21], speech [Rek23;
SFR23], visualisations [LWW+22], and artwork [YL23]. Nevertheless, the
application of unsupervised techniques in learning representations of GUI-
based interactive behaviour remains under-explored.

To |l this gap, this thesis proposes four novel approaches that reduce
the need for supervision in interactive behaviour representation learning.
Through extensive experiments, we show that these methods contribute to
label e ciency and lead to representations generalising across datasets and
downstream tasks and providing interpretable insights into di erent factors
underlying interactive behaviour.

Interactive behaviour is inherently temporal signal, which is why estab-
lished methods often extract temporal features like distance and veloc-
ity [AE19; FGRB21; SBSB18], as well as use temporal deep learning models
including recurrent neural networks (RNNs) [HBLW22; KFW+18] and
one-dimensional convolutional neural networks (LDCNNs) [HBLW21] to
capture the temporal dependencies within interactive behaviour. Besides
this classical time-series perspective, our methods also cover a novel per-
spective of modelling it as natural language, inspired by the observation
that interactive behaviour may have structural similarity as natural language
since both of them are sequential and hierarchical. Also, NLP methods have
lately achieved remarkable success in modelling non-linguistic data, such
as images [RKH+21; ZCJ+24], videos [HWC+24; TSH+24] and sensory
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signals [KXM+24], but their application to interactive behaviour is limited.
Therefore, this thesis rst validates such structural similarity and then adapts
large language models (LLMs), the state-of-the-art NLP approach, to process
user actions. The two perspectives also model interactive behaviour at two
abstraction levels: the time-series perspective deals with thecontinuousdata
like mouse movements to capture detailed behaviour patterns, while the
language perspective focuses omliscreteaction events, such as clicking on
which button or link, to capture higher-level semantics.

As such, the following research objectives (ROs) guide the thesis:

RO1: Reduce the supervision in interactive behaviour representation
learning

RO1.1: Incorporate semi-supervised learning: Combine supervised
components with unsupervised learning, as a intermediate step towards
fully unsupervised modelling. This reduces the reliance on complete
supervision while still utilising labelled data to guide the learning process
or disentangle particular factors within interactive behaviour.

RO1.2: Transition to unsupervised learning:  Move forward to unsu-
pervised learning, where the model learns meaningful representations by
leveraging the inherent structure in the data itself without the need for
external labels.

RO2: Learn interactive behaviour representations from time-series and
natural language perspectives

RO2.1: Enhance the classical time-series approach: Improve the ap-
proaches of processingcontinuousbehaviours by unlocking factor disen-
tanglement and augmenting their generalisability across datasets and
downstream tasks.

RO2.2: Explore the novel natural-language approach: Investigate the
structural similarity between natural language and discreteuser actions.
Formulate interactive behaviour modelling tasks as NLP tasks and adapt
language models to generate natural language representations of actions,
e.g., summarising interactions with a sentence.

1.1 | Research Context and Objectives 3



RO3: Analyse representations to understand interactive behaviour and
its underlying factors

R0O3.1: Disentangle factors in uencing interactive behaviour: Apply
disentangled representation learning techniques to separating underlying
factors like user characteristics for a ne-grained understanding and a
controllable manipulation of interactive behaviour.

RO3.2: Interpret the learned representations:  Analyse the numerical
embeddings through clustering and nearest neighbour retrieval; examine
the language representations via investigating the learned vocabulary or
the generated sentences.

1.2 Thesis Contributions

Towards the aforementioned research objectives, this thesis contributes to
learning interactive behaviour representations in several dimensions: dataset
collection, methodological advancements, representation-based behaviour
analysis, and HCI applications. This thesis is based on four academic papers,
corresponding to four chapters. Figure 1.1 illustrates how each chapter
aligns with speci c contributions.

1.2.1 Dataset Collection

In Chapter 5, we focus on mouse and keyboard behaviour, where existing
datasets are typically collected in restricted laboratory environments. While
laboratory settings o er the advantages of control, they often lack ecological
validity [AHJ13]. In contrast, out-of-the-lab settings tend to capture more
realistic and natural behaviour [MBD+15; PMM21].

Due to the lack of suitable publicly available datasets, we collect a novel
dataset, EMAKI, through an online user study involving 39 participants. Our
data collection does not control where, when, how long and via which laptop
or desktop participants could join, representing a step towards fully uncon-
strained settings to allow more natural multimodal interactive behaviour.
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Figure 1.1: Outline of the chapters in this thesis according to the contribu-
tions as presented in Section 1.2.

1.2.2 Methodological Advancements

The speci ¢ contributions to the methodology of interactive behaviour rep-
resentation learning are two-fold: reducing the required supervision from
labelled data; and exploring two di erent modelling perspectives.

Proposing novel representation learning methods with reduced super-
vision : This thesis introduces both semi-supervised and fully unsupervised
techniques, reducing the need for costly and time-consuming data annota-
tion and leading to generalised representations. In Chapter 3, we propose
DisMouse, asemi-superviseffamework that combines a self-supervisedi u-
sion process trained via data reconstruction with asupervisednodule trained
by user identi cation to disentangle user factors from mouse movements.

1.2 | Thesis Contributions 5



Following this, Chapter 4 presents Mouse2Vec, a fullyself-supervisedhethod
that learns holistic representations of mouse behaviour through data recon-
struction and event detection. In Chapter 5, we leverage an established
language encoder on mouse and keyboard actions to extract meaningful
activities (action subsequences) in anunsupervisedashion. Additionally,
Chapter 6 introduces SummaAct, asemi-supervisedhethod that prompts a
pretrained LLM using unsupervisedn-context learning followed by supervised
ne-tuning, to summarise actions into sentences uncovering user intentions.

Exploring both time-series and natural language perspectives : The
time-series approach is well-suited for capturing detailed patterns from raw,
continuous behavioural data. Chapter 3 focuses on mouse movements and
proposes a 1DCNN-based method to learn underlying temporal patterns,
while Chapter 4 further incorporates mouse clicks and uses Transformer
models to capture rich information.

On the other hand, NLP techniques are adapted to process discrete user
actions. Chapter 5 shows that language encoders extract interpretable mouse
and keyboard activities, which also improves performance on a downstream
task. These results verify the similarity between language and interactive
behaviour and hence lay the ground for modelling interactive behaviour as
language. Furthermore, Chapter 6 formulates a behaviour modelling task
(intention recognition) as an NLP task (summarisation) and proposes an
LLM-based method to describe input actions with a sentence that uncovers
the underlying intention.

Together, these two perspectives provide a comprehensive and complemen-
tary framework to learn both detailed and abstract patterns in interactive
behaviour.

1.2.3 Representation-Based Behaviour Analysis

This thesis also investigates di erent methods to interpret the learned repre-
sentations and further understand the original behaviour.

Chapter 3 disentangles three types of information from mouse movements:
user-speci ¢, user-independent, stochastic variation components. This allows
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changing each component and then visualising the generated behaviour,
which is a straightforward way to observe how these components a ect the
behaviour.

Based on the cosine similarity of the learned embeddings, Chapter 4 vi-
sualises clusters of the mouse trajectories [HCD+20; LWW+22] and nds
them re ect meaningful patterns and user intentions. At a ner level, the
nearest neighbour trajectories retrieved via embeddings have similar loca-
tions, contours, moving directions and click events. These ndings indicate
that the learned representations successfully capture both structure and
semantics of mouse behaviour.

Chapter 5 uses a subword-level language encoder to extradbehaviour sub-
words After examining the formed vocabulary, we nd that these behaviour
subwords are meaningful activities shared across users or datasets.

Chapter 6 directly interprets the generated sentences that summarise the
input actions. Action sequences with similar summaries can be regarded
as behaviour synonymsbased on which we spot understandable alternative
interactive strategies and user preferences underlying these interactions.

1.2.4 HCI Applications

Disentangled representations shown in Chapter 3 unlock controllable be-
havioural data generation by manipulating speci c components while pre-
serving others. This can be applied to synthesising personalised behaviour
for easier user testing and augmenting data to mitigate the need for large
labelled datasets. Based on the learned representations, Chapter 4 forms
mouse behaviour clusters that potentially facilitate automatic annotation
of long behaviour recordings, saving time and e ort compared to manual
annotation. The learned vocabulary of behaviour subwords (Chapter 5) and
synonyms (Chapter 6) assist in identifying common patterns across systems
and optimising interface designs. The learned representations also allow for
retrieving similar behaviours, intentions, and users (Chapter 4 and 6), there-
fore provide opportunities for user guidance, question-answering agents,
and conversational Uls. Moreover, the learned representations signi cantly
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improve performance across various downstream tasks, such as interactive
task recognition, next action prediction, and user identi cation. These tasks
are critical for a wide range of HCI applications, including personalised
interface, UX optimisation and proactive interactive systems.

1.3 Thesis Outline

The content of the thesis is based on four papers, corresponding to four
chapters (Chapter 3 to Chapter 6). Details and statements for author contri-
butions are described in Section 1.4. The remainder of this thesis is organised
as follows:

Chapter 2 provides the general background, introducing key related works
in the areas of computational modelling of interactive behaviour, unsuper-
vised representation learning especially for time series and natural language,
and analysing underlying factors in interactive behaviour.

Chapter 3 presents DisMouse, a semi-supervised method that disentan-
gles user-speci ¢, user-independent, and stochastic factors from mouse
movements using a di usion-based autoencoder. Through cross-dataset
evaluations, we demonstrate how DisMouse enables generalised, explainable
and controllable behaviour analysis and synthesis.

Chapter 4 introduces Mouse2Vec, the rst self-supervised method de-
signed to learn integrated representations of mouse behaviour that are
reusable across datasets and downstream tasks. Using a Transformer-based
autoencoder, Mouse2Vec captures both time-domain and frequency-domain
patterns from mouse movements and clicks. The resulting representations
enable discovering interpretable behaviour clusters, retrieving nearest neigh-
bours and augmenting data.

Chapter 5 applies a commonly used language encoder to extract activities
from atomic mouse and keyboard actions in the same way as extracting
subwords from characters. The extracted activities are semantically mean-
ingful and improve the performance of interactive task recognition on two
datasets, verifying the structural similarity between natural language and
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user actions.

Building on this, Chapter 6 presents SummAct, a hierarchical LLM-based
method to process Ul element-level actions. Inspired by the text summari-
sation task in NLP, we formulate the intention recognition task as a novel
interactive behaviour summarisation task. This task aims to summarise
input actions into a sentence that re ects latent intentions. SummaAct gener-
ates meaningful summaries and improves the performance of next action
prediction.

Chapter 7 re ects on the contributions and insights gained from these
works, highlighting the methodological progress towards unsupervised in-
teractive behaviour representation learning, discussing the dual modelling
perspectives and data abstraction levels, summarising how the learned repre-
sentations enhance the understanding of user behaviour and their practical
applications, addressing our limitations and proposing directions for future
research.

In the end, Chapter 8 concludes the entire thesis.

1.4 Publications

This thesis is based on the following papers, for which | am the rst author:

" Zhang, G., Hu, Z., & Bulling, A. (2024). DisMouse: Disentangling Infor-
mation from Mouse Movement Data. In The 37th Annual ACM Symposium
on User Interface Software and Technology (UIST'24) (pp. 1-13).

This work forms the basis of Chapter 3. The implementation of the method,
as well as the design and execution of the experiments, were my contri-
butions. My co-authors contributed to the discussion of overall ideas and
provided feedback during drafting the paper.

" Zhang, G., Hu, Z., Bace, M., & Bulling, A. (2024). Mouse2Vec: Learning
Reusable Semantic Representations of Mouse Behaviour. In Proceedings
of the CHI Conference on Human Factors in Computing Systems (CHI'24)

(pp. 1-17).
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This work forms the basis of Chapter 4. The design and development of
the method, the implementation and execution of the experiments were
conducted by me. My co-authors contributed to the discussion of ideas
and drafting the paper.

Zhang, G., Bortoletto, M., Hu, Z., Shi, L., Bace, M., & Bulling, A. (2023).
Exploring Natural Language Processing Methods for Interactive Behaviour
Modelling. In IFIP Conference on Human-Computer Interaction (INTER-
ACT'23) (pp. 3-26).

This work forms the basis of Chapter 5. | was responsible for the data
collection, method implementation, experiment design, and result analy-
sis. My co-authors contributed to discussions on the method's direction,
implementations of baseline methods, and writing the manuscript.

" Zhang, G., Ahmed, M., Hu, Z., & Bulling, A. (2025). SummAct: Un-
covering User Intentions Through Interactive Behaviour Summarisation.
In Proceedings of the CHI Conference on Human Factors in Computing
Systems (CHI'25) (pp. 1-17).

This work forms the basis of Chapter 6. | designed and implemented the
method, and conducted evaluations. My co-author Mohamed Ahmed con-
tributed to dataset preprocessing and technical discussions, while Zhiming
Hu and Andreas Bulling provided input on the conceptual framework,
potential applications and the writing of the paper.

The nal form of this thesis is also a result of other papers during my
doctoral studies. Although they are not its core, the thesis refers to them in
relation to some less central concepts:

Hu, Z., Zhang, G., Yin, Z., Haeu e, D., Schmitt, S., & Bulling, A. (2024).
HaHeAE: Learning Generalisable Joint Representations of Human Hand
and Head Movements in Extended Reality. arXiv preprint arXiv:2410.16430.

Jiao, C.,Zhang, G., Hu, Z., & Bulling, A. (2024). Di EyeSyn: Di usion-
based User-speci ¢ Eye Movement Synthesis. arXiv preprint arXiv:2409.01240.
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~ Jiao, C., Wang, Y.,Zhang, G., Bace, M., Hu, Z., & Bulling, A. (2024).
Di Gaze: A Di usion Model for Continuous Gaze Sequence Generation
on 360deg Images. arXiv preprint arXiv:2403.17477.

Zhang, G., Hindennach, S., Leusmann, J., Buhler, F., Steuerlein, B., Mayer,
S., ... & Bulling, A. (2022). Predicting next actions and latent intents dur-
ing text formatting. In Proceedings of the CHI Workshop Computational
Approaches for Understanding, Generating, and Adapting User Interfaces
(pp. 1-6).

Muller, P., Dietz, M., Schiller, D., Thomas, D.,Zhang, G., Gebhard, P., ... &
Bulling, A. (2021). Multimediate: Multi-modal group behaviour analysis
for arti cial mediation. In Proceedings of the 29th ACM International
Conference on Multimedia (pp. 4878-4882).
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Chapter

Related Work

This chapter provides the background for this thesis by reviewing key related
works in the areas of 1) computational modelling of interactive behaviour,
2) unsupervised representation learning, especially for time series and natu-
ral language, and 3) analysing underlying factors in interactive behaviour.
Part of this chapter includes revised excerpts from my previous rst-author
papers [ZAHB25; ZBH+23; ZHB24; ZHBB24; ZHL+22].

2.1 Computational Modelling of Interactive Behaviour

Classical HCI approaches, such as Fitts's Law [AZ97] and the keystroke-level
model (KLM) [CMN80] focused on modelling simple, well-de ned tasks like
target pointing or routine interactions. However, they were limited in strictly
controlled environments and step-by-step task breakdowns [CMN80]. Other
early methods relied on rule-based and statistical approaches. For example,
hidden Markov models (HMM) were used to encode motor actions including
mouse clicks and mouse positions in e-learning interfaces [EMO13], as
well as joystick positions in video games [BSI12], while Sun et al. applied
Gaussian mixture models (GMM) on keystrokes in text editing tasks [SCU186].
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Additionally, researchers used string matching algorithms to encode eye
movements [BWGTO08] or gestures [WL09]. While these methods o ered
simplicity and interpretability, they struggled to handle complex real-world
interactive behaviour.

Instead of relying solely on prede ned rules, machine learning methods
then emerged as a more exible alternative of learning from behavioural
data. This shift increased the complexity and variability that models could
handle, leading to its widespread adoption in HCI research. Di erent models,
including naive Bayes, KStar, decision tree, logistic regression, k-nearest
neighbour, gradient boosting and random forest (RF), have been applied to
modelling various behaviour [KVNK12; XYWS20; ZHL+22]. The advent of
deep learning further revolutionised computational interactive behaviour
modelling. Techniques like multilayer perceptrons (MLPs) [TIH+19], con-
volutional neural networks (CNNs) [CEB19; HBLW21; HLZ+20], recur-
rent neural networks (RNNs) [LAI21] such as long short-term memory
(LSTM) [AMV+20], gated recurrent unit (GRU) [HBLW?22], and more re-
cently, Transformers [Rek23], have been developed to extract rich informa-
tion from varied interactive behaviour modalities. These models either work
on raw data, such as movement locations or timestamps [AFB21; CEBL19;
WYZY21], or handcrafted features such as velocity, acceleration, and dis-
tance [AE19; RVB18; SBSB18]. Although handcrafted features tend to
perform better than raw data, designing and extracting an e ective feature
set are laborious and require domain knowledge about behaviour character-
istics.

A key limitation of these machine learning-based methods is that they
remain largely supervised, relying on costly annotations of training data and
restricting their ability to generalise across di erent contexts. This has driven
recent research to reduce the supervision required in learning behaviour
representations, towards unsupervised representation learning. For instance,
Su et al. [SFR23] employed contrastive learning to extract meaningful repre-
sentations for lipreading during speech interactions, enabling adaptation to
novel commands with minimal samples. Since 2023, pretrained large-scale
models, such as LLMs, have been adapted to extract behaviour representa-
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tions leveraging their pre-existing knowledge without ne-tuning [HLLL24;
LCW+24; WLL23]. Besides the above attempts, unsupervised representa-
tion learning of interactive behaviour, especially the pervasive GUI-based
modalities like mouse, keyboard and screen touch, still remains signi cantly
under-explored, e.g., lacking models that can extract e ective, generalisable
and interpretable representations of these behaviours.

Our work lIs the gap by proposing models pretrained in semi-supervised
or unsupervised manners that not only reduce the need for labelled data
but also capture e cient behaviour patterns. These methods generalise
across datasets and tasks, providing human-understandable insights into the
behaviour and bene ting various HCI applications. Furthermore, besides
the classical approach of modelling interactive behaviour as time-series
data, this thesis also explores a novel perspective of modelling it as natural
language. These perspectives cover both the detailed, continuous trajectories
and the semantic, discrete actions, o ering a comprehensive framework of
computational interactive behaviour modelling.

2.2 Unsupervised Representation Learning

Unsupervised representation learning has become increasingly prominent
in processing time series and natural language, providing e ective tools
for capturing complex patterns without requiring labelled data. This thesis
draws on advancements from both domains to design new methods for
learning representations of interactive behaviour with reduced supervision.

2.2.1 Time Series

Autoencoders and their variations have been instrumental in unsupervised
learning for time-series data, as they reconstruct input sequences through a
latent embedding space that captures the core characteristics of temporal
patterns [BYEC19; XZT+21; ZYGH23]. For example, Bai et al. [BYEC19] pro-
posed Motion2Vector, a variational autoencoder (VAE) that learned represen-
tations of wrist-sensing data through data reconstruction in a self-supervised
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manner. These representations e ectively clustered similar human activ-
ities. Building on the success of masked autoencoders (MAE) in vision
tasks [HCX+22], Xu et al. [XZT+21] developed a self-supervised model for
mobile sensing tasks based on inertial measurement units (IMUs). Trained
to predict the masked subsequences, this method learned the contextual
information that enhanced the performance of further task-speci ¢ models
even with limited labelled data across several IMU datasets. Similarly, Zhang
et al. [ZYGH23] introduced the Cross Reconstruction Transformer, which
used a cross-domain dropping-reconstruction task to integrate both temporal
and frequency information in the learned representations, achieving state-of-
the-art performance on biological signals and IMU data. Contrastive learning
has also been used to learn time-series representations in an unsupervised
way, by distinguishing between similar and dissimilar samples [WKMJ22].
Despite these advances and the inherent temporal nature of interactive
behaviour, most unsupervised time-series representation learning methods
have not been applied to interactive behaviour. This thesis bridges the gap by
introducing unsupervised learning to automatically learn low-level, detailed
patterns of continuous behavioural data, such as raw mouse movements.

2.2.2 Natural Language

NLP has seen signi cant advances with the development of unsupervised rep-
resentation learning methods. Models like BERT [DCLT19], GPT [RWC+19],
and T5 [RSR+20] were trained on large-scale unlabelled data through
techniques such as masked token prediction or autoregressive language
modelling, enabling them to capture complex semantic, syntactic, and con-
textual patterns across corpora. Language models learn natural language
representations at di erent abstraction levels (such as character [KISR16],
subword [RSR+20], word [PSM14], or sentence [RG19]) and have be-
come essential tools for a wide range of tasks without requiring extensive
labelled data for each new task. More recently, open-source LLMs like
Mistral [JSM+23] and Llama [TMS+23] have demonstrated remarkable
capabilities in grounding and reasoning for tasks such as text summarisa-
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tion, where vast amounts of information are condensed into concise and
informative sentences. Its applications have also extended to summarising
code [HEBM22], speech [RBQ+20], and even non-linguistic data such as
images [RBB+24], videos [CLZ+24; LZL+24], and GUIs [WLZ+21].

However, if and how NLP methods can be applied to interactive behaviour
modelling are still under-explored. This thesis rst uses a commonly adopted
language encoder to validate the similarity between natural language and
interactive behaviour in both being sequential and hierarchical. While this
provides a foundation for further exploration, processing continuous, raw
behavioural data into discrete, language-like tokens brings challenges. This
thesis introduces novel approaches that not only adapt LLMs to better cap-
ture the complexity of interactive behaviour but also formulate behaviour
modelling tasks as language tasks, opening new possibilities for applying
advanced NLP techniques to HCI.

2.3 Analysing Underlying Factors in Interactive Behaviour

Interactive behaviour is shaped by a combination of factors, including
user characteristics [MHHS17], interaction goals [HBLW22], interface de-
signs [XSB16], and input devices [YCQ15]. Understanding these factors
is crucial for developing intelligent systems that provide personalised user
experiences with proactive response and adaptive user support.
Traditional models like Fitts's law and KLM have been used to analyse
how motor actions change when modifying interfaces or input device prop-
erties [Fit54]. Some works employed statistical methods to correlate be-
havioural features with speci ¢ underlying factors. For example, Zhao et
al. [ZMC20] found signi cant correlations between mouse features and
personality traits by assessing point biserial correlation coe cients. Simi-
larly, Arapakis et al. [ALV14] calculated Pearson correlations between be-
haviour features, and the interestingness of the interacted items, revealing
meaningful patterns between mouse movement speed and distance and
user engagement. By identifying these correlations, such methods provide
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insights into how speci ¢ behavioural patterns re ect underlying factors,
although they often fall short in capturing non-linear dependencies.

Supervised machine learning has been widely used to infer factors from
behavioural data, through classi cation or regression tasks such as user iden-
ti cation [CK14], task recognition [EMO13; EOMG16; KVNK12], attention
prediction [AL20], cognitive load detection [RVB18], and intention recogni-
tion [DPZ+21]. However, machine learning models, especially deep learning
models, are often viewed as black boxes, o ering little transparency into how
well the learned representations capture certain factors. For example, while
a model might achieve high performance in recognising a certain factor, it
does not necessarily provide clear evidence that the behaviour is indeed
in uenced by the factor being modelled [WCT+22].

Through representation learning, this thesis o ers more interpretable ways
of analysing interactive behaviour and latent factors. First, clustering and
nearest neighbour retrieval based on embedding similarities help explore the
relationships between data points and map them to speci c factors, provid-
ing a clearer view of how user interactions are shaped [LPMM21; LWW+22].
Second, disentangled representation learning separates di erent factors
within the data, allowing for a more granular analysis of how each factor
contributes to the overall behaviour [PCWS22; SWLG22]. Besides enhancing
interpretability, disentangled representations also enable the manipulation
of individual factors for data synthesis, providing a more straightforward
way to observe the impact of speci ¢ variables on the behaviour. Addition-
ally, natural language representations describe complex user behaviour in
intuitive, human-readable sentences, signi cantly lowering the barrier for
understanding and communicating complex interactive behaviour.
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Chapter

Learning Disentangled
Representations of Mouse
Movements

3.1 Introduction

The mouse remains one of the most important input modalities in HCI,
serving as a ubiquitous tool for navigating and interacting with a wide
range of interactive systems. Mouse movements re ect a complex inter-
play of various factors, such as user characteristics (e.g. expertise in using
the mouse and familiarity with the specic system being used) [CK14;
KWKH23; MHHS17], interactive goals and tasks that users aim to accom-
plish [EMO13; EO15; KVNK12], the layout and elements of Uls they interact
with [FKW+17; KFW+18; XSB16], and inherent noise within the mouse
device itself [YCQ15]. As such, separating these di erent factors from
raw mouse movement data has signi cant potential but is also profoundly
challenging.
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Disentangled representation learning has emerged as a promising new
paradigm for tackling this challenge. Separating underlying data attributes
into multiple complementary representations has gained increasing adop-
tion in various domains, including computer vision [NMG+23; SSL+21;
YWLZ23], language processing [JMBV18], and temporal signal process-
ing [LCZ+22; SWLG22]. The disentangled representations have been
shown to o er various benets, such as producing a set of re ned fea-
tures [SWLG22], providing a clear understanding of the isolated factors
within the data [WCT+22], promoting Al explainablity by imitating how
humans obtain semantic meanings [HLW+21; MLZ+21], or enabling con-
trollable data manipulation by changing a speci ¢ representation compo-
nent [PCWS22]. Despite the potential of disentangled representations, no
existing work has yet separated di erent representation components from
mouse data.

As a rst step to Il this gap, we propose DisMouse the rst method to
disentangle user-speci ¢ information, user-independent information, and
stochastic variations within mouse movement data. We prioritise the partic-
ular attribute of users because: understanding users is crucial for person-
alised interactive systems [SCU16], and user labels are pervasively available
in existing mouse datasets [MHHS17]. Speci cally, DisMouse employs a
di usion-based autoencoder architecture and is trained to create near-exact
reconstruction of the input data. We rst use the di usion model to separate
the semantic representation and stochastic variations. We then particularly
design a contrastive user identi cation module consisting of two branches to
further disentangle the semantic representation into user-speci ¢ and user-
independent components: we split the semantic representation averagely
into two halves, and feed each half to each branch. The two branches are
linked inversely via a gradient reversal layer (GRL) [GL15], and the minimisa-
tion of their mutual information (MI) [KSGO04]. Therefore, this module forces
one branch to re ne user-speci ¢ information while the other focuses on
user-independent features. We train DisMouse in a semi-supervised fashion
with the di usion-based reconstruction acting as a self-supervised learning
task, while the contrastive user identi cation module is supervised by the
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user labels. Cross-dataset evaluations demonstrate that the disentangled
representations generalise and capture complementary information about
mouse movements. These representations further empower exploring vari-
ous use cases, such as feature re nement and controllable data generation,
including personalised and variable mouse movements, which can then be
used for data augmentation.

In summary, our contributions are three-fold:

1. We propose DisMouse the rst computational method to disentangle
user-speci ¢, user-independent and stochastic information from mouse
movement data. We present a novel semi-supervised training paradigm
speci cally designed for this goal.

2. We show that the representations learnt by DisMouse capture comple-
mentary information and achieve cross-dataset generalisability.

3. We demonstrate that these disentangled representations enable various
use cases, such as the re nement of mouse features and controllable
generation of mouse movements.

3.2 Disentangling Mouse Behaviour

To decompose di erent information from mouse movement data, we pro-
pose DisMouse a novel semi-supervised method leveraging a di usion-based
autoencoder (see Figure 3.1 for an overview of our method). DisMouse
can disentangle three components, i.e., user-speci c representation, user-
independent representation and stochastic variations within the data. We
prioritised the user factor in this work because understanding user charac-
teristics is key to personalised interactive systems [MHHS17; SCU16], and
existing mouse datasets often provide user labels, making incorporating user
identity in the analysis and training process feasible.
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Figure 3.1: Overview of DisMouse, our proposed semi-supervised model for
disentangling information from mouse movement data.

3.2.1 DisMouse Architecture

Overall, DisMouse utilised an autoencoder architecture and was trained
in a semi-supervisethanner. We employed aself-supervisedli usion pro-
cess (depicted by the blue and purple arrows in Figure 3.1) to reconstruct
the input data while separating semantic information and the remaining
stochastic variations x;. x; is essential for near-exact reconstruction and
data manipulation [PCWS22]. We chose di usion models because they
have achieved state-of-the-art performance in data denoising, reconstruction
and generation [HJA20; JWZ+24; YWLZ23]. To further disentangle the
remaining semantic information, we particularly designed a supervisednod-
ule (green arrows in Figure 3.1), comprised of two MLP-based classi ers.
Both classi ers were trained for user identi cation, but they were linked in-
versely through a GRL [GL15] and a mutual information loss (L) [KSGO04].
Our model facilitated the independent learning of individual representation
components while enabling their subsequent integration for data generation
within a uni ed di usion-based framework.
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3.2.1.1 Self-Supervised Di usion Process

Our approach leveraged a self-supervised di usion process to learn a joint
semantic representation and stochastic variations. We rst used asemantic
encoder to compress the input data into a latent embedding vector (denoted
by E..)- This embedding subsequently served as a conditioning signal to
guide the denoising process and generate the output within the decoder.

For the decoder, we adopted a conditional DDIM (denoising di usion
implicit model) [SME20], which included a forward and a reverse process.
During the forward process, Gaussian noise was progressively added to the
input x, across discrete time stepg (t 2 [1, T]) to generate a sequence of
increasingly noisy versionsx;:

p— v
a(X¢%o) = N (X0, (1 o), = (1 i) (3.1)
i=1
where ., is a hyperparameter controlling the noise level at each step. The
reverse denoising process (X;,t, E,,) of DDIM is a deterministic process
guided by the condition Eg.,, aiming to recover the clean input x,. This
process is formulated as:

vr
P (Xo:1iEsem = P(X7) P (X¢ 1jXts Esem (3.2)
t=1
where
N(f (Xq,1, Eser), O =1
p (X aiXi gy = O C0h B O (3.3)

a(X; 1%, f (X, 1, Ese))  Otherwise

In practice, f (x;,t, Ese) denotes a neural network function implemented
with a UNet architecture [RFB15] trained to estimate the denoised version
at each step. The specic form of f (x,,t, Esep) iS given by:

f ot B = pe( T T 7 (X0t Esen) (3.4)
t
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After being trained, the DDIM can also be used as astochastic encoder
to particularly compute a deterministic x; from the input data (depicted
by the purple arrows in Figure 3.1). This x; is important for use cases like
data reconstruction and manipulation. The computation simply runs the
deterministic process backwards [PCWS22]:

p— p—
Xpp1 = il (XU Bem+t 1 i1 (X5t Esen) (3.5)

The DDIM employs a UNet composed of 20 residual blocks based on
one-dimensional convolutional layers (LDCNN) inspired by [DN21], where
each block incorporates a skip connection to improve the training e -
ciency [HZRS16]. We opted for 1IDCNN given its ability to capture local
dependencies of the input signals, good performance in prior di usion mod-
els, and fast computation [TSSE21]. The semantic embeddingg,is rst
input to a two-layer MLP and then fed to the conditional DDIM module.
According to Equation 3.4 and 3.5, the time step't is required in the di u-
sion process. Therefore, we also inputt to a separate MLP before feeding
into the conditional DDIM. The semantic encoder uses a simpli ed residual
block that only has the rst three layers (group normalisation [WH18], SiLU
activation [HG23] and 1DCNN), given that it does not need any conditioning
information. The 1DCNN layer had 128 channels and kernels of size 3, a
stride of 1 and a padding of 1. As such, the dimension ofE,.,is 128.

3.2.1.2 Supervised User Information Disentanglement

To further separate the user-specic and user-independent information
within the semantic representation E,,, we particularly designed a su-
pervised learning module (the Contrastive User Identi cation module in
Figure 3.1). This module leverages a contrastive strategy to encourage the
disentanglement of these information components.

We rst split Eg.,into two equal halves, i.e., the dimension of each half is
64. We sent the rst half to an MLP-based classi er to perform user iden-
ti cation. This directly encourages the rst half to capture user-specic
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information for accurate user identity classi cation. On the contrary, the
second half is processed through a GRL [GL15] before being fed to a sepa-
rate user identi cation classi er. The GRL essentially inverts the sign of the
gradient and thus achieves the reversion of updating direction during back-
propagation [DMZ+20]. Through GRL, DisMouse pushes the second half
of the embedding towards user-independent information and discourages
user di erentiation while prompting capturing general patterns in mouse
movements. Both classi ers comprise two fully-connected layers with 256
hidden units each, separated by a ReLU activation function. A Softmax layer
at the end predicts user identi cation labels. Overall, this contrastive training
paradigm encourages the rst half ( E ;) to encode user-speci ¢ informa-
tion while guiding the second half ( E,,,.se0) t0 represent user-independent
patterns.

3.2.2 Semi-Supervised Training Scheme
3.2.2.1 Multi-Task Training

To train DisMouse, we proposed a novel semi-supervised training scheme,
combining the aforementioned training tasks:

1. Di usion denoising : We compared the original input data with the
reconstruction, as well as the noise added in the forward process with
the predicted noise (X, t, Esgy in the denoising process. We calculated
the mean squared errors (MSEs) from the two comparisons to form the
loss function L, ., for this task:

Lrecon: I-noise"’ Linput

=k (X,t,Een ki+kReconstruction Inputk’

2. Contrastive user identi cation : We utilised two separate branches
for user identi cation. Each branch corresponded to a cross-entropy
loss function (L., and L,,nuse) COMparing the predicted labels with
the ground-truth labels. In addition, we incorporated a mutual infor-
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mation loss Ly,, between the user-speci ¢ representation E .., and the
user-independent representationE,, s 10 €ncourage extracting discrim-
inative patterns [ZWS+23; ZYGH23].

In summary, the overall training loss L., of DisMouse is de ned as:

Ltotal = Lrecon+ (Luser+ Lnonuser+ LM|) (36)

where is a hyperparameter controlling the weight of the user identi cation
losses and the Ml loss. We set to 0.01 in our experiments. We trained the
model for 250 epochs with a batch size of 512 and used the Adam optimiser
with a learning rate of 1e-4.

3.2.2.2 Dataset

We trained DisMouse on the Clarkson dataset [MHHS17] given that, to our
best knowledge, it is the largest publicly available dataset collected in an
unconstrained real-world setting. The dataset contains mouse movement
data from 103 participants over a time span of 2.5 years, and consists of
24.7 M samples. The large user population and extended collection period
give the Clarkson dataset the potential to o er diverse and comprehensive
representations of mouse behaviour.

3.2.3 Data Preprocessing

The mouse movement input is a sequence of samples. Each sample is a
triplet (x,y,t), where x and y denote the current on-screen coordinates of
the cursor, and t is the timestamp. To account for varying screen resolutions,
we rst rescaled the raw x and y coordinates to the [0, 1] range via a Min-
MaxScaler. Unlike xed-rate sampling techniques, mouse data collection
produces samples only when the mouse moves. To ensure consistent sam-
pling frequency, we resampled the mouse data at 20 Hz aligning with prior

Ihttps://scikit-learn.org/stable/modules/generated/sklearn.
preprocessing.MinMaxScaler.html
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work [PW14; ZHBB24]. Speci cally, if a sampling unit (50 ms) lacked data,
we duplicated the previous sample to maintain temporal consistency. Then,
we divided the mouse data into eight-second segments, with a one-second
stride [GGND19; RB21]. These segments serve as the input to DisMouse for
further processing and analysis.

3.3 Evaluation of Disentanglement

We evaluated the e ectiveness of DisMouse in disentangling the three repre-
sentations E e, Enonuser @Nd X1. We examined if the three representations
contained the corresponding expected information: Both E .., and E,gnuser
carried semantic information, whereas x primarily captured the inherent
stochastic variations within the mouse movement data; between the two
semantic representations, E .., had more user-speci ¢ information while
E.onuser CONtained more general, user-independent information.

To assess the generalisability of our method, we froze the trained DisMouse
and transferred it to other datasets without any ne-tuning. We chose two
datasets ACTIVITY [ZHL+22] and EMAKI (see Section 5.2.2 for more
details), given that they are publicly available and cover both lab and out-of-
the-lab settings. ACTIVITY comprises data from 16 participants formatting
pre-de ned text in a controlled laboratory setting. In each trial, participants
performed a sequence of formatting activities. There were seven candidate
activities: bold, italic, underline, font size, font family, alignment, and
indentation. The EMAKI dataset, on the other hand, represents an out-of-
the-lab dataset collected in a more natural setting. 39 participants joined an
online user study using their own computers to perform three interactive
tasks: writing and editing an article, drawing and editing images, and
completing questionnaires about demographics and personality traits.

3.3.1 Semantic vs. Stochastic Representations

We assessed the quality of the learnt representations by evaluating their ef-
fectiveness in reconstructing the original input data. Reconstruction quality
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Figure 3.2: Four examples of input reconstruction using the representations
(Eusen Enonuser @nd x7) learnt by DisMouse, and altering each of
them by adding Gaussian noise. Each small arrow indicates a
mouse movement data sample (50 ms). The columns (from left to
right) display the original mouse trajectories, the reconstruction
via DisMouse, as well as the reconstruction with the altered,
NOISY E,ser Enonuser @Nd X1, respectively.

re ects the ability of these representations to capture essential information
about the mouse movement data. We calculated the mean squared error
(MSE) between the reconstruction and the original input as the evaluation
metric. A lower MSE indicates a better reconstruction. To pinpoint which
representation pertained to the core properties of the input mouse data, we
conducted an ablation study of the representations. Instead of discarding
a representation entirely, we replaced each of them with Gaussian noise
during the reconstruction. This is because the di usion process inherently
requires all three components to produce a reconstruction. As shown in
Table 3.1, using all three representations together (DisMouse) yielded the
best reconstruction quality. This con rmed that each component captures
meaningful aspects of the input mouse movement data and that the informa-
tion in the three components was complementary to each other. Compared to
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Model ACTIVITY EMAKI

DisMouse 9.86e-5 3.24e-5
Euser! Noise 1.46e-2  4.30e-3
onuser! Noise  1.15e-2 9.12e-3
xt ! Noise 1.29e-3 5.26e-4

Table 3.1: Reconstruction MSE achieved by DisMouse and by replacing each
of the learnt representations (E,se;» Enonuser X1) With Gaussian
noise sampled fromN(0O, I). The lowest MSEs corresponding to
the best reconstruction quality are marked in bold .

X1, replacing the semantic representationsE, s, Or E,onuser Brought a larger
MSE increase, with over 100 times higher MSE on both test datasets. This
observation suggests thatg,.., and E,,n.ser €Ncoded more critical informa-
tion than x;. These results are in line with prior ndings that x; captures
the remaining stochastic variations and is essential for reconstruction in
DDIM [PCWS22].

Furthermore, we plotted human-interpretable reconstruction results achieved
by modifying the three representations in Figure 3.2. We manipulated the
representations by adding noise n,n  N(O, 1) to them and observed their
impact. Starting from the left, the ve columns display: the ground truth
input, the reconstruction via DisMouse, reconstruction with altered Eg,,
reconstruction with altered E,,,.ser @nd reconstruction with altered x;, re-
spectively. We can see that modifyingx; primarily a ects minor details
while altering E,gq, OF Eqonuser SigNi cantly impacts the mouse movement
trajectory's shape, location and underlying interactive goal. We further
validated this quantitatively by calculating MSEs between the original and
generated mouse traces and conducting Wilcoxon signed-rank tests. We
found signi cant di erences between DisMouse and E,+*Noise, as well as
E onusertNoISe (p < .001), but no signi cant di erence between DisMouse
and x;+Noise. These observations reinforce the notion thatx; conveys ner
stochastic variations, while E,., and E,,n.ser CArry higher-level semantic
information.
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3.3.2 User-Speci ¢ Information

Input ACTIVITY EMAKI

Handcrafted Features (Full) 36.62 1.98 23.74 1.17
Handcrafted Features (L1) 40.55 1.23 24.22 1.48
Handcrafted Features (Tree) 37.40 1.06 25.88 0.70

VAE 35.42 1.10 26.20 0.19
VAE 23.86 1.04 20.52 0.33
Euser 51.00 1.39 37.60 0.40
DisMouse  E gnuser 28.35 1.00 13.62 0.23
X7 14.23 0.67 11.19 0.29

Table 3.2: User identi cation accuracies (Mean Std, in percentage) achieved
on the ACTIVITY and EMAKI datasets using the representations
learnt by DisMouse (E,ce;s Enonuser @Nd X7). We compared with
handcrafted features (the full set or subsets selected by L1-/tree-
based methods) and representations learned by a 1IDCNN-based
VAE ( or ). The highest accuracies are shown inbold, and the
second highest are underlined.

To quantify if and how much each component grasped user-speci ¢ infor-
mation, we compared each component's performance on user identi cation.
We rst used the frozen semantic encoder to get E ., and then input it
to train new classi ers with varying nodes in the last layer for di erent
datasets. We employed ve-fold user-dependent cross-validation since both
the training and testing sets must contain data from every user. Speci cally,
we rst randomly divided each participant's data into ve sets, and in each
fold, we combined the four sets from all users for training. At the same time,
the remaining were used for testing. We repeated this process ve times
and reported their average accuracy in Table 3.2. To better understand the
performance, we also included the results obtained using 100 handcrafted
features and a VAE as references. These handcrafted features have been
commonly used by a wide range of mouse modelling works and typically
capture statistics of on-screen locations, angles, velocities, etc (refer to Sec-
tion 9.1 for the complete set). We further added L1-based and tree-based
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feature selection methods' on these features. In addition, we compared with
VAE, a well-established method of learning generalised, entangled represen-
tations. We implemented the VAE based on 1DCNN, the identical basic block
employed in DisMouse. Given that VAEs learnt two latent embeddings rep-
resenting the mean () and standard deviation( ), we compared DisMouse
representations with both of them.

As shown in Table 3.2, E,., largely outperformed the other two compo-
nents, the handcrafted features, and VAE representations. For example, com-
pared to E,qnusen Euser Obtained a 23.98% (1.76x) higher accuracy on EMAKI
and a 22.65% higher accuracy on ACTIVITY. Compared to the handcrafted
features and the representations learnt by VAEE ., exhibited improvements
of 10.45% and 11.40% on ACTIVITY and EMAKI, respectively. This showed
that E ., encoded rich user-speci ¢ information. On the contrary, x; con-
sistently achieved the lowest accuracies across datasets. For instancey
obtained approximately only half the accuracy compared to B, ser (14.23%
vs. 28.35%) on the ACTIVITY dataset. This observation again indicated that
Xt possessed stochastic variations with minimal semantic user information.

3.3.3 E ectiveness of DisMouse Design

Since we particularly designed a two-branch contrastive module and min-
imised mutual information between E., and E,,,.ser t0 disentangle the
semantic information, we conducted an ablation study of these new designs
to examine their contributions. We separately removed either of the two
branches and its corresponding 10SSL s¢; OF Lyonuser @S Well as the mutual
information loss L,,,. User identi cation performance was then evaluated for
each con guration. From Table 3.3, we can observe that removing any of the
above designs impacted the representations as expected. User identi cation
accuracy for E ., decreased, indicating a reduction in captured user-speci ¢
information. Conversely, the accuracy for E,,,,ser Improved, suggesting that
it contained more user information in these ablated models. As such, the
gap between the two representations was reduced. For example, on the

https://scikit-learn.org/stable/modules/feature_selection.html
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ACTIVITY EMAKI
Model
EUSEI' " Enonuser# Euser " Enonuser#
DisMouse 51.00 1.39 28.35 1.00 37.60 0.40 13.62 0.23
W/O Lyger 40.82 1.53 35.14 0.80 26.52 0.47 19.48 0.30
W/O Lponuser 42.07 118 39.48 0.75 32.49 054 22.89 0.45
w/o Ly, 4546 0.80 3359 091 31.07 0.16 18.76 0.19

Table 3.3: User identi cation accuracies (Mean Std, in percentage) on the
ACTIVITY and EMAKI datasets using DisMouse and the di erent
ablations of our designs for disentangling mouse representation.
The highest E .., accuracies and the lowestE, . ser &CCUracies are
marked in bold.

ACTIVITY dataset, removing the branch that weakened user identi cation

(w=0 Lyonuser) resulted in a di erence of only 2.59% between the accuracies

of Eser @Nd Eyonuserr These observations indicated that the ablations led to
less disentanglement of the user-related semantic information. Therefore,
our design of the contrastive module and the Ml loss in DisMouse is e ective.
They play a crucial role in disentangling user-related semantic informa-
tion from the overall representation and lead to a clear separation between

user-speci ¢, user-independent semantics and stochastic variations.

3.4 Use Cases Enabled by DisMouse

We next report three use cases unlocked by the disentangled representations
that isolated speci c attributes of the mouse movement data: DisMouse can
concurrently re ne user-speci ¢ and user-independent features E,.., and
E.onuser Which have the potential to bene t applications requiring corre-
sponding features; manipulating E ., can be used to generate personalised
mouse movement data; and altering x; can generate mouse movement
variations to augment training data further.
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3.4.1 Re ning Mouse Movement Features

Prior research has shown that representations tailored to speci c attributes
can improve applications that rely heavily on those attributes, e.g., activity-
related representations for human activity recognition [SWLG22]. DisMouse
has the ability to re ne di erent semantic features ( E,se; and E,gnuser) Si-
multaneously. As demonstrated in Table 3.2,E,.,, the re ned user-speci c
features consistently achieved higher user identi cation accuracy compared
to the handcrafted features that contain rich but a mix of user-speci c and
user-independent information. We further examined whether the re ned
user-independent features, E,quser» COUld bene t applications that value
patterns that are shared across users rather than those speci ¢ to users.

We focused on two example applications, task recognition and next ac-
tivity prediction, that are essential for adaptive and anticipatory interactive
systems [EOMG16; KFW+18; ZHBB24]. Given that the ACTIVITY dataset
provided annotations of seven activities and EMAKI provided labels of three
interactive tasks, we conducted next activity prediction on ACTIVITY and
task recognition on EMAKI. We performed a ve-fold user-independent cross-
validation to assess the generalisability of DisMouse across users on the two
applications. As such, we randomly split these participants into ve sets. In
each fold, we trained the classi er using data from four sets of participants
and tested it on the remaining set. We repeated this procedure ve times
and calculated the average accuracy across all folds as the nal performance
metric.

As Table 3.4 presents E,,nuser CONSistently obtained higher accuracies than
the handcrafted features and VAE representations. A Wilcoxon signed-rank
test con rmed the statistical signi cance of these improvements. When
predicting which one out of seven activities the user would perform the
next on the ACTIVITY dataset, E,q,,ser improved the accuracy by 4.17%
(p < .01) compared to handcrafted features and VAE embeddings. Similarly,
when recognising which one out of the three tasks the users were perform-
ing on the EMAKI dataset, E,,,,ser @Chieved an accuracy improvement by
3.30% (p < .01). These results demonstrated thatE,,,,,cc, € ectively cap-
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tured information related to common patterns across users. In addition,
DisMouse consistently outperformed existing methods that were speci cally
designed for these classi cation tasks (see Section 9.2). Therefore, DisMouse
can concurrently re ne distinct mouse features, making them valuable for
applications requiring speci ¢ information types.

Next Activity Task

Input Prediction Recognition

Handcrafted Features (Full) 58.61 2.32 67.94 0.23
Handcrafted Features (L1) 53.52 3.03 67.49 1.33
Handcrafted Features (Tree) 55.68 0.78 66.19 0.74

VAE 59.51 0.58 67.59 1.22
VAE 57.86 1.81 64.11 2.17
Enonuser 63.68 6.16 71.24 1.81

Table 3.4: Accuracies (Mean Std, in percentage) achieved on next activity
prediction and task recognition, achieved by E,,.ser handcrafted
features (the full set or subsets selected by L1-/tree-based meth-
ods) and representations learned by a 1DCNN-based VAE. The
highest accuracies are shown inbold, and the second highest are
underlined.

3.4.2 Generating Personalised Mouse Movement Data

DisMouse's ability to disentangle user-speci ¢ information unlocks the possi-
bility of personalised mouse movement data generation. This section explores
the potential of using E,., to synthesise mouse trajectories that maintain the
original user's interaction intent while adopting the movement style of an-
other user. Speci cally, given a mouse movement trajectory from user A, we
replaced its user-speci ¢ representation Eﬁserwith a di erent user, B's Efser.
The remaining components, E(jonuser (capturing user-independent movement
patterns) and x$ (representing stochastic variations), are retrained from
user A. This modi ed representation set (E5._, En .. X7), was then fed
into the DisMouse di usion process to generate a new mouse trajectory. The
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Figure 3.3: Generating mouse movement data that are personalised to two
users from the ACTIVITY dataset. The rst and fourth rows (in
green) depict ve examples of their original trajectories. We
swapped their user-speci c representation E, to generate tra-
jectories in each other's style (second and third rows, red).

resulting mouse movement trajectory re ects the original user's interaction
goal (e.g., similar movement direction and location) but is executed in the
movement style characteristic of the target user. To illustrate this concept,
we selected two users from the ACTIVITY datasets who exhibit distinct
movement styles. We plotted ve examples from each of the two users in
the rst and fourth rows of Figure 3.3 in green. We can see that user A
generated smoother and more owing movements, while user B tended to
make sharper turns and used more straight lines. Then we swapped their
Euser COMponents and plotted the generated new trajectories in red in the
second and third rows.

The generated trajectories demonstrate the e ectiveness of our approach.
These new data maintained the original movement directions and locations
(interactive goals) but exhibited the stylistic characteristics of the target user.
We observe that the generated data have moving directions and locations
similar to the original trajectory but in target users' styles. For example,
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after replacing the A's E ., with B's, the trajectories became sharper and
contained more straight lines; whereas replacing B'SE,, With A's led to
trajectories that have fewer abrupt turns but more rounded corners. This
initial exploration paves the way for further investigation and potential
applications in personalised behaviour modelling, user-centred designs and
creating realistic and user-speci c test scenarios.

3.4.3 Generating Mouse Movement Variations

ACTIVITY EMAKI

Augmentation Next Activity User Task User
Prediction Identi cation Recognition  Identi cation
Duplication 53.96 5.62 13.11 3.82 57.85 2.38 6.13 0.44
Jittering 53.18 8.86 10.43 4.28 53.88 3.98 5.05 1.20
Scaling 51.93 8.56 12.11 5.27 57.07 2.64 6.18 0.59
Rotation 53.64 2.46 11.45 2.45 57.92 2.68 5.10 1.04
Permutation 42.20 8.48 10.76 4.03 45.04 3.04 3.92 1.28
Warping 47.15 5.54 11.14 4.83 56.04 1.39 6.15 1.24

x7 + Noise 58.75 4.74 14.81 342 59.27 259 7.62 0.76

Table 3.5: Accuracies (Mean Std, in percentage) of next activity prediction,
user identi cation and task recognition on ACTIVITY and EMAKI
datasets. The original training set size was rst reduced to 5%
to simulate data scarcity and then augmented back to 100% by
altering the stochastic representation x; and six baselines. The
highest accuracies are shown inbold while the second-highest
ones are underlined.

Limited labelled data is a persistent challenge in the HCI community
due to the high cost of data collection and annotation [CAM+23; SFR23].
DisMouse o ers a solution by leveraging the stochastic variation component
Xt 10 generate mouse movement variations. Figure 3.2 has shown that
adding Gaussian noise tox; can simulate such variations that preserve the
core movement intent (shape, location and directions) while di ering in
details like the straightness between two points. As such, DisMouse can be
used to augment training data for data-driven models. We randomly kept
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5% of the training data to imitate the scarcity of labelled data [YZB+24].
For each training sample, we sampled Gaussian noise and added it tox; 19
times to generate 19 similar mouse movement trajectories, assigned them
the same label as the training sample, and added them to the training set.
In this way, we restored the training set to the original size.

We covered all the aforementioned classi cation applications, i.e., we
presented the performance of data augmentation on user identi cation, next
activity prediction and task recognition. We compared our approach with six
commonly used data augmentation methods, including duplication, jittering,
scaling, rotation, permutation or warping [IlU21; YSBK23]. Every method
created 19 augmented samples for each of the samples to restore the data
set to the original size. As Table 3.5 demonstrates, augmenting data using
our x; consistently outperformed other augmentation methods across all
the applications and datasets. For example, the accuracy of next activity pre-
diction improved by 4.79% (p < .001), task recognition improved by 1.35%
(p < .05), and user identi cation improved by 1.70% ( p< .01) and 1.44%
(p< .05) on the ACTIVITY and EMAKI datasets, respectively. The Wilcoxon
signed-rank test con rmed the statistical signi cance of these enhancements.
Our approach surpassed other augmentation methods because altering
injected additional informative content by changing movement details while
preserving the essential semantics of the original data. As such, this strategy
expanded the training set with meaningful variations.

3.5 Conclusion

In this chapter, we introduced DisMouse, a novel semi-supervised di usion-
based method of, for the rst time, learning disentangled representations
from mouse movement data. This disentanglement contributes to the ex-
plainability of mouse behaviour modelling and helps researchers gain a
granular understanding of the underlying factors in uencing mouse move-
ments. Extensive experiments demonstrated the e ectiveness of DisMouse,
with the learnt representations generalising across di erent datasets. Fur-
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thermore, we showed that DisMouse unlocked various applications including
feature re nement bene ting classi cation tasks and controllable generation
of personalised or variable mouse movement data. More broadly, our ndings
pave the way for exciting new avenues in HCI, such as exploring similar
techniques to disentangle other types of HCI data, understanding various
underlying attributes, and building personalised, explainable and e cient
user and behaviour modelling methods.
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Chapter

Learning Integrated
Representations of Mouse
Behaviour

4.1 Introduction

In HCI, modelling users' interactive behaviour is crucial given that behaviour
contains information about the users themselves [GRD+20; MHHS17], the
interfaces they interact with [XSB16], and the tasks they perform [EO15].
Among the di erent input devices, the mouse is one of the most widely
studied modality for behaviour modelling given that it is readily available
in a large number of systems and pervasively used in daily life [HLK21;
SCU16]. Consequently, mouse behaviour modelling has been explored for
various intelligent applications, such as user identi cation [CK14], inter-
active task recognition [EMO13; EO15; KVNK12], or next activity predic-
tion [FKW+17; KFW+18]. A key challenge in all of these applications is that
they require computational representations that can capture the temporal,
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spatial, and semantic information contained in mouse trajectories. While
some researchers modelled mouse behaviour from the perspective of optimal
control [GF23; KFF+23; TJ02] and information theory [GR20], we focus on
data-driven methods. Handcrafted features and supervised training based
on ground-truth annotated data have been commonly used to learn mouse
representations [ZBH+23]. However, designing and extracting meaningful
features require expert domain knowledge and are laborious [DWS+23].
Additionally, data collection and annotation are cumbersome, costly, and
time-consuming [CAM+23; SFR23].

More recently, self-supervised methods have gained increasing adoption in
HCI, e.g. to learn latent embeddings of user interfaces [LPMM21; WLZ+21],
visualisations [LWW+22], artwork [YL23] or speech [Rek23; SFR23]. These
methods learn from the data themselves, without requiring any extra anno-
tations. Another advantage is that these representations, if learned properly,
can capture the semantics of the input data and their internal relationships
in the latent embedding space [LPMM21; YL23]. As such, these representa-
tions have been shown to generalise well across datasets and tasks [DCLT19;
HCX+22]. Despite these advantages, no self-supervised approach has yet
been proposed for learning representations of mouse behaviour.

To Il this gap, we introduce Mouse2Vec the rst method to learn
reusable semantic representations of mouse behaviour in a self-supervised
fashion. At the core of our method is a Transformer-based encoder-decoder,
not only leveraging the time and frequency domain of the continuous cursor
locations, but also encoding discrete mouse events (click vs. movements),
which are key characteristics of mouse behaviour. Mouse2Vec is trained on
two large-scale, publicly available mouse datasets: Bu alo [SCU16] and
EMAKI (see Section 5.2.2 for more details), covering both laboratory and
out-of-lab settings. We further propose a multi-task training scheme: After
randomly dropping slices of the time and frequency domain signals, our
model is tasked to reconstruct the entire signals as well as to detect individual
mouse events.

We rst show that the representations learned by Mouse2Vec capture
latent relationships between mouse behaviours, re ect human-interpretable
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semantics of these behaviours (the underlying interaction goals), and allow
for retrieving mouse behaviours with similar characteristics. Second, we
demonstrate the practical use of Mouse2Vec for data augmentation and as a
generic feature extractor for three sample downstream tasks: user identi -
cation, interactive task recognition, and next activity prediction. We chose
these tasks because they are essential for intelligent interactive systems
and adaptive user interfaces to understand users, the interaction context,
and intended future activities [CK14; FKW+17; HBLW22]. Our evalua-
tions demonstrate consistent improvements on all of these tasks when using
Mouse2Vec representations. Mouse2Vec caters to both novice and experi-
enced users. While novice users can directly apply our pretrained model on
their data or task, experienced users with deep learning skills can ne-tune
our model to achieve even better downstream task performance.

The speci ¢ contributions of this chapter are three-fold:

1. We propose Mouse2Vec the rst self-supervised method to learn se-
mantic representations of mouse behaviour that are reusable across users
and tasks. The representations jointly encode the time and frequency
domain of cursor locations and click information.

2. We show that the representations learned using Mouse2Vec capture the
semantics and latent relationships of mouse behaviour, and are thus
human-understandable.

3. We demonstrate the bene t of using Mouse2Vec for data augmentation
or as a feature extractor for three sample downstream tasks that are
widely relevant for personalised and intelligent interactive systems.

4.2 Learning Mouse Behaviour Representations

Figure 4.1 provides an overview of the training pipeline of our method to
learn representations of mouse behaviour. Mouse2Vec is trained via input
reconstruction and mouse event detection, leveraging information in both
the time and frequency domain. Reconstructing the input from randomly
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Figure 4.1: Pipeline of training Mouse2Vec, the proposed self-supervised
mouse behaviour representation learning model. The input in-
cludes time domain T, frequency domain magnitude M and
phase P, and binary Eventindicating clicks (1) or moves (0).
Mouse2Vec is trained via reconstructing theT, M and P, and
simultaneously detecting Event The average of [CLS] token
embeddings is the representation of the input mouse behaviour.

dropped or masked data has been adopted in recent self-supervised repre-
sentation learning methods [HCX+22; ZYGH23]. We designed a particular
mouse event detection training sub-task to encode click information, since
clicks are a key characteristic of mouse behaviour [JTH20; KVNK12].

4.2.1 Mouse Data Preprocessing

Every data point in the raw mouse input is a four-tuple (x, y, t,evend, where
x and y denote the current on-screen coordinates of the cursor,t is the
timestamp, and eventindicates whether the sample corresponds to a click
(encoded as "1") or movement (encoded as "0'). We rst normalised the raw
x and y coordinates to the range of[0, 1] to eliminate the impact of varying
screen sizes, as suggested by Chong et al. [CTG+18]. Speci cally, we divided
the coordinates by the screen resolution if available; otherwise we used the
minimum and maximum coordinate values and applied a MinMaxScaler.
Mouse data collection does not adhere to xed sampling rates, i.e., data
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points are generated only when a mouse action happens, such as moving the
cursor or clicking. To address this, we resampled the mouse data to 20 Hz
based ont [PW14; WYZY21] for faster computing (section 9.4). When
there were no data within a sampling unit ( 1s=20Hz = 0.05s), we repli-
cated the prior data point to ensure uniformity across time. Subsequently,
we segmented mouse data into ve-second windows, with a one-second
stride [GGND19; HBLW22; RB21].

Given that the frequency domain was shown to also provide rich informa-
tion in modelling mouse behaviour [YA22], we encoded frequency domain
information from each time window, encompassing both magnitude and
phase [ZYGH23]. To convert the temporal data into the frequency domain,we
applied the Discrete Fourier Transform (DFT):

N1
F K] = T[n](COSZkI\T sin2an i),k=01,..N 1 4.1)

n=0

where T =( x, y) is the time signal in each window; N denotes the length of
T, which equals to 100 (5s 20HZz); k is the index of the frequency data; i
represents the imaginary unit (i2= 1); and F is the frequency domain of
T, comprising a sequence of complex numbers. We retained the former half
of the sequence due to its symmetry following Zhang et al. [ZYGH23]. For
each complex numberz = a+ bi, we calculated its magnitude M(z):

p
M(z)= kzk= a2+ b2 (4.2)

and phaseP(z)2 ( , ]:

8 b
< arctan 3 a>0
P(2)= arctan§+ Sign(b) a<o 4.3)
Sign(b) 3 a=0
e b& 0
where Sign(b) = 8 b= 0" After preprocessing, mouse trajectory in

each window is in the form of (T, M, B Even{, where T, M and P denote the
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original x or y sequence in the time domain, their magnitudes and phases in
the frequency domain, while the binary vector Eventindicates a sequence
of clicks or moves.

4.2.2 Mouse2Vec Model

The preprocessed mouse data is used as input to Mouse2Vec (see Figure 4.1).
Mouse2Vec uses a Transformer-based encoder-decoder architecture and is
trained in a self-supervised manner, relying solely on the input data, without
requiring any annotations or labels. The training tasks are to reconstructT,
M and P after randomly dropping slices of the input, and detecting Event

4.2.2.1 Dropping Input Slices

We rst sliced T, M and P, and each slice had ve data points. Then we
randomly assigned a probability from a uniform distribution U(0, 1) to each
slice. Slices whose probabilities were smaller than a dropping ratio were
discarded. We adopted a curriculum learning strategy [BLCWO09], initially
setting a low dropping ratio of 0.3 and gradually increasing it to 0.8. At each
training epoch e, the dropping ratio was max(0.3, min(0.8, Tgchg), where
Epochsrepresents the total number of epochs. This strategy has proven to
be able to enhance model robustness and convergence [ZYGH23]. After
dropping, we denote the remaining slices asTycp, Myep, and Pyepy-

4.2.2.2 Architecture

Inspired by prior self-supervised representation learning models [HCX+22;
LIW+23], Mouse2Vec uses an encoder-decoder architecture based on a
Transformer [VSP+17]. We chose Transformer because it can capture long-
range temporal dependencies and has achieved state-of-the-art results in
various time series-based applications [ZBH+23; ZYGH23]. An encoder
projects Tyept, Myept: @Nd Py iNto an embedding space while a decoder re-
constructs the entire input (before dropping) T, M and P and simultaneously
detects Event
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In the encoder, we rst used three 1D ResNet-18 [HZRS16] based convo-
lutional neural networks (LDCNNS) to learn local dependencies that trans-
formed the input to ESNN, ECNN, and ESNN, respectively. Subsequently, a
[CLS] token was concatenated to the beginning of eachE“N,i 2 [T, M, P].
[CLS] tokens are commonly used to learn the representation of an entire
sequence [DCLT19]. The concatenations of [CLS] tokens andE“"" were
then added with positional embeddings and three learnable domain-type
embeddings, each corresponding to a domaini 2 [T, M, P] and having the
same shape as the concatenations. The summed results were then projected
by a six-layer Transformer encoder to the embeddings, consisting of the
[CLS] embedding E"°, , followed by the embedding of the input series E="°.

CLY;’
Enc_ were averaged to yield the nal representation of the input mouse

beChL:\}iour, denoted asRepi(Input) [CKIG21; RG19]. We set the dimension
of the representation to 128. As such, only the encoder is needed when
using our pretrained Mouse2Vec to generate mouse representations in the
form of 128-dimensional embedding vectors.

The EiEnC were concatenated and fed into the decoder to perform the train-
ing task [ZYGH23]. We applied a two-layer Transformer decoder, shallower
than the encoder. This is because a shallower decoder can reduce training
time while maintaining the quality of the learned representation [HCX+22].
The output of the decoder is then passed to MLPs, one for each training
sub-task. Each MLP consisted of three linear layers. For event detection, we

added a Softmax layer at the end to generate classi cation labels.

4.2.2.3 Multi-Task Training

We trained Mouse2Vec using two sub-tasks: reconstructing the entire input
T, M and P based onTyept, Myept, @and Pyepr, @and simultaneously detecting
the click or move Event

Sub-Task 1: Input ReconstructianReconstructing the entire input when
the input is partially masked or dropped has become a dominant training
paradigm in self-supervised representation learning [XZT+21; ZYGH23].
This task can preserve both global and local context and learn long-term
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dependencies [HCX+22]. We used the mean squared error between the re-
construction T% M%and P°and ground truth T, M and P as the reconstruction
loss LRecon

Sub-Task 2: Mouse Event Detectiosiven that clicks convey crucial in-
formation about mouse behaviour [JTH20; KVNK12], we introduced event
detection to encode click information as a second sub-task. Since clicks are
much sparser compared to mouse movements (see Section 4.2.3), i.e., the
two classes inEventare imbalanced, we employed a weighted cross entropy
between the predicted Evenf and the ground truth Eventas the 10SSLg,eps.

In summary, the training loss of Mouse2Vec is de ned as:

LMousQVec: LRecon+ I-Evem"’ OI-MI (4-4)

where Ly, is the mutual information between representations originat-
ing from di erent inputs, which has recently become common practice
in representation learning to encourage extracting more discriminative pat-
terns [ZWS+23; ZYGH23]. and °were set to 1 and le-4, respectively.
The model was trained for 100 epochs with a batch size of 512 and opti-
mised with the Adam optimiser®. We set the initial learning rate to 1e-4, and
implemented a reduction scheme where the learning rate was reduced by
10% when the loss stopped decreasing for 20 consecutive epochs [GPK20].

4.2.3 Training Datasets

We trained Mouse2Vec on two di erent datasets jointly: Bu alo [SCU16]
and EMAKI (see Section 5.2.2 for more details). Bu alo is a dataset collected
in a controlled laboratory environment while EMAKI is an out-of-lab dataset
collected in a more natural interactive setting. Using both types of datasets
provides a diverse range of mouse behaviours, which can help to learn repre-
sentations that are robust and generalisable to di erent settings [ZBH+23].
To the best of our knowledge, Bu alo is the largest publicly available
laboratory dataset o ering both mouse moves and clicks. It contains data

https://pytorch.org/docs/stable/generated/torch.optim.Adam.html
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from 148 participants who performed two task trials as a session, and
repeated the session three times. The rst task was to transcribe a piece
of text. The second task was composed of two sub-tasks: writing opinions
on two survey questions and describing a picture; completing routine work
such as writing an email, adding attachments, and free Internet sur ng.
After preprocessing, Bu alo had 140 K mouse trajectories in total. 1% of the
actions were clicks.

EMAKI is a publicly available, out-of-lab dataset that contains mouse
movement and click data recorded during di erent interactive tasks. The
data were collected from 39 participants who joined an online user study via
their own computers to conduct three interactive tasks: writing and editing
an article, drawing and editing images, and completing questionnaires about
demographics and personality traits. After preprocessing, EMAKI provided
38 K mouse trajectories in total. 3% of the actions were clicks, again showing
the sparsity of clicks.

4.3 Analysing The Representations Learned by Mouse2Vec

We rst conducted qualitative evaluations to analyse if representations
learned by our method capture meaningful relationships of mouse behaviour,
i.e., similarities and di erences between mouse behaviours in terms of their
spatial, temporal, and interaction goals To this end, we rst clustered the
mouse behaviours based on their representations. We then examined the
nearest neighbours of a mouse trajectory, i.e., looking for trajectories that
were the most similar. We further con rmed the utility of our representation
via practical downstream tasks, which we will introduce in Section 4.4.

We evaluated the semantics of the representations on the EOTT dataset [PGT+18],
which is publicly available and o ers diverse mouse behaviours generated
during various tasks by 51 participants. The interactive tasks included two
arti cial and two naturalistic tasks: One arti cial task is a standard Fitts'
Law study, where participants had to move the cursor to various target dots,
arranged in a circle, following a pre-de ned trace. The other arti cial task
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is target selection, where the target moved in a 303 grid from the top left

corner all the way to the bottom right corner of the screen. Participants had
to follow and click on the target. The naturalistic tasks included web search
and creative writing, in order to replicate a scenario of reading, searching for
information, and typing the solution. After preprocessing, EOTT comprised
11 K mouse trajectories.

4.3.1 Mouse Behaviour Clusters

(@ Moving between tar-(b) Adjusting the cursor to (¢) Moving up to click and
gets and clicking ontar-  click on atarget atthe  then vertically down to
gets top-right area click

(d) Adjusting the cursor () Moving to click at the (f) Clicking at bottom-left,
to click on a target top-left corner and then moving horizontally to
at the middle area  horizontally to the right the right, clicking in the

and click again middle

(g) Adjusting to interact (h) Adjusting to click on (i) Moving diagonally to
with a target at the a target at the top-left  click at the top-left cor-
bottom-middle area area ner

Figure 4.2: Two representative mouse trajectories for each of the nindargest
clusters and their semantics. The two trajectories are the closest
to the centroid of each cluster. The clusters are identi ed using
HDBSCAN based on the cosine similarity between Mouse2Vec
representations. The trajectories are shown in fading blue lines
adorned with arrows. Each red star indicates a click.
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(@) Single click (b) Adjusting the cursor to (c) Moving up to click and
click on a target at the  then vertically down to
top-right area click

Figure 4.3: Two representative mouse trajectories for each of the threesmall-
est clusters and their semantics.

We used hierarchical density-based spatial clustering of applications with
noise (HDBSCAN) [CMS13] to identify clusters in the Mouse2Vec latent
embedding space. HDBSCAN does not require pre-de ning the number of
clusters, can handle clusters with varying densities and noisy data points,
and has been successfully used in representation-based clustering [YL23].
We used cosine similarity as the distance metric, which is a common practice
in representation learning [HCD+20; LWW+22]. On the EOTT dataset,
HDBSCAN identi ed a total of 105 clusters. Here, we examined the nine
clusters with the highest number of mouse samples, as they provided insights
into the most prevalent behaviour patterns. For each cluster, we visualised the
two mouse trajectories closest to its centroid and analysed their underlying
interaction goals because these can be considered representative of the whole
cluster [LeiO6]. As presented in Figure 4.2, blue lines adorned with arrows
show the mouse moves, which gradually fade over time, while clicks are
indicated with red stars.

We found that most of the mouse behaviour in the largest cluster and the
third largest clusters came from the standard Fitts' law task. In this task,
participants navigated the mouse between xed target points and clicked on
them, and hence behaved similarly. The representative mouse trajectories
in Figure 4.2a and Figure 4.2c re ected such navigation and clicks. Two
clusters (Figure 4.2e, 4.2f) were formed by trajectories that all originated
from the other arti cial task, target selection where participants followed the
dot moving from left to right. The plotted samples also showed the pattern
of moving to the right and clicking on the targets. Additionally, four (Figure
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4.2b, 4.2d, 4.2g, 4.2h) of nine clusters comprised short mouse movements
within a small area, often accompanied by clicks. These patterns suggest
a goal of adjusting the cursor to click on a target. This nding is in line
with prior research indicating that users exhibit similar behaviour when
interacting with a precise target [ZBH+23]. The last cluster showed long
and quick moves to click at the top-left corner (Figure 4.2i). Therefore, we
can observe that similar mouse patterns, such as adjusting the mouse to
click, that occur in distinct screen regions were in di erent clusters. This is

a reasonable outcome since these behaviours may carry various meanings.
For instance, mouse movements followed by clicks in the screen's top-left or
top-right corner could indicate an intention to close or minimise a window,
while similar movements and clicks in the top-middle area might suggest
switching between tabs or selecting items from menus or tools. We also
visualised the smallest three clusters in Figure 4.3, which are also interesting
given that they re ect rare behaviours. The representative trajectories of
the three clusters either consist of only one mouse action (Figure 4.3a) or
display redundant movements (Figure 4.3b, 4.3c).

4.3.2 Retrieving Similar Mouse Behaviour

Clustering allows us to study the relationship between di erent mouse be-
haviours at the level of trajectory groups In a second step we analysed the
instancelevel, i.e. the similarity of individual mouse trajectories, using a
instance retrieval approach [LPMM21; LWW+22]. For a mouse trajectory
query, we retrieved its three most similar behaviours, i.e., top-3 nearest
neighbours [LPMM21]. We again used the cosine similarity between repre-
sentations to measure the similarity between their corresponding original
mouse trajectories. To understand if and how well our representations cap-
ture the similarity between mouse behaviour, we compared them to other
representations, visualising these baselines' retrieval results.
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4.3.2.1 Baselines

The baselines include ablations of Mouse2Vec and classical mouse repre-
sentations, i.e., original data and handcrafted features as introduced in
Section 2.1:

Original data . The preprocessed mouse data.

Handcrafted features . We incorporated a wide range of commonly used
features from prior mouse behaviour modelling works resulting in 100
features, including clicks, cursor locations, trajectory angles and velocities,
and frequency domain powers. The complete feature set is described in
Appendix 9.1.

Ablations of Mouse2Vec. Given that our approach leverages time domain
and frequency domain (magnitude and phase) of the on-screen locations
and mouse events, i.e., the four boxes after Transformer decoder in Fig-
ure 4.1, we removed each of them as an ablation. As suchiMouse2Vec w/o
Eventremoved event detection and thus only learns from reconstruction of
the three other signals; Mouse2Vec w/o TimgMouse2Vec w/o Magnitude
and Mouse2Vec w/o Phaswere pretrained to reconstruct the other two
remaining signals and meanwhile detect mouse events.

Following prior works, we calculated both Euclidean distance Orig,. [MG21]

and cosine similarity Orig [LS12] to measure the similarity between the

original data, the Euclidean distance Handcrafted, . to measure the simi-
larity between handcrafted features [LAGA14], and the cosine similarity
between representations for the ablations.

4.3.2.2 Results

Figure 4.4 shows an example query of mouse behaviour and the top-3 nearest
neighbours retrieved by the proposed Mouse2Vec and baseline methods.
The query trajectory rst clicks in the middle of the screen, then moves to
the top-left corner and down from the left to click at the bottom. The three
trajectories retrieved based on Mouse2Vec representations have similar shape
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Figure 4.4: An example mouse trajectory as the query and the top-3 near-
est neighbours retrieved using Mouse2Vec representations and
baselines.

and include a click in the middle. Two of them also contain a second click
at the similar, bottom location. Based on the original data, using Euclidean
distance or cosine similarity retrieved the same trajectories with di erent
ranks. However, all move down to the right of the move-up, di erent from
the query. In addition, only one captured two clicks. None of the behaviours
retrieved from handcrafted features have clicks or similar shapes to the query.
Among the ablations, Mouse2Vec w/o Phaseaptured the moving trend and
at least one click, while w/o Magnitude found similar move directions, but
both were still worse than Mouse2Vec. w/o Time and w/o Event resulted
in trajectories with signi cantly di erent outlines compared to the query.
These observations indicate that the time, frequency domain and mouse
events are all essential for the representations to capture latent similarities
of mouse behaviour. Moreover, time domain and mouse events are more
important than frequency domain. Figure 4.5 presents more examples
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Figure 4.5: Six more example queries and their top-3 nearest neighbours
retrieved using Mouse2Vec representations.

using Mouse2Vec. Judging visually, result trajectories generally have similar
outlines, moving directions, on-screen locations and clicks compared to the
query, indicating that Mouse2Vec embeddings learned meaningful mouse
patterns. We further evaluate the similarity from a quantitative perspective
in Section 4.4.1.

In summary, the two qualitative analyses demonstrated that the represen-
tations learned by Mouse2Vec capture semantics of mouse behaviour and
can be used to retrieve mouse trajectories that have similar characteristics.
Moreover, the evaluations were conducted on a dataset di erent from the
pretraining ones, con rming that the representations are reusable.
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4.4 Evaluation for Di erent Downstream Tasks

We then conducted quantitative evaluations of Mouse2Vec to evaluate its
practical usefulness for di erent downstream tasks. We used the representa-
tions in two ways: To augment data with limited labels using the retrieved
nearest neighbours and as a generic mouse behaviour feature extractor. We
evaluated these approaches for three sample downstream tasks: interactive
task recognition, next activity prediction and user identi cation. These tasks
are important for developing personalised intelligent interactive systems
that can analyse user needs and actively anticipate and recommend potential
activities [EOMG16; FKW+17; HBLW?22].

For interactive task recognition, we used the EOTT dataset that included
four tasks as introduced in Section 4.3.1. To enable next activity predic-
tion, we used another public dataset ACTIVITY [ZHL+22]. This dataset
was collected from 16 participants performing text formatting tasks in a
controlled laboratory setting. In each trial, participants applied a sequence of
formatting activities to given "Lorem Ipsum" text snippets. There were seven
candidate activities allowed by the text editor: bold, italic, underline, font
size, font family, alignment, and indentation. After preprocessing, ACTIVITY
had 7 K mouse trajectories, where 3% of mouse events were clicks. We used
both datasets for user identi cation because they both provide user IDs (51
users in EOTT and 16 users in ACTIVITY).

For interactive task recognition and next activity prediction, we performed
a ve-fold user-independentross-validation to assess the generalisability
of the method across users. Hence, we randomly split these participants
into ve sets. In each fold, we trained the classi er using data from four
sets of participants and tested it on the remaining one. We repeated this
procedure ve times and averaged the accuracy across all folds as the nal
performance metric. For the user identi cation task, we performed ve-fold
user-dependentross-validation because both the training and test sets need
to have data from every user. We rst randomly split each participant's data
into ve sets, in each fold we combined the four sets from all the participants
as the training set, and used the remaining as the test set. We also repeated
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this ve times and used the average accuracy as the performance metric.

We used MLP classi ers for the downstream tasks given that they are often
used in mouse behaviour modelling [AFB21; SDVS22; TIH+19]. The MLP
we used had three linear layers, each with 64 hidden units. The rst two
linear layers were followed by ReLU activation functions, while the last layer
was followed by a Softmax function to map the probability to class labels.
The learning rate was initially set to 1e-3 and the classi er was trained for
50 epochs. We also used the Adam optimiser, and reduced the learning rate
by 10% when the loss stopped decreasing for 20 consecutive epochs. Cross
entropy between the prediction and ground-truth labels was used as the loss
function.

4.4.1 Data Augmentation Based on Similar Behaviour

In HCI, we frequently face the challenge of having limited labelled data

due to the high cost of data collection [CAM+23; SFR23]. The retrieved

nearest neighbours to a mouse trajectory can be used to augment data when

building data-driven models for practical tasks. To simulate a scenario of

data scarcity, we randomly retained only 10% of the training data. For each

training sample, we performed data augmentation using its nine nearest

neighbours, which restored the training set to its original size. We queried for

similar behaviours on the pretraining datasets (Bu alo and EMAKI) because

they contain a variety of mouse behaviours. Speci cally, we performed the

following steps for each original mouse data sample in the 10% training

set [WWL+23]:

1. Use the pretrained Mouse2Vec to generate representations of the query
sample and the candidate samples from the pretraining datasets;

2. Calculate the cosine similarities between the query's representation and
candidates' representations;

3. Find the nine nearest neighbours from the candidates;

4. Add these neighbours to the training set and assign them the same label
as the query.

We then fed the augmented training data into the MLP classi er.
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ACTIVITY Dataset EOTT Dataset

Augmentation

Next Activity User Interactive Task User

Prediction Identi cation Recognition Identi cation
w/o 44.27 2.36 10.22 0.90 65.81 3.81 4.37 0.40
Ofigye 45.70 2.35 13.11 0.68 70.86 4.27 4.50 0.59
Ofricos 45.01 0.93 13.42 0.71 65.29 2.58 4.28 0.36
Handcrafted 43.87 0.67 9.04 1.16 64.82 6.78 3.62 0.61
w/o Time 44.71 0.70 10.29 0.84 60.94 3.87 471 0.21
w/o Magnitude  46.90 1.42 13.96 0.83 71.65 4.46 4.86 0.41
Mouse2Vec w/o Phase 46.52 1.43 14.05 1.02 65.29 2.58 5.13 0.57***
w/o Event 4545 1.38 12.63 1.17 70.87 4.23 4.78 0.51
Full 47.09 2.03* 14.34 0.67* 72.60 4.03* 5.02 0.38

Table 4.1: Accuracies (Mean Std, in percentage) achieved in three tasks eval-
uated on two datasets, by using only 10% of the original mouse
training data (w/0), and augmented with the nine nearest neigh-
bours retrieved based on di erent representations. Best results
are shown in bold and the second-best results arainderlined. The
three tasks are interactive task recognition (evaluated on EOTT),
next activity prediction (evaluated on ACTIVITY) and user iden-
ti cation (both datasets). Stars mark the signi cance levels of
di erence between accuracies (*p < .05, ** p< .01, *** p< .001).

Table 4.1 shows the accuracies achieved with and without data augmenta-
tion for all three tasks. As can be seen from the table, data augmentation
consistently improved the accuracy across tasks and datasets. For example,
the accuracy of recognising four interactive tasks on EOTT increased by
6.79%, and the accuracy of identifying 16 users on the ACTIVITY dataset
increased by 4.12%. We further performed a Wilcoxon signed-rank test and
con rmed that the di erences between the results were statistically signif-
icant (p < .05). Mouse2Vec and its ablated versions consistently achieved
the best two results on the di erent downstream tasks and datasets. The
full version of Mouse2Vec performed the best in most cases, showing that
time and frequency domain as well as mouse events are all useful. Among
the ablations, w/o Phaseand w/o Magnitude outperformed w/o Time and
w/o Event, illustrating that the time and event information is more impor-
tant than magnitude and phase. We can also see that augmenting data via
handcrafted features obtained worse accuracy than using the original 10%
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data. This is likely because augmenting data with dissimilar trajectories
introduces data and label noise, while Section 4.3.2 also visually presents
that handcrafted features are not ideal to retrieve similar mouse data.

4.4.2 Mouse2Vec as a Reusable Feature Extractor

Pretrained models can be reused on new datasets to extract features. For
example, the VGG model [SZ14] was rst trained on natural images but
later directly used or ne-tuned to extract features also from other types
of images. Inspired by this, we evaluated if our pretrained Mouse2Vec
could be used to extract features for di erent tasks. We also evaluated
the two ways of extracting features: 1) Directly applying the pretrained
Mouse2Vec, i.e., freezing the encoder of Mouse2Vec and only updating the
classi er; and 2) ne-tuning the pretrained Mouse2Vec for each downstream
task, i.e., starting from the pretrained encoder parameters and updating
both the Mouse2Vec encoder and the classi er. The former case allows
(novice) users to quickly and easily apply our model for their dataset or task
without changing Mouse2Vec; whereas the latter targets at users who have
experience in training deep learning models.

We compared Mouse2Vec with the baselines introduced in Section 4.3.2.1.
While in data augmentation, the input to the classi er was always (aug-
mented) original data, here the input was di erent: For representations
learned by Mouse2Vec and its ablations, the input of the classi er was the
embedding vector generated by the encoder. For handcrafted features, the
input to the classi er was the feature vector. For original mouse data, the
input was the preprocessed mouse sequence. We used all data from each
dataset.

The results from these experiments are summarised in Table 4.2. Directly
using the frozen Mouse2Vec already outperforms other representations on
all tasks and both datasets. Mouse2Vec achieved an accuracy of 75.84%
when recognising four interactive tasks and 62.69% when predicting the
next activity (out of seven) with an improvement of 4.90% compared to using
handcrafted features. For user identi cation on ACTIVITY (16 individuals),
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ACTIVITY Dataset EOTT Dataset

Representation

Next Activity User Interactive Task User
Prediction Identi cation Recognition Identi cation
Original 47.45 0.92 15.58 4.85 72.97 3.30 5.86 0.15
Handcrafted 57.79 3.17 16.43 1.54 73.55 2.89 5.69 0.18
w/o Time 53.59 2.14 15.11 0.81 73.25 4.21 6.34 0.33
w/o Magnitude 59.02 2.58 16.03 0.62 73.35 3.53 7.59 0.35
Mouse2Vec w/o Phase 59.76 1.81 17.84 1.58 74.16 3.24 8.34 0.44
w/o Event 57.87 1.82 15.66 0.99 73.28 2.94 6.40 0.41
Full 62.69 3.57***  19.59 0.60** 75.84 3.39* 9.43 0.42%*

Full (FineTune) 75.82 3.88** 3219 0.83* 81.33 3.05** 17.29 1.10**

Table 4.2: Accuracies (Mean Std, in percentage) on interactive task recogni-
tion (EOTT dataset), next activity prediction (ACTIVITY dataset)
and user identi cation (both datasets). We compare results
achieved using representations obtained by Mouse2Vec with using
original data, handcrafted features, or representations learned
using the ablation of Mouse2Vec. The bottom row presents the re-
sults when ne-tuning our pretrained Mouse2Vec. Best results are
shown in bold, and the second-best results arainderlined. Stars
mark the signi cance levels of di erence between Mouse2Vec
and the best classical representation (b < .05, *p < .01,
*** < .001).

Mouse2Vec obtained an accuracy of 19.59%, and 9.43% when identifying 51
individuals on EOTT dataset. In most cases, handcrafted features obtained
better results than the original mouse data, indicating the e ectiveness of
these features used in prior works. Among the ablations of Mouse2Vec,
w/o Time and w/o Event brought the largest performance drop. This shows
that encoding the time domain and mouse events into the representation is
essential. We further performed a Wilcoxon signed-rank test between the
results achieved by Mouse2Vec (both freezing and ne-tuning) and the best
results obtained by the two classical representations. The test con rmed that
Mouse2Vec signi cantly outperformed original mouse data and handcrafted
features. These results demonstrate that the pretrained Mouse2Vec can be
transferred to other datasets to extract mouse behaviour features that are
useful for three di erent tasks.

Given that the full version of Mouse2Vec outperformed the other rep-
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resentations, we evaluated ne-tuning using the full version and found it
further boosted the performance on all the downstream tasks. Fine-tuning
increased the accuracy by 18.03% when predicting the next activity, 15.76%
and 11.43% when identifying users from ACTIVITY and EOTT dataset, and
7.78% when recognising interactive tasks, from the best-performing classi-
cal representation. Compared to the frozen Mouse2Vec encoder that were
trained according to the distribution of the pretraining datasets, ne-tuning
can adapt the model towards the domain of the downstream datasets. Addi-
tionally, ne-tuning allows updating more parameters of the model, i.e., the
model has a larger capacity than directly deploying the frozen Mouse2Vec.

We also compared Mouse2Vec against the approaches that were speci cally
geared to each downstream task from prior works (see Appendix 9.6). Results
showed that directly using the pretrained, frozen Mouse2Vec outperformed
these methods in most cases, while ne-tuning Mouse2vec always led to the
best results. Given that Mouse2Vec was trained on two datasets, we also
evaluated its performance when trained only on one dataset (See Appendix
9.3). Results show that training on both datasets outperformed training on
only one dataset, con rming the e ectiveness of our training strategy. These
also suggest that the performance of self-supervised (mouse) behaviour
modelling can be further improved, if additional datasets can be released in
the future.

4.5 Conclusion

In this chapter, we proposed Mouse2Vec a novel self-supervised method
to learn representations of mouse behaviour. In contrast to existing mouse
behaviour modelling methods that are application-speci c, our approach
yields representations that can be reused across users and interactive tasks.
Our results demonstrated that the representations learned by Mouse2Vec
capture latent semantics and relationships of mouse behaviours in the form
of interpretable clusters and allow to retrieve mouse trajectories with similar
characteristics. Extensive experiments for three practical sample downstream
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tasks and di erent datasets, illustrated that Mouse2Vec is e ective in improv-
ing performance when used for data augmentation or as a feature extractor.
We believe its reusability and label e ciency make our approach particularly
appealing as an alternative to tedious and time-consuming data collection
and annotation that are common in HCI research so far. More generally,
our results underline the potential of applying self-supervised methods for
computational user and behaviour modelling in HCI.
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Chapter

Exploring Language-Like
Structure of Interactive
Behaviour

5.1 Introduction

Computational modelling of interactive behaviour has emerged as a key
component of intelligent user interfaces in HCI [AFB21; AMV+20; DFKO18;
XSB16; ZHL+22]. For example, understanding interactive behaviour helps
HCI researchers and UX designers analyse and improve interactive sys-
tems [BSZ12; SSB14]. Mouse and keyboard input is particularly promising
because it is readily available on a large number of devices and pervasively
used in daily life [SCU16; XSB16]. Interactive behaviour consists of low-level,
atomic input actions that cannot be further decomposed [MJS15], which may
resemble characters in natural language. Furthermore, a sequence of such
actions (an activity) that can re ect higher-level interaction goals may resem-
ble a (sub)word that is a sequence of characters with semantic meanings. As
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Figure 5.1: Given that both interactive behaviour and natural language are
sequential and hierarchical, we explored their similarity by ap-
plying an NLP method (a language encoder) to model mouse
and keyboard behaviour.

such, interactive behaviour has both a sequential (actions happen one after
another) and a hierarchical structure (a sequence of actions forms an activity
driven by speci c interaction goals), and hence may be similar to natural
language (see Figure 5.1). On the other hand, NLP methods, leveraging the
sequential and hierarchical structure of input data, have recently achieved
groundbreaking success in various downstream tasks like machine trans-
lation and question-answering [JSS19; KB16; KISR16; PSM14]. However,
analysing the possible similarity and link between interactive behaviour and
natural language remains under-explored in HCI. One notable exception is
the work by Han et al. that encoded n consecutive actions (like mouse clicks)
into tokens to learn action embeddings [HCD+20]. However, at its core, the
method uses n-gram, which limits the length of action sequences to a xed
length n and requires a dedicated search for its optimal value. Moreover,
the vocabulary size grows exponentially asn increases [SBK17]. Due to
such drawback, n-gram has been dropped in NLP in favour of more exible
methods such as byte pair encoding (BPE) [RSR+20; RWC+19]. BPE and
its variants are used in a signi cant number of large language models (LLMs)
to encode text as subwords, allowing rare or unseen words to be handled
without introducing new tokens every time [SHB15; SN12]. Additionally,
subwords in the vocabulary generated by BPE can have various lengths, al-
lowing a rich and exible vocabulary. In this work, we explore the similarity
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between mouse and keyboard behaviour and natural language, by using BPE
to learn a vocabulary, i.e., a set of activities, which is further used to encode
the behaviour to perform interactive task recognition. Knowing which task
the user is conducting is essential for adaptive interactive systems that aim to
understand interactive behaviour and interaction goals [FKW+17; HBLW22;
PW14].

Existing mouse and keyboard datasets were typically collected in con-
trolled laboratory settings, although behaviour tends to be more natural in
out-of-the-lab settings [MBD+15]. We evaluate the method on two datasets
that cover both settings and o er both modalities. For the lab setting, we
chose the Bu alo dataset collected by Sun et al. [SCU16] as it is the largest
available dataset [MHHS17]. For the out-of-the-lab setting, given a lack of
suitable publicly available data, we collected a novel multimodal dataset
named EMAKI (Everyday Mouse And Keyboard Interactions). EMAKI was
collected from 39 participants performing three interactive tasks: text entry
and editing, image editingand questionnaire completion These tasks can be
found in a wide range of applications and Uls, and cover varying types of
mouse and keyboard actions.

On the two datasets, vocabulary analysis shows that BPE could learn
explainable activities, e.g., re ecting GUI layouts and indicating interaction
goals such as performing mouse dragging or keyboard shortcuts. Results from
interactive task recognition show that BPE outperformed other methods on
both modalities and datasets. In summary, our contributions are three-fold:

1. We collect EMAKI, a novel 39-participant out-of-the-lab mouse and key-
board dataset.

2. We explore the potential similarity between natural language and mouse
and keyboard behaviour by learning meaningful activities via a commonly
used NLP method, BPE.

3. We show that encoding with BPE also improves the performance of
interactive task recognition.

As such, our work uncovers the similarity between natural language and
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interactive behaviour, showing the potential for applying the new pack of
methodology, i.e., NLP methods, to computational interactive behaviour
modelling in HCI.

5.2 Datasets for Evaluation

Although interactive behaviour, and speci cally mouse and keyboard data,
has been widely studied in HCI [SCU16; XSB16], most existing datasets have
been collected in strictly controlled laboratory settings. Laboratory settings
have the advantages of control and internal validity, but their ecological
validity is highly limited [AHJ13]. Our out-of-the-lab data collection did not
control where, when, how long and via which laptop or desktop participants
could join, allowing more natural behaviour [MBD+15; PMM21]. In addi-
tion, most datasets only include either mouse or keyboard data, while we
opted for evaluations on both modalities. As such, we analysed mouse and
keyboard behaviour from the in-the-lab Bu alo dataset [SCU16] and EMAKI,
a novel multimodal out-of-the-lab dataset that we collected speci cally for
this purpose, given lacking suitable publicly available data. To evaluate con-
straints in data collection from a time perspective, task and study completion
times were calculated. The former only counts the time spent on tasks, while
the latter refers to nishing the entire study, including pauses.

5.2.1 The Bu alo Dataset

To the best of our knowledge, Bu alo [SCU16] is the largest publicly available
in-the-lab dataset containing both mouse and keyboard interactions. The
dataset was collected with standalone keyboards over three sessions. 148
participants performed two typing tasks: transcribing a pre-de ned text and
typical o ce activities, such as answering prede ned questions and sending
emails. The average number of mouse actions and keystrokes per participant
exceeded 19K and 17 K, respectively. 75 participants completed both tasks
with the same keyboard, while the remaining used three keyboards across
sessions. Data from the former 75 participants were used in this work for a
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more controlled condition, following [XSS19]. The average task completion
time was 41.71 mins (SD= 6.34), while the average study completion time
was slightly longer, 41.81 mins (SD = 6.27), indicating that participants
barely took breaks in this constrained setting.

5.2.2 The EMAKI Dataset

We opted for an online study including three tasks: text entry and editing,
image editing, and questionnaire completion. These tasks can be found in
a wide range of interactive applications and Uls, and cover varying types
of mouse and keyboard actions [SCU16; XSB16]. Furthermore, the tasks
are neither limited to a particular real-world application [BOZ+14; CK14]
nor too controlled or arti cial [DFKO18; ZHL+22; ZMC20], di erent from

the typing-focused tasks in Bu alo. Two short assessments were designed
to analyse if participants show di erent pro ciencies in using mouse and
keyboard.

The study was implemented as a web application and hosted on our
university server. The link to the study was sent directly to the participants.
The frontend was implemented in JavaScript, while the backend consisted
of a Node.js server and an SQLite database. We recorded clicks and key
presses with separate events for press and release, mouse movements and
their associated timestamps.

Participants  We recruited 52 participants through university mailing lists
and social networks. 12 participants who did not nish the study and one
teenage participant were ltered out, leading to 39 participants in the end
(18 female, 18 male and 3 other gender ). Their ages ranged between 18
and 54 years (M = 25.05,SD= 6.51). Participants completed the study from
16 countries. On average, they reported having used mouse and keyboard
for 13.64 years (SD= 6.80). 15 participants used laptop touchpads, while
the others used traditional mice. 28 participants used laptop keyboards and
the rest used standalone keyboards.
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Figure 5.2: Screenshots of the three interactive tasks in our online study: (a)
text entry and editing, (b) image editing, and (c) questionnaire
completion.

Interactive Tasks In task text entry and editing participants wrote a piece
of text in English in a text editor ! for one trial (Figure 5.2a). We did not
specify the topic but o ered suggestions, such as summarise a movie/TV
series/documentary that you recently watched or describe your pet . We
asked participants to write 200 words and apply 15 formatting rules,
e.g. change font size or alignment. We allowed any operation provided
by the editor, such as copy-paste and undo. Two counters in the top left
showed the number of words they already typed and formatting operations
they applied. These counters were initially red and turned green once the
minimum thresholds were reached.

In task image editing participants were presented with two images shown
side-by-side in an image editof (Figure 5.2b). The image on the left was a
real photograph, whereas the image on the right was a sketch. On either or
both sides, participants performed operations provided by the editor in any
order they wanted. Candidate operations are drawing, cropping, ipping,
rotating, adding icons and adding lIters. To proceed to the next task, they
had to perform at least 100 editing operations. In addition, we asked them
to add at least one text box that contained a minimum of 10 characters.
Similarly to the previous task, counters showed the task progress.

Questionnaire completiorinvolved participants in completing four ques-
tionnaires®, leading to four trials (Figure 5.2¢). These questionnaires served
a dual purpose: providing information about participants, which can serve

https://github.com/tinymce/tinymce
2https://github.com/nhn/tui.image-editor
Shttps://github.com/surveyjs/survey-library
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as metadata for future work on the dataset, while at the same time allowing
us to record naturalistic mouse and keyboard data. The rst questionnaire
focused on demographics and included questions on gender, age, country
of origin, country of residence, experience in using mouse and keyboard,
and whether participants had any visual impairments. Afterwards were
three widely-used personality questionnaires: BFI-44 (Big Five}, BIS-11
(Barratt Impulsiveness Scalef and BIS-BAS (the Behavioural Inhibition and
Approach System}.

Procedure Before starting with the tasks, participants were asked to care-
fully read the study goals and task descriptions. They were then asked
whether they were using a mouse or touchpad, and a laptop or standalone
keyboard. To start the study, participants had to click two checkboxes to
con rm that (1) they had read and understood the goals of the study, and (2)
their data may be published and analysed for research purposes. Afterwards,
participants performed tasks in full screen. If they left the full-screen mode
during a task, the task was restarted. We opted for the design to discourage
participants from multitasking. To reduce potential e ects of task order,
half of the initial 52 participants performed the text entry and editing task
rst, followed by the image editing task, while the other half performed in
the inverse order. After data Itering, 24 participants did the text task and
then image task, while the other 15 in the inverse order. We always showed
questionnaires at the end, following studies that also collected personality
guestionnaires [MHB18]. Detailed guidelines for tasks were available to par-
ticipants throughout the study. Participants could contact us whenever they
had questions, felt uncomfortable or unsure of any task or wanted to with-
draw. Upon completion of the study, participants were shown their results
of personality questionnaires as compensation. No monetary compensation
was made.

Ihttps://www.ocf.berkeley.edu/~johnlab/bfi.php

2http://www.impulsivity.org/measurement/bis11

3https://local.psy.miami.edu/people/faculty/ccarver/
availbale-self-report-instruments/bisbas-scales/
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Figure 5.3: Two pro ciency assessments: (a) text typing and (b) move and
click.

Dataset Statistics The average task completion time was 37.40 mins ED=
13.91), in which 16.60 mins ( SD= 8.51) were spent on text entry and editing,
6.15mins (SD = 3.60) on image editing, and 9.84 mins (SD = 4.48) on
guestionnaires. The average study completion time was signi cantly longer,
55.33mins (SD= 29.32). In total, we collected 1.14 M mouse actions and
205K keyboard actions. 38% of mouse actions were generated from the
image editing task, 43% from questionnaire completion, while only 19%
came from the text entry and editing task. Text entry and editing contributed
92% of the keyboard actions, while only 8% were from the other two tasks
(image editing: 3%, questionnaire completion: 5%).

Assessments of Prociency Before interactive tasks, our study also in-
cluded two short assessments to analyse if participants who used di erent
types of input devices showed di erent pro ciencies in using mouse and
keyboard. The two assessments wergext typing for keyboard pro ciency
and move and clickfor mouse pro ciency, shown in Figure 5.3. Text typing
involved copying a short piece of text ( 100 words, Figure 5.3a) as quickly
as possible [Gra08]. The average duration of key presses and the number
of keys pressed per minute were calculated as keyboard metrics [Gra08].
Move and clickwas inspired by a Fitts's Law task [SM04], where participants
clicked an orange dot that randomly appeared at a prede ned location as
quickly as possible over multiple rounds. Once clicked, the orange dot turned
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grey and another random dot turned orange (Figure 5.3b). Fitts's law [Fit54]
models movement time asMT = a+ blog, 2 , where d is the distance
between the centre of the target and the starting point; w is the width of
the target; a and b are constants that can be interpreted as the delay and
the acceleration. Based ond, w and MT recorded in move and click we
computed a and b via linear regression and used them as metrics of mouse
pro ciency.

Based on the type of mouse (touchpad vs. traditional mouse), we split
participants into two groups and then calculated mouse metrics from data
collected in the mouse assessment. A Mann-Whitney U test showed that both
metrics were signi cantly di erent between the two groups. One reason is
that touchpad and traditional mouse lead to di erent pointing speeds and
accuracies [HH13]. Then, we split participants into two groups based on
using a laptop or standalone keyboard. No signi cant di erence was found
in keyboard metrics calculated from the keyboard assessment.

5.3 Modelling Interactive Behaviour with an NLP Method

As Figure 5.4 shows, the raw data (mouse and keyboard action sequences)
are rst segmented into subsequences. Core to our approach is BPE learning
a vocabulary of subwords, i.e. a set of meaningful mouse and keyboard
activities, and then encoding the behaviour based on the vocabulary. As
BPE requires discrete inputs, mouse data are preprocessed additionally
using the dispersion-threshold identi cation (I-DT) algorithm, that converts
continuous-valued mouse coordinates into discrete tokens. The encodings
generated by BPE are then evaluated in two ways to explore if a natural
language-like structure exists in mouse and keyboard behaviour that can be
captured by this widely used NLP method: (1) analyse the semantic meaning
of the vocabulary, i.e., interaction goals underlying learnt activities, and (2)
as input to train a Transformer-based classi er for task recognition. The two
evaluations are demonstrated in Section 5.4.
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Figure 5.4: Overview of our pipeline of exploring modelling interactive be-
haviour from an NLP perspective.

5.3.1 Data Preprocessing

Di erent from natural language where words and sentences are separated
by spaces and punctuations, modelling interactive behaviour rst requires
splitting data into smaller units. Thus, a sliding non-overlapping window was
used to segment the long raw data. On the keyboard actions, the window
lengths L, were empirically set to 10, 50, and 100. The window lengths
Lyin for the mouse actions were set to 20, 100 and 200, as we observed on
both datasets that, the number of generated mouse actions for a xed time
window is roughly twice as many as the keyboard actions. When using both
modalities jointly, the window lengths were set to the mean value of those
for single modalities, i.e. L,;, = 15, 75 and 150. For keyboard actions, the
action type and the key value were concatenated as a token, e.gKeyDown_a
(a#) or KeyUp_Shift(Shift"). Bu alo recorded 91 key values, while EMAKI
had 137 values, yielding 182 and 274 atomic actions forming the starting
vocabulary, respectively. With more types of keys, EMAKI can potentially
re ect more behaviour varieties.

Participants completed our study on their own computers with di erent
screen resolutions, so we rst re-scaled the mouse coordinates tdo0, 1]. For

70 5 | Exploring Language-Like Structure of Interactive Behaviour



consistency, we re-scaled Bu alo mouse data to the same range. We observed
two categories of mouse behaviour:pinpoint, i.e. interacting with the target
Ul element in a small area, where moves are shorter, slower and more
concentrated, resembling gaze xations; and re-directionbetween targets,
resembling fast saccadic eye movements between xations [SG00]. Inspired
by gaze xation detection, we used I-DT [SGO00] to preprocess mouse data
(see Appendix). Then we divided the screen equally into four areas (O:
top-left, 1: top-right, 2: bottom-left, 3: bottom-right). The action type
(move or click), mouse behaviour category (pinpoint or re-direction), and
the screen area were concatenated as a token, e.giMove_Redirection_Area0
or Click_Pinpoint_Area3 When representing clicks, Bu alo only recorded
a Click, while we recorded both Down (press) and Up (release) events.
Therefore, Bu alohas 2 2 4=16 atomic actions and EMAKI has3 2 4=24.

5.3.2 Encoding Mouse and Keyboard Behaviour with BPE

We employed BPE to learn a vocabulary of subwords, i.e., activities that
consist of various numbers of consecutive actions. Starting from the action
sequence setD, the vocabulary V is built after k iterations. In each iteration,
the most frequent pair of actions or activities form a new activity, which is
added into V and used to update D. We consider each action as a character,
given it is an inseparable, atomic unit. The initial vocabulary is composed
of actions and one extra token representing the end of the action sequence
from one task trial. Thus, the initial vocabulary sizes are jVjouse = 17 and
IVikey = 183 in Bu alo, and jVjmeuse = 25, jVjkey = 275 in EMAKI. We setk
to 300, 600 and 900 empirically.

5.4 Evaluations of The NLP Method

As mentioned at the beginning of Section 5.3, BPE was evaluated in two
ways: (1) we analysed its vocabulary to examine if the way of learning
semantic subwords from characters could learn meaningful activities from
interactive actions; and (2) we tested if encoding interactive behaviour in
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Figure 5.5: Violin plots for the lengths of activities learnt by BPE after 300 (in
red), 600 (in blue) and 900 (in green) iterations, of (a) mouse,
(b) keyboard and (c) both modalities on EMAKI and Bu alo
datasets. Each bar shows the range of activity lengths, while the
middle line indicates the median length. The y-axes are scaled
according to the range in each subplot.

this NLP fashion bene ted a downstream task, interactive task recognition,
using a Transformer-based classi er.

5.4.1 Analysis of The Learnt Vocabulary

We rst examined statistics of the vocabulary including its size and activity
lengths. Then we analysed semantic meanings of the most frequent and long
activities. Frequent activities are short, low-level and pervasively exist in
various activities, while long activities re ect high-level and complex goals.

5.4.1.1 Vocabulary Statistics

As Figure 5.5a shows, in EMAKI the maximum length of mouse activities
reached 243 actions (BPE-900), while the median length was 16. The
longest keyboard activity had 53 actions, while the median length was 3
(Figure 5.5b). When using both modalities jointly, the maximum activity
length was 239 after 900 iterations, while the median length was 4 (Fig-
ure 5.5c¢). In Bu alo, the lengths of activities had a maximum of 405 and a
median of 39 from mouse behaviour (Figure 5.5a); a maximum of 16 and a
median of 4 from keyboard behaviour (Figure 5.5b); and a maximum of 158
and a median of 4 from joint modalities (Figure 5.5¢). Mouse activities were
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Dataset EMAKI Bu alo

Method BPE-300 | BPE-600| BPE-900| BPE-300 | BPE-600| BPE-900
Mouse 322 622 921 310 609 909
Keyboard 513 808 1103 473 770 1067
Both 569 864 1163 496 790 1084

Table 5.1: Vocabulary sizes generated using BPE after 300, 600 and 900
iterations, on EMAKI and Bu alo datasets.

Rank 1 2 3 4 5 6 7 8 9 10
EMAKI | 7.t | (# ( | ehe |ht |afha |oho | (7 .( & .C | #I" | S | nn"
Bualo | t,t° | (# (" | e#e | tht | o#, 0" | i#1" a#, a' S | ngn" | 1%

Table 5.2: The ten most frequent keyboard activities found by BPE. The
t symbol represents Space. Thd symbol means Backspace.
The down arrow # and up arrow " denote KeyDownand KeyUp
respectively.

longer than keyboard activities, indicating that the preprocessed mouse data
were more similar compared to preprocessed keyboard data. Comparisons
between datasets show that mouse activities in EMAKI were more diverse,
while Bu alo contained more diverse keyboard activities.

Table 5.1 shows the vocabulary sizes generated by BPE on the two datasets.
Note that starting from BPE-k and running the algorithm for k more iterations,
the vocabulary size increases by approximatelyk elements showing that
BPE overcomes the issue of exponential growth of vocabulary size in n-gram.

5.4.1.2 Frequent Activities

The three BPE iterations learnt the same top-10 frequent keyboard action
sequences as shown in Table 5.2. Eight out of ten action sequences are
the same on the two datasets, although they were collected from di erent
participants in di erent experimental settings, indicating that generalised
patterns underlie keyboard behaviour. The interaction goal behind the
most frequent activity is to press the spacebar, which is in line with the
observation that spaces occur often when typing in various languages. The
second frequent activity re ects an intention of pressing Backspace which is
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frequently and widely used to correct what has been typed. Most frequent
activities correspond to character keystrokes, and re ect the top-7 most
frequent English letters: e" (12.15%), a" (8.67%), t" (8.60%), i" (7.53%),

0" (7.38%), n" (7.34%) and s" (6.63%) [GJ18]. The di erence in their
order may be due to that the datasets are limited to speci ¢ typing scenarios
and not representative of the entire English language. We also noticed that
the left and right arrows, for redirecting typing locations, were also frequent
on both datasets.

The most frequent ten mouse action sequences learnt by BPE were also
the same on the two datasets. All of them are mouse moves of pinpoint,
implying that participants follow similar ways to interact with Ul targets
even in di erent tasks and settings. These pinpointing regions were primarily
in the top-left and bottom-left areas, while fewer pinpoints fell on the right
side. This matches the layouts of not only general GUls but also those used
in our user study. For example, menu bars and sidebars are commonly at
the top and to the left of interactive windows, respectively. Also, our text
formatting tools were at the top of the text editor. The image editing tools
were in the leftmost of the image editor. Additionally, our questionnaires
were left-aligned, so the choices for participants to click lay to the left.

5.4.1.3 Interaction Goals behind Activities.

We also analysed long activities to examine if BPE learnt a hierarchy, i.e.,
if atomic actions form meaningful activities driven by complex goals. An
example is Dot#, Dot", Spacet, Space', Shift#, i#, i, Shift", Spacet, Space' .
The goal behind the whole sequence is to start a sentence with the word |,
in line with the common texting or typing scenario of writing about oneself.

It consisted of the low-level goal of pressing each aforementioned key, which
was further composed of atomic actions KeyDownand KeyUp BPE also
learnt Space#, Space', Backspacé, Backspacé from EMAKI, suggesting
that participants typed at a faster pace than their thought process. Another
example is Ctrl#, s#, s*, Ctrl" from Bu alo, representing the shortcut for
saving les. Looking at mouse behaviour, BPE captured drag behaviour,
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represented as aMouseDownraction followed by multiple MouseMoveactions
and ending with a MouseUpaction. Another learnt long activity had 37
actions with 35 moves and a click as pinpoint in area 0, re ecting the goal
of adjusting the cursor to a target and then clicking.

5.4.2 Interactive Task Recognition

We also evaluated the practical e ectiveness of our approach on interactive
task recognition. Knowing which task a user is performing enables adaptive
Uls to understand the interactive behaviour and goals [HBLW22; HLG21].
We compared our approach with two baselines: an ablated version which
bypasses encoding (noted as NoEncoding) and replacing BPE with an au-
toencoder (AE). Autoencoder, consisting of an encoder and a decoder, is
trained in a self-supervised way to reconstruct the input with the lowest
error. Therefore, it needs no annotations and has a high generalisability,
also used on language data [LLJ15]. To control variables, i.e., restrict the
comparison to the encoding, we set two rules: (1) to reduce the impact of
sophisticated designs of the encoders, use vanilla AE and BPE; (2) use the
same hyperparameter sets for the classi er.

We implemented an AE that includes four components: an embedding
layer of dimension d., = 128 to handle discrete tokens; an encoder component
composed of one to three fully connected (FC) layers with hidden dimensions
(64), (64,32) and (64, 32,16); a decoder component, which is symmetric to
the encoder; and a reconstruction component consisting of an FC layer and
a softmax layer. Dropout was added after FC layers to avoid over tting. We
denote the autoencoder that has one, two, or three FC layers in the encoder
and decoder components as AE-1, AE-2 and AE-3. Cross entropy between the
reconstructed sequences and the input was used as the loss function. After
training, the encoder component was used to encode interactive behaviour.

Our task classi er is based on a Transformer [VSP+17], which is well
known for its success in NLP and capability to handle long dependencies
in temporal signals. The classier is composed of N = f2,4,6g Trans-
former encoder layers, then an FC and softmax layer. Each Transformer
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encoder layer hadh = 4 attention heads, dqe = 16,649 expected fea-
tures, d = 4dyqe dimension in feedforward layers and uses the RelLU
activation function. During training, we applied label smoothing with

= 0.1 [VSP+17]. We used AdamW optimizer with learning rate Ir =
f10 3,10 *gand = (0.9,0.999) [BLO22] and the cross entropy as loss
function. The training was done on a Tesla V100 GPU with a batch size of
64 and a dropout rate of 0.5. The classi er was trained for 30 epochs, while
the AE was trained for 10 epochs because of its faster convergence. Because
activities in the exible vocabulary learnt by BPE have di erent lengths, we
padded short samples and applied padding masks.

EMAKI has three main interactive tasks, posing a three-class classi cation
problem, while Bu alo has two tasks, posing a binary classi cation prob-
lem. The evaluation follows 5-fold participant-independent cross-validation,
where data from 80% of participants form the training set and the remaining
participants form the test set. This scheme can evaluate the performance of
unseen users. Macro F1 score was chosen as evaluation metric because of
the imbalanced classes, e.g., most keyboard data were from the text task on
EMAKI. For each model, we report the highest F1 score achieved among all
the parameter sets. Results show that on both datasets methods using BPE
encoding outperformed the others (see Figure 5.6 and 5.7).

Results on EMAKI On mouse data, BPE-300 consistently outperformed
other methods (Figure 5.6a). A one-way ANOVA test showed that di er-
ences between methods are signi cant (p<.001): F=9.697 on L,;,=200,
F=12.396 on L,;,=100 and F=7.194 on L,;,=20. A post-hoc Tukey HSD
test further con rmed that BPE-300 signi cantly outperformed the other
methods on L,;,=200, L,;,=100 (p<.001 for AE and p< .05 for NoEncod-
ing) and L,;,=20 (p<.01 for both AE and NoEncoding). Figure 5.6b shows
that BPE-600 achieved the best results for,;,= 100 and L,;,=50, whereas
when L,;,= 10 the best was BPE-300. Dierences between methods are
signi cant ( F=13.044, p<.001 for L,;,=100, F=4.620, p<.01 for L,;,=50
and F=4.220, p<.01 for L,;,=10). Post-hoc Tukey HSD tests con rmed that
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Figure 5.6: F1 scores of recognising three interactive tasks on EMAKI from
(@) mouse, (b) keyboard and (c) both modalities, segmented by
di erent windows. Error bars represent the standard deviation
from a 5-fold cross-validation.

BPE-600 signi cantly outperformed NoEncoding (p<.01) and AE-1 (p<.001)
for L,;,=100. On joint modalities, BPE-300 performed the best, with the
highest F1 score of 0.693 (Figure 5.6¢). Di erences between methods were
again signi cant with F=13.996, p<.001 on L;,=150, F=5.678, p<.001 on
Lwin="75 and F=2.665, p<.05 on L,;,=15. Tukey HSD test indicated that
BPE-300 signi cantly outperformed AE (p<.01) and NoEncoding (p<.05)
on L,;,=150 and both of them at p<.05 when L,;,=75.

In Section 5.2.2, we report that participants using touchpads and tra-
ditional mice show di erent pro ciencies. Therefore, we analysed if such
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di erences a ected task recognition. We separately performed 5-fold cross-
validation based on the two groups. Since 24 participants used traditional
mice while only 15 used touchpads, we randomly selected 15 traditional
mouse users to reduce the in uence of data amount on performance. Because
BPE-300 on the longest window achieved the best results on mouse data
(Figure 5.6a), we used the same setting and did a Mann-Whitney U test on F1
scores achieved from two groups. To mitigate the randomisation introduced
by participant selection, we repeated the above procedure ve times. None
of the ve tests found a signi cant di erence in performance. The reason
may be that our method does not explicitly encode time information, thus
ignoring the speed di erence in moving the cursor [HH13].

Results on Bualo  On mouse data (Figure 5.7a), BPE-300 performed
the best and got the highest F1 score of 0.547. One-way ANOVA showed
that di erences between methods were signi cant ( p<.001) with F=20.345
for L,;,=200, F=18.609 for L,;,=100 and F=5.589 for L,;,=20). Post-hoc
Tukey HSD tests showed that BPE-300 signi cantly outperformed NoEncod-
ing (p<.05) and AE-1 (p<.001) when L,;,=200. On keyboard data (Fig-
ure 5.7b), BPE-900 and BPE-600 outperformed other methods. Di erences
between methods are signi cant with F=30.218 for L,;,=100, F=5.884
for Ly;,=50 (both p<.001) and F=4.791, p<.01 for L,;,=10. According to
post-hoc Tukey HSD tests, BPE-900 signi cantly outperformed AE-1 p<.01)
and NoEncoding (p<.05) when L,;,=100, and BPE-600 signi cantly out-
performed AE-1 (p<.001) when L,;,=50. On joint modalities (Figure 5.7¢c),
BPE resulted in similar yet higher F1 scores than baselines. The best result
was achieved by BPE-600 on the longest window of 0.701. Di erences be-
tween methods were again signi cant ( p<.001): F=10.733 for L,,;,=150;
F=11.151 for L,,;,=75; and F=7.397 for L,;,=15. Tukey HSD test showed
that BPE-600 signi cantly outperformed AE-2 (p<.01) and NoEncoding
(p<.05) on L,;,=150; BPE-300 outperformed AE-1 (p<.01) and NoEncoding
(p<.05) on L,;,=75; and BPE-600 outperformed AE-3 (p<.05) on L,;,=15.
It is noticeable that results obtained from Bu alo mouse data slightly
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Figure 5.7: F1 scores of recognising two interactive tasks on Bu alo from
(@) mouse, (b) keyboard and (c) both modalities, segmented by
di erent windows. Error bars represent the standard deviation
from a 5-fold cross-validation.

exceeded the chance level and were much worse than those from keyboard
data. A possible reason is that the mouse behaviour on the Bu alo dataset
was similar across di erent tasks. To verify this, we calculated the average
distances between mouse trajectories in di erent interactive tasks, follow-
ing [WHK+19]: (1) all the mouse actions generated in one trial by one
participant were considered one trajectory, on which 101 points were sam-
pled uniformly; (2) the distance between two trials was de ned as the
average Euclidean distance between each pair of points on two trajectories;
(3) the distance between two tasks was computed as the average distance
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Figure 5.8: Distribution of the average Euclidean distances between mouse
trajectories from di erent interactive tasks on the two datasets.
Smaller distances mean that trajectories from di erent tasks are
more similar.

between each trial from task 1 and each from task 2. Figure 5.8 shows that
the distance between tasks from Bu alo is smaller than EMAKI, suggesting
that mouse behaviour generated from the two tasks from Bu alo is similar,
consistent with the statistics of BPE vocabulary (Section 5.4.1). Therefore, it
is more di cult to classify tasks based on Bu alo mouse data.
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5.5 Conclusion

In this chapter, we explored the similarity between interactive behaviour and
natural language, given that both of them have a sequential and hierarchical
structure. Towards the goal, we applied a widely used NLP method, BPE,
to encode mouse and keyboard behaviour by learning its subwords, i.e.,
activities. Results on an existing controlled dataset and a novel out-of-the-lab
dataset showed that the method can capture meaningful activities. Moreover,
encoding with BPE signi cantly improved interactive task recognition, which
is commonly required in intelligent interactive systems. Taken together,
our exploratory work links interactive behaviour with natural language and
provides a promising NLP perspective for modelling interactive behaviour,
which has the potential to improve the generalisability of computational
interactive behaviour models and also performances of interactive behaviour-
based HCI tasks.
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Chapter

Summarising Interactive
Behaviour into Natural
Language

6.1 Introduction

Recent work has demonstrated that interactive behaviour, e.g. when interact-
ing with graphical user interfaces using the mouse or keyboard, shares simi-
larities with the sequential and hierarchical nature of natural language [ZBH+23].
In parallel, an increasing number of works have started to model interac-
tive behaviour as natural language and process it using language mod-
els [DGZ+24; HLLL24; LHZ+20; LXG+24; WLL+23]. One key advantage
of this language perspective is facilitating a more interpretable analysis and
understanding of interactive behaviour, and thus enables novel paradigms
for solving HCI tasks.

Among these tasks, understanding users' intentions is key to intelligent in-
teractive systems and anticipatory user interfaces [HBLW?22; ZBH+23].
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Recognising intentions based on the user's behaviour history has been
widely studied and applied in HCI, including for unintentional error detec-
tion [AIm21], next action prediction [BVH12], or task automation [HRP+22;
WLL+23; ZGK+24]. Despite its potential for HCI and promising rst re-
sults, predicting users' intentions from their interactive behaviour remains
challenging, partly due to the high variability and complexity of human
behaviour. Existing works therefore typically assume a pre-de ned and xed
set of intentions and treat intention recognition as a classi cation task. How-
ever, this approach neither captures the wide variety of user intentions in
everyday scenarios nor can robustly adapt to unseen or context-dependent
intentions [YLW+24]. It can also result in misinterpretations when users'
needs do not align with prede ned intention categories, which often happens
in real-world applications [ZHL+22].

In this work we take inspiration from text and image summarisation tasks
studied in natural language processing and computer vision. These tasks
involve summarising long text or complex videos into a concise sentence
description. Similarly, we formulate intention recognition as an interac-
tive behaviour summarisation task: human interactive behaviour is to be
summarised into a sentence, i.e., a natural language description of users'
underlying interactive intentions. In contrast to existing methods, interac-
tive behaviour summarisation enables the recognition of an open-ended set
of intentions and allows for capturing more exible and varied interaction
intentions and handling unseen intentions.

To address this task we propose SummAct a novel LLM-based method that
uses a hierarchical summarisation process: the method initially summarises
low-levelactions into mid-levelsub-goals, then uses them to augment the
input, and nally summarise into a high-levelintention. In this work, we
focus on the interactive behaviour at the Ul element level, meaning that each
input action sample consists of the interacted Ul element and the operation
the user conduct on this element (e.g., click or select). The Ul element
information includes its category (e.g., button or combo box), inherent (e.g.,
the name or the visible text on a button) and additional content (further
values that users are interested and pick, e.g., a value selected from a combo
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box). On these input actions, SummAct rst generates sub-goals using in-
context learning via a pretrained, frozen LLM due to the lack of ground-truth
annotations, and then ne-tunes the LLM to produce the nal summary.
During ne-tuning, we further propose a Ul element attention mechanism
that assigns higher weights to the Ul element contents, thereby preserving
the detailed context information embedded within these elements. This is
crucial for accurately interpreting intentions that exhibit subtle di erences
and for further applications like next action prediction.

We evaluate SummAct on two datasets that cover a web (Mind2Web [DGZ+24])
and a mobile (MoTIF [BAA+22]) interaction setting. We show that Sum-
mAct can accurately uncover the intentions underlying user actions, with a
sentence embedding cosine similarity up to 0.842 compared to the ground-
truth intentions. We also demonstrate the importance of our design choices
with the full SummAct model signi cantly outperforming ablated versions by
up to 21.9% in terms of cosine similarity. We nally showcase three exciting
applications enabled by interactive behaviour summarisation: providing
contextual information of user intentions to enhance next action prediction
for proactive user interfaces; automatically identifying behaviour synonyms
to understand user preferences, interaction strategies, system usability and
common design patterns; and unlocking language-based behaviour retrieval
that lays the foundation for building behaviour-related conversational agents.

In summary, the speci ¢ contributions of this chapter are three-fold:

" We formulate intention recognition as the novel open-ended task of
summarising interactive behaviour into natural language descriptions.
This formulation overcomes existing limitations associated with pre-
de ned intention sets and improves generalisability to unseen intentions.
Towards this task, we propose an LLM-based method, SummAct that
incorporates two distinct and novel designs hierarchical summarisation
and Ul element attention.

We show the e ectiveness of these designs, and SummAct in general, for
interactive behaviour summarisation, through a series of evaluations on
two datasets covering both web and mobile interaction settings.
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" We demonstrate the potential of interactive behaviour summarisation via
three example applications, next action prediction, identifying behaviour
synonyms, and language-based behaviour retrieval. We consider these
widely relevant in HCI, particularly for developing intelligent interactive
systems or Ul optimisation.

6.2 SummAct

Building on recent advances demonstrating the potential of analysing interac-
tive behaviour similarly to natural language [HLLL24; LHZ+20], our method
SummAct addresses the novel task of interactive behaviour summarisation.
The input of SummAct is a sequence of Ul element-level interaction actions
caused by the user interacting with a graphical user interface. Every action
consists of the Ul element the user has interacted with and the operation
performed on this element (e.g., click or select). The Ul element contains
the information of its category (e.g., button or combo box), the inherent
(e.g., its name or the text on it) and additional content (speci c value the
user is interested in, e.g., the value selected from a combo box). The output
of our method is a natural language sentence that concisely summarises
their interactive behaviour and, as we show here, their latent interaction
intentions. In stark contrast to existing methods for the classi cation of
intentions, which are limited to a closed and prede ned set of possible inten-
tions [EMO13; EO15; ZHBB24], Interactive behaviour summarisation allows
us to recognise an open-ended set of intentions, including intentions not
seen during training. As such, SummAct can provide a more comprehensive
and generalisable understanding of interactive behaviour.

Figure 6.1 provides an overview of SummAct's hierarchical approach to
interactive behaviour summarisation: given a sequence of user input actions
encoded in natural language descriptions, SummAct rst summarises these
low-level actions into a set of sub-goals. Due to the absence of ground-truth
data, we use expert annotations in combination with in-context learning to
adapt a pretrained, frozen LLM to generate sub-goals. In the second step,
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Figure 6.1: Overview of SummAct for uncovering user intentions during user
interface interactions through interactive behaviour summari-
sation. SummAct employs a hierarchical process that initially
generates sub-goals and then produces the overall intention in
natural language.

these sub-goals are combined with the original actions and summarised into
high-level intentions via ne-tuning the LLM. To preserve Ul element content
(indicated in bold in Figure 6.1) in the summary, our method uses a novel
Ul element attention during ne-tuning. Two previous ndings inspire this
hierarchical approach: hierarchical modelling of language data can robustly
handle extensive and complex input, such as long documents [LL19]; and
interactive behaviour has an inherent hierarchical nature similar to that
observed in natural language [ZBH+23]. In the following, we describe each
of these steps in more detail.
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6.2.1 Sub-Goal Generation

The rst step involves generating sub-goals from the low-level, individual
input actions. As shown in Figure 6.1, actions marked in the same colour
are summarised into the same sub-goal, which later becomes a phrase
integrated into the overall intention. Given the lack of HCI datasets o ering
annotations of interaction sub-goals, we used in-context learning. In-context
learning involves giving an LLM a small set of examples presented within
the context (the prompt) at inference time to guide its response [WZ19].
This approach leverages LLM's ability to understand and adapt to patterns
presented in the immediate context of the query without the need to ne-
tune the model. To obtain these examples, we asked three HCI, GUI, and
behaviour modelling experts to annotate the sub-goals on ve samples from
the training set [LWL24]. These samples are ve di erent action sequences
completing ve dierent tasks. In Appendix 9.9.1, we provide the used
prompt, including the example of sub-goal annotation.

6.2.2 Attention-Enhanced Fine-Tuning

In the second step, we ne-tune the LLM to summarise the overall intention
from the generated mid-level sub-goals and the original low-level actions.
In Appendix 9.9.2, we provide sample prompts used in this ne-tuning step.
LLMs are typically structured as sequence-to-sequence models, i.e. they
are trained to generate output sequences based on input sequences, such
as summarising an input. Therefore, LLMs are commonly trained using
a next token prediction task in a teacher-forcing setup, where the model
is guided by a ground-truth token rather than the previously predicted
token to predict the next token [QHZ+24]. This training strategy helps
stabilise the training process and accelerates convergence by reducing the
propagation of errors through the sequence [WLL23]. Thus, based on the
input prompt, LLMs iteratively predict the next token and continually update
their predictions as each new token is added to the output sequence. Next
token prediction is formulated as a classi cation task and thus uses a cross-
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entropy 0SS Lyexitoken[LL21]. For the j-th token in the input sequence, this
loss is calculated as

LNextTokeq = log(P (TokenjToken,..., Token ;)) (6.1)

where are the model parameters.

In preliminary experiments, we found that ne-tuning the LLM only using
next token prediction led to Ul element content getting excluded from
the nal interactive behaviour summary. This may be because the model
tends to rely on frequent patterns of general natural language, rather than
focus on task-speci c information embedded in the Ul elements [BN24].
Figure 6.1 shows examples of such information related to the interactive
behaviour summarisation task (highlighted in bold). Let us consider the
rst input action ("Select Pickup from combobox with text Reservation
type on it") as an example: "Reservation type" is the name of the combo
box, i.e., the inherent content of the combo box, representing what this
combo box is about; while "Pickup” is an additional content of the combo box,
namely one value the combo box provides that the user is interested in and
ultimately selects. Retaining such Ul element contents in the nal summaries
is particularly important for interactive behaviour summarisation: First, such
contents provide interactive context information necessary to distinguish
between di erent subtle intentions. For instance, actions include selecting
1 from a combo box named guest number on a booking site by some
users versus selecting more guests by other users. However, these detailed
contents are ignored and the summarised intentions are both nding a hotel
room, the system may further inaccurately suggest accommodations that
are unsuitable, e.g., family rooms for solo travellers and vice versa, causing
decreased usability and potential frustration. Second, they are important
for downstream applications, such as behaviour forecasting, to ensure the
prediction is relevant and consistent with the current context and underlying
goals [WLL+23]. For example, if a user clicks on a button named "gluten-
free" but this content is overlooked, the interactive system may mistakenly
predict the upcoming actions to involve browsing or purchasing products
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containing gluten, leading to worse user experience.

To address this challenge we propose a Ul element attention mechanism
to enhance the ne-tuning process by guiding the model to focus on these
contents. This is similar to ensuring that a text summary covers essential
keywords in natural language processing [ESRM21]. Speci cally, for the i-th
training sample, we create an attention vector K;, where each component
Kj; denotes the amount of attention assigned to the j-th token in the ground-
truth summary:

if Token 2 Tokemnyeail 62)
1 otherwise '

As such, tokens that contain action details receive times the attention
compared to other tokens. We empirically set = 2 in our experiments.
The overall ne-tuning loss integrating this attention mechanism L g, hanced
is then computed as a weighted version of the original cross-entropy loss:

LEnhanced: K LNextToken (6-3)

6.2.3 Implementation

We opted for the lightweight open source Mistral-7B model [JSM+23] as
the LLM backbone, known for its e ciency and e ectiveness in handling
various NLP tasks. Mistral-7B incorporates advanced techniques such as
grouped-query attention for fast inference and sliding window attention for
managing long sequences and complex contexts. These features contribute
to Mistral-7B's superior performance on various benchmarks compared to
other state-of-the-art models while using fewer parameters, thus conserving
computational resources [PWB+24]. We used a batch size of 16 and a
maximum input sequence length of 1024, with an initial learning rate of
le-6. We used the Adam optimiser with ; = 0.9 and , = 0.95 [QHZ+24],
and a cosine annealing scheduler for a progressive reduction of the learning
rate following a cosine curve, a strategy proven to stabilise the training
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phase [LH16]. We ne-tuned the model for 15 epochs using eight Tesla
V100-SXM2-32GB GPUs, completing the training within ten hours.

6.3 Experiments

We conducted a series of experiments to evaluate the quality of interactive
behaviour summaries generated by SummAct. Given the novelty of this
task and the lack of existing baseline methods, we instead compare the full
model with several ablated versions. More speci cally, starting with using
an o -the-shelf, pretrained LLM the common practice in HCI research
currently [BCK+24; HLLL24] we incrementally add ne-tuning, sub-goal
generation, and the Ul element attention mechanism. We report quantitative
metrics that measure how similar the generated summaries are compared
to the ground truth, as well as qualitative similarities and di erences of the
generated summaries.

6.3.1 Datasets

We conducted all evaluations using two prominent datasets that encompass
both the web (Mind2Web [DGZ+24]) and mobile (MoTIF [BAA+22]) in-
teraction contexts. These datasets are extensively used to understand and
model user interfaces and interactive behaviours [BCK+24; ZWWA24]. They
encode interactive behaviour as sequences of actions performed by users to
achieve speci ed interaction objectives. Each user action is annotated with
information related to the Ul element (category and content) and the user
operation (e.g., click or swipe) associated with this element.

6.3.1.1 Mind2Web

This dataset provides crowdsourced actions across 2,350 tasks performed
on 137 real-world websites (e.g., Booking, Uniglo, IMDB) spanning 31 do-
mains (e.g., travel, shopping, entertainment). As such, this dataset o ers
a wide variety of user actions and intentions and allows us to evaluate the
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performance of SummAct in real-world scenarios. Mind2Web includes three
di erent data subsets: 1) cross-domairincludes data instances from di erent
domains, e.g., shopping vs travel; 2)cross-websiténcludes instances from
unseen websites, e.g., Booking vs Airbnb; and 3)kross-taskncludes unseen
tasks, e.g., booking a ight vs buying a shirt. We preprocessed the dataset by
generating natural language descriptions for the provided raw actions using
a transformation template [NLW+24] (see Appendix 9.8 for more details).

6.3.1.2 MoTIF

This dataset targets a mobile interaction setting and comprises screen touch
data collected on 756 di erent tasks across 125 Android applications. The
dataset directly provides synthetic natural language sentences describing
each low-level action including the interacted Ul element and the user's
operation (click, type or swipe) on it. MoTIF includes both feasible and
infeasible tasks such as tasks that are too unclear or cannot be completed in
the given App. We only used the feasible tasks for our evaluations to ensure
that user actions reliably re ect the corresponding intentions.

6.3.2 Ablations

We compared the full SummAct model LLM+FT+SubGoal+Attn  (ne-
tuned LLM using both the input actions and sub-goals with L gppanceq fOr
summarisation) with several ablated versions to evaluate the impact of the
di erent modi cations. To ensure a fair comparison, all methods used the
same LLM and the same prompt templates.

LLM: pretrained LLM using only the input actions.

LLM+SubGoal : pretrained LLM using both the input actions and the
sub-goals.

LLM+FT : ne-tuned LLM using only the input actions with L yextToken
for summarisation.
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" LLM+FT+Attn : ne-tuned LLM using only the input actions with L gpnanced
for summarisation.

LLM+FT+SubGoal : ne-tuned LLM using both input actions and sub-
goals with L yexiTokenfOr Summarisation.

Since the Ul element attention mechanism is speci cally incorporated into
the loss function of ne-tuning, we do not have a standalone version of the
pretrained LLM enhanced solely by the attention, i.e., LLM+Attn.

6.3.3 Quantitative Evaluations

We rst quantify the similarity between ground-truth and summarised in-
tentions for all methods with four widely used NLP metrics [WLL23; ZYZ24].
Speci cally, we report Recall-Oriented Understudy for Gisting Evaluation
(ROUGE) [Lin04], Metric for Evaluation of Translation with Explicit OR-
dering (METEOR) [BLO5], and Bilingual Evaluation Understudy (BLEU)
[Pap01] that count the overlapping n-grams between texts to assess their
similarity, thus providing a measure that re ects lexical precision and recall.
We further report an embedding-based metric using a state-of-the-art sen-
tence encoder, Sentence Transformer, to obtain the sentence embeddings.
Embedding-based metrics evaluate the cosine similarity between sentences
and capture deeper and more robust semantic meanings that go beyond
mere lexical matches [PWK217]. All of these metrics indicate better results
as their values increase.

Table 6.1 provides an overview of the results of this comparison. As can be
seen from the table, our proposed full model consistently outperforms the
ablated versions on all test sets and all metrics, obtaining a cosine similarity
of up to 0.842 with the ground-truth user intentions. Among the three
generalisation test sets from Mind2Web, SummAct performed better incross-
websiteand worse in the cross-domairsetting. The former is likely because
di erent websites within the same domain share similar Ul designs and
thus require similar navigation patterns [DGZ+24], which can be e ciently

https://huggingface.co/sentence-transformers/all-MiniLM-L6-v2
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Mind2Web

Method Metric Cross Domain Cross Task Cross Website MoTIF
CosSim 357 348 380 203
LM BLEU .004 .004 004 012
ROUGE .050 .056 .060 077
METEOR 126 132 146 003
CosSim 381 374 404 230
BLEU .006 .004 .006 .009
LLM+SubGoal ROUGE 051 .055 059 063
METEOR 150 157 167 008
CosSim 631 661 673 601
BLEU 201 217 204 203
LLM+FT ROUGE 313 301 312 511
METEOR 303 306 322 510
CosSim 705 740 756 785
BLEU 349 296 305 407
LLM+FT+Atn ROUGE 345 372 383 730
METEOR 293 341 374 709
CosSim 718 .753 .763 .756
BLEU 201 301 301 359
LLM+FT+SubGoal ROUGE 381 392 301 689
METEOR 323 332 363 662
CosSim 755 796 802 842
LLM+FT+SubGoal+Attn  BLEU 406 453 445 453
(SummAct) ROUGE 390 432 447 799
METEOR 376 430 454 758

FT = Fine-tuning; SubGoal = Sub-goal generation; Attn = Ul element attention

Table 6.1: Interactive behaviour summarisation results achieved by our
proposed SummAct and its ablated versions, on a web dataset
Mind2Web (including three test subsets for generalisability assess-
ment across domains, tasks and websites) and a mobile dataset
MoTIF. The best results are shown inbold .

captured and integrated by our SummAct. These results also show, however,
that generalisation across domains remains challenging due to the variations
in context and user interactions.

We can also see from Table 6.1 that directly using a pretrained LLM
performs the worst while adding ne-tuning, sub-goals, or the Ul element
attention mechanism improved performance notably. Although adding sub-
goals (LLM+SubGoal) increased cosine similarity by up to 13.3% (0.203
vs 0.230 on MoTIF), the largest performance increase was achieved when
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adding ne-tuning (LLM vs LLM+FT), where the cosine similarity improved
by up to 89.9% (0.348 vs 0.661, cross-task setting) on Mind2Web, and
240.4% (0.203 vs 0.691) on MoTIF.

Also, adding our two novel designs of sub-goals and Ul element attention
contributes to the e ectiveness of SummAct (LLM+FT vs LLM+FT+SubGoal+Attn),
together leading to an up to 21.9% improvement on the cosine similarity
(0.691 vs 0.842 on MoTIF). Comparing our method with LLM+FT+Attn,
the Ul element attention mechanism increased the cosine similarity on
Mind2Web by 7.1% (0.705 vs 0.755) in the cross-domain setting, 7.6%
(0.740 vs 0.796) in the cross-task setting, 6.1% (0.756 vs 0.802) in the
cross-website setting, and by 7.3% (0.785 vs 0.842) on MoTIF. On n-gram-
based metrics, SummAct obtained improvements of up to 53.0% (0.296 vs
0.453 on Mind2Web cross-task setting) on BLEU, 16.7% (0.383 vs 0.447 on
Mind2Web cross-website setting) on ROUGE, and 28.3% (0.293 vs 0.376 on
Mind2Web cross-domain setting) on METEOR. In Section 6.4.1, we further
show that a lack of the Ul contents harms performance for next action pre-
diction. Similarly, SummAct outperformed its ablated version that removed
the sub-goals (LLM+FT+Attn), where the cosine similarity increased by
5.2% (0.718 vs 0.755) in Mind2Web cross-domain setting, 5.7% (0.753 vs
0.796) in the cross-task setting, 5.1% (0.763 vs 0.802) in the cross-website
setting and 11.4% (0.756 vs 0.842) on MoTIF. Moreover, BLEU improved by
up to 50.5% (0.301 vs. 0.453), achieved on Mind2Web cross-task setting;
the maximum enhancement of ROUGE 15.97% (0.689 vs. 0.799) on MoTIF;
while the largest improvement of METEOR reached 29.5% (0.332 vs. 0.430),
obtained in Mind2Web cross-task setting. Taken together, these evaluations
show the e ectiveness of the proposed components for interactive behaviour
summarisation.

6.3.4 Qualitative Analysis

We further examined the summaries generated by SummaAct and its ablations
qualitatively to understand the impact of the di erent designs.
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6.3.4.1 Impact of Ul element attention

Compared to the summaries generated by the full SummAct implementation,
the ablated version without Ul element attention lacks detailed context
information embedded in Ul element contents. For example, the ground-
truth intention to Find acampground in Orlando for two adults to check in on
Mar 29 and check out orMar 30 was correctly summarised by SummAct as
Find a campground in Orlando for two adults from March 29 to March 30 .
On the contrary, the ablated version (LLM+FT+SubGoal) produced a less
accurate summary,Find hotels in Orlando for two adults in March , missing
the information of the precise dates and the speci c type of accommodation.
This issue arose because during the summarisation, the ablation ignored the
detailed content in a clicking action on the button of Find a KOA , which
speci ed the accommodation type as a campground instead of any hotel.

Another example is the intention Find a highest rated dealer for Cadillac
with a rating above4 stars within 20 miles of zip 60606 . SummAct e ectively
summarised this into Find a highest rated Cadillac dealer abovestar within
20 miles of 60606 . However, the ablation's prediction was simply Find the
highest rated dealer for Cadillagamissing the speci c criteria of rating and
proximity.

This analysis shows that without the Ul element attention mechanism,
although the summaries retain the overall logic, they lack crucial specic
information provided by the Ul elements.

6.3.4.2 Impact of sub-goals

We then examined the summaries generated by the other ablation (LLM+FT+Attn)
in which the sub-goals were removed from SummAct. We found that the
summaries retained speci ¢ information but often failed to capture the over-
arching logic or coherence, especially when handling complex, multi-step
interactive behaviour. Figure 6.2 shows two examples of this phenomenon,
each with the user's input actions and their underlying intentions, the ground-
truth intention, the summary generated by the full version of SummAct,
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Figure 6.2: Two examples showing the input user actions, their underlying
ground-truth intentions and those summarised by the full version
of SummAct and its ablation removing sub-goals.

and the summary generated by the ablation. For example, at the top, the
user browsed through top-trending content within a community about work,
then picked one post with the heading ...woman-dominated work... and
saved it. Based on this interactive behaviour, SummaAct's summarisation was
the same as the ground truth, i.e. save a rising post on a community about
work. However, the ablation produced nd a post about women-dominated
workplace focusing disproportionately on speci ¢ content cues, such as the
particular post's heading, rather than the overall context of these actions.
This demonstrates that without sub-goals, summaries may lack the essence
and broader context of user interactions and instead focus on speci ¢ key-
words or aspects, resulting in a summary that does not re ect the overall
intention.

In the second example, the user searched foauto repair with Itering
conditions, selected one particular item, and then read its reviews. This
was summarised correctly by SummAct: the summary includes that the
user rst looks for a business and then veri es its quality according to
its reviews. However, the ablation summarised the intention as nd an
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accredited auto repair shop in zip code 10002 that has good reviewsstakenly
understanding the goal to be Itering the auto repair business based on their
reviews. This occurs because, without sub-goals, the model processes all
behaviour information indiscriminately and struggles to dissect the intricate
dependencies and hierarchy among input actions. As a result, the ablated
model erroneously swapped the sequence priorities betweennding auto
repair and reading reviews

This analysis underscores the importance of our hierarchical approach in
handling complex interactive behaviour. By generating intermediate sub-
goals, SummAct not only distils key information from di erent stages of the
user actions but also maintains a coherent understanding throughout each
interaction stage, ensuring that the nal summary encapsulates the overall
context.

6.4 Applications of Interactive Behaviour Summarisation

6.4.1 Next Action Prediction

Input Cross Domain ] Cross Task ] Cross Website ]
Element Operation Element Operation Element Operation
History 31.2 42.1 34.2 46.2 30.6 40.4
History+Summary ( w/o Ul element attention) 37.8 45.9 43.8 47.7 34.9 43.9
History+Summary ( Full) 46.8 50.5 47.8 54.5 40.1 45.0

Table 6.2: Element accuracy and operation F1 score of next action prediction
achieved using 1) only behaviour history, 2) behaviour history
plus its summary generated by SummActw/o Ul element attention
and 3) behaviour history and its summary generated by SummAct
full version. Both metrics are in percentage. The best results are
shown in bold .

Interactive behaviour forecasting is core to anticipatory and proactive
interactive systems [ZHL+22]. Speci cally, we conducted the next action
prediction following [ZHBB24]. Most current next action prediction methods
are based solely on the historical information without explicitly understand-
ing overall intentions [KFW+18; KVNK12; ZHB24]. The summarisation of
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action history can potentially enhance the next action prediction by providing
contextual information on users' goal trajectories.

We approached next action prediction as a multi-choice question-answering
task, i.e., the model selects from a list of candidate Ul elements that users
may interact with, following [CHL+24; GDS22]. The pipeline includes
three steps [DGZ+24; ZGK+24]: First, we summarise the actions a user
has performed using our SummaAct. Then, we employ a candidate extrac-
tion method proposed by [DGZ+24] to Iter and rank Ul elements on the
current web page and retain the top-k elements as the candidate targets for
the next action. Retaining only top-k elements is because the raw HTML
contains a large amount of noisy Ul data that can distract LLMs and cause
hallucinations [MIT23] and exceeds the maximum length of allowed input
tokens. In our experiments, we setk to 50 [DGZ+24]. Finally, we ne-tune
an LLM to select the next target Ul element out of the 50 candidates and
predict its corresponding operation out of three classes (click, select or type).
We used the same ne-tuning set-up as the summarisation, i.e., Mistral-7B as
the backbone LLM and the same learning rate, optimiser and scheduler. We
ne-tuned the model for only three epochs, given its fast convergence. We
required the behaviour history to include at least ve past actions to o er ad-
equate context, consistent with prior next action prediction works [KFW+18;
ZHBB24]. The prompt for ne-tuning the LLM included these past actions,
the intention summarised by SummAct, and the list of candidate Ul elements
(see Appendix 9.9.3).

We compared our results with two baselines, as shown in Table 6.2. The
rst is when only using the action history to compare with and examine the
e ectiveness of summaries in next action prediction. The other is when using
the history plus the summary generated by the ablated version of SummAct
excluding the Ul element attention, to check the speci c contribution of
keeping Ul content as discussed in Section 6.2.2. Following [DGZ+24;
ZWWA24], we calculated the accuracy of Ul element prediction, and F1 score
of user operation prediction to measure the imbalanced operation classes.
We showcased the performance of next action prediction on Mind2Web given
that this dataset has more variety of intentions and interfaces than MoTIF,
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as shown in Section 6.3.1.

As presented in Table 6.2, integrating summarised intentions consistently
enhanced the performance across domains, websites and tasks, with an
average 12.9% higher element accuracy and 7.1% higher operation F1 score.
Moreover, we observed adding the Ul element attention improved the ele-
ment accuracy and the operation F1 score by 6.1% and 4.2% on average,
respectively, verifying that the Ul content preserved by our method was
helpful for next action prediction.

Enhancing next action prediction o ers practical bene ts for various inter-
active scenarios. For instance, the adaptive user interfaces can dynamically
adjust the layout and functionality or directly recommend future actions
to users to reduce required cognitive and physical demands and enhance
usability [LXG+24]. Additionally, this approach allows automation agents to
operate more e ciently by intuitively responding to user preferences without
requiring explicit task instructions. This potentially leads to smoother, more
personalised interactions adapting to evolving user behaviour.

6.4.2 Automatic Identi cation of Behaviour Synonyms

Besides directly capturing user intentions, our summarisation method can
also identify interactive behaviour synonyms , which, in our examples, are
alternative action sequences re ecting the same underlying user intention.

Practically, we used multiple windows of various lengths from two to
the maximum sequence length to respectively segment each input action
sequence into sub-sequences. Our SummAct processed each sub-sequence to
summarise its underlying intention. We then combined all the sub-sequences
and calculated the cosine similarity between their sentence embeddings. Two
action sub-sequences are considered as synonyms if their cosine similarity is
higher than a threshold.

We showed three example types of synonyms that can provide interesting
insights into interaction strategies and system usability: 1) when two syn-
onym behaviours are di erent but generated from the same Ul, the synonyms
re ect di erent strategies or preferences users can take towards an intention;

100 6 | Summarising Interactive Behaviour into Natural Language



Figure 6.3: An example of using synonyms to compare Ul usability for the
task of adding N items into the shopping cart The Uniglo website
(left) allows users to add multiple items with just three clicks,
while the Macy's website (right) requires one click per item,
leading to more e ort and less usability as N increases.

2) when two synonym behaviours are di erent and generated from di erent
Uls, the shorter action path indicates better usability; 3) when two synonym
behaviours are generated from di erent Uls but have same actions, this
presents that there are common behaviour patterns or Ul designs.

6.4.2.1 Di erent behaviours from the same Ul

Based on the same intention on the same Ul, users can still generate vari-
ous behaviours, showing di erent user preferences, interaction habits and
strategies.

For instance, to add an item to a new shopping listusers could choose
a shorter action path, i.e., creating a new list when adding an item, or a
longer trajectory rst navigating to the page showing all the existing lists,
adding a list there, then returning to the item page, and nally adding
the item. In another example, when the intention was to nd a top-rated
restaurant in Miami, one behaviour directly navigated to a page listing all
restaurants and then selected the desired city. In contrast, another user path
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rst identi ed the city, browsed a broad range of "things to do", and then
narrowed down to restaurants. These variations may re ect di erent user
preferences, browsing habits, or the clearness of user intention: the former
path shows that the user may have a straightforward motivation to look for
arestaurant. At the same time, the latter shows that the user may just look
for a place to goin the city, not necessarily for a restaurant. These synonyms
can help designers understand user preferences and habits, nd the optimal
interaction strategies, and design user-tailored interfaces.

6.4.2.2 Di erent behaviours from di erent Uls

Ul designs impact the e ciency of achieving interactive intentions, shown by
user behaviours. Therefore, the length of the synonyms found through our
summarisation can be used as a metric of Ul e ciency. Unlike classical met-
rics like the keystroke-level model (KLM) that measure interactive system's
usability via task completion time [FHHOO; Hor06], this metric will compare
Uls via the number of actions required for the same intention. As shown in
Figure 6.3, to add N items into the shopping cartthe Uniglo website (left)
enables users to directly choose the total quantity and add all of them to
the cart at once, i.e., nishing with three clicks; while Macy's (right) only
allows adding one item each time, i.e., with N clicks. When N has a large
value, users on the latter interface will have to perform many more actions,
harming e ciency and usability. Another example is shown in Figure 6.4,
where the intention was to search for jobs in a cityEssex in the upper and
London in the lower example). In the upper example, users only needed
three clicks to navigate from the main page to view all jobs from the city,
i.e., Countries England Jobs in Esse®n the contrary, in the lower example,
users had to perform more actions to see the list of jobs, i.e.click on Find
a job click on Start now click on the text box under Where type London click
on London click on SearchThe reason is that the former website, Indeed, is
speci cally designed for job searching, optimising its Ul to streamline this
function. In contrast, the latter website, Gov.UK, serves multiple functions,
not focusing primarily on job hunting, consequently leading to relatively
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(@) Searching for jobs in Essex on Indeed

(b) Searching for jobs in London on Gov.UK

Figure 6.4: An example of using synonyms to compare Ul usability for the
intention of Searching for jobs in city AOn the upper interface,
the users can nish the task with only three actions; on the lower
interface, the users must perform six actions, indicating worse
usability.
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