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Abstract

Gaussian Processes (GPs) are a powerful tool for regression tasks, but their computational complexity
is a limiting factor. In particular, it must calculate the Cholesky decomposition of a large covariance
matrix, which results in a lower triangular matrix and is used for making predictions and calculating
the uncertainty of those predictions. This step has a cubic time complexity of and is the prevalent
part of computing predictions. Therefore, we use task-based parallelism with the High Performance
ParalleX (HPX) library and tiled algorithms that view matrices as smaller tiles of equal size. The
tiled algorithm executes parallel tasks that each perform a Basic Linear Algebra Subprograms
(BLAS) operation on those tiles to speed up the computation. This led to the creation of the
Gaussian Process Regression using Asynchronous Tasks (GPRat) Python library, which implements
GPs based on this approach with the HPX runtime system. GPRat aims to provide a scalable and
efficient implementation of GPs for large datasets with an implementation in C++ while leveraging
the simplicity of Python for ease of use and seamless interaction with other Python libraries. It
utilizes Intel oneAPI Math Kernel Library (oneMKL) to perform the BLAS operations on the
Central Processing Unit (CPU). Graphics Processing Units (GPUs) are well-optimized for parallel
processing, in particular for BLAS operations that operate on large matrices. This thesis extends
the GPRat library with accelerator support for NVIDIA GPUs to further speed up the Cholesky
decomposition and the other GP operations that utilize its result. The CUDA library includes
the cuBLAS library and cuSolver library which provide the necessary Linear Algebra PACKage
(LAPACK) and BLAS operations for executing computations on GPUs.

This thesis presents the addition of CUDA support to the GPRat library. In particular, it describes
the implementation of the tiled Cholesky decomposition on GPUs and also the other GP operations
that utilize its result and therefore perform its additional operations on the GPU as well.

We then compare the performance of the GPU implementation to the existing CPU implementation
on a single node including a dual-socket AMD EPYC 9274F CPU and an NVIDIA A30 24 GB
GPU. The results show that the GPU implementation is faster when working with at least 128
training samples and fewer but larger tiles. We also compared the performance of the GPRat library
in computing the full covariance matrix prediction to the CPU implementation, but also to the
GPyTorch and GPflow libraries on both CPU and GPU, which are two popular and highly efficient
GP libraries for Python. We find that the GPRat library is the fastest on the CPU, competitive with
the other libraries on the GPU, and scales well with the number of training samples. However,
GPflow is slightly faster than GPRat on the GPU for higher numbers of training samples, and the
optimal number of matrix tiles gives hardly any performance benefit on a single node.
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1 Introduction

Nowadays, many Machine learning (ML) applications profit from popular open-source, state-
of-the-art libraries, such as TensorFlow [MAP+15] or PyTorch [PGM+19]. They are usually
developed as Python libraries and offer a wide range of ML algorithms which are well-optimized
for running on both CPUs and GPUs. Among the many techniques they support is GP regression, a
powerful probabilistic approach for modeling complex functions and making uncertainty-aware
predictions. GPs find application in most diverse fields like artificial intelligence [DL13], big data
[LOSC20], control theory [BS15; Koc16], geography [CVM+16; VRND09], chemistry [DBB+21],
and psychological behavior [SSK18]. Their commonality lies in the need for a flexible model that
can capture nonlinear relationships in the data and provide uncertainty estimates for its probabilistic
predictions. GPs make these predictions by calculating the Cholesky decomposition of a large
covariance matrix K ∈ R𝑛×𝑛 resulting in a lower triangular matrix L. With a time complexity
of O(𝑛3), it is the prevalent part of its computations and therefore needs to be optimized. The
most popular libraries for GP regression, namely GPyTorch [GPB+18] and GPflow [MvN+17],
are written in Python and accelerate their computations by utilizing PyTorch and TensorFlow as
their backend, respectively. These computational frameworks provide a high-level Application
Programming Interface (API) for defining and training ML models with optimized routines. They
also have the option to further accelerate their computation by running their computations on GPU
hardware. However, the usage of such predefined API subroutine implementations may not fully
exploit the potential of the underlying hardware.

As a result, [Hel24] created the GPRat library, which optimizes the Cholesky decomposition and
other GP operations with tiled algorithms, as suggested by the authors of [SP23], which regard
the matrices as smaller tiles of equal size. Such tiles are contiguous sub-matrices that partition
the covariance matrix. Then, the tiled algorithms run asynchronous tasks that primarily perform
optimized BLAS operations on the individual tiles. First, operating on smaller tiles in contrast to
operating the full matrix implies a lower runtime per tile because the time complexity of each BLAS
operation is less prevalent. Second, this approach speeds up the computation as the individual BLAS
operations can be executed in parallel on separate hardware resources which further reduces the
runtime. GPUs are well-optimized for performing highly-parallel BLAS operations like the General
Matrix-Matrix Multiplication (GEMM) or the General Matrix-Vector Multiplication (GEMV)
[LYTZ19]. The GPRat library already utilizes the HPX library for its task-based parallelism and
Intel oneMKL to perform its BLAS operations on the CPU.

The goal of this thesis is to extend the GPRat library with support for NVIDIA GPUs to accelerate
GP prediction operations. To achieve this, we implement a GPU-accelerated, task-based approach
for the tiled Cholesky decomposition and the GP prediction operations using HPX and Compute
Unified Device Architecture (CUDA).
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1 Introduction

The key contributions of this thesis include:

• A GPU-accelerated implementation of the tiled Cholesky decomposition and prediction
algorithms for GPs with the Asynchronous many-task (AMT) system HPX and CUDA,

• a performance study of the GPU and CPU implementations on a dual-socket AMD EPYC
9274F and an NVIDIA A30 24 GB, examining the effects of tile size, CUDA streams, and
problem scaling,

• a scalability comparison of GPRat with GPyTorch and GPflow on both CPU and GPU, for
GP prediction and full covariance matrix computation.

The remainder of this thesis is structured as follows: Chapter 2 provides the theoretical background
of GP with the example application of a Mass Spring Damper (MSD) system in the area of System
Identification (SI). Chapter 3 discusses related work in the area of GP libraries and the use of
GPUs for GP computations. Chapter 4 describes the usage of tiled algorithms to parallelize the GP
computations. It also presents the libraries required for GPRat, the implementation and extension of
GPRat with GPU support, and the experimental setup we use to compare its performance. Chapter 5
lists the results for each experiment and discusses them. Finally, Chapter 6 concludes the thesis and
provides an outlook on future work.
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2 Theoretical Background

This chapter introduces the basics of GPs, starting with a sample application in Section 2.1 on
coupled MSD systems that are part of SI. They highlights the need for a flexible, non-parametric
model that can capture nonlinear relationships in the data and provide uncertainty estimates for
its probabilistic predictions. Thus, we introduce the GP regression model and its mathematical
formulation in Section 2.2. Then, we can use this model to make predictions and calculate the
uncertainty of those predictions, as described in Section 2.2.1.

2.1 System Identification

SI is the process of developing a mathematical surrogate model based on input-output data pairs
which are obtained from measuring dynamic system behavior [Lju10]. This approach is essential
when accurate physically based models are not available to describe the complex, nonlinear behavior
of a system. SI is widely applied in control theory, where obtaining an accurate system representation
is crucial for designing effective controllers [BS15; Koc16]. One common example in control theory
is the coupled MSD system, which serves as a benchmark for modeling mechanical dynamics. It
consists of multiple carts that contain mass, connected by dampers and springs with non-linear
force profiles, as shown in Figure 2.1. The coupled MSD system in the example consists of three
carts with masses 𝑚1, 𝑚2, and 𝑚3. The input to the system is the force 𝐹 (𝑡) on the first mass

𝑚1 𝑚2 𝑚3

𝐹 (𝑡)

𝑝(𝑡)

𝑥

Figure 2.1: Coupled MSD system with three masses

at time 𝑡 along the same axis as the carts are positioned. This accelerates the first cart, which
then transfers its momentum to neighboring carts through the springs and dampers. Consequently,
this also affects the output, which is the position 𝑝(𝑡) of the last car along the same axis. This
results in a time-dependent continuous response, where the future output 𝑝(𝑡) depends not only
on the current input 𝐹 (𝑡) but also on past inputs, which have already influenced previous system
states. To create a surrogate model of such a nonlinear coupled MSD system with a GP, we need
to generate training data. The training data is gathered by controlling 𝐹 (𝑡) and observing 𝑝(𝑡) in
the running MSD system. We provide a simulator for such a system in the GPRat repository at
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2 Theoretical Background

data/generators/msd_simulator1. Essentially, we measure the input 𝐹 (𝑡) and output 𝑝(𝑡) at a
constant rate for some duration to create a sequence of samples. Figure 2.2 shows an example of
some samples of the coupled MSD system generated by the simulator. The parameters are set to

0.0 0.2 0.4 0.6 0.8 1.0
F(t)

0.0

0.2

0.4

0.6

0.8

1.0

p(t)

0.0

12.5

25.0

37.5

50.0

t [s]

Figure 2.2: Example for samples of a coupled MSD system

1024 samples, a sample rate of 20 Hz, a normally distributed noise level with a standard deviation
of 0.05, and a sinusoidal signal with an amplitude of 4 and a period of 5 s. The horizontal axis
represents the force 𝐹 (𝑡), the vertical axis the position 𝑝(𝑡) of the last mass, and the changing
color the time. Note the nonlinear relationship between the force and the position. In particular,
similar force values can lead to very different positions depending on the current positions of the
masses and the previous positions of the last mass. This motivates the use of so-called regressors,
which are lagged system states containing a sequence of past input values up to the current time
𝑡. The concept is fundamental in Nonlinear Finite-Impulse Response (NFIR) models, where the
future output is influenced not only by the current input, but also by a weighted sum of past inputs,
reflecting the memory of the system [Sär21]. Thus, we represent a sample of the system at time
𝑡 not only by the current input 𝐹 (𝑡) but also by the past inputs. This results in a feature vector
x𝑖 = {𝑥𝑖−𝐷+1, . . . , 𝑥𝑖} ∈ R𝐷 representing the 𝑖th sample of 𝐹 (𝑡𝑖) at time 𝑡𝑖 , where each feature is a
lagged system state as opposed to the current system state 𝑥𝑖 . We refer to 𝐷 ∈ N as the number of
regressors.

2.2 Gaussian Processes

GPs are a regression method used in ML for modeling nonlinear system behavior 𝑓 : R𝐷 → R, x ↦→ 𝑦

with a black-box approach [GKD19; KM05; Koc16]. The feature vector x = [𝑥1, . . . , 𝑥𝐷] ∈ R𝐷
consists of 𝐷 ∈ N features 𝑥𝑖 ∈ R, 𝑖 ∈ N. Further, the scalar 𝑦 ∈ R is the corresponding observation.

1https://github.com/constracktor/GPRat/tree/main/data/generators/msd_simulator

20

https://github.com/constracktor/GPRat/tree/main/data/generators/msd_simulator


2.2 Gaussian Processes

The observations may be noisy, e.g. due to small measurement errors or unknown factors. For this
purpose, GPs provide a probabilistic approach to modeling such data. One important application of
this approach is SI, which is further explained in Section 2.1 along with an example. It predicts an
observation given a feature vector and may also compute the uncertainty of this prediction. The
latter is a key feature of GPs because it enables more informed decision-making by indicating the
reliability of the prediction. The probabilistic nature of GPs is also reflected by its definition as
𝑓 (x) ∼ GP(𝑚(x), 𝑘 (x𝑖 , x 𝑗)), which is characterized with the following two parameters: First, the
mean function,

𝑚(x) : R𝐷 → R, x ↦→ E[ 𝑓 (x)],(2.1)

represents the prior expectation of the function values 𝑓 (x) given the feature vector x. For simplicity,
we set 𝑚(x) = 0, which is often sufficient, especially when the true mean function is unknown. If
needed, the posterior mean function can be adjusted to fit the data more accurately. Second, the
covariance function,

𝑘 (x𝑖 , x 𝑗) : R𝐷 × R𝐷 → R, (x𝑖 , x 𝑗) ↦→ E[( 𝑓 (x𝑖) − 𝑚(x𝑖)) · ( 𝑓 (x 𝑗) − 𝑚(x 𝑗)))],(2.2)

serves as a measure of distance between the feature vectors x𝑖 , x 𝑗 ∈ R𝐷 . The covariance function is
also known as the kernel function and must be chosen accurately to match the system behavior to be
represented by the GP. Note that the order of its arguments is irrelevant, so 𝑘 (x𝑖 , x 𝑗) = 𝑘 (x 𝑗 , x𝑖) Its
definition implicitly determines the output of the mean function which results from training the GP
on a given set of training data: The GPRat library uses the squared exponential kernel, which is a
common choice for GPs in ML [WR06]:

𝑘 (x𝑖 , x 𝑗) := 𝑣 · exp

(
− 1

2ℓ

𝐷∑︁
𝑑=1
(𝑥𝑖𝑑 − 𝑥 𝑗𝑑 )2

)
+ 𝛿𝑖, 𝑗𝜎2,(2.3)

It contains three hyperparameters: the lengthscale ℓ, the vertical lengthscale 𝑣, and the noise
variance 𝜎2. Their choice is crucial for the performance of the GP because they influence the
predictions and the respective variances. Therefore, they are subject to hyperparameter optimization.
[Hel24] elaborates on the application of hyperparameter optimization in the GPRat library using
gradient descent and the Adam method [MAP+15]. However, hyperparameter optimization is not
the focus of this thesis and only scarcely mentioned as needed. We do not apply hyperparameter
optimization in the experiments and use the default values ℓ = 1, 𝑣 = 1, 𝜎2 = 0.1.

The training data is defined by a feature matrix X = {x1, . . . , x𝑛} which contains 𝑛 ∈ N feature
vectors x1, . . . , x𝑛 ∈ R𝐷 . As mentioned previously, each feature vector holds 𝐷 ∈ N features.
Regarding the coupled MSD system, as described in the previous Section 2.1, they are the regressors,
which capture a sequence of lagged system states. In addition, the training data contains noisy
observations y = {𝑦1, . . . , 𝑦𝑛} whose entries correspond to the entries in the feature matrix X. The
main goal of training a GP is predicting 𝑛̂ ∈ N observations ŷ = {𝑦̂1, . . . , 𝑦̂𝑛̂} for a new feature
matrix X̂ = {x̂1, . . . , x̂𝑛̂}, which usually contains different feature vectors as input than X. A trained
GP optionally also calculates the uncertainty of those predictions. Figure 2.3 presents the concept of
GPs with an example of some data points that result from a scalar feature vector 𝑥 ∈ R on the 𝑥-axis
as input to the real process and a noisy observation 𝑦 ∈ R on the 𝑦-axis. The samples serve as the
training data for the GP. Then, we performed predictions for each 𝑥 value in the visible interval and
plotted them as the blue line. Additionally, we calculated the uncertainty for each prediction and
displayed it as the surrounding area of the line graph which indicates the 95% confidence intervals
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2 Theoretical Background

0 2 4 6 8
x

1

0

1

2

3

y

95% confidence intervals based on k(x, x)
prediction for x
Training samples

Figure 2.3: Example plot of GP for scalar feature 𝑥 ∈ R and noisy observation 𝑦 ∈ R

under the assumption of a normal distribution. More precisely, we used ten data points for training,
111 data points for testing, and only one regressor per feature vector. Note the increasing uncertainty
for predictions further away from the training data, in addition to the prediction being closer to zero
because we assume 𝑚(𝑥) = 0.

The following two subsections will describe, the mathematical foundations of how GPs perform the
prediction and uncertainty calculation in more detail.

2.2.1 Prediction with Gaussian Processes

Predicting the observations ŷ ∈ R𝑛̂ of for a new feature matrix X̂ ∈ R𝑛̂×𝑛̂ requires the assembly
of four covariance matrices KA,B ∈ R𝛼×𝛽 for A,B ∈ {X, X̂}, 𝛼, 𝛽 ∈ {𝑛, 𝑛̂}. Each entry (𝑖, 𝑗) for
1 ≤ 𝑖 ≤ 𝛼, 1 ≤ 𝑗 ≤ 𝛽 of the matrix holds a result of the covariance function 𝑘 (a𝑖 , b 𝑗) for entries
a𝑖 ∈ R𝐷 of A and b 𝑗 ∈ R𝐷 of B:

(2.4) KA,B :=


𝑘 (a1, b1) . . . 𝑘 (a1, b𝑛B)

...
. . .

...

𝑘 (a𝑛A , b1) . . . 𝑘 (a𝑛A , b𝑛B)


Each assembly has a time complexity of O(𝛼 · 𝛽 · 𝐷). The matrix K := KX,X ∈ R𝑛×𝑛 is the
covariance matrix of the training data, KX̂,X ∈ R𝑛̂×𝑛 is the cross covariance matrix, KX,X̂ ∈ R𝑛×𝑛̂
is the transposed cross covariance matrix, and KX̂,X̂ ∈ R𝑛̂×𝑛̂ is the prior covariance matrix of the
test data. The prediction by itself calculates the following equation:

(2.5) ŷ := KX̂,X ·K
−1
X,X · y

Note the inversion of the square covariance matrix KX,X ∈ R𝑛×𝑛. Directly calculating the inverse
matrix leads to poor numerical stability. Instead, we solve the System of Linear Equations (SLE)
K−1y = 𝜶 or rather K𝜶 = y for 𝜶 ∈ R𝑛 using a numerically stable algorithm. For selecting the
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optimal algorithm, we consider two properties of the matrix K that result from the definition
of the covariance function 𝑘: The matrix is symmetric (K = K⊤) and positive semi-definite:
∀x ∈ R𝑛 : x⊤Kx ≥ 0. Given these properties, we do not need to use a general decomposition
algorithm, e.g. LU or QR decomposition, but are allowed to use the numerically stable and more
efficient Cholesky decomposition: K = LL⊤. It decomposes the matrix K into a lower triangular
matrix L ∈ R𝑛×𝑛 within time complexity O(𝑛3). The matrix L is also known as the Cholesky
factor of K. It enables faster forward- or backward substitutions in future calculations instead of
resolving the previous SLE with K. When performing only predictions with GPs, the calculation of
L the computationally most expensive part. When calculating the uncertainty of the predictions,
possibly with the full posterior covariance matrix KX̂,X̂ ∈ R𝑛̂×𝑛̂, there are steps that may have
similar or worse time complexities depending on the size 𝑛̂ ∈ N of the test data. We will state the
time complexity for each operation in the following paragraphs, which discuss both prediction and
uncertainty calculation with L.

To perform the prediction based on the test input, we must assemble K,KKX̂,X
, and compute the

Cholesky factor L for K. Then, we can apply a forward substitution, a backward substitution, and a
matrix-vector multiplication. Each step has a time complexity of O(𝑛2), which is asymptotically
smaller than the time complexity of the Cholesky decomposition with O(𝑛3). First, we calculate
the forward substitution of the SLE

(2.6) L𝜷 = y

to get the temporary vector 𝜷 ∈ R𝑛. Then, we calculate the backward substitution of the SLE

(2.7) L⊤𝜶 = 𝜷

to calculate the result of the matrix-vector multiplication 𝜶 = K−1y. The final step is the following
matrix-vector multiplication

(2.8) ŷ := KX̂,X · 𝜶,

which obtains the predictions ŷ for the test input data.

The calculation of the uncertainties also requires the Cholesky factor L and can be done separately
from the three steps above for the prediction. The uncertainties are the elements on the diagonal
of the posterior covariance matrix 𝚺X̂, which we denote as 𝚺diag

X̂
. The calculation of the posterior

covariance matrix is the following:

(2.9) 𝚺X̂ := KX̂,X̂ −KX̂,X ·K
−1 ·KX,X̂

Similar to the prediction, it solves K−1KX,X̂ = U or rather KU = KX,X̂ for U ∈ R𝑛×𝑛̂ instead of
directly calculating the inverse matrix. This step can be accelerated by using the Cholesky factor L
to perform the forward substitution of the SLE

(2.10) LV = KX,X̂

for the temporary matrix V ∈ R𝑛×𝑛̂ with a time complexity of O(𝑛2 · 𝑛̂). Next, we calculate another
temporary matrix W ∈ R𝑛̂×𝑛̂ with a matrix-matrix product with a time complexity of O(𝑛 · 𝑛̂2):

(2.11) W := V⊤V.
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If we only want the diagonal elements of 𝚺X̂, we can save some computation and just compute the
diagonal elements of W, that is, Wdiag with a time complexity of O(𝑛 · 𝑛̂). Lastly, we calculate the
full posterior covariance matrix

(2.12) 𝚺X̂ := KX̂,X̂ −W.

This step has a time complexity of O(𝑛̂2). We can retrieve the diagonal 𝚺X̂
diag from this or instead

skip calculating the whole posterior covariance matrix and only perform 𝑛̂ subtractions on the
diagonal elements Kdiag

X̂,X̂
and Wdiag. See Algorithm A.1 on page 71 for a summary of the prediction

and uncertainty calculation with GPs.
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This chapter discusses related work in the area of GP libraries and the use of different programming
models for parallelized computation to achieve maximum hardware utilization.

3.1 GP libraries

GPs have already been implemented in several libraries. The most popular and state-of-the-art
implementations are GPyTorch [GPB+18] and GPflow [MvN+17], both of which are available
as Python libraries: They also support using the GPU for computation via their computational
backends PyTorch [PGM+19] and TensorFlow [MAP+15], respectively. There are further libraries
that provide GP implementations, such as scikit-learn [PVG+11] with its GaussianProcessRegressor
class 1, which is a general-purpose ML library that also includes GPs. It only provides very limited
GPU support through the Array API [MRG+23] with PyTorch or CuPy arrays [NL17]. Then, there
is the GPy library [GPy12] which provides an extensive feature set for GPs and provides basic
GPU support via PyCUDA [KWL+22] which is a CUDA wrapper for Python. The core logic
of scikit-learn and GPy is primarily written in Python, which limits its scalability for large-scale
problems. In contrast, GPyTorch and GPflow are designed with performance optimization and
accelerator support in mind, using C++ backends for more efficient, parallelizable computations.
Next, there is GPJax library [PD22] which is a didactic GP library built on top of JAX [BFH+18]
and provides GPU support. It also uses Just-In-Time (JIT) compilation to speed up the computations
using the Accelerated Linear Algebra (XLA) compiler [FJL18], which is also used in PyTorch and
TensorFlow. However, JAX also shows worse scalability compared to TensorFlow [AR24]. Hence,
this thesis focuses on the comparison of the GPRat library with GPyTorch and GPflow. The GPRat
repository contains reference implementations of GPs for both GPflow and GPyTorch on CPU and
GPU that were used for comparison with GPRat. See Section 4.4.1 on page 50 for more details on
the implementations.

GPyTorch is a modular, user-friendly, and highly efficient GP library built on top of PyTorch. In
particular, GPyTorch leverages CUDA and the GPU-optimized MAGMA library for linear algebra
routines [ABC+24], as well as PyTorch’s dynamic computational graphs, which enable rapid
and scalable computations. MAGMA’s right-looking Cholesky operation in double precision for
NVIDIA GPUs is minimally slower than its cuSolver equivalent in the CUDA library [HATD17].
However, many other LAPACK and BLAS operations achieve better performance in MAGMA than
cuSolver or CUDA Basic Algebra Subroutine (cuBLAS). For CPU computations, GPyTorch uses
the Intel oneMKL library [Int24] for linear algebra routines. GPyTorch is designed for exact and
approximate GP models while fully exploiting modern hardware accelerators. A key strength of

1https://scikit-learn.org/stable/modules/gaussian_process.html
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GPyTorch is its ability to scale exact GP inference to large datasets. By default, it uses Blackbox
Matrix-Matrix multiplication (BBMM) [GPB+18], which is a conjugate-gradient-based method,
instead of the traditional Cholesky decomposition to avoid the cubic time complexity inherent in
exact GP methods. It can be disabled to use the Cholesky decomposition instead. Moreover, it
optionally incorporates LanczOs Variance Estimates (LOVE) [PGWW18] to rapidly approximate
the posterior covariance matrix with accuracy of four decimals and time complexity O(𝑛2), so
constant time per prediction uncertainty. Additionally, GPyTorch will lazily compute each entry of
the posterior covariance matrix as needed, unless otherwise specified.

GPflow is similar to GPyTorch because of its simple modular API and well optimized GP operations,
built on top of a computational backend written in C++, that is TensorFlow. TensorFlow ensures
scalability for large datasets, simple model specification, and accelerator support with CUDA.
The latter is inherent to TensorFlow because GP models defined in GPflow automatically benefit
from CUDA-enabled operations when an NVIDIA GPU is available. Otherwise, it uses the CPU
implementation of TensorFlow and the Intel oneMKL library. It supports both exact inference and
variational inference methods for scaling to larger datasets. With its focus on variational inference,
GPflow efficiently handles large datasets and well-suited for GPU acceleration.

3.2 Parallel programming models

To achieve maximum hardware utilization, modern ML libraries use parallel programming models
to distribute computations across multiple cores, threads, or devices. Both GPyTorch and GPflow
use PyTorch and TensorFlow, respectively, as their computational backends, which provide built-in
support for parallel, multithreaded computation, primarily GPU acceleration. They also include
Open Multi-Processing (OpenMP) [GFB+04] for data-parallelization [DBK24], which uses a
shared-memory model to fork-join computations across multiple cores. It uses #pragma based
directives to parallelize loops, sections, and tasks. This keeps the code logic well readable and
adds parallelism to sequential code. The fork-join model or data-parallelization refers to a parallel
programming model that spawns multiple threads to execute tasks in parallel, distributes the work
to the available hardware resources and then joins them back together to continue the main thread.
However, this creates overhead, especially at global synchronization barriers when the threads
rejoin, where we have to wait for all threads to finish their work. In the meantime, some cores
may be idle waiting for the other cores to finish their computation. This which leads to inefficient
resource utilization. Task-based parallelism, on the other hand, avoids global synchronization
barriers as it splits the work into smaller tasks that can be executed asynchronously. The result of a
task can be used by other tasks that depend on it, and synchronize the task as needed [DBK24]. The
HPX library [KDL+20] is a C++ standard library for parallelism and concurrency that provides a
task-based programming model. We will discuss HPX in more detail in Section 4.2.2 on page 32.
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This chapter describes the GPRat library. First, we introduce the tiling algorithms used to compute
the GP operations in Section 4.1. Second, we present the software framework for the GPRat library
by introducing the libraries that were used with the important parts of its API: We cover pybind11
in Section 4.2.1 on page 31, HPX in Section 4.2.2 on page 32, Intel oneMKL in Section 4.2.3 on
page 33, CUDA in Section 4.2.4 on page 34. Third, we describe the GPRat library in Section 4.3 on
page 39 and how we extended it with CUDA support. Finally, we present the experimental setup in
Section 4.4 on page 47 that was used to obtain the results in the next Chapter 5 on page 53.

4.1 Tiled algorithms

This section elaborates on the tiled algorithms used in the GPRat library. The primary goal of
tiled algorithms is to parallelize GP operations by dividing computations into smaller tasks that
can be distributed across multiple cores of modern hardware. In particular, we focus on the tiled
Cholesky decomposition in Section 4.1.1 which is the most computationally expensive part of
the GP prediction operations. The Cholesky decomposition computes the lower triangular matrix
L of a symmetric and positive semi-definite matrix K ∈ R𝑛×𝑛 which is further used for making
predictions, calculating uncertainty or a full covariance matrix, but also when optimizing the GP.
Hence, these operations must also employ tiled algorithms to benefit from task-based parallelism
and the layout of Cholesky decomposition. We cover them in Section 4.1.2.

4.1.1 Tiled Cholesky decomposition

The tiled Cholesky decomposition is a parallel algorithm for computing the in-place Cholesky
decomposition of a symmetric and positive semi-definite matrix, which is satisfied by the covariance
matrix K ∈ R𝑛×𝑛 for 𝑛 ∈ N as described in Section 2.2.1. The result is a lower triangular matrix L
which satisfies K = LL⊤. In particular, it splits the matrix into 𝑀 × 𝑀 smaller tiles K𝐼,𝐽 ∈ R𝑚×𝑚
for 𝑚 := 𝑛/𝑀 ∈ N, 1 ≤ 𝐼, 𝐽 ≤ 𝑀 and assigns asynchronous tasks to those tiles which perform
BLAS operations1. The BLAS operations are optimized for their respective hardware by using
efficient memory access patterns [KW03]. For simplicity, we assume that the size 𝑛 of the matrix
K is divisible by the number of tiles 𝑀, so each tile has the same size 𝑚 per dimension. The
algorithm utilizes the symmetric property of the matrix K and only considers the tiles on and below
the diagonal because each tile above the diagonal is the transpose of the tile on the opposite side:
K𝐼,𝐽 = K⊤

𝐽,𝐼
for 1 ≤ 𝐼, 𝐽 ≤ 𝑀 . This reduces the number of tiles that need to be stored in memory

1Uppercase indices indicate the row and column of a tile relative to other tiles.
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and are used for computation. Figure 4.1 presents an example matrix K with 𝑀 = 4 tiles per
dimension. Each tile contains the matrix K𝐼,𝐽 for 1 ≤ 𝐼, 𝐽 ≤ 𝑀 . The six tiles above the diagonal
are not needed for the calculation. They contain the transpose of the tiles below the diagonal.

The tiles are then provided as input to Algorithm 4.1, which performs the right-looking tiled Cholesky
decomposition, as shown in the pseudocode. In addition to the right-looking variant, there are also
left-looking and top-looking versions of the tiled Cholesky decomposition [DKL+16]. However, the
right-looking variant is generally the most efficient because it maximizes parallelism by factorizing
tiles to the right of the currently processed column, allowing more independent computations to
proceed simultaneously [BLKD09; DKL+16]. In contrast, the left-looking Cholesky decomposition
updates previously factorized columns, which can introduce dependencies that limit parallelism and
the top-looking variant processes the matrix in a way that can be more cache-friendly in some cases
but may not offer as much parallelism as the right-looking approach. In the textual description of
the algorithm, we will write the result of each BLAS equation as L𝐼,𝐽 for 1 ≤ 𝐼, 𝐽 ≤ 𝑀, which
represents the in-place return of the result in K𝐼,𝐽 . Initially, the algorithm iterates over the tile
columns 𝐽 and starts each iteration with a Positive Semi-Definite Triangular Factorization (POTRF)
task on the diagonal tile K𝐽,𝐽 . The POTRF operation is an alias to performing the in-place Cholesky
decomposition on the tile itself which returns a lower triangular matrix: L𝐽,𝐽 := Cholesky(K𝐽,𝐽 ).
Next, the algorithm iterates over the tiles K𝐼,𝐽 in the tile rows 𝐼 below K𝐽,𝐽 in the same tile column
𝐽 and performs Triangular Solve with Multiple Right-Hand Sides (TRSM) tasks, which solves
K⊤
𝐽,𝐽
· L𝐼,𝐽 = K𝐼,𝐽 . Those tasks are dependent on the result of POTRF on tile K𝐽,𝐽 . In addition, it

iterates over the remaining diagonal tiles K𝐼,𝐼 and performs Symmetric Rank-𝐾 Update (SYRK)
tasks which utilize the results of the previously started TRSM tasks on K𝐼,𝐽 in the same row:
L𝐼,𝐼 := K𝐼,𝐼 −K𝐼,𝐽 ·K⊤𝐼,𝐽 . For each iteration over the tile row 𝐼, the algorithm then also iterates over
the remaining tiles K𝐼,𝐾 in the same row 𝐼 below the diagonal using tile column 𝐾 and performs
GEMM tasks to update all tiles below the diagonal: L𝐼,𝐾 := K𝐼,𝐾 − K𝐼,𝐽 · K⊤𝐾,𝐽 . These tasks
require the results of the previously started TRSM tasks on K𝐼,𝐽 and K𝐾,𝐽 . The number of GEMM
tasks is squared in the number of tiles per dimension 𝑀 for a single iteration of the outer loop
and therefore the most computationally expensive part of the algorithm. Finally, the algorithm
completes computations for the current tile column 𝐽 and continues with the next tile columns until
all tiles have been computed. The upcoming POTRF tasks depends on the results of the previously
started SYRK tasks on the same tile it operates on. When all iterations finish and the tasks are
completed, the tiles contain the lower triangular matrix L of the Cholesky decomposition of the
original matrix K.

Table 4.1 visualizes the tiled Cholesky decomposition algorithm for a matrix K with 4 × 4 tiles.
Each row of the table represents an iteration of the algorithm over the tile columns 𝐽. The columns
represent the BLAS operations POTRF, TRSM, SYRK, and GEMM which are invoked sequentially
on the colored tiles of the matrices in the same column. The tasks are started from left to right,
then top to bottom. We invoke each BLAS operation of the algorithms as asynchronous tasks.
This enables the possibility that tasks may finish after upcoming tasks have already started. In the
example in Table 4.1 we represent the tiles which perform the task with the BLAS operation of the
respective column with a colored background and the tiles which contain the results of previous
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K0,0 K⊤1,0 K⊤2,0 K⊤3,0

K1,0 K1,1 K⊤2,1 K⊤3,1

K2,0 K2,1 K2,2 K⊤3,2

K3,0 K3,1 K3,2 K3,3

Figure 4.1: Example for matrix K split into 4 × 4 tiles

Algorithm 4.1 Tiled Cholesky decomposition of K
1: for 𝐽 ← 0 to 𝑀 − 1 do
2: K𝐽,𝐽 ← POTRF (K𝐽,𝐽 )
3: for 𝐼 ← 𝐽 + 1 to 𝑀 − 1 do
4: K𝐼,𝐽 ← TRSM (K𝐽,𝐽 ,K𝐼,𝐽 )
5: end for
6: for 𝐼 ← 𝐽 + 1 to 𝑀 − 1 do
7: K𝐼,𝐼 ← SYRK (K𝐼,𝐽 ,K𝐼,𝐼 )
8: for 𝐾 ← 𝐽 + 1 to 𝐼 − 1 do
9: K𝐼,𝐾 ← GEMM (K𝐼,𝐽 ,K𝐾,𝐽 ,K𝐼,𝐾 )

10: end for
11: end for
12: end for

tasks with a letter. The letter indicates the first letter of the BLAS operation that was last executed
on this tile.2 The tiles with a light gray background have already finished computation and are not
required for future computations.

4.1.2 Tiled GP Operations

The tiled Cholesky decomposition algorithm is the foundation for the tiled GP operations. This
section shows how the GP operations have been implemented using tiled algorithms, including the
tiled Cholesky decomposition algorithm in Section 4.1.1. The essential GP operations in GPRat are
Predict, Predict with Uncertainty, Predict with Full Covariance Matrix, Optimize, Optimize Step.
They all incorporate the assembly of tiled matrices, the tiled Cholesky decomposition, and further
tiled algorithms that use BLAS operations to compute the final result.

2The visualization can show multiple colored tiles per matrix. However, each colored tile may require the result of only
some, not all, of the letter-marked tiles.
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𝐽 POTRF TRSM SYRK GEMM

0
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T
T
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T
T
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1
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T
T G

2 S P
G T S

—

3

S

— — —

Table 4.1: Tasks in each iteration 𝐽 of the tiled Cholesky decomposition for a 4 × 4 matrix

First, the computation of the tiled Cholesky decomposition relies on the assembly of the tiled
covariance matrix K which is a simple nested loop as depicted in Algorithm A.2 that generates each
tile using 𝑐tile in Algorithm A.3. Both algorithms take the training data input as a parameter. 𝑐tile
reconstructs the feature vectors X𝑖 ,X 𝑗 and calculates the covariance function 𝑐 for each tile entry
K𝐼,𝐽𝑝,𝑞 . Each feature vector contains 𝐷 subsequent regressors from the training data input.3

The other GP operations must allocate and assemble further, simpler tiled matrices: Predict
assembles the noisy observations y, the cross covariance matrix KX̂,X, and empty tiles for storing
the resulting prediction ŷ. Note that y is also used for storing the intermediate vectors 𝜷 and 𝜶 in
Algorithm A.1 on page 71. The vector y initially stores the noisy observations. Once the Cholesky
decomposition returns the lower triangular and tiled matrix L, the operation computes the forward
substitution and backward substitution, both in-place. See Algorithm A.4 and Algorithm A.5,
respectively. The forward substitution solves L𝜷 = y and the backward substitution solves
L⊤𝜶 = 𝜷. Then, the final prediction ŷ := KX̂,X𝜶 is computed using the tiled algorithm as shown
in Algorithm A.6. They utilize the BLAS operations Triangular Solve with a Vector (TRSV) and
GEMV.

Predict with Uncertainty additionally assembles the transposed cross covariance matrix KX,X̂,
the diagonal of the prior covariance matrix Kdiag

X̂,X̂
, and empty tiles on the diagonal for storing

the intermediate result Wdiag and the resulting uncertainties Σdiag
X̂

. In contrast, Predict with Full
Covariance Matrix assembles the same tiled matrices except for intermediate result Wdiag. It also
returns the uncertainties Σdiag

X̂
which are retrieved from the full covariance matrix ΣX̂, which is

3For 𝑖, 𝑗 < 𝐷, we assume zeros outside the training data input. Therefore, we pad the feature vectors with zeros.
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eventually stored in the variable Kdiag
X̂,X̂

. Both operations solve LV = KX,X̂ for V which is achieved
through Algorithm A.7. It calculates V in-place in the tiled matrix KX,X̂. Predict with Uncertainty
then computes the diagonal Wdiag = diag(V⊤V) as depicted in Algorithm A.8 and subtracts the
elements on the diagonal to calculate the uncertainties Σdiag

X̂
= Kdiag

X̂,X̂
−Wdiag. Predict with Full

Covariance Matrix only needs a single step to compute the full covariance matrix ΣX̂ = KX̂,X̂−V⊤V
in-place in KX̂,X̂. See Algorithm A.9 for the pseudocode. The combination of the two steps into a
single step results in a higher time complexity of O(𝑚3).

The utilization of these tiled algorithms can significantly speed up the computation of the GP
operations when launching asynchronous tasks for each tile. GPRat is supposed to be a high-
performance library that can be used for large datasets but also be available in Python. Writing the
library in raw Python would result in very bad performance [CBST23]. Python is an interpreted
language and the Global Interpreter Lock (GIL) executes only one thread at a time. Although it
contains the multiprocessing module, which can be used to spawn multiple processes, using the
Python interpreter will still lead to poorer performance compared to a compiled language such
as C++. Yet, Python is a simple and popular language for ML with many current state-of-the-art
libraries like GPyTorch or GPflow for GPs or general frameworks like PyTorch, TensorFlow, or
Scikit-learn [PVG+11] are provided for the language. This enables quick prototyping, easy usage,
and interoperability of the library with many other libraries. Therefore, the GPRat library is
implemented in modern C++ with the HPX runtime system and compiled as a Python library using
bindings to C++ functions. The following sections introduce the libraries used in the GPRat library,
starting with pybind11.

4.2 Software framework

This section depicts the libraries that are part of the GPRat library and the important parts of their
API that were used: We cover pybind11 in Section 4.2.1, HPX in Section 4.2.2 on the following
page, Intel oneMKL in Section 4.2.3 on page 33, CUDA in Section 4.2.4 on page 34.

4.2.1 pybind11

The pybind11 library [JRM17] is a lightweight, header-only C++ library that enables compiling
modern C++ source code into a Python library. It provides a simple interface for converting C++
objects to Python objects and vice versa. After including the general pybind11 header, we can create
a new Python module with the macro PYBIND11_MODULE(module_name, m) for the module name
module_name and new C++ handle m of type pybind11:module. Then, we can create new Python
classes and define their member functions and attributes. Lastly, we can define Python module-level
functions and their arguments. Listing 4.1 gives a quick overview of the pybind11 features that we
used.

[Hel24] designed the GPRat library to combine the advantages of C++ for performance-critical
execution of expensive GP calculations and Python for rapid prototyping and easy usage through
incorporation of pybind11. In this thesis, we make minimal adjustments to the GPRat Python
interface to provide optional GPU support.
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Listing 4.1 Example for creating a Python module with pybind11 from existing C++ source code

1 #include <pybind11/pybind11.h>

2 #include <pybind11/stl.h> // compatible data types

3 #include "headers.hpp"

4

5 namespace py = pybind11;

6

7 PYBIND_MODULE(module_name, m)

8 {

9 py::class_<ClassName>(m, "ClassName", "Some documentation") // class

10 .def(py::init<int>(), py::arg("arg1") = 1), // constructor with default argument

11 .def_readonly("attr1", &ClassName::attr1) // read-only attribute

12 .def_readwrite("attr2", &ClassName::attr2) // read-write attribute

13 .def_property("attr3", &ClassName::getter, &ClassName::setter) // custom attribute

14 .def("func1", &ClassName::func1); // member function

15

16 m.def("func2", &func2); // module function

17 }

4.2.2 HPX

This section introduces the High Performance ParalleX (HPX) library, a C++ standard library for
parallelism and concurrency, developed by the Ste||ar Group [DBK24; KDL+20]. It conforms
to current C++ ISO standards and reimplements the standardized concurrency and parallelism
mechanisms which allows for replacing the namespace stdwith hpx to optimize parallel computations.
In particular, it avoids global synchronization barriers that occur in message-based execution models
like Message Passing Interface (MPI), where barriers are necessary to synchronize all processes
at specific points, and avoids the fork-join model of OpenMP, where implicit barriers occur
at the end of parallel regions. Instead, HPX employs fine-grained task-based parallelism with
lightweight synchronization mechanisms, enabling more efficient execution by reducing idle time
and avoiding unnecessary synchronization overhead. Thus, the GPRat library uses HPX for its
efficient asynchronous task-based programming model. Task-based parallelism essentially consists
of two components: tasks and futures. A task is a unit of work that can be executed asynchronously.
It can be a function that receives parameters and returns a result. A future is a placeholder for the
result of a task that is not yet available. It can be used by tasks that depend on the result of another
task: Usually a dependent task has to wait for the result of the task it depends on before it can
start executing. However, the addition of futures adds constraint-based synchronization, which
means that the dependent task can start executing and wait for the result of the task it depends
on only when it needs it. This allows for more efficient utilization of resources and can speed
up the execution of tasks. The C++ standard library provides tasks via the std::async function
and futures via the std::future or std::shared_future class since C++11. While std::future

objects give ownership to the placeholder of a result, std::shared_future objects allow sharing
such a placeholder between multiple threads. HPX internalizes the extensive usage of future
objects. Unlike standard C++ threads and futures, which rely on operating system-level scheduling
and incur higher context-switching overhead, HPX employs lightweight user-space threads that
enable fine-grained parallelism, efficient load balancing through work-stealing, and low-overhead
synchronization using futures and dataflow, making it well-suited for asynchronous task execution.
Building on this foundation, HPX extends its functionality with an AMT runtime system that
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addresses exascale system architectures, aiming for better scalability than traditional runtimes that
operate on distributed memory. It adds dynamic task-graph scheduling with work-stealing, more
lightweight tasks and threads that allow for higher resource utilization. In addition, it provides a
distributed runtime system that allows for executing tasks on multiple nodes in a cluster by moving
with a unified API, by moving work to the data, a Parcel transport layer for networking, and an
Active Global Address Space (AGAS). However, this part is beyond the scope of this thesis, and
may be considered for future work on GPRat. Note that the HPX runtime must be initialized before
executing any tasks with HPX threads by calling hpx::start(myFunction, argc, argv). This takes
function myFunction and the command line arguments argc and argv as in the C Programming
language and executes myFunction asynchronously. Once all tasks have been started, the HPX can
be destroyed with hpx::post([](){ hpx::finalize(); }); hpx::stop();.

One particular function of the API that is used in GPRat is hpx::dataflow. This function takes a
function and its arguments and returns a future that holds the result of the function. In addition, it
may take futures as arguments and waits for their results before executing the function. The tiled
Cholesky decomposition and the other tiled algorithms can easily be parallelized with the HPX API:
For example, each tile K𝐼,𝐽 of the covariance matrix K is wrapped in a hpx::shared_future and
the BLAS operations are executed as tasks with hpx::dataflow. Therefore, each BLAS operation
is executed asynchronously as soon as the tiles required for the computation are ready, and the
algorithm can continue with the other tasks. See Listing A.10 on page 81 for an example usage of
hpx::dataflow in the tiled Cholesky decomposition in GPRat with HPX.

4.2.3 Intel oneMKL

This section describes Intel’s oneMKL [Int24], which provides a popular but closed-source CPU
implementation of the BLAS operations used in the GPRat library. It offers various highly
optimized math routines, e.g., BLAS and LAPACK linear algebra routines, that address large
computational problems. It can parallelize across multiple cores with OpenMP and use vectorization
with Single Instruction, Multiple Data (SIMD) instructions [DYB23]. This is particularly useful
for matrix operations that execute the same sub-operations on different matrix elements. By
using Intel oneMKL, the GPRat library can benefit from the high performance of the BLAS
operations and the LAPACK routines and a uniform cblas API. Since GPRat already uses HPX
for task-based parallelization, we compile it with MKL_THREADING=sequential to disable using
OpenMP and use only a single core per routine. See [Hel24] for a detailed description of its
usage in the CPU implementation of the GPRat library. Essentially, it uses the LAPACKE_dpotrf2

function from the <mkl_lapacke.h> header to add the POTRF BLAS operation and cblas_dtrsm,
cblas_dsyrk, cblas_dgemm, cblas_dtrsv, cblas_dgemv, cblas_dger, and cblas_ddot from the <

mkl_cblas.h> header to add the TRSM, SYRK, GEMM, TRSV, GEMV, and Dot Product (DOT)
BLAS operations, respectively. The GPyTorch and GPflow reference implementations use PyTorch
and TensorFlow, respectively, as their computational backends. GPyTorch employs Intel oneMKL
by default for computing BLAS operations and LAPACK routines on the CPU.
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4.2.4 CUDA

This section introduces the CUDA platform by NVIDIA [NVIb], which is used in this work to
accelerate computations on the GPU. Matrix operations usually execute lots of, mostly the same
sub-operations asynchronously on different matrix elements. GPUs are well-optimized for this kind
of parallel processing as they comprise thousands of threads. In contrast, high-end CPUs have
several dozen cores and are primarily optimized for general-purpose single-threaded performance.
Therefore, this thesis focuses on harnessing the power of NVIDIA GPUs, which have a dominant
market share of 90% in Q3 2024 in comparison to the second place AMD.4 CUDA is a widely
used, high-performance but closed-source C/C++ API and runtime system for executing code on
GPUs. Specifically, the GPRat library leverages CUDA’s BLAS and LAPACK implementations via
cuBLAS [NVIa] and cuSolver [NVIc] for linear algebra operations. Additionally, to minimize the
overhead of memory transfers, all remaining GP operations are also executed on the GPU, requiring
careful GPU memory management to ensure efficiency. However, note that CUDA extends the
C++ language with additional keywords and features that are specific to the CUDA runtime system.
Hence, we use the .cu file extension for source files that contain CUDA source code and .cuh for
the corresponding header files. In out work, we use the Clang compiler which is part of the LLVM
project to compile both C++ and CUDA source code and packs them into a single executable.5

To perform calculations in parallel on the GPU, the CUDA API offers kernels. A kernel is
similar to a function that can be executed on the GPU. Moreover, kernels can be assigned to a
CUDA stream, a grid containing blocks, and blocks containing threads. Listing A.1 on page 75
shows an example of a simple kernel that adds two vectors element-wise. After including the
<cuda_runtime.h> header, we define a kernel function with the __global__ keyword. This function
does not use a loop to add the vectors but instead performs the addition on a single, specific
element in separate threads. CUDA kernels utilize the built-in variables threadIdx, blockIdx, and
blockDim to access the ith element of the given arrays. The variables specify the thread index
within the block, the block index within the grid, and the block size, respectively. To add the whole
vectors, we need to launch the kernel with a grid and block size that matches the vector size (see
gridSize, blockSize in line 33 and 34 in Listing A.1). For matrices or three-dimensional arrays,
we could also use the dim3 type to assign higher dimensional grid and block sizes to the kernel.
Finally, add<<<gridSize, blockSize, 0, stream>>>(n, d_x, d_y) launches the kernel on the GPU
using the specified execution configuration. It is executed asynchronously to the subsequent host
code. The stream parameter specifies the CUDA stream on which the kernel is executed. They
allow for executing multiple kernels concurrently and for overlapping data transfers with kernel
execution. The threads are used for parallelizing the execution of the kernel itself. Lines 26,
27 and 45 in Listing A.1 show how to create a CUDA stream with cudaStreamCreate and how
to destroy it afterward with cudaStreamDestroy. Although streams enable concurrency, using a
single CUDA stream for multiple functions also makes sure that they are executed in sequence.
cudaStreamSynchronize in line 40 blocks the host code and waits for all operations in the stream to
finish before continuing.

4https://pcviewed.com/nvidia-vs-amd-discrete-gpu-market-share/
5https://llvm.org/docs/CompileCudaWithLLVM.html
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When programming for GPUs, we need to distinguish between code that runs on the CPU and code
that runs on the GPU. We refer to the CPU as the host and the GPU as the device. Code running
on the CPU is called host code and code running on the GPU is called device code. Furthermore,
host and device use different memory spaces. Host code, including basic Python and C++, runs on
the host and uses the host memory. Meanwhile, the device code created with CUDA next to the
C++ host code uses the device memory. We prefix data structures allocated in host memory with
h_ and data structures in device memory with d_ unless obvious. Separate memory spaces imply
the need for copying data between host and device memory. Since CUDA version 6.0, the Unified
Memory feature allows for allocating memory that is accessible from both the host and the device.
In addition, it automatically migrates data between host and device memory and automatically
optimizes memory management in the GPU memory hierarchy. Yet, this feature is not used in the
GPRat library: Unified memory is significantly slower than manually managing memory [NL16].
Instead, the library is designed to assemble tiled matrices for each GP operations from scratch,
which simplifies manual device memory management. First, a small amount of training and test data
must be copied to the device memory, then the rest of the data structures are allocated to the device
memory, and all computations are performed in the device memory. Finally, the results are copied
back to the host memory and we free the device memory. This minimizes the overhead of copying
data between host and device memory. To allocate and deallocate memory on device memory, the
CUDA API provides the cudaMalloc and cudaFree functions that work similar to malloc and free

in the C programming language (see lines 23, 24, 43, and 44 in Listing A.1). Such manual memory
management, which is also applied to other CUDA data structures such as CUDA streams, is likely
to cause memory leaks and requires careful programming. To copy data between host and device
memory and vice versa, we use the CUDA cudaMemcpyAsync function which runs asynchronous to
other host or device operations. As in Listing A.1 in line 30, 31 and 39, we specify the destination,
source, size, direction of the memory transfer, and a stream.

As noted above, GPUs are particularly useful for performing matrix operations that execute the
same sub-operations on different matrix elements. The cuSolver and cuBLAS libraries implement
LAPACK and BLAS operations, optimized for NVIDIA GPUs that utilize kernels with predefined
grid and block sizes. Each call uses a single CUDA stream, which corresponds to oneMKL using a
single core on the CPU per call. Therefore, we must assign different CUDA streams to separate
calls to execute them concurrently. However, while a single LAPACK or BLAS call with Intel
oneMKL can only use a single core, a single call with cuBLAS can use multiple threads on the
GPU, possibly all GPU resources, so other calls have to wait for its completion. Next, both libraries
use column-major storage and 1-based indexing for matrices. In contrast, the GPRat library and its
CPU implementation with Intel oneMKL assumes row-major storage and 0-based indexing. This
provides easier compatibility with Python libraries like NumPy [HMW+20] that use row-major
storage without the need for additional copies or transpositions. Therefore, the GPRat library
uses different parameters for the LAPACK and BLAS operations of cuSolver and cuBLAS to
perform the same operations on row-major matrices. GPRat provides a single translation unit that
gathers all seven LAPACK and BLAS operations required for the GPU implementation and hides
its use of column-major indexing. The remaining CUDA kernels are implemented with row-major
indexing. Next, we describe the execution of LAPACK and BLAS routines with CUDA and how
they were adapted to operations that assume column-major order on row-major matrices. Both
cuSolver and cuBLAS must allocate handles that manage and optimize the execution of the LAPACK
and BLAS operations. They provide cusolverDnCreate and cublasCreate functions to create the
handles and cusolverDnDestroy and cublasDestroy functions to destroy them. We can assign a
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CUDA stream to them with cusolverSetStream and cublasSetStream to run multiple operations
concurrently. The cuSolver library requires further setup to run LAPACK operations. The tiled
GP operations in GPRat utilize a single LAPACK operation, which is POTRF for calculating the
Cholesky decomposition as described in Section 4.1.1 on page 27. The cuSolver documentation
[NVIc] recommends using the cusolverDnXpotrf function for that purpose.6 We can inspect the
function using the NVIDIA Visual Profiler 7, which is a Graphical User Interface (GUI) application
showing the timeline of several CUDA functions, in particular CUDA kernels. Figure 4.28 shows
the output of the NVIDIA Visual Profiler for the cusolverDnXpotrf function with a tile size of
4096. We created the visualization by running the function on an NVIDIA GTX 1050 GPU
because the test system does not provide a GUI. Notice that the function uses a variant of the
tiled Cholesky decomposition itself. It displays the kernel functions used by the cusolverDnXpotrf

Figure 4.2: NVIDIA Visual Profiler output of the cusolverDnXpotrf function for a tile size of 4096

function and the relative execution time of each kernel in a timeline. It splits the 4096 × 4096
matrix into eight submatrices, either vertically or horizontally. Then, it applies a sequence of
similar kernels for those eight times: It starts with smaller POTRF, TRSM, SYRK, and GEMM
operations to each column. Afterward, it performs a prevalent GEMM operation9, similar to out
tiled Cholesky decomposition algorithm, which updates the remaining lower triangular matrix
under the diagonal. As the cusolverDnXpotrf function progresses, each iteration takes less time
and it uses different kernels that perform on smaller matrices. Obviously, the cusolverDnXpotrf

function is well optimized for NVIDIA GPUs and for any matrix size that fits into the device
memory. Yet, it only uses a single CUDA stream which performs the operations sequentially, which
may be slower than a tiled Cholesky decomposition using separate CUDA streams for different
tiles to run computations concurrently. Thus, we compare our tiled Cholesky decomposition in
the performance evaluation in Section 5.1 on page 53. To use cusolverDnXpotrf in GPRat, we
implemented the wrapper function which is shown in Listing A.2 on page 7610. Prior to the actual
computation, it instructs an additional step of measuring the recommended size of temporary
host and device workspace buffers h_work and d_work using cusolverDnXpotrf_bufferSize and
providing the data type CUDA_R_64F for calculations in double precision. We must also allocate
advanced options in params and d_info for proper error inspection. In Algorithm 4.1 on page 29,
we calculate the Cholesky decomposition to get the lower triangular factor L of the covariance

6cusolverDn<t>potrf for type <t> is marked as a legacy function and cusolverDnpotrf is marked as deprecated.
7https://developer.nvidia.com/nvidia-visual-profiler
8We removed the row that shows the kernels for generating the matrix in device memory.
9It uses the internal maxwell_dgemm_128x64_upper_tn function, which uses a block size of 128 × 1.

10The implementation was derived from the code in https://github.com/NVIDIA/CUDALibrarySamples/blob/master/

cuSOLVER/Xpotrf/cusolver_Xpotrf_example.cu
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matrix K. So when computing POTRF, we also work on the lower triangular part of each tile
K𝐽,𝐽 to compute L𝐽,𝐽 := Cholesky(K𝐽,𝐽 ). cusolverDnXpotrf only operates on one half, above or
below the diagonal of K𝐽,𝐽 and POTRF is supposed to operate on the lower half. The row-major
storage of the lower half in K𝐽,𝐽 is equivalent to the column-major storage of the upper half of
K𝐽,𝐽 . Therefore, we use CUBLAS_FILL_MODE_UPPER for this function call. Thereafter, we must free
the temporarily allocated memory. In contrast, working with cuBLAS is more straightforward. For
TRSM, we use cublasDtrsm to solve the SLE K⊤

𝐽,𝐽
· L𝐼,𝐽 = K𝐼,𝐽 . See Listing A.3 on page 7611 for

the implementation of the TRSM function in the GPRat library. Note that L𝐼,𝐽 is on the right side
of K𝐽,𝐽 and we operate on the lower triangular part of K𝐽,𝐽 , as usual. The row-major storage of the
lower half in K⊤

𝐽,𝐽
is equivalent to the column-major storage of the upper half of K⊤

𝐽,𝐽
. Therefore,

we use CUBLAS_FILL_MODE_UPPER for this function call. GPRat uses TRSM for both square and
rectangular matrices L𝐼,𝐽 ,K𝐼,𝐽 ∈ R𝑚×𝑛. Hence, 𝑚 and 𝑛 must be swapped in the function call.
Note that for any given matrix A in row-major storage and its version B stored in column-major
storage, their data is equal when calculating the transpose of one of the two matrices:

A = B⊤ ∧ A⊤ = B(4.1)

This simplifies calculating the parameters of column-major for BLAS operations. First, we perform
the equivalent transformation of transposing each side of the equation. Second, we apply further
equivalent transformations to each side of the equation. The resulting equation should only contain
transposed matrices and the remaining differences to the original equation should be attainable by
adapting parameters of the corresponding BLAS function. For TRSM the equivalent transformations
are the follows:

K⊤𝐽,𝐽 · L𝐼,𝐽 = K𝐼,𝐽(4.2)

⇐⇒ (K⊤𝐽,𝐽 · L𝐼,𝐽 )⊤ = K⊤𝐼,𝐽
⇐⇒ L⊤𝐼,𝐽 · (K⊤𝐽,𝐽 )⊤ = K⊤𝐼,𝐽

Here, (K⊤
𝐽,𝐽
)⊤ is equivalent to a row-major stored K𝐽,𝐽 that should be transposed once when

performing the column-major operation cublasDtrsm with it. Therefore, we use CUBLAS_OP_T in the
parameter list, just as we would when calling an equivalent row-major function. In addition, we
must set the parameter to move L𝐼,𝐽 on the opposite, left side of the matrix multiplication. In this
example, we would use CUBLAS_SIDE_LEFT instead of CUBLAS_SIDE_RIGHT in the list of parameters.
For SYRK, we use cublasDsyrk to calculate L𝐼,𝐼 = K𝐼,𝐼 +K𝐼,𝐽 ·K⊤𝐼,𝐽 . The row-major storage of the
lower half in L𝐼,𝐼 and K𝐼,𝐼 is equivalent to the column-major storage of the upper half in L𝐼,𝐼 and
K𝐼,𝐼 . Thus, we use CUBLAS_FILL_MODE_UPPER for this function call. The equivalent transformations
for SYRK are as follows:

L𝐼,𝐼 = K𝐼,𝐼 +K𝐼,𝐽 ·K⊤𝐼,𝐽(4.3)

⇐⇒ L⊤𝐼,𝐼 = (K𝐼,𝐼 +K𝐼,𝐽 ·K⊤𝐼,𝐽 )⊤

⇐⇒ L⊤𝐼,𝐼 = K⊤𝐼,𝐼 + (K𝐼,𝐽 ·K⊤𝐼,𝐽 )⊤

⇐⇒ L⊤𝐼,𝐼 = K⊤𝐼,𝐼 + (K⊤𝐼,𝐽 )⊤ ·K⊤𝐼,𝐽

11This implementation was derived from the code in https://github.com/NVIDIA/CUDALibrarySamples/blob/master/

cuSOLVER/Xpotrf/cusolver_Xpotrf_example.cu

37

https://github.com/NVIDIA/CUDALibrarySamples/blob/master/cuSOLVER/Xpotrf/cusolver_Xpotrf_example.cu
https://github.com/NVIDIA/CUDALibrarySamples/blob/master/cuSOLVER/Xpotrf/cusolver_Xpotrf_example.cu


4 Methods

This implies that we need to swap the order of the transposed matrices K𝐼,𝐽 which can be achieved
by passing CUBLAS_OP_T instead of CUBLAS_OP_N as a parameter to the function. For GEMM, we use
cublasDgemm to calculate L𝐼,𝐾 = K𝐼,𝐾 −K𝐼,𝐽 · K⊤𝐾,𝐽 . The necessary equivalent transformations
are as follows:

L𝐼,𝐾 = K𝐼,𝐾 −K𝐼,𝐽 ·K⊤𝐾,𝐽(4.4)

⇐⇒ L⊤𝐼,𝐾 = (K𝐼,𝐾 −K𝐼,𝐽 ·K⊤𝐾,𝐽 )⊤

⇐⇒ L⊤𝐼,𝐾 = K⊤𝐼,𝐾 − (K𝐼,𝐽 ·K⊤𝐾,𝐽 )⊤

⇐⇒ L⊤𝐼,𝐾 = K⊤𝐼,𝐾 − (K⊤𝐾,𝐽 )⊤ ·K⊤𝐼,𝐽

This entails that we need to swap the order of the transposed matrices K𝐼,𝐽 and K𝐾,𝐽 which can
be achieved by swapping their parameters in the function call. Further, GPRat uses GEMM for
both square and rectangular matrices L𝐼,𝐾 ,K𝐼,𝐾 ∈ R𝑚×𝑛. Hence, 𝑚 and 𝑛 must be swapped in the
function call. The remaining number of columns 𝑘 for K𝐼,𝐽 ∈ R𝑚×𝑘 and the number of rows 𝑘
for K⊤

𝐾,𝐽
∈ R𝑘×𝑛 are not swapped because swapping 𝑚, 𝑛 correctly adapts the dimensions of the

matrices (K⊤
𝐾,𝐽
)⊤ ∈ R𝑛×𝑘 and K⊤

𝐼,𝐽
∈ R𝑘×𝑚.

Next, we regard the remaining BLAS operations that are required for multiple other tiled algorithms.
For TRSV, we use cublasDtrsv to solve the SLE A · x = b for x given the symmetric matrix A. x is
stored in-place in b. First, the row-major storage of the lower half in the symmetric A is equivalent
to the column-major storage of the upper half in A⊤. Thus, we use CUBLAS_FILL_MODE_UPPER for
this function call. Note that the equation includes the two vectors x and b. Vectors store the data
in a single dimension and are not affected by the row-major or column-major storage. Besides, x
and x⊤ are stored the same way in memory, which can be considered when performing equivalent
transformations, e.g., for TRSV:

A · x = b(4.5)
⇐⇒ (A⊤)⊤ · x = b

Therefore, we transpose the matrix A when calling the column-major function. For GEMV, we
use cublasDgemv to calculate z := A · x + y. z is stored in-place in y. The equation also includes
a single matrix rectangular A ∈ R𝑚×𝑛 and the remaining variables are vectors, similar to TRSV.
Therefore, the function also requires the matrix A to be transposed and CUBLAS_FILL_MODE_UPPER as
a parameter. This results in A⊤ ∈ R𝑛×𝑚, so we need to swap the parameters 𝑚, 𝑛. For reference, the
equivalent transformations are shown below:

z = A · x + y(4.6)
⇐⇒ z = (A⊤)⊤ · x + y

Lastly, for DOT, we use cublasDdot to calculate the dot product of two vectors x and y. This
function does not include any matrices and is therefore no subject to the differences of row-major or
column-major storage.

For executing CUDA code, the HPX library provides executors for both cuBLAS and CUDA.12

However, it does not provide an executor for cuSolver. In addition, the existing executors primarily
simplify kernel launches and cuBLAS function executions by automatically wrapping them in

12https://hpx-docs.stellar-group.org/tags/v1.10.0/html/libs/core/async_cuda/api/full_api.html
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futures. The remaining syntax is similar to the CUDA API. Therefore, we use the CUDA, cuSolver,
and cuBLAS API directly to write the GPU implementation of GPRat, with one exception: The
HPX API provides hpx::cuda::experimental::check_cuda_error and hpx::cuda::experimental

::check_cublas_error which are used in GPRat to throw CUDA and cuBLAS errors as HPX
exceptions. Note that we do not show the error handling in the code examples of this thesis: Most
CUDA, cuSolver, and cuBLAS functions return an error code that are checked immediately after
the function call. For most functions that run in a separate stream, we use cudaStreamSynchronize

to wait for the completion of the operation and check the error code. Besides, the heavy usage of
functions for error handling would make the code examples less readable.

To compile the GPRat library with CUDA support, we add the GPRAT_WITH_CUDA flag that needs to
be set to ON. The default is OFF and the library is compiled without CUDA support. GPRat also
provides a function compiled_with_cuda to check whether the library was compiled with CUDA
support. To run the GP calculations on a CUDA GPU, the GP class needs to be initialized by
setting at least one of two additional constructor parameters: First, set the gpu_id parameter to
the integer GPU identifier greater or equal to zero (by default 0). We added two helper functions
print_available_gpus and gpu_count to print information about available GPUs and to get the
number of available GPUs, respectively. Second, there is an optional parameter n_streams to
set the number of CUDA streams used for concurrent computation and data transfer (by default
1). Using any of the parameters without GPRat being compiled with CUDA support will raise a
RuntimeError.

4.3 GPRat

This section describes the Python library Gaussian Process Regression using Asynchronous Tasks
(GPRat)13, which is an AMT system for Gaussian processes in Python and C++. The source code
is currently hosted on GitHub14. The library primarily uses the C++ programming language and
can optionally be compiled as a Python library with pybind11. See Section 4.2.1 on page 31 for
more information on Python bindings to C++. AMT system refers to its elaborate usage of the HPX
runtime system in its tiled algorithms. The HPX library is further described in Section 4.2.2 on
page 32.

The GPRat library currently only uses double precision for its computations.15 Note that usage
of single precision may result in less accurate results but speed up computation. While modern
CPUs are optimized for double precision, GPUs are optimized for single precision. Developer cards
have a ratio of 1:2 for double and single precision, while consumer cards have a ratio of 1:64. For
example, the NVIDIA A30 24 GB GPU, which is a developer card, used for testing in this thesis has
a peak performance of 5.2 TFLOP/s for double precision and a peak performance of 10.3 TFLOP/s
for single precision.16

13Previously, the library was referred to as Gaussian Processes Parallel in Python (GPPPy) in [Hel24] and Gaussian
Processes ParalleX in Python (GPXPy) prior to the completion of this thesis.

14https://github.com/constracktor/GPRat
15The optional computation in single precision is currently in development.
16https://www.nvidia.com/content/dam/en-zz/Solutions/data-center/products/a30-gpu/pdf/a30-datasheet.pdf
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The precise installation process of the GPRat library is described in the README file of the GitHub
repository. We use the Spack package manager [GLC+15] to install the dependencies into a Spack
environment: HPX with Autonomic Performance Environment for eXascale (APEX) and CUDA
support, and Intel oneMKL. Their software versions and additional software we used for performing
tests are listed in Table 4.3 on page 48. The files for installing the dependencies are located in the
spack_repo/ which contains separate installation scripts for installing GPRat with CPU only support
and additional CUDA support. The CPU only version of GPRat uses the GNU Compiler Collection
(GCC) compiler17 and the Intel oneMKL library. In comparison, the version with additional GPU
support uses the Clang compiler18, adds the CUDA Toolkit next to Intel oneMKL, and installs HPX
and APEX with CUDA support. Clang compiles both C++ and CUDA source code. The project
uses CMake19 to simplify the process of configuring and building the software as a C++ library,
a Python library, to apply formatting rules, build examples, and perform tests with CTest.20 The
compile_gprat.sh script in the root directory of the repository loads the dependencies from the
Spack environment, and compiles the project as specified by CMake arguments.

4.3.1 Project structure and implementation

This section presents the structure of GPRat and the relevant parts that were adapted for the GPU
implementation of the GP operations, including some source code. The full source code for this
thesis is available on GitHub21. For a detailed description of the initial CPU-based implementation
of the GPRat library, see [Hel24]. This thesis does not cover the implementations of its functions
and CPU-based algorithms, but focuses on the general structure and features, and goes in depth
for the GPU implementation. In addition, we reduce the amount of error checking and exception
handling in the source code examples for better readability. Figure 4.3 shows the folder structure of
the GPRat library. The core/ folder contains the main source code of the library and is listed on the
right side. Its include/ and src/ subdirectories contain the header and source files of the GPRat
library, respectively. core/CMakeLists.txt is used for compiling the library with CMake without
Python bindings.

The bindings/ directory three additional source files to compile GPRat as a Python library with
the CMakeLists.txt in the root directory. bindings/module.cpp/ is used for creating the Python
module, bindings/gprat_py.cpp/ adds three classes GP_data, AdamParams, and GP. The GP_data is
used for loading training and test data a specified file which contains n ∈ N samples by calling
the constructor samples = GP_data("path/to/file", n). We can then access the loaded data with
samples.data. The AdamParams class is used to set the hyperparameters of the Adam optimizer. The
GP class is used to initialize the Gaussian process with the training data, a specific number of tiles per
matrix dimension n_tiles for the covariance matrix K, a matching tile size per matrix dimension
n_tile_size, the number of regressors, the parameters for Squared Exponential Kernel (SEK)
function 𝑐ℓ,𝑣,𝜎 , and its trainable parameters that are adapted when optimizing the GP. n_tiles and
n_tile_size correspond to 𝑀 = 𝑀X and 𝑚 = 𝑚X as defined Section 2.2 on page 20, respectively.

17https://gcc.gnu.org/
18https://clang.llvm.org/
19https://cmake.org/
20https://cmake.org/cmake/help/latest/manual/ctest.1.html
21https://github.com/moellh/GPRat is a fork of https://github.com/constracktor/GPRat which contains the code of

this thesis. The latter is the official GPRat repository with the most recent version.
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Figure 4.3: Folder structure of the GPRat library, with the subdirectories in core/ separated.
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So, we use the prefix n_ in the source code to denote sizes belonging to the training data, or for sizes
in general that depend on the given context. Whereas, the prefix m_ is used for sizes that belong to
the test data, e.g., m_tiles and m_tile_size which correspond to 𝑀X̂ and 𝑚X̂, respectively.

For the GPU implementation, we have added additional optional parameters gpu_id and n_streams

that allow execution on a CUDA GPU when any value is explicitly set. The gpu_id parameter
specifies the integer GPU identifier which is 0 by default. The parameter n_streams specifies
the number of CUDA streams used for concurrent computation and data transfer which is 1 by
default. A single stream is optimal when using few tiles. However, it may not be optimal when
using larger training data, which benefit from performing the tiled GP operations with a higher,
optimal number of tiles. See the results Section 5.1 on page 53 for more information on the optimal
number of tiles and CUDA streams. The GP class provides the following methods to perform
the GP operations: predict, predict_with_uncertainty, and predict_with_full_cov compute the
predictions for each input in the given test data. They use the same parameters: The test data
test_data of type GP_data, the number of tiles per dimension m_tiles of the prior covariance matrix
KX̂,X̂, and its tile size m_tile_size. Both predict_with_uncertainty and predict_with_full_cov

return the uncertainty for each prediction as the second output. The latter function additionally
calculates the full covariance matrix internally. Then, there are the optimize, the optimize_step,
and the compute_loss methods. However, we do not discuss these methods, as they are beyond
the scope of this thesis. The remaining source file bindings/utils.py contains module functions
for starting, suspending, resuming, and stopping the HPX runtime with start_hpx, suspend_hpx,
resume_hpx, and stop_hpx. Starting the HPX runtime is required before using any GP method. We
also use it to set the number of cores the HPX is allowed to use by setting the second argument. This
adds the --hpx:threads argument with the set number of cores. The suspend_hpx and resume_hpx

functions are used to pause and resume the HPX runtime, respectively. Finally, the stop_hpx

function is used to stop the HPX runtime after all computations are finished and free its resources.
The manual usage of these functions decreases the overhead of starting and stopping the HPX
runtime for each GP operation.22 To avoid manually calculating the optimal number of tiles or tile
sizes, GPRat also provides compute_train_tiles to compute n_tiles using n_tile_size and the
number of training samples 𝑛 and vice versa with compute_train_tile_size. For the predictions on
test data, it provides compute_test_tiles which returns both m_tiles, m_tile_size given n_tiles,
n_tile_size and the number of test samples n_test. To check for available GPUs hardware and
get the number of available GPUs, GPRat provides compiled_with_cuda and gpu_count. They are
intended for automatic checks when initializing the GP class with gpu_id and n_streams. If the
library was not compiled with CUDA support, creating a GP object for computation on the GPU
raises a RuntimeError.23 In addition, print_available_gpus prints information about the available
GPUs. Their implementation in C++ is found in core/src/utils_c.cpp, core/src/target.cpp,
and Listing A.4 on page 77. The directory examples/gprat_python contains Python scripts that
demonstrate the usage of the GPRat Python library. Its neighboring directory examples/gprat_cpp

contains the equivalent C++ scripts that demonstrate the usage of the GPRat C++ library. The
Python example can be started with ./run_gprat.sh which primarily executes ./execute.py and is

22In contrast, other Python libraries, such as Phylanx [TWS+18], start and stop the runtime on each operation, which
creates an additional overhead.

23The error and additional inline functions for very common patterns of the using the CUDA library in GPRat are part of
core/include/gpu/cuda_utils.cuh, e.g., copy_to_device to asynchronously copy a host vector to the device memory.
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configured by setting the parameters in ./config.json. See Listing A.5 on page 78 for a simplified
implementation of the ./execute.py script that initializes a GP object for both CPU and GPU, and
performs all GP operations on the GPU.

Next, we describe the source files in core/. The header files in core/include/ contain the declarations
of the classes and functions used in the GPRat library. They are implemented in the corresponding
source files in core/src/: Most prominently, ./gprat_c.cpp and ./utils_c.cpp implement the
public interface functions and correspond to ./gprat_py.cpp and ./utils_py.cpp in bindings/.
Additionally, there are two additional files, namely, gp_kernels.cpp and gp_hyperparameters.

cpp, which were incorporated as a part of this thesis to group the Squared Exponential Kernel
(SEK) parameters and the parameters of the Adam optimizer. The gp_kernels.cpp file contains
the SEKParams struct that stores the lengthscale ℓ, vertical lengthscale 𝑣, and noise variance 𝜎
parameters that used for the covariance function 𝑐ℓ,𝑣,𝜎 . Similarly, the gp_hyperparameters.cpp

file contains the AdamParams struct that stores the learning rate, the 𝛽1 and 𝛽2 parameters of the
Adam optimizer, and the 𝜖 parameter to prevent division by zero, the number of iterations, and
the first and second moments. gprat_c.cpp is responsible for implementing the GP_data and GP

classes. It also provides the GP::cholesky operation which assembles the tiled covariance matrix K,
then computes the in place tiled Cholesky decomposition L := Cholesky(K), and returns L. This
function is only available to the GPRat C++ library. The GP was extended to store a member variable
of the type Target, which refers to either the CPU or the GPU if available. The Target class is an
abstract parent class that is implemented as either a CPU or CUDA_GPU. Target provides two abstract
virtual functions is_cpu and is_gpu that are implemented in the derived classes and return a bool.
CUDA_GPU additionally contains the public member variables id and n_streams. The id is the GPU
identifier and n_streams is the number of CUDA streams used for concurrent computation and data
transfer. Besides, if GPRat was compiled with CUDA support, it also provides the member functions
create, destroy, next_stream, sync_streams(std::vector<cudaStream_t> &subset_of_streams),
and next_cublas_handle, which utilize the CUDA and cuBLAS libraries. The create function
initializes the specified number of CUDA streams and the same number of cuBLAS handles. Each
stream uses the cudaStreamNonBlocking flag to run concurrency to the default stream. Conversely,
the destroy function destroys all streams and cuBLAS handles we apply at the end of each GP
operation. It does not synchronize the streams before destroying them. Instead, the streams must
be synchronized manually with cudaStreamSynchronize or the sync_streams function. The latter
function synchronizes a subset of streams that are passed as a reference to the function. The
next_stream function returns the next stream in a cyclic order. We selected this simple scheduling
strategy as it scales well with a large number of tiles and a fixed number of streams. In particular, the
number GEMM operation in the tiled Cholesky decomposition grows quadratically in the number
of tiles per iteration of the outer loop in Algorithm 4.1 on page 29. Consequently, a rudimentary
round-robin scheduling strategy is adequate and highly effective in addressing the frequent retrieval
of a new stream. Similarly, the next_cublas_handle function returns a pair containing the next
cuBLAS handle, also in a round-robin fashion, and assigns it to the next stream returned as the
second argument. To simplify the creation of CPU and CUDA_GPU objects, we added multiple factory
function get_cpu(), get_gpu(), and get_gpu(id, n_streams). Then, back in ./gprat_c.cpp, each
GP function starts an asynchronous HPX task with hpx::async that selects between the CPU
and GPU implementation based on the target->is_gpu() method for the target member variable
of the GP object. If GPRat was compiled without CUDA support, the CPU implementation is
used. The GP functions are implemented in the ./cpu/ and ./gpu/ subdirectories with separate
namespaces cpu and gpu, respectively. Each file contains the target-specific implementation. The
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GPU implementations additionally have a parameter gpu of type CUDA_GPU to use the specified GPU
device and number of streams for its computations. The following paragraphs describe the GPU
implementation of the GP operations in more detail.

First, we depict the Cholesky operation which is the most computationally expensive operation in
Predict. See vcreflst:gpu-cholesky for its GPU implementation. First, it creates the CUDA streams
and cuBLAS handles with gpu.create(). Second, it copies the training data into the device memory
and uses it to initialize the tiled covariance matrix d_tiles of type std::vector<hpx::shared_future
<double *>> with the assemble_tiled_covariance_matrix function. Each element of the vector is a
shared future that points to the device memory of a tile. In comparison, the CPU implementation uses
the type std::vector<hpx::shared_future<std::vector<double>>>. Third, we create a cuSolver
handle and pass it to the next call of the right_looking_cholesky_tiled function, which performs
the tiled Cholesky decomposition on the tiled covariance matrix. Fourth, we copy the resulting lower
triangular matrix tiles back to the host memory with move_lower_tiled_matrix_to_host. It also
synchronizes previously started tasks and the streams that were assigned to them. Finally, we free
the training data in device memory, destroy the CUDA streams, cuSolver and cuBLAS handles, and
return the tiled Cholesky factor L to the caller as a ready future with hpx::make_ready_future.

Next, we created the assemble_tiled_covariance_matrix function to assemble the tiled covariance
matrix, which is shown in Listing A.7 on page 79. The source code corresponds to the pseudocode
in Algorithm A.2 on page 72. It allocates an array of shared futures storing pointers to the
device memory of each tile. Then, it loops over the lower triangular matrix tiles and calls the
gen_tile_covariance in an asychronous task to fill the shared futures for each tile with placeholders
for the generated tile. Lastly, the resulting array of shared futures is returned to the caller. The
function gen_tile_covariance, we implemented for constructing a tile is displayed in Listing A.8
on page 79. Its source code corresponds to the pseudocode in Algorithm A.3 on page 72. First, it
allocates device memory for storing the tile. Second, it sets the execution configuration to launch the
CUDA kernel gen_tile_covariance_kernel with the specified number of threads and blocks, so each
tile entry is calculated in a separate thread. Note that it uses two dimensions for both the grid and the
block size, just as the tile entries are specified with two dimensions: row and column. Third, it gets
the next CUDA stream from the gpu object and launches the kernel gen_tile_covariance_kernel.
As kernel launches are asynchronous to the subsequent host code, even without specifying a stream,
we must synchronize the kernel launch before returning the result. The function is already wrapped in
an asynchronous task in assemble_tiled_covariance_matrix and therefore executed asynchronously
in the host code. Next, we show the gen_tile_covariance_kernel kernel in Listing A.9 on page 80.
It calculates the SEK covariance function 𝑐ℓ,𝑣,𝜎 for each entry in the tile. The kernel takes two
pointers to the tile and the training data both allocated in device memory, the number of tiles per
dimension, the tile size, the tile row and column, and the SEK parameters as arguments. Initially,
it calculates the thread indices i, j. i corresponds to the row and j to the column of an entry in
the tile, so we use the y and x attributes of blockIdx, blockDim, and threadIdx, respectively. Then,
it uses these local tile indices to calculate the global indices i_global and j_global of the entry
in the whole cross covariance matrix using the row and column of the tile in the tile-grid. First,
they are used to determine the distance as

∑𝐷
𝑑=1(𝑥i_global,𝑑 − 𝑥j_global,𝑑)2 between the training data

points xi_global and xj_global. Second, it calculates 𝑣 · exp(−distance/(2ℓ2)). Third, it again uses
the global indices to evaluate the Kronecker delta 𝛿i_global,j_global to add the variance 𝜎2 only for
tile entries that lie on the diagonal of the entire covariance matrix. Finally, it stores the result in the
tile entry and returns. As soon as all kernel launches are finished, the shared future is set to the
device memory of the tile and the result is returned to the caller.
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Then, right_looking_cholesky_tiled can use this tile and the other tiles generated in calculating the
tiled Cholesky decomposition as depicted in Algorithm 4.1 on page 29. For the GPU implementation,
we must also assign a cuSolver handle for each POTRF task, and a separate cuBLAS handle for each
BLAS task. The cuSolver handle is already given as an argument to the function, whereas the cuBLAS
handle are retrieved from the gpu argument of type CUDA_GPU by calling gpu.next_cublas_handle().
This retrieves both a cuBLAS handle and the corresponding CUDA stream in a round-robin fashion
that has already been assigned to the cuBLAS handle. Similarly, the cuSolver handle must call
gpu.next_stream() to retrieve the next CUDA stream and assign it manually. In addition, we
must assign a separate stream to each task to run them concurrently. Listing A.10 on page 81
shows the implementation of the right_looking_cholesky_tiled function that is located in ./gpu/

tiled_algorithms.cu. Each LAPACK and BLAS function is called asynchronously as a task by
calling the hpx::dataflow function and the function pointer as its first argument. The function
arguments are passed as the subsequent arguments. hpx::dataflow waits for the completion of
preceding tasks that override the tiles that are given as its arguments before starting its own task.
Thereafter, the function operates on the resulting tile in place and returns a new shared future for
its result. The resulting lower triangular Cholesky factor L is the result of all asynchronous tasks
after their completion. The LAPACK and BLAS functions used in the algorithm are wrappers
calling the corresponding function in the cuSolver and cuBLAS library. They are implemented in
the ./gpu/adapter_cublas.cu file. As mentioned in Section 4.2.4 on page 34, both cuSolver and
cuBLAS assume that the matrices are stored in column-major order to provide compatibility with
Fortran. Therefore, the functions in ./gpu/adapter_cublas.cu are used to provide an interface that
assumes row-major matrices as the input and internally performs column-major operations on them
with adapted parameters as described and argued in the same section in detail. The source code for
running the BLAS functions is very similar. Therefore, we only presented the implementation of
the LAPACK function potrf and the BLAS function trsm in Listing A.2 on page 76 and Listing A.3
on page 76, respectively.

As soon as, all LAPACK and BLAS operations were computed on a given tile, the last step in
Cholesky is to move the tile back to the host with cudaMemcpyAsync and a separate stream per tile.
Subsequently, we free the deveice memory containing the tile with cudaFree. To ensure that we
finished computations and copying all tiles, we synchronize all streams with gpu.sync_streams.
Finally, we free the device memory storing the the training data, destory the cuSolver handle, destroy
the cuBLAS handles and CUDA streams with gpu.destroy(), and return future of the resulting
lower triangular matrix L to the caller with hpx::make_ready_future.

The other GP operations Predict, Predict with Uncertainty, and Predict with Full Covariance
Matrix are implemented in a similar way. First, we call gpu.create() and copy the training and
test data to the device memory. Then, we assemble the tiled matrices within device memory. One
noteworthy tiled matrix is the transpose of the cross covariance matrix KX̂,X, namely KX,X̂ . We
use a transpose kernel function to efficiently copy the transpose of KX̂,X into the device memory,
allocated for KX,X̂.24. In addition, CUDA offers cudaMemsetAsync to fill the empty matrix tiles with
zeros, e.g. for the assembling the prediction tiles. For the most part, we defined a function for
each tiled matrix, prefixed with assemble_, that calls another function asynchronously on each tile
using hpx::async. The latter is prefixed with gen_tile_ and is supposed to allocate, calculate, and

24https://developer.nvidia.com/blog/efficient-matrix-transpose-cuda-cc/. cuBLAS also provides cublasDgeam

for transposition.
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return the tile at the given tile row and column. It calls a CUDA kernel function with the same
name but suffixed with _kernel to compute the value of each tile entry. See Listing A.7 on page 79,
Listing A.8 on page 79, and Listing A.9 on page 80 for this type of assembling a tiled matrix, for
the example of the tiled covariance matrix K as described above. As soon as we started all tasks
for assembling the tiled matrices, we can perform the GP operations on the tiled matrices. The
functions created for this purpose are closely tied to the pseudocode in Section 4.1.2 on page 29 and
implemented very similar to the implementation of right_looking_cholesky_tiled in Listing A.10
on page 81. Each step in the pseudocode corresponds to the subsequent function which perform
BLAS operations on the tiles as asynchronous tasks with hpx::dataflow. Two notable function calls
are prediction_uncertainty_tiled in Predict with Uncertainty and pred_uncer_tiled in Predict
with Full Covariance Matrix. Both functions generate tiled vectors storing Σ

diag
X̂

which is copied
back to the host afterward. They utilize the functions in ./gpu/gp_uncertainty.cu, prefixed with
diag_, to generate each vector tile. As described in Section 4.1.2 on page 29, each last step
performs different calculations: prediction_uncertainty_tiled calculates Σdiag

X̂
= Kdiag

X̂,X̂
−Wdiag

by subtracting two vectors. The cuBLAS library provides cublasDgeam for this operation. Although,
the operation assumes column-major matrices, we can also use it as is to subtract two vectors. In
contrast, the pred_uncer_tiled function only retrieves the elements on the diagonal of the diagonal
tiles in ΣX̂. This requires a function for copying the diagonal elements of a tile into a vector. The
cuBLAS library provides cublasDcopy for this operation. We store tiles as row-major matrices in a
one-dimensional array. Therefore, given a tile size of 𝑚X̂, we can repeatedly copy the 𝑚X̂ + 1th

element of the tile 𝑚X̂ times to retrieve the diagonal elements into another vector. Finally, we
copy the resulting vectors back to the host memory, free the device memory storing the tiled
matrices, destroy the cuSolver handle, and destroy the cuBLAS handles and CUDA streams with
gpu.destroy() before returning the result as a ready future.

The GPU implementations of the Compute Loss, Optimize, and Optimize Step GP operations are
beyond the scope of this thesis. The GPRat library currently only contains their CPU implementation
and uses the CPU implementation, even when the GP object was instantiated to run its computations
on the GPU. Besides using the functions in ./cpu/gp_algorithms.cpp for assembling the tiled
matrices, ./cpu/tiled_algorithms.cpp for the tiled algorithms, and ./cpu/adapter_cblas_fp64.

cpp for the LAPACK and BLAS wrapper functions, they also use additional helper functions in
./cpu/gp_optimizer.cpp.

The repository of the GPRat library also contains an examples/ folder. It contains the folders
./gprat_python/ and ./gprat_cpp/ for Python and C++ scripts, respectively, demonstrating the
use of the GPRat library. The Python example has already been described above and is shown in
Listing A.5 on page 78. Its implementation is very similar to the C++ example. In addition, it
contains ./gpytorch_reference/ and ./gpflow_reference/which contain example implementations
of the same functionality in GPyTorch and GPflow, respectively. Their Python scripts ./execute.py
were extended to optionally use the GPU when using --use-gpu is added as an argument. Their
implementation has already been presented and discussed in [Hel24]. Thus, this thesis focuses on
the changes and the implementation of the GP functions. See Section 4.4.1 on page 50 for their
implementation.

As presented in Section 2.1 on page 19, the GPRat library and GPs in general are subject to nonlinear
relationships, e.g., SI with the example of MSD. The data/data_1024/ directory provides example
data sets for training, testing, and validating the results of GPs. Moreover, data/generators/
msd_simulator/ contains an Python scripts that run a simulator for generating MSD data sets as
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needed. The MSD system is configured with the contents of the file ./config.json and executed
with run_msd.sh. By default, it uses sinusoudal forces, four interconnected carts, and adds a small
normally distributed noise. There is also an option VISUALIZE to visualize the generated data sets.

4.4 Experimental setup

We evaluated the performance of the GPRat library, in particular the Cholesky operation but
also other GP operations: Predict, Predict with Uncertainty, and Predict with Full Covariance
Matrix. Therefore, we performed multiple tests on a single node with the hardware specification
as stated in Table 4.2. Further, see Table 4.3 for the software specification. The test scripts use a

Component Specification

CPU 2 × AMD EPYC 9274F25

Cores 2 × 24
Clock speed 4.30 GHz
L3 Cache 256 MB
RAM 384 GB DDR5

GPU NVIDIA A3026

CUDA Cores 3584
Peak FP64 5.2 TFLOP/s
DRAM 24 GB HBM2
Memory Bandwidth 933 GB/s
Compute Capability 8.0
Driver version 535.183.01

Table 4.2: Hardware specification of the test system

custom Python GPRat library version and is available on GitHub in the “experiment” branch.29

In contrast to the normal GPRat library, we added some code for measuring the runtime of the
operations and the steps they include, using the APEX library. They make the library source
code more obscure and may worsen the performance with additional points of synchronization. It
adds the header file include/apex_utils.hpp and some additional compile time variables which
can be set to ON to enable the measurement of the steps performed inside the operations. We
will mention the variables in the following paragraphs when relevant. Furthermore, we set
--hpx:ini=hpx.stacks.use_guard_pages=0 to perform measurements for up to 512 tiles, so HPX
has enough resources to allocate the required number of tasks. The datasets were generated using the
MSD simulator and the GPRat library in the data/generators/msd_simulator/ directory. We used

25https://www.amd.com/content/dam/amd/en/documents/epyc-business-docs/datasheets/amd-epyc-9004-series-
processors-datasheet.pdf

26https://en.wikipedia.org/wiki/List_of_Nvidia_graphics_processing_units
27https://ubuntu.com/
28https://www.python.org/
29https://github.com/moellh/GPRat/tree/experiment
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Category Software Version

Operating system Ubuntu27 22.04.5
Compiler (C++, CUDA) Clang++ 17.0.1
Build tool CMake 3.22.1
Runtime system HPX [KSA+23] 1.10.0
LAPACK, BLAS on CPU Intel oneMKL [Int24] 2024.2.2
GPU API (LAPACK, BLAS) CUDA Toolkit (cuSolver, cuBLAS) 12.0.1
Python bindings pybind11 [JRM17] 2.10.3

Python

CPython28 3.10.12
GPyTorch [GPB+18] 1.14
PyTorch [PGM+19] 2.6.0
GPflow [MvN+17] 2.9.2
TensorFlow [MAP+15] 2.18.0
NumPy [HMW+20] 2.2.3

Resource management SLURM [YJG03] 23.02.6
Runtime profiling APEX [Huc22] 2.6.5

Table 4.3: Software specification for GPRat benchmarks

it to generate 65,536 = 216 samples that were generated with sinusoidal signal with an amplitude of
4, a small normally distributed noise or 0.05, a sampling rate of 0.05 Hz, and four interconnected
carts. When using 𝑛, 𝑚 ≤ 216 samples, we used the first 𝑛 and 𝑚 samples for training and testing,
respectively. To ensure that the runtime measurements on the test scripts would not interfere with
other processes, we used the Simple Linux Utility for Resource Management (SLURM) resource
manager to grant exclusive access to the test system. In addition, we averaged the runtime of most
operations over 10 runs to reduce the impact of outliers. Some problem size scaling tests with
runtimes less than 0.01 s were run 50 times to reduce the impact of outliers. We will mention them
when they are used.

First, we measure the runtime of the Cholesky operation, which corresponds to GP::cholesky()

in core/gprat_c.cpp. This function includes the assembly of the tiled covariance matrix K with
the training data and the computation of the tiled Cholesky decomposition on K which results in
the tiled, lower triangular matrix L. We intentionally do not measure the time for returning the
resulting lower triangular matrix. This step of returning a copy of the result to the caller, results in
an overhead which takes longer than the other parts of the calculation for the optimal number of
tiles. In particular, pybind11 copies the result of a function call to a corresponding Python variable.
pybind11 offers using opaque types30 or NumPy arrays31 to pass large matrices by reference rather
than by copy. However, the large lower triangular matrix is only utilized and never returned by
other GP operations. Therefore, there is no need to measure the time for also returning the result
to the caller. We use std::chrono::high_resolution_clock::now() to sample the time before the
assembly and after the tiled Cholesky decomposition. For the GPU implementation, this also means

30https://pybind11.readthedocs.io/en/stable/advanced/cast/stl.html
31https://pybind11.readthedocs.io/en/stable/advanced/pycpp/numpy.html
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that we do not measure the time for copying the data from the device back to the host memory. Then,
we calculate the difference between the two samples and assign the value to an APEX timer with
apex::sample_value. See Listing 4.2 for an example code snippet which measures the runtime of
// code. When measuring the duration of // code, we must make sure that all asynchronous tasks

Listing 4.2 Example for measuring the runtime of // code with APEX

1 auto start = std::chrono::high_resolution_clock::now();

2 // code

3 auto end = std::chrono::high_resolution_clock::now();

4 auto diff = std::chrono::duration_cast<std::chrono::nanoseconds>(end - start).count();

5 apex::sample_value("timer_name", diff);

are completed before stopping the timer. Otherwise, we would measure the time for launching such
a task and not the time for executing it. The asynchronous tasks in our code return futures into the
tiled matrices. We synchronize all futures of possibly multiple tiled matrices using hpx::when_all,
which takes vectors of futures and blocks the execution until all futures are ready.

In addition, we measure the runtime of each step of Cholesky separately, the assembly of the
tiled covariance matrix K and the actual computation tiled Cholesky decomposition on K. Thus,
we compile the library with GPRAT_CHOLESKY_STEPS=ON to enable the measurement of the steps
or GPRAT_ASSEMBLY_ONLY=ON to just measure the assembly and return immediately. For each step,
we also utilize std::chrono::high_resolution_clock::now() and apex::sample_value similar to
Listing 4.2. Both steps perform computations on the tiled covariance matrix K_tiles which is a
vector of futures. Thus, we need to wait for the completion of all futures with hpx::when_all(

K_tiles) before measuring the time to separate the two steps. This function blocks the current
thread until all futures in the vector are ready. Note that using apex::start with apex::stop does
not work for measuring each step because they do not account for the time where its thread blocks.

Then, we dropped the runtime measurement of the assembly of each tile in K and each BLAS opera-
tion in the tiled Cholesky decomposition, to calculate each accumulated runtime. APEX is integrated
in HPX, so we could measure the runtime of the operations using hpx::annotated_function(&

operation, "timer_name"). This wraps the operation function in an APEX timer which measures
the number of calls, the mean runtime, and its standard deviation for the function calls with the
assumption of a normal distribution of operation, annotated as timer_name. However, this results
in a discrepancy between the start and end of a function call on the CPU and the GPU. The kernels
running on the GPU are launched right after the HPX task is created. However, a kernel that
performs calculations on a large matrix may occupy all GPU resources and block the execution
of other kernels. Therefore, subsequent kernel launches are delayed until the previous kernel has
finished. Yet, the APEX timer tracks the entire, including the time where the kernel is blocked. This
results in a higher accumulated runtime per operation as it implicitly measures the same operation
multiple times. NVIDIA Visual Profiler and NVIDIA CUDA Profiling Tools Interface (CUPTI)32,
which is part of the CUDA Toolkit and integrated into APEX, allows for tracking the actual runtime
of kernels without the time they are blocked by other kernels. However, both cuSolver and cuBLAS
execute possibly multiple kernels for a single operation. In addition, the kernels used have may
have the same name, which makes the operations indistinguishable in the profiler.

32https://developer.nvidia.com/cupti
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Then, we measure the runtime of the Predict with Full Covariance operation, which corresponds to
the Python function GP.predict_with_full_cov created in bindings/gprat_py.cpp. We measure
the runtime of the whole Python function call using the time.time() function of the time mod-
ule. We can measure the runtime of each step separately, by setting the compile time variable
GPRAT_PREDICT_FULL_COV_STEPS=ON, respectively. The steps include the assembly of all tiled matries,
the tiled Cholesky decomposition, and each remaining matrix operations. Of the seven tiled
algorithms mentioned above in Section 4.1.2 on page 29, we consider only those operations that have
at least cubic time complexity with respect to 𝑛 = 𝑛̂. That is L = Cholesky(K), LV = KX,X̂, and
ΣX̂ = KX̂,X̂ − V⊤V. For each step, we also utilize std::chrono::high_resolution_clock::now()

and apex::sample_value similar to Listing 4.2, to measure the runtime. Before completion of
each step, we synchronize the futures of the tiled matrices that are computed in this step with
hpx::when_all. Afterward, we measure the end time of the step and calculate the difference between
the start and end time. Besides, we also measure the assembly of each tile of the tiled matrices and
each BLAS operation performed using hpx::annotated_function.

4.4.1 Reference Implementations

This section describes the reference implementations for performing the Predict with Full Covariance
Matrix operation in GPyTorch and GPflow. The reference implementations were originally presented
in [Hel24] to compare the CPU implementation of GPRat against GPyTorch and GPflow. We focus
on the changes to run both implementations on the GPU when --use-gpu is used as an argument.
Additionally, we present the respective implementations of the Predict with Full Covariance Matrix
operation.

The GPyTorch implementation is located in examples/gpytorch_reference/. As described in
Section 3.1 on page 25, GPyTorch uses PyTorch as its computational backend, which is therefore
also responsible for selecting the hardware on which to run the computations. To enable the
GPU implementation, we set device = torch.device("cuda"). Now, we can use the device

object to move X containing being either the training data, the test data, the model of type
ExactGPModel, or the likelihood of type GaussianLikelihood to the device memory with X = X.

to(device). The remaining computations will automatically be performed on the GPU because
PyTorch uses the CUDA backend. Before performing the operation, we must set the model
and the likelihood to evaluation mode by calling their eval() method. Then, we set some
context managers: torch.no_grad() disables gradient computation, which is not needed for the
prediction. Next, we disable the lazy computation of the full covariance matrix by setting gpytorch

.settings.lazily_evaluate_kernels(False). Otherwise, each entry of the covariance matrix
would be computed when accessed. In addition, we set gpytorch.settings.fast_computations(
covar_root_decomposition=False, log_prob=False, solves=False) to deactive the approximate
computation with BBMM that is used by GPyTorch by default and lowers the computational
complexity to O(𝑛2). Besides, we also evaluated GPyTorch with BBMM enabled. Note that we
do not add gpytorch.settings.fast_pred_var() which would add the LOVE approximation for
computing the posterior covariance matrix with better computational complexity. Afterward, we
can evaluate the model object on the test data X_test to get the predictive mean and the predictive
variance. See Listing 4.3 for the reference implementation of the Predict with Full Covariance
Matrix operation.
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Listing 4.3 Implementation of Predict with Full Covariance Matrix operation in GPyTorch

1 # switch to evaluation mode

2 model.eval()

3 likelihood.eval()

4

5 with torch.no_grad(), \ # disable gradient computation

6 gpytorch.settings.lazily_evaluate_kernels(False), \ # compute full covariance matrix

7 gpytorch.settings.fast_computations( # disable BBMM

8 covar_root_decomposition=False, log_prob=False, solves=False):

9 f_pred = model(X_test)

10 f_mean = f_pred.mean

11 f_var = f_pred.variance # only return diagonal of covariance matrix

For GPflow, the implementation is located in examples/gpflow_reference/. GPflow uses TensorFlow
as its computational backend, which is also responsible for selecting the hardware on which to run
the computations. To enable the GPU implementation, we must install the tensorflow[and-cuda]

package into the Python virtual environment. Then, TensorFlow tries using the GPU by default.
In fact, the CPU implementation of GPflow must set CUDA_VISIBLE_DEVICES to an empty string, so
TensorFlow cannot find an NVIDIA GPU and must select the CPU implementation. Then, after
loading the training data and initializing the model of type GPR, we can use f_pred, f_var = model

.predict_f(X_test) to perform the Predict with Full Covariance operation.

We measure the performance of both libraries on the CPU and the GPU, separately. Both reference
implementations use all 48 CPU cores by default. To measure the runtime of the Predict with Full
Covariance Matrix operation, we use the time.time() function of the time module in Python to
sample the time before and after the operation. For GPyTorch, this measures the entire duration for
executing Listing 4.3, and for GPflow, only duration of f_pred, f_var = model.predict_f(X_test).
Then, we calculate the difference between the two samples to retrieve the runtime. The runtimes of
both libraries were averaged over 50 loops as they have low runtimes for smaller problem sizes and
therefore higher relative variances.
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5 Results

This chapter presents the results of the performance evaluation of the GPRat library. Furthermore,
we compare GPRat to GPyTorch and GPflow. The data retrieved from the benchmarks and scripts
for creating the plots are available on GitHub1.

5.1 Results for Cholesky

Initially, we compare the performance of Cholesky on the CPU with the GPU implementation
of GPRat. The Cholesky decomposition is used on all GP predict operations and the has the
highest time complexity in the Predict operation. Hence, we first determined the optimal number
of CPU cores for the CPU implementation, the optimal number of CUDA streams for the GPU
implementation, and each optimal number of tiles, that result in the shortest runtime.

First, we set a fixed problem size of 𝑛 = 32768 = 215 training samples. This is the maximum number
of training samples for which the covariance matrix K ∈ R𝑛×𝑛 fits in the 24 GB GPU memory
as a single tile. For example, 𝑛 = 65536 = 216 requires at least four tiles. We then measure the
runtime of the tiled Cholesky decomposition while increasing the number of tiles in powers of two
(1, . . . , 512) and increasing the number of CPU cores in powers of two (6, 12, 24, 48). The results
for the CPU implementation are shown in Figure 5.1 in logarithmic scale for both the number of
tiles and the runtime. First, note that we get the lowest runtime for 48 cores, which is the maximum
number of cores available on the test system. Hence, we choose the maximum number of cores for
the CPU implementation, namely 48 cores. Only regarding the line for 48 cores, we see a slight
decrease in runtime from one to two tiles and a big linear runtime decrease to 32 tiles from 300 s to
7.49 s. The computation is increasingly parallelized into smaller sequential computations executed
in parallel on separate cores. For 16 tiles, the decrease is visibly smaller, for all numbers of cores.
We will further discuss this observation when regarding the runtimes of each step in Cholesky.
Between 32 and 64 tiles, there is only a mild decrease in runtime to 7.32 s. 64 tiles results in the
minimal runtime and corresponds to a tile size of 512. Thus we choose 64 tiles as the optimal
number of tiles for the CPU implementation. Next, for the remaining 128 to 512 tiles, the runtime
increases non-linearly to 87.8 s. This is due to the overhead of task generation and scheduling of the
tiles with HPX. The for-loops for assembling the K-tiles and executing the BLAS operations are
executed sequentially. This results in an exponentially increasing number of calls with hpx::async

and hpx::dataflow starting the tasks on the tiles. Using apex::start and apex::stop for measuring
the runtime of Cholesky exposes this behavior as it does not account for the actual computation
when waiting with the thread-blocking operation hpx::wait_all, but only measures the time until
the for-loops finished executing. To track the actual runtime, including computation, we simply use

1https://github.com/moellh/GPRat/tree/plot
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Figure 5.1: Runtime of Cholesky on the CPU for 𝑛 = 32768 = 215 training samples for different
numbers of cores and increasing tile size

the <chrono> library instead of apex::start and apex::stop as described in Section 4.4 on page 47.
As noted above, we get the lowest runtime for 48 cores. For fewer cores, the runtime is linearly
higher, which is visible for 32 to 128 tiles. With a larger number of cores, fewer tasks are assigned
to each core, which results in a lower runtime per core. Since most tasks are independent of each
other, most can be executed in parallel, resulting in a lower overall runtime. However, the runtime
is the same for up to four tiles for all numbers of cores. Adding more cores for this many tiles
does not decrease the runtime because there are too few task to assign to each core. Starting at
eight tiles, the six-core runtimes are higher than the 12-, 24-, and 48-core runtimes. For 12 and 24
cores, the difference is very small compared to 48 cores. Starting at 32 tiles, the 12-core runtime is
faster than the 24-core runtime, and both runtimes are faster than the 48-core runtime. For 256 and
particularly 512 tiles, the runtimes for all cores increase but also assimilate but retain their runtime
raking. The increasing number of tiles results in an increasing number of tasks to assign to the
cores. As mentioned above, this results in a constant task generation and scheduling overhead that
is greater than the runtime for executing the tasks.

Next, we measured the runtime of the GPU implementation of Cholesky for the same number of
tiles, and increasing number of CUDA streams in powers of two (1, . . . , 128) and a fixed number of
48 CPU cores. The results are shown in Figure 5.2. We find that the runtime decreases from 1.94 s
to 1.73 s as the number of tiles increases until we reach the lowest runtime for 32 tiles. 32 tiles
correspond to a tile size of 1024 and has a speedup of factor 1.23 compared to one tile. The reason
for that is the same as for the CPU implementation. Note that the runtime is significantly lower for
the GPU implementation, but also significantly lower for fewer tiles overall. This is caused by the
inherent parallelization of operations on the GPU in separate CUDA cores. The assembly of each
K-tile uses CUDA kernels which parallelize the computations for matrix entries in different CUDA
threads and blocks. The BLAS operations in the cuSolver and cuBLAS library also utilize the
CUDA cores for parallelizing its computations, although they only utilize a single CUDA stream
at a time. In particular, cusolverDnXpotrf performs multiple BLAS operations sequentially in a
single CUDA stream, as depicted in Figure 4.2 on page 36. After the lowest runtime for 32 tiles, the
runtime increases again for the remaining 64 to 512 tiles. The reason for that is the same as for
the CPU implementation. Additionally, we must create more CUDA kernels with a smaller grid
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Figure 5.2: Runtime of Cholesky on the GPU for 𝑛 = 32768 = 215 training samples and different
numbers of streams and increasing number of tiles

size, creating additional overhead. When we regard the different numbers of CUDA streams, we
observe that the overhead from creating more CUDA streams is neglectable. As the number of tiles
increases, the fraction of operations to be performed that are independent of each other increases,
and can be assigned to different CUDA steams to be performed in parallel. Using fewer CUDA
streams results in a higher runtime for more tiles as they execute more operations sequentially.
We can observe this behavior in Figure 5.2, as the runtime for a CUDA stream is greater than
the other runtimes for more than 16 tiles, and for two CUDA streams for more than 32 tiles. In
addition, for 128 streams and more than 64 tiles, the runtime is a bit higher than for less streams.
Choosing 32 CUDA streams results in the lowest runtime for each tile size. This is due to the
overhead of switching between the CUDA streams for the assembly and BLAS operations. For
𝑛 = 32768 = 215 training samples, the optimal number of CUDA streams is 32 with a slight drop in
runtime compared to fewer tiles. Apparently, 32 tiles or a tile size of 1024 results in the optimal
tradeoff between the optimal workload per BLAS operation and the overhead of the otherwise more
efficient parallelization and synchronization of tiles with HPX. Thus, we choose 32 as the optimal
number of CUDA streams and number of tiles for the GPU implementation.

Second, we measured the Cholesky steps separately: The assembly of the tiled covariance matrix
K and the actual computation of the tiled Cholesky decomposition on K. The results for the
CPU implementation are shown in Figure 5.3. We use the same number of 𝑛 = 32,768 = 215

training samples and tile sizes (1, . . . , 512) as for the total runtime of Cholesky above. The blue
line represents the runtime of the assembly of the tiled covariance matrix K and the orange line the
runtime of the tiled Cholesky decomposition on K. In comparison, the black line represents the
overall runtime of Cholesky. Note that we measured the overall runtime separately to the runtime of
the steps. We attribute the fact that the overall runtime is partly lower than the runtime of the tiled
Cholesky decomposition to measurement errors. We find that the largest part of the computation
is spent on the tiled Cholesky decomposition, for all number of tiles. The assembly of the tiled
covariance matrix K is significantly faster which is due to the cubic complexity of the tiled Cholesky
decomposition in contrast to the quadratic complexity of the assembly. We observe that the runtime
of the tiled Cholesky decomposition does not decrease between one and two tiles. Apparently,
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Figure 5.3: Runtime of Cholesky steps on the CPU for 𝑛 = 32768 = 215 training samples, 48 cores,
and increasing number of tiles

the implementation of POTRF LAPACK function in the Intel oneMKL library is well-optimized
for a single CPU core and does not benefit from splitting the matrix in two tiles per dimension
to parallelizing their tasks across more cores. For both assembly and tiled Cholesky, the runtime
decreases from 86.1 s to 0.876 s and 252 s to 6.55 s, respectively, as the number of tiles increases
until both reach the lowest runtimes at 64 tiles. The reason for the decrease in runtime is the same
as for the overall runtime of Cholesky. Furthermore, the number of entries in the tiled matrix
decreases as the number of tiles increases from 𝑛2 entries and converging to 𝑛2

2 entries. Thus, the
assembly step must generate fewer entries for the tiled covariance matrix K and the tiled Cholesky
decomposition must apply its computations on fewer entries. Note that the smaller decrease for 16
tiles, corresponding to a tile size of 2048, is caused by the tiled Cholesky decomposition. Looking
at the BLAS operations, we see that they all have worse performance for this tile size than for
surrounding tile sizes. Starting at 128 tiles, the runtime of both steps starts increasing again. This
is related to the overhead of task generation and scheduling as mentioned for the overall runtime
of Cholesky. Further, there is additional overhead caused by frequent and small device memory
allocations, CUDA kernel launches, and their synchronization.

Then, we ran the same test on the GPU implementation, the results of which are shown in Figure 5.4.
Similarly to the CPU implementation, the largest part of the computation is spent on the tiled
Cholesky decomposition. However, the runtime of the tiled Cholesky decomposition remains
constant up to 16 tiles. This is due to the inherent parallelization of the BLAS operations on the
GPU which scatter across the CUDA cores. For 32 tiles, the runtime decreases slightly to 1.54 s
before it starts increasing rapidly. In contrast to one tile with a runtime of 1.61 s, this is a speedup
of factor 1.04. We also conducted the test for other numbers of training samples and could only
observe such a decrease for 𝑛 = 16,384 = 214 training samples, between 16 tiles and one tile with a
runtime of 255.5 ms and 256.5 ms, respectively. This is a speedup of only factor 1.004. Similar to
the CPU implementation, we observe that the runtime of the assembly step slowly decreases as the
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Figure 5.4: Runtime of Cholesky steps on the GPU for 𝑛 = 32768 = 215 training samples, 48 cores,
32 CUDA streams, and increasing number of tiles

number of tiles increases until we reach the lowest runtimes at 32 tiles. This is likely due to the
same reasons as for the CPU implementation that the number of entries in the tiled matrix decreases
as the number of tiles increases. Both steps increase rapidly for more than 32 tiles. This is also
caused by task generation and scheduling with HPX as mentioned above. In addition, the GPU
implementation must switch to the next CUDA stream for each new task, introducing additional
overhead.

Figure 5.5 shows an example for the Cholesky operation in NVIDIA Visual Profiler for 𝑛 = 4096
training samples, four tiles, and 32 CUDA streams. It contains the relative timeline of the CUDA
kernels running on an NVIDIA GTX 1050 GPU. Therefore, the example is not representative of
the runtime of the GPU implementation on the test system with the NVIDIA A30 GPU and only
illustrates the parallelization of kernels on the GPU that behave similarly. Any kernels that are
shown in another row of the timeline, overlap in time with other kernels. We have approximately
annotated the kernels with the corresponding assembly, LAPACK, or BLAS operation that will
execute the kernels nearby. Each kernel is a colored box. However, an operation may consist of
several kernels that are not executed side by side, but may be separated by kernels of other functions.
On the left side, we can see nine kernels represented as cyan boxes that each assemble a tile of
the tiled covariance matrix K. Listing A.8 on page 79 launches the kernel and Listing A.9 on
page 80 contains the kernel implementation. There is only a very slight overlap in time, so they are
mostly assembled sequentially. In particular, the existing overlaps only occur at the very beginning

Figure 5.5: Cholesky in NVIDIA Visual Profiler for 𝑛 = 4096 training samples and 4 tiles
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and end of each kernel execution, never in the middle. In the example, each tile is a 1024 × 1024
matrix, containing 1,048,576 entries. Each matrix entry is computed in a separate CUDA thread.
However, the NVIDIA GTX 1050 GPU has only five Streaming Multprocessors (SMs), and each
SM can only execute 2048 threads at a time, which sets a theoretical maximum of 10,240 concurrent
threads.2 Therefore, the GPU is fully utilized when assembling the tiles and cannot parallelize other
operations. Then, there are lots of smaller kernels that perform both a POTRF call (mostly in red,
pink) and two TRSM calls (mostly in light and dark violet) for the tiled Cholesky decomposition.
They share the common characteristic of being executed mostly sequentially with little overlap,
except for a few short kernels that overlap completely. The following two kernels in dark blue are
two SYRK calls that are much larger and run GEMM kernels internally. The overlap in time a bit
more noticeable, but the kernels are still executed mostly sequential. Then, there is a large GEMM
kernel in light blue for a single GEMM call. Only the end of the kernel overlaps with the last TRSM
operation that executes multiple smaller kernels. Afterward, there is one remaining SYRK call and
the two remaining GEMM calls. They complete the first iteration of the outer loop of the tiled
Cholesky decomposition in Algorithm 4.1 on page 29. First, note that first iteration out of four takes
about half of the total runtime of the tiled Cholesky decomposition.For a greater number of tiles,
this fraction would obviously be smaller. Yet the duration decreases for the remaining iterations as
the number of tiles to process decreases. Second, the asynchronous task-based execution of the
operations with HPX reordered the kernels in the timeline, compared to sequential execution of
the tiled algorithm. Even, the following POTRF call of the second iteration starts before running
the last GEMM call of the first iteration. For the remaining three iterations, we only annotated the
POTRF calls representing the start of each iteration.

Third, we performed problem size scaling for the Cholesky operation on the CPU and the GPU
implementations of GPRat for a single tile and each optimal number of tiles 64 and 32, respectively,
for 𝑛 = 32,768 = 215. For the GPU implementation on 32 tiles, we used 32 CUDA streams,
which is optimal for a problem size of 𝑛 = 32,768 = 215 training samples as mentioned above.
We increased the number of training samples in powers of two starting are each number of tiles
up to 𝑛 = 65,536 = 216. For the GPU implementation with one tile, we exceeded the maximum
number of training samples that fit into the 24 GB GPU memory. Additionally, we calculated the
runtime as the mean of ten iterations for each optimal number of tiles and 50 times for a single
tile to avoid higher relative variances. The results are shown in Figure 5.6. The runtimes for a
single tile, which are shown as dotted lines, are significantly lower for small problem sizes. In
particular, the CPU implementation has a lower runtime than the GPU implementation of up to
𝑛 = 32 = 25 training samples. The lowest runtime for the one tile CPU implementation is 168 µs
and for the GPU implementation 794 µs. This is due to the overhead in the GPU implementation
of copying the training data to the device memory. However, the runtime for CPU already starts
increasing at 𝑛 = 16 = 24 training samples. In comparison, the runtime for GPU starts increasing at
𝑛 = 128 = 27 training samples. So up to 32 tiles, the faster and more parallelized computation on
the GPU does not compensate for copying data between host and device. Then, we find that the
runtime of both implementations increases linearly with the number of training samples. Further
parallelization of the computation is not possible on the respective hardware and given only a
single, large tile. While the GPU implementation uses all CUDA cores for the assembly of the
entire covariance matrix and the POTRF operation, the CPU implementation is limited to a single

2The NVIDIA A30 GPU has 56 SMs and each SM can execute 2048 threads at a time. This results in a theoretical
maximum of 114,688 concurrent threads.
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Figure 5.6: Runtime of Cholesky on the CPU and GPU for increasing training samples, different
number of tiles, and different number of CUDA streams

core for the Cholesky decomposition because we set the BLAS calls in Intel oneMKL to use only
a single core. This results in a speedup of factor 172 of the GPU implementation over the CPU
implementation for 𝑛 = 32768 = 215 training samples for a single tile. In contrast, the speedup is
lower when regarding each optimal number of tiles with a factor of 4.28 for 𝑛 = 32,768 = 215. In
addition, both implementation show a higher runtime for lower problem sizes. The minimum CPU
runtime for 64 tiles is 185 ms, and for 32 tiles on the GPU is 84.2 ms. This higher base runtime is
caused by the higher number of tiles which increases the overhead of task generation and scheduling
with HPX. For the CPU implementation, the runtime for 64 tiles is smaller than for single tile,
starting at a bit more than 𝑛 = 1024 = 210 training samples. Using 64 tiles for 𝑛 = 32768 = 215

training samples results in a speedup of factor 44.6 compared to a single tile. This is close to the
number of 48 cores that are available on the test system, which suggests that the computation on
multiple tiles benefits from executing different BLAS operations on seprate cores. For the GPU
implementation, this point is reached at 𝑛 = 32,768 = 215 tiles, where the runtime for 32 tiles is
minimally smaller than for a single tile with 1.73 s compared to 1.94 s. We already mentioned and
discussed this speedup of 1.23 for 32 tiles compared to a single tile when comparing different
number of tiles on GPU with Figure 5.2.

5.2 Results for GP Prediction with Full Covariance Matrix

In this section, we compare the performance of the Predict with Full Covariance Matrix operation on
the CPU with the GPU implementation of GPRat. First, we regard the runtime of the steps with cubic
complexity with respect to 𝑛 = 𝑛̂. Thus, we measure the runtime of those steps for equal number of
training and test samples and a lower number of test samples. Second, we perform performance
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scaling on the CPU and the GPU implementations of GPRat for equally increasing number of
training samples and test samples. Third, we compare both CPU and GPU implementations of
GPRat to the respective GPyTorch and GPflow implementation in the same problem size scaling
test.

First, we measured the runtime of the Predict with Full Covariance Matrix steps on the CPU for
𝑛 = 16384 = 214 training samples, 𝑛̂ = 16384 = 214 test samples, and an increasing number of
tiles in powers of two (1, . . . , 128). In particular, we measured the runtime of the whole operation,
the step of assembling all six tiled matrices, but also the steps with matrix-matrix operations,
namely L = Cholesky(K), LV = KX,X̂, and ΣX̂ = KX̂,X̂ − V⊤V. The latter have the highest time
complexities O(𝑛3), O(𝑛2𝑛̂), and O(𝑛̂3), respectively. The results are shown in Figure 5.7. We
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Figure 5.7: Runtime of Predict with Full Covariance Matrix steps on the CPU for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 16384 = 214 test samples, and an increasing number of tiles

find that the runtime of the whole operation decreases from 299 s to 8.85 s as the number of tiles
increases until we reach the lowest runtime at only 16 tiles. We will use 16 tiles as the optimal
number of tiles for the CPU implementation in the following tests. The reason for the decrease
in runtime is the same as for the Cholesky operation: Each operation is parallelized into smaller
sequential computations executed in parallel on separate cores. Similarly, we find that the runtime
of the tiled Cholesky decomposition does not decrease between one and two tiles. In contrast, the
other steps decrease in runtime until 16 tiles. For more tiles their runtime increases again, which is
caused by the overhead of task generation and scheduling with HPX. Furthermore, the runtime of
the tiled Cholesky decomposition is very close to the runtime of the other matrix-matrix operations
for two and four tiles, and it decreases until 64 tiles. This is the optimal number of tiles for the CPU
implementation on the tiled Cholesky decomposition as mentioned in the previous Section 5.1.
Thereafter and for a single tile, the operations ordered by decreasing runtime are ΣX̂ = KX̂,X̂ − V⊤V,
then LV = KX,X̂, then the tiled Cholesky decomposition, and lastly the assembly of all tiled matrices.
For more than 64 tiles, assembling the tiled matrices has a higher runtime than the tiled Cholesky
decomposition. The assembly step must assemble more entries as the covariance matrix K and other
tiled covariance matrices KX̂,X, KX,X̂, KX̂,X̂ which have the same size. The increase in runtime
of the assembly is also larger in Figure 5.6 than for the tiled Cholesky decomposition. So, the
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5.2 Results for GP Prediction with Full Covariance Matrix

overhead of task generation and scheduling with HPX is even higher for the assembly step after
64 tiles. Notably, the GEMM operation ΣX̂ = KX̂,X̂ − V⊤V does not decrease as much for 8 tiles,
corresponds to a tile size of 2048. This indicates that the BLAS operation is less optimized for this
tile size compared to lower tile sizes.

Next, we performed the same test on the CPU again, but for 𝑛 = 16384 = 214 training samples
and a lower number 𝑛̂ = 1024 = 210 test samples. This should lower the runtimes of LV = KX,X̂
and ΣX̂ = KX̂,X̂ − V⊤V. The results are shown in Figure 5.8. We find that the runtime of the
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Figure 5.8: Runtime of Predict with Full Covariance Matrix steps on the CPU for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 1024 = 210 test samples, and an increasing number of tiles

whole operation is much lower and decreases from 60.5 s to 1.72 s as the number of tiles increases
until 32 tiles. This also applies to the other steps, except for the tiled Cholesky decomposition
because the number of test samples is lower but the number of training samples is the same. Here,
the tiled Cholesky decomposition has the highest runtime for all number of tiles. The runtime
of ΣX̂ = KX̂,X̂ − V⊤V is the lowest because its time complexity O(𝑛̂3) is not affected by a higher
number of training samples 𝑛. Notably, the runtime increases a lot for 16 tiles and then decreases
again until 128 tiles. This is a result of the calculation method in GPRat of the number of tiles
𝑀̂ for each dimension of KX̂,X̂ and the tile size 𝑚̂ given the number of test samples 𝑛̂. For one
to eight tiles, the number of test samples 𝑛 = 1024 = 210 is smaller than the tile size used for the
covariance matrix K, which is 𝑚 = 2048. Therefore, the other covariance matrices KX̂,X, KX,X̂,
and KX̂,X̂ are not split into tiles of equal size (𝑚 = 𝑚̂). Instead, they are split into the same number
of tiles 𝑀 = 𝑀̂, which results in smaller tiles with size 𝑚̂ := 𝑛̂/𝑀. Therefore, the runtime of
ΣX̂ = KX̂,X̂ − V⊤V for one, two, four and eight tiles, is similar to the runtime of 16, 32, 64, and
128 tiles, respectively, because they share the same tile size. For the same reason, we find that the
runtime of LV = KX,X̂ has a smaller decrease at 16 tiles.
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Moreover, we performed the same test on the GPU implementation of GPRat for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 16384 = 214 test samples, and an increasing number of tiles in powers of two
(1, . . . , 128). The results are shown in Figure 5.9. The findings correspond to the test on the CPU
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Figure 5.9: Runtime of Predict with Full Covariance Matrix steps on the GPU for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 16384 = 214 test samples, and an increasing number of tiles

implementation and the runtime of the Cholesky operation in Section 5.1. The order of the steps
sorted by decreasing runtime is the similar as for the CPU implementation: First, ΣX̂ = KX̂,X̂ − V⊤V
and second LV = KX,X̂. In addition, the runtime of assembling all tiled matrices gets higher than
the tiled Cholesky decomposition for more than eight tiles. For fewer tiles, each step shows steady
runtimes. Only for 32 tiles, the runtime of the assembly is even higher than for solving the SLE
LV = KX,X̂. For more than 64 tiles, the runtime of each step increases linearly at the same rate. In
Table 5.1 we compare the total runtime and the runtime of the steps on up to 32 tiles to using a
single tile. It shows the runtime of the entire operation and the individual steps for a tile, and lists
the relative runtime for increasing numbers of tiles in powers of two up to 32 tiles. We marked the
lowest percentage for each step in bold. The total runtime only decreases by up to 2.73 % for four
tiles and a bit less with 1.71 % for 16 tiles. Therefore, we use four tiles as the optimal number of

Table 5.1: Runtime of Predict with Full Covariance Matrix steps on the GPU for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 16384 = 214 test samples, and an increasing number of tiles

Step Number of tiles
1 2 4 8 16 32

Total 2.28 s +1.76 % −2.73 % +1.74 % −1.71 % +74.43 %
Assemblies 0.20 s −16.37 % −24.69 % −17.98 % +20.46 % +452.56 %
L = Cholesky(K) 0.23 s +2.84 % +4.06 % +7.30 % −4.01 % +28.93 %
LV = KX,X̂ 0.59 s −0.82 % −0.35 % +9.92 % +4.08 % +40.08 %
ΣX̂ = KX̂,X̂-V⊤V 1.23 s −2.72 % −3.00 % −1.68 % −11.60 % +22.62 %
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5.2 Results for GP Prediction with Full Covariance Matrix

tiles for the GPU implementation in the following tests. However, the assembly decreases by up to
24.69 % for four tiles and the step ΣX̂ = KX̂,X̂ − V⊤V consistently decreases in runtime for multiple
tiles, up to 11.60 % for 16 tiles.

Then, we performed the same test on the GPU implementation of GPRat for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 1024 = 210 test samples, and an increasing number of tiles in powers of
two (1, . . . , 128). The results are shown in Figure 5.10. The findings correspond to the test on the
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Figure 5.10: Runtime of Predict with Full Covariance Matrix steps on the GPU for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 1024 = 210 test samples, and an increasing number of tiles

CPU implementation. The tiled Cholesky decomposition has the highest runtime for all number of
tiles. Assembling all tiled matrices and the step LV = KX,X̂ share similar runtimes. Further, the
remaining step ΣX̂ = KX̂,X̂ − V⊤V has a much lower runtime. We also find that the runtime for the
latter two steps increases until eight tiles, then decreases up to 16 tiles, and afterward increases
again. This bump is also caused by the calculation method in GPRat for the number of tiles 𝑀̂
and the tile size 𝑚̂ for the covariance matrices generated from test samples. Thus, for less than 16
tiles, the tile size 𝑚̂ is lower as well. At 16 tiles, the runtime of the tiled Cholesky decomposition,
the assembly of all tiled matrices, and thus also the runtime of the entire operation is the lowest
with 336 ms. For more than 16 tiles, the runtime of the entire operation and all steps increases. In
Table 5.2 we compare the total runtime and the runtime of the steps on up to 32 tiles to using a
single tile, as we did above for the same number of training and test samples. It shows that we
achieve a greater decrease in runtime for the entire operation for 16 tiles of 4.67 %. In particular,
the assembly of all tiled matrices decreases by 38.79 % and the tiled Cholesky decomposition by
5.15 %. Note that the greater decrease in runtime in comparison to equal number of training and
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Table 5.2: Runtime of Predict with Full Covariance Matrix steps on the GPU for 𝑛 = 16384 = 214

training samples, 𝑛̂ = 1024 = 210 test samples, and an increasing number of tiles

Step Number of tiles
1 2 4 8 16 32

Total 353 ms −2.79 % −0.69 % +12.74 % −4.67 % +38.76 %
Assemblies 73 ms −26.38 % −35.80 % −32.19 % −38.79 % +33.38 %
L = Cholesky(K) 234 ms −0.24 % +1.47 % +5.04 % −5.15 % +23.23 %
LV = KX,X̂ 38 ms +2.03 % +28.08 % +90.92 % +3.43 % +30.59 %
ΣX̂ = KX̂,X̂ − V⊤V 0.2 ms +219.94 % +1389.00 % +4462.11 % +2159.58 % +2454.03 %

test samples is caused by the lower number of test samples 𝑛̂ which also results in lower resource
utilization of the kernels that operate on the cross covariance matrices and prior covariance matrix
KX̂,X̂, because other kernels are more likely to run concurrently.

Second, we compared the CPU and GPU implementations of GPRat for the Predict with Full
Covariance Matrix operation in a problem size scaling test with equally increasing training and test
samples in powers of two up to 𝑛 = 𝑛̂ = 16384 = 214. We chose 𝑛 = 𝑛̂ = 16384 because it is the
largest problem size whose tiled matrices fit into the 24 GB GPU memory. Figure 5.11 shows the
runtime for each implementation on a single tile and each optimal number of tiles as we identified
above: four tiles for CPU and 16 tiles for the GPU implementation. The results are similar to the
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Figure 5.11: Runtime of Predict with Full Covariance Matrix on the CPU and GPU implementations
of GPRat for increasing training samples, different numbers of tiles, and different
number of CUDA streams
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5.2 Results for GP Prediction with Full Covariance Matrix

problem size scaling test results for the Cholesky operation in Figure 5.6: The runtimes for a single
tile are significantly lower for small problem sizes. Especially, the CPU implementation has a lower
runtime than the GPU implementation for 𝑛, 𝑛̂ < 128 = 27 with 438 µs and 3.24 ms, respectively.
For 𝑛, 𝑛̂ > 16 = 24, the runtime of the CPU implementation starts to increase because the LAPACK
and BLAS operations, each of which runs on a single core and executes on the entire matrices, take
progressively more time to complete. Afterward, it reaches the same runtime as for 16 tiles on the
CPU implementation for 𝑛, 𝑛̂ > 512. This eventually results in a speedup of factor 29.7 for 16 tiles
with a runtime of 10.0 s compared to a single tile with 298 s. The GPU implementation on one tile
has a lower runtime than four tiles until the last measurable problem size of 𝑛, 𝑛̂ = 16384 = 214. For
this problem size, there is a speedup of factor 1.04 for four tiles with a runtime of 2.17 s compared
to a single tile with 2.26 s. As the number of tiles used increases, both the GPU implementation
with four tiles and the CPU implementation with 16 tiles have higher base runtimes for small
problem sizes of 12.6 ms and 40.7 ms, respectively. Both runtimes increase for problem sizes
greater than 𝑛, 𝑛̂ = 1024 = 210. For a problem size of 𝑛, 𝑛̂ = 16384 = 214, the runtime of the CPU
implementation with 16 tiles is 10.0 s and the runtime of the GPU implementation with four tiles
is 2.17 s. So, the speedup of the GPU implementation over the CPU implementation is 4.62 for
this problem size. In Section 5.1, we got a speedup of 4.28 for the Cholesky operation, which
is a bit lower. Yet, this indicates that the GPU implementation of Predict with Full Covariance
Matrix operation is at least equally performant as the implementation for Cholesky, although it must
perform additional CUDA kernels and BLAS operations.

Third, we compare the CPU and GPU implementations of GPRat to the respective GPyTorch and
GPflow implementations. We performed the same problem size scaling test for the Predict with Full
Covariance Matrix operation on the CPU and the GPU implementations of GPyTorch and GPflow.
In addition, we ensured that all implementations use exact inference and compute the full covariance
matrix and return its diagonal elements, which are the uncertainties, alongside the predictions. See
Figure 5.12 for the comparison of the CPU implementations. We find that GPRat achieves the
lowest runtime for problem sizes up to 𝑛, 𝑛̂ = 64 = 26 when using a single tile with a lowest runtime
of 438 µs. In contrast, GPyTorch and GPflow have higher base runtimes for the small problem
sizes with 1.42 ms and 11.2 ms as the lowest runtimes, respectively. Thereafter, we achieve the best
performance with GPyTorch for 128 = 27 ≤ 𝑛, 𝑛̂ ≤ 1024 = 210. Then, GPRat with 64 tiles achieves
the best performance up to the maximum problem size we measured, which is 𝑛, 𝑛̂ = 16384 = 214.
However, the runtimes of GPRat on 64 tiles and GPyTorch assimilate again for larger problem sizes.
So, there is a maximum speedup of factor 3.76 for 64 tiles with a runtime of 63.2 ms compared
to GPyTorch with a runtime of 238 ms for 𝑛, 𝑛̂ = 2048 = 211. For the maximum problem size of
𝑛, 𝑛̂ = 16384 = 214, there is a smaller speedup of 1.48 for runtimes 10.0 s and 14.9 s, respectively.
The runtime of GPflow is consistently higher than the runtime of GPyTorch for all problem sizes.
Its runtime increases similarly to the runtime of GPRat with 64 tiles for large problem sizes. Thus,
we get a speedup of factor 21.1 for the maximum problem size of 𝑛, 𝑛̂ = 16384 = 214 with a runtime
of 212 s compared to 10.0 s with GPRat. The runtime of GPRat with one tile assimilates to the
runtime of GPflow as the problem size increases. Yet, it is consistently higher for all problem
sizes greater than 𝑛, 𝑛̂ = 256 = 28. As a result, GPRat is the fastest implementation for the Predict
with Full Covariance Matrix operation, when using the optimal number of tiles for the respective
problem size.

Next, we compare the GPU implementations of GPRat with one and four tiles to the respective
GPyTorch and GPflow implementations. The comparison is shown in Figure 5.13. We find that
GPyTorch has the lowest runtime for problem sizes up to 𝑛, 𝑛̂ = 4096 = 212. GPRat with one
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Figure 5.12: Runtime of Predict with Full Covariance Matrix on the CPU implementations of
GPyTorch, GPflow, and GPRat for increasing training samples and different number
of tiles for GPRat

tile has a slightly higher runtime for the same problem sizes. In comparison, GPyTorch has the
lowest runtime of 1.90 ms, GPRat with one tile has 3.24 ms, and GPflow has 13.7 ms. Apparently,
GPRat has an additional overhead when using CUDA functions, which allow it to use the GPU for
computation compared to GPyTorch, by a factor of 1.70. Meanwhile, GPRat with one tile is 4.24
times faster than GPflow on small problem sizes. For problem sizes greater than 𝑛, 𝑛̂ = 4096 = 212,
GPflow has the lowest runtime and achieves a speedup of factor 1.48 for the maximum problem
size of 𝑛, 𝑛̂ = 16384 = 214 with a runtime of 1.47 s compared to 2.17 ms for GPRat with four tiles.
Certainly, GPflow or its backend TensorFlow includes contains small optimizations that make better
use of the GPU hardware. Next, we can only measure the runtime of GPyTorch up to a problem
size of 𝑛, 𝑛̂ = 8192 = 213, since larger problem sizes exceed the 24 GB GPU memory limit. For this
size, GPyTorch has a runtime of 289 ms, GPRat with one tile has 322 ms, and GPflow has 226 ms.
This results in a little speedup of 1.11 for GPyTorch compared to GPRat with one tile. For the
maximum problem size of 𝑛, 𝑛̂ = 16384 = 214, the runtime of GPRat with four tiles is finally lower
than for one tile. To conclude, we find that GPflow is the fastest implementation for the Predict with
Full Covariance Matrix operation on the GPU for problem sizes greater than 𝑛, 𝑛̂ = 4096 = 212.
However, all implementations show very similar runtimes and scaling behavior for the problem
sizes we measured. This is related to the fact that all implementations use the CUDA API and its
LAPACK and BLAS implementations in cuSolver and cuBLAS which use the same kernels.
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Figure 5.13: Runtime of Predict with Full Covariance Matrix on the CPU implementations of
GPyTorch, GPflow, and GPRat for increasing training samples and different number
of tiles for GPRat
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6 Conclusion and Outlook

This thesis presents the addition of GPU support for the GPRat Python library to run GPs operations
efficiently on NVIDIA GPUs by adding the CUDA, cuSolver, and cuBLAS libraries as dependencies.
The library employs asynchronous task-based parallelism with HPX to fully utilize modern hardware
and parallelize GP operations through tiled algorithms that run tasks on different matrix tiles
concurrently. The tasks use CUDA kernels to generate matrix tiles in the GPU memory, the cuSolver
library for the LAPACK operation POTRF, and cuBLAS library to perform BLAS operations on
matrix tiles.

We evaluate the performance of the GPU implementation of GPRat on a single node with a
dual-socket AMD EPYC 9274F CPU and an NVIDIA A30 24 GB GPU for the Cholesky and Predict
with Full Covariance Matrix operations against the CPU implementation, which uses Intel oneMKL.
We find that the GPU implementation of GPRat uses fewer and larger tiles for both operations
to achieve optimal runtime, with 32 and four tiles respectively, as opposed to 64 and 16 tiles for
CPU. Starting at a problem size of 128 = 27, the GPU implementation of the Cholesky operation
is faster than the CPU, with a speedup of 4.28 for each optimal number of tiles and 32,768 = 215

training samples. However, the speedup on the GPU for multiple tiles is only 1.23 as for a single
tile. For the Predict with Full Covariance Matrix operation, the GPU implementation is faster
than the CPU implementation for 16,384 = 214 training samples and test samples with a speedup
of 4.62. In addition, the number of test samples has a significant impact on the runtime of the
operation, as the runtime decreases with fewer test samples has significant impact on the prevalent
tiled matrix-matrix operation.

Next, we compare the CPU and GPU implementations of GPRat to the respective exact GPyTorch
and GPflow implementations for the Predict with Full Covariance Matrix operation. We find that the
CPU implementation is faster than GPyTorch and GPflow. The GPU implementations show similar
performance. However, GPflow is 1.47 times faster than the GPU implementation for problem sizes
greater than 𝑛, 𝑛̂ = 4096 = 212.

In summary, the GPU implementation of GPRat is usually faster than the CPU implementation
and shows similar performance to the reference implementations. This makes the addition of GPU
support a promising feature for future work on the GPRat library. Development of the library will
soon continue with the addition of distributed computation across multiple nodes and clusters. Our
intention is to distribute tasks in the tiled algorithm across different nodes with additional GPUs to
improve the concurrent execution of CUDA kernels, which is hardly observable for large workloads
on a single node as they tend to occupy all GPU resources and block subsequent kernels. We also
plan to support single precision for GP operations for both CPU and GPU implementations, as
well as support for other GPU vendors, such as Kokkos [TLA+22]. We also want to extend the
library with GPU support for the remaining GP optimizations, a backpropagation algorithm, and
more subtle additions such as additional kernel functions, optimization algorithms, sparse GPs, or
automatic tile size selection.
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A Supplementary materials

This chapter lists the supplementary materials for the thesis. First, we present the pseudocode for
the GP operations, mostly for the tiled algorithms used in Section 4.1.2 on page 29. Second, we list
a CUDA code example for creating and running a kernel, for running POTRF with the cuSolver
library, and for running a TRSM BLAS call with the cuBLAS library. Third, we present additional
code snippets found in the GPRat library that primarily display the extension for GPU.

A.1 GP algorithms

This section depicts the pseudocodes for the tiled algorithms used in Section 4.1.2 on page 29.
The algorithms in the first subsection are used to assemble the covariance matrix K based on the
training data. The following subsection presents the tiled algorithms used in all GP prediction
operations that are not already part of Cholesky, which includes the assembly of K and the right
looking tiled Cholesky decomposition. They are required for making prediction on the test data.
The remaining subsections display the tiled algorithms for the Predict with Uncertainty and Predict
with Full Covariance Matrix operations, separately. They calculate the marginal variance and the
full covariance matrix, respectively.

Algorithm A.1 GP prediction and uncertainty calculation
Require: training input 𝑥1, . . . , 𝑥𝑛 ∈ R
Require: training output y ∈ R𝑛
Require: test input 𝑥1, . . . , 𝑥𝑛̂ ∈ R
Ensure: ŷ contains predictions for test input
Ensure: 𝚺diag

X̂
contains uncertainties for predictions

1: Assemble K with training input // see Equation (2.4) on page 22
2: Assemble KX̂,X with training input and test input
3: KX,X̂ ← K⊤

X̂,X
4: L← Cholesky(K)
5: Solve L𝜷 = y for 𝜷 // see Equation (2.6) on page 23
6: Solve L⊤𝜶 = 𝜷 for 𝜶 // see Equation (2.7)
7: ŷ← KX̂,X𝜶 // see Equation (2.8)
8: Solve LV = KX,X̂ for V // see Equation (2.10)
9: W← V⊤V // see Equation (2.11)

10: 𝚺X̂ ← KX̂,X̂ −W // see Equation (2.12)
11: return ŷ,𝚺diag

X̂

71



A Supplementary materials

A.1.1 Tiled assembly algorithms

Algorithm A.2 Tiled assembly of the covariance matrix K
Require: training data input ∈ R𝑛

1: K← 𝑀 × 𝑀 empty matrix tiles
2: for 𝐼 ← 0 to 𝑀 − 1 do
3: for 𝐽 ← 0 to 𝐼 − 1 do
4: K𝐼,𝐽 ← 𝑐tile(𝐼, 𝐽, input) // see Algorithm A.3
5: end for
6: end for

Algorithm A.3 Assembly of tile for covariance matrix K
1: procedure 𝑐tile(𝐼, 𝐽, input)
2: K𝐼,𝐽 is empty 𝑚 × 𝑚 matrix
3: for 𝑝 ← 0 to 𝑚 − 1 do
4: for 𝑞 ← 0 to 𝑚 − 1 do
5: 𝑖 ← 𝐼 · 𝑚 + 𝑝
6: 𝑗 ← 𝐽 · 𝑚 + 𝑞
7: X𝑖 ← elements 𝑖 − 𝐷 to 𝑖 of input, padded with 0s
8: X 𝑗 ← elements 𝑗 − 𝐷 to 𝑗 of input, padded with 0s
9: K𝐼,𝐽𝑝,𝑞 ← 𝑐(X𝑖 ,X 𝑗) using 𝛿𝑖, 𝑗

10: end for
11: end for
12: return K𝐼,𝐽

13: end procedure

A.1.2 Tiled algorithms for GP prediction

Algorithm A.4 Tiled forward substitution
Require: noisy observations y
Require: Cholesky factor L
Ensure: y contains 𝜷

1: for 𝐽 ← 0 to 𝑀 − 1 do
2: y𝐽 ← TRSV(L𝐽,𝐽 , y𝐽 )
3: for 𝐼 ← 𝐽 + 1 to 𝑀 − 1 do
4: y𝐼 ← GEMV(L𝐼,𝐽 , y𝐽 , y𝐼 )
5: end for
6: end for

Algorithm A.5 Tiled backward substitution
Require: y contains 𝜷
Require: Cholesky factor L
Ensure: y contains 𝜶

1: for 𝐼 ← 𝑀 − 1 to 0 do
2: y𝐼 ← TRSV(L𝐼,𝐼 , y𝐼 )
3: for 𝐽 ← 𝐼 + 1 to 0 do
4: y𝐽 ← GEMV(L𝐼,𝐽 , y𝐼 , y𝐽 )
5: end for
6: end for
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Algorithm A.6 Tiled prediction of ŷ
Require: y contains 𝜶
Require: cross covariance matrix KX̂,X
Ensure: ŷ contains the prediction

1: for 𝐼 ← 0 to 𝑀X̂ − 1 do
2: for 𝐽 ← 0 to 𝑀X − 1 do
3: ŷ𝐼 ← GEMV(KX̂,X𝐼,𝐽 , y𝐽 , ŷ𝐼 )
4: end for
5: end for

A.1.3 Additional tiled algorithms for Predict with Uncertainty

Algorithm A.7 Tiled forward substitution for V
Require: L (stored in K)
Require: transposed cross covariance matrix KX,X̂
Ensure: V is stored in KX,X̂

1: for 𝐽 ← 0 to 𝑀X̂ − 1 do
2: for 𝐼 ← 0 to 𝑀X − 1 do
3: KX,X̂𝐼,𝐽 ← TRSM(L𝐼,𝐼 ,KX,X̂𝐼,𝐽 )
4: for 𝐾 ← 𝐼 + 1 to 𝑀X − 1 do
5: KX,X̂𝐾,𝐽 ← GEMM(L𝐾,𝐼 ,KX,X̂𝐼,𝐽 ,KX,X̂𝐾,𝐽 )
6: end for
7: end for
8: end for

Algorithm A.8 Tiled dot product for Wdiag

Require: intermediate result V (stored in KX,X̂)
1: for 𝐽 ← 0 to 𝑀X̂ − 1 do
2: for 𝐼 ← 0 to 𝑀X − 1 do
3: for 𝑘 ← 0 to 𝑚 − 1 do
4: Wdiag

𝐽𝑘
← DOT(KX,X̂𝐼,𝐽𝑘

,KX,X̂𝐼,𝐽𝑘
)

5: end for
6: end for
7: end for
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A.1.4 Additional tiled algorithm for Predict with Full Covariance Matrix

Algorithm A.9 Tiled calculation of full covariance matrix ΣX̂

Require: prior covariance matrix KX̂,X̂
Require: intermediate result V (stored in KX,X̂)
Ensure: ΣX̂ is stored in KX̂,X̂

1: for 𝐼 ← 0 to 𝑀X̂ − 1 do
2: for 𝐽 ← 0 to 𝑀X̂ − 1 do
3: for 𝐾 ← 0 to 𝑀X − 1 do
4: KX̂,X̂𝐼,𝐽 ← GEMM(V𝐾,𝐼 ,V𝐾,𝐽 ,KX̂,X̂𝐼,𝐽 )
5: end for
6: end for
7: end for
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A.2 Code listings

This section covers the code listings for the CUDA kernel example, cuSolver and cuBLAS examples,
and code in the GPRat library that was adapted for execution on the GPU.

A.2.1 CUDA examples

Listing A.1 Example for a simple CUDA kernel that adds two vectors element-wise

1 #include <cuda_runtime.h>

2

3 __global__ void add(int n, double *x, double *y) // kernel function

4 {

5 int i = blockIdx.x * blockDim.x + threadIdx.x; // get index of the current thread

6 if (i < n) y[i] = x[i] + y[i];

7 }

8

9 int main()

10 {

11 int n = 1 << 20;

12 std::vector<double> x(n, 1.0); // example data on host

13 std::vector<double> y(n, 2.0);

14

15 double *d_x, *d_y;

16 cudaMalloc(&d_x, n * sizeof(double)); // allocate device memory

17 cudaMalloc(&d_y, n * sizeof(double));

18

19 cudaStream_t stream;

20 cudaStreamCreate(&stream);

21

22 // copy data to device

23 cudaMemcpyAsync(d_x, x.data(), n * sizeof(double), cudaMemcpyHostToDevice, stream);

24 cudaMemcpyAsync(d_y, y.data(), n * sizeof(double), cudaMemcpyHostToDevice, stream);

25

26 int blockSize = 256; // set block size and grid size

27 int gridSize = (n + blockSize - 1) / blockSize;

28

29 add<<<gridSize, blockSize, 0, stream>>>(n, d_x, d_y); // asynchronous kernel launch

30

31 // copy data back to host and synchronize

32 cudaMemcpyAsync(y.data(), d_y, n * sizeof(double), cudaMemcpyDeviceToHost, stream);

33 cudaStreamSynchronize(stream);

34

35 cudaFree(d_x); // free device memory

36 cudaFree(d_y);

37 cudaStreamDestroy(stream);

38

39 cudaError_t err = cudaGetLastError();

40 if (err != cudaSuccess) {

41 std::cerr << "CUDA error: " << cudaGetErrorString(err) << std::endl;

42 return 1;

43 }

44 }

75



A Supplementary materials

Listing A.2 GPU implementation of the POTRF function

1 hpx::shared_future<double *> potrf(

2 cusolverDnHandle_t cusolver, cudaStream_t stream,

3 hpx::shared_future<double *> f_A, std::size_t n_tile_size)

4 {

5 cusolverDnParams_t params;

6 cusolverDnCreateParams(&params); // default algorithm

7

8 int *d_info = nullptr; // success status or leading minor

9 cudaMalloc(reinterpret_cast<void **>(&d_info), sizeof(int));

10

11 double *d_A = f_A.get();

12 void *d_work = nullptr;

13 void *h_work = nullptr;

14 std::size_t d_work_size, h_work_size;

15

16 cusolverDnXpotrf_bufferSize(cusolver, params, CUBLAS_FILL_MODE_UPPER, n_tile_size, CUDA_R_64F,

17 d_A, n_tile_size, CUDA_R_64F, &d_work_size, &h_work_size);

18

19 cudaMalloc(reinterpret_cast<void **>(&d_work), d_work_size);

20 if (h_work_size > 0) h_work = reinterpret_cast<void *>(malloc(h_work_size));

21

22 cusolverDnXpotrf(cusolver, params, CUBLAS_FILL_MODE_UPPER, n_tile_size, CUDA_R_64F, d_A,

23 n_tile_size, CUDA_R_64F, d_work, d_work_size, h_work, h_work_size, d_info);

24 cudaStreamSynchronize(stream);

25

26 cudaFree(d_work);

27 if (h_work != nullptr) free(h_work);

28 cudaFree(d_info);

29 cusolverDnDestroyParams(params);

30

31 return hpx::make_ready_future(d_A);

32 }

Listing A.3 GPU implementation of the TRSM function

1 hpx::shared_future<double *> trsm(

2 cublasHandle_t cublas, cudaStream_t stream,

3 hpx::shared_future<double *> f_A, hpx::shared_future<double *> f_B,

4 std::size_t m_tile_size, std::size_t n_tile_size,

5 cublasOperation_t transpose_A, cublasSideMode_t side_A)

6 {

7 double alpha = 1.0;

8 double *d_A = f_A.get();

9 double *d_B = f_B.get();

10 cublasDtrsm(cublas, opposite(side_A), CUBLAS_FILL_MODE_UPPER, transpose_A, CUBLAS_DIAG_NON_UNIT,

11 N, M, &alpha, d_A, M, d_B, N);

12 cudaStreamSynchronize(stream);

13

14 return hpx::make_ready_future(d_B);

15 }
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A.2.2 GPRat code listings

Listing A.4 Implementation of compiled_with_cuda, gpu_count, and print_available_gpus

1 bool compiled_with_cuda() // in core/src/utils_c.cpp

2 {

3 #ifdef GPRAT_WITH_CUDA

4 return true;

5 #else

6 return false;

7 #endif

8 }

9

10 int gpu_count() // in core/src/target.cpp

11 {

12 #ifdef GPRAT_WITH_CUDA

13 int deviceCount;

14 cudaGetDeviceCount(&deviceCount);

15 return deviceCount;

16 #else

17 // std::cout error message

18 return 0;

19 #endif

20 }

21

22 void print_available_gpus() // in core/src/target.cpp

23 {

24 #ifdef GPRAT_WITH_CUDA

25 int deviceCount;

26 cudaGetDeviceCount(&deviceCount);

27 for (int i = 0; i < deviceCount; ++i)

28 {

29 cudaDeviceProp deviceProp;

30 cudaGetDeviceProperties(&deviceProp, i);

31

32 std::cout

33 << "Device " << i << ": " << deviceProp.name << "\n"

34 << " Total Global Memory: " << deviceProp.totalGlobalMem << "\n"

35 << " Shared Memory per Block: " << deviceProp.sharedMemPerBlock << "\n"

36 << " Max Threads per Block: " << deviceProp.maxThreadsPerBlock << "\n"

37 << " Total Constant Memory: " << deviceProp.totalConstMem << "\n"

38 << " Compute Capability: " << deviceProp.major << "." << deviceProp.minor << "\n"

39 << " Multiprocessor Count: " << deviceProp.multiProcessorCount << "\n"

40 << " Clock Rate: " << deviceProp.clockRate << " kHz\n"

41 << " Memory Clock Rate: " << deviceProp.memoryClockRate << " kHz\n"

42 << " Memory Bus Width: " << deviceProp.memoryBusWidth << " bits" << std::endl;

43 }

44 #else

45 // std::cout error message

46 #endif

47 }
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Listing A.5 Example implementation of GPs using the GPRat Python library

1 import sys

2 import gprat as gpr

3

4 N_CORES = 48

5 N_TRAIN = 1024

6 N_TEST = 1024

7 N_TILES = 4

8 N_REGRESSORS = 8

9 TRAIN_IN_FILE = "../../data/data_1024/training_input.txt"

10 TRAIN_OUT_FILE = "../../data/data_1024/training_output.txt"

11 TEST_IN_FILE = "../../data/data_1024/test_input.txt"

12

13 n_tile_size = gpr.compute_train_tile_size(N_TRAIN, N_TILES)

14 m_tiles, m_tile_size = gpr.compute_test_tiles(N_TEST, N_TILES, n_tile_size)

15

16 train_in = gpr.GP_data(TRAIN_IN_FILE, N_TRAIN)

17 train_out = gpr.GP_data(TRAIN_OUT_FILE, N_TRAIN)

18 test_in = gpr.GP_data(TEST_IN_FILE, N_TEST)

19

20 gpr.start_hpx(sys.argv, N_CORES)

21

22 gp_cpu = gpr.GP(train_in.data, train_out.data, N_TILES, n_tile_size, trainable=[True, True, True])

23 gp_gpu = gpr.GP(train_in.data, train_out.data, N_TILES, n_tile_size, trainable=[True, True, True],

24 gpu_id=0, n_streams=1)

25

26 pr = gp_gpu.predict(test_in.data, m_tiles, m_tile_size)

27 pr, var = gp_gpu.predict_with_uncertainty(test_in.data, m_tiles, m_tile_size)

28 pr, var = gp_gpu.predict_with_full_cov(test_in.data, m_tiles, m_tile_size)

29

30 gpr.stop_hpx()

Listing A.6 GPU implementation of the Cholesky operation

1 hpx::shared_future<std::vector<std::vector<double>>> cholesky(

2 std::vector<double> &h_training_input, std::size_t n_tiles, std::size_t n_tile_size,

3 std::size_t n_regressors, gpxpy_hyper::SEKParams sek_params, gpxpy::CUDA_GPU &gpu)

4 {

5 gpu.create(); // create CUDA streams and cuBLAS handles

6 cusolverDnHandle_t cusolver = create_cusolver_handle();

7 double *d_training_input = copy_to_device(h_training_input, gpu);

8

9 std::vector<hpx::shared_future<double *>> d_K_tiles = assemble_tiled_covariance_matrix(

10 d_training_input, n_tiles, n_tile_size, n_regressors, sek_params, gpu);

11 right_looking_cholesky_tiled(d_K_tiles, n_tile_size, n_tiles, gpu, cusolver);

12

13 std::vector<hpx::shared_future<std::vector<double>>> h_K_tiles = move_lower_tiled_matrix_to_host(

14 d_K_tiles, n_tile_size, n_tiles, gpu);

15 cudaFree(d_training_input);

16 destroy(cusolver);

17 gpu.destroy();

18 }
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Listing A.7 GPU implementation of assembling the tiled covariance matrix K

1 std::vector<hpx::shared_future<double *>> assemble_tiled_covariance_matrix(

2 double *d_training_input, std::size_t n_tiles, std::size_t n_tile_size,

3 std::size_t n_regressors, gpxpy_hyper::SEKParams sek_params, gpxpy::CUDA_GPU &gpu)

4 {

5 std::vector<hpx::shared_future<double *>> d_K_tiles(n_tiles * n_tiles);

6

7 for(std::size_t tile_row = 0; tile_row < n_tiles; ++tile_row)

8 {

9 for(std::size_t tile_column = 0; tile_column < tile_row + 1; ++tile_column)

10 {

11 d_K_tiles[tile_row * n_tiles + tile_column] = hpx::async( // generate each tile

12 &gen_tile_covariance, d_training_input, tile_row, tile_column, n_tile_size,

13 n_regressors, sek_params, std::ref(gpu));

14 }

15 }

16 return d_K_tiles;

17 }

Listing A.8 GPU implementation of assembling a tile K𝐼,𝐽 of covariance matrix

1 double *gen_tile_covariance(

2 double *d_input, std::size_t tile_row, std::size_t tile_column, std::size_t n_tile_size,

3 std::size_t n_regressors, gpxpy_hyper::SEKParams sek_params, gpxpy::CUDA_GPU &gpu)

4 {

5 double *d_K_tile;

6 cudaMalloc(&d_K_tile, n_tile_size * n_tile_size * sizeof(double)));

7

8 dim3 blockDim(16, 16);

9 dim3 gridDim((n_tile_size + 15) / 16, (n_tile_size + 15) / 16);

10

11 cudaStream_t stream = gpu.next_stream();

12 gen_tile_covariance_kernel<<<gridDim, blockDim, gpu.shared_memory_size, stream>>>(

13 d_K_tile, d_input, n_tile_size, n_regressors, tile_row, tile_column, sek_params);

14 cudaStreamSynchronize(stream);

15

16 return d_K_tile;

17 }
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Listing A.9 GPU implementation of the covariance function using a CUDA kernel

1 __global__ void gen_tile_covariance_kernel(

2 double *d_K_tile, double *d_input, std::size_t n_tile_size, std::size_t n_regressors,

3 std::size_t tile_row, std::size_t tile_column, gpxpy_hyper::SEKParams sek_params)

4 {

5 // local tile indices of thread

6 unsigned int i = blockIdx.y * blockDim.y + threadIdx.y;

7 unsigned int j = blockIdx.x * blockDim.x + threadIdx.x;

8

9 if (i < n_tile_size && j < n_tile_size)

10 {

11 // global indices in covariance matrix

12 std::size_t i_global = n_tile_size * tile_row + i;

13 std::size_t j_global = n_tile_size * tile_column + j;

14

15 // distance between input points

16 double distance = 0.0;

17 double z_ik_minus_z_jk;

18 for (std::size_t k = 0; k < n_regressors; k++)

19 {

20 z_ik_minus_z_jk = d_input[i_global + k] - d_input[j_global + k];

21 distance += z_ik_minus_z_jk * z_ik_minus_z_jk;

22 }

23

24 // squared exponential kernel without noise

25 double covariance = sek_params.vertical_lengthscale

26 * exp(-0.5 * distance / (sek_params.lengthscale * sek_params.lengthscale));

27

28 // add noise variance on diagonal

29 if (i_global == j_global) covariance += sek_params.noise_variance;

30

31 d_K_tile[i * n_tile_size + j] = covariance;

32 }

33 }
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Listing A.10 GPU implementation of the tiled Cholesky decomposition using cuSolver and cuBLAS

1 void right_looking_cholesky_tiled(

2 std::vector<hpx::shared_future<double *>> &f_K_tiles, std::size_t n_tile_size,

3 std::size_t n_tiles, gpxpy::CUDA_GPU &gpu, cusolverDnHandle_t &cusolver)

4 {

5 for (std::size_t k = 0; k < n_tiles; ++k)

6 {

7 cudaStream_t stream = gpu.next_stream();

8 cusolverDnSetStream(cusolver, stream);

9 f_K_tiles[k * n_tiles + k] = hpx::dataflow(&potrf, cusolver, stream,

10 f_K_tiles[k * n_tiles + k], n_tile_size);

11

12 for (std::size_t m = k + 1; m < n_tiles; ++m)

13 {

14 auto [cublas, stream] = gpu.next_cublas_handle();

15 f_K_tiles[m * n_tiles + k] = hpx::dataflow(&trsm, cublas, stream,

16 f_K_tiles[k * n_tiles + k], f_K_tiles[m * n_tiles + k], n_tile_size, n_tile_size,

17 Blas_trans, Blas_right);

18 }

19

20 for (std::size_t m = k + 1; m < n_tiles; ++m)

21 {

22 auto [cublas, stream] = gpu.next_cublas_handle();

23 f_K_tiles[m * n_tiles + m] = hpx::dataflow(&syrk, cublas, stream,

24 f_K_tiles[m * n_tiles + k], f_K_tiles[m * n_tiles + m], n_tile_size);

25

26 for (std::size_t n = k + 1; n < m; ++n)

27 {

28 auto [cublas, stream] = gpu.next_cublas_handle();

29 f_K_tiles[m * n_tiles + n] = hpx::dataflow(&gemm, cublas, stream,

30 f_K_tiles[m * n_tiles + k], f_K_tiles[n * n_tiles + k],

31 f_K_tiles[m * n_tiles + n], n_tile_size, n_tile_size, n_tile_size,

32 Blas_no_trans, Blas_trans);

33 }

34 }

35 }

36 }
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