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Abstract

This bachelor’s thesis examines the integration of large language models into medical
questionnaires using the example of a checklist from the Deutsche Krebsgesellschaft for
recording hereditary risk factors for breast and ovarian cancer. The aim is to develop
and evaluate an LLM-assisted user interface that supports users in answering complex
questions, thereby improving usability and user experience.

As part of a human-centered design process, a proof of concept was designed, developed,
and tested in a qualitative study with six participants. The user interface includes arti-
ficial intelligence support from two LLM agents that communicate with each other and
generate appropriate outputs for users. The results of the study show improved trans-
parency, guidance, and efficiency through LLM assistance, while reducing the overall
complexity of the questionnaire.

The work confirms the potential of large language models to support medical survey in-
struments, but also provides an outlook on necessary improvements and future research
areas for the further development of such applications.

(German version)

Diese Bachelorarbeit untersucht die Integration von Large Language Modellen in medi-
zinische Fragebogen am Beispiel einer Checkliste der Deutschen Krebsgesellschaft zur Er-
fassung von erblichen Risikofaktoren flir Brust- und Eierstockkrebs. Ziel ist die Entwick-
lung und Evaluation eines LLM-unterstiitzten User Interfaces, das Nutzer der Checkliste
bei der Beantwortung komplexer Fragen unterstiitzt und auf diese Weise die Benutzer-
freundlichkeit und Benutzererfahrung verbessert.

Im Rahmen des Human-Centered Design Prozesses, zugeschnitten auf das Ziel dieser
Bachelorarbeit, wurde ein Proof of Concept entworfen, entwickelt und in einer qualita-
tiven Studie mit sechs Teilnehmern getestet. Das User Interface umfasst eine kiinstliche
Intelligenz Unterstiitzung durch zwei LLM-Agenten, die miteinander kommunizieren und
auf diese Weise den Nutzenden angebrachte Riickmeldungen generieren. Die Ergebnisse
der Studie zeigen eine verbesserte Transparenz, Fithrung und Verstandlichkeit durch die
LLM-Assistenz, wahrend es die generelle Komplexitit des Fragebogens reduziert.

Die Arbeit bestétigt das Potenzial von Large Language Modellen zur Unterstiitzung
medizinischer Erhebungsinstrumente, gibt jedoch auch einen Ausblick auf notwendige
Verbesserungen und zukiinftige Forschungsfelder fiir die Weiterentwicklung solcher An-
wendungen.



Contents

1. Introduction

1.1.
1.2.

Motivation . . . . . . . . ..
Research Goal and Question . . . . . . . . . .. . ... .. ... ......

2. Theoretical Background

2.1.
2.2.

2.3.

Context and Problem Description . . . . . . . ... ... .. ... .....
Related Work . . . . . . . . . . .
2.2.1. Robust Al-led Interviews . . . .. ... ... ... ... ......
2.2.2. Qualitative Interviews with Multi-agent AT . . . . .. .. ... ..
Methodology . . . . . . . . . L

3. Implementation

3.1.
3.2.
3.3.

System architecture . . . . . . . . . .. ...
Prompt engineering . . . . . . . . ...
User Interface . . . . . . . . . . . . .

4. Evaluation

4.1.
4.2.
4.3.
4.4.

Study design and setup . . . . . ...
Data analysis . . . . . . . . . . .
Results and Insights . . . . . .. . ... ...
Discussion . . . . . . . . ..

5. Conclusion

5.1.
5.2.

Limitations . . . . . . . . . .
Future Work . . . . . . . .

Bibliography

A. Appendix

Al
A.2.
A3.
AA4.
ALb.
A.6.
AT
A.8.

Questionnaire . . . . . . . . ...
Robust Al-led Interviews . . . . . . . . . . .. .. ... .. ...
Qualitative Interviews with Multi-agent AI . . . . . ... .. ... ....
Heuristics for conversational agents . . . . . . . . ... ... ... ... ..
Study scenario and Task . . . . . . .. ..o L Lo
Activity diagram . . . . . ..o
Data Analysis Visualizations . . . . . . . . . . .. ... ... ... ...
Gitlab and Al usage documentation . . . . . .. ... ... ... .....

14
14
15
19

25
25
27
28
31

33
33
35

36



List of Figures

2.1. Interface of running interview . . . . . . . .. ... Lo 6
2.2. Multi agent architecture and workflow . . . . . .. ... ... ... ... 8
2.3. Chat interface for interviewees . . . . . . . . . . . .. .. ... ... ..., 9
2.4. Al interviewer behavior . . . . . . . ... ... .. ... ... 10
2.5. HCD process . . . . . . o v v it e e 12
3.1. LLM agents behavior . . . . . . .. .. . 15
3.2. Introduction to the questionnaire . . . . . . .. .. ... ... ... 20
3.3. Questionnaire layout . . . . . . . ... oL 21
3.4. Al assistant dialog . . . . . . . . . ... 22
3.5. Additional pop-ups . . . . ... 22
3.6. Extenders of the MVP . . . . . .. .. .. o 23
3.7. Submission page . . . . . ... 23
4.1. Coding rules framework . . . . . . . . ... . ... 27
4.2, Codematrix . . . . . . . . Lo 28
4.3. User experience questionnaire . . . . . . . . . . .. ... 30
A.1. Application context questionnaire . . . . . . . . ... ... ... ... .. 39
A.2. LLM agents activity diagram . . . . . . . . . . .. ... 49
A.3. Categories definition . . . . . . . . . . . ... .. 50

A4, Code trends . . . . . . . 50



List of Abbreviations

LLM large language model

Al artificial intelligence

MVP minimum viable product

DKG Deutsche Krebsgesellschaft

API application programming interface

HCD human-centered design



1. Introduction

The developments in the eld of arti cial intelligence (Al) have underscored the capa-
bilities of the technology. Chatbots and intelligent personal assistants are widely used
[8], taking a look at OpenAl' with their chatbot called Chat-GPT . The underlying
technology behind chat-based applications form large language models (LLMs). For this
reason, LLMs are receiving more attention and their use is being considered in many
applications [5].

Especially in the eld of medicine, Al-based applications and therefore LLMs have gained
notable value integrated in patient care and diagnostics [24]. A rising healthcare inno-
vation named "Ada"?, for example, implements an Al assisted symptom analyzer for
patients.

1.1. Motivation

Questionnaires and surveys play an important role in medical contexts [23]. But the
phrasing and terminology can become very specic. Patients who have been asked to
complete the questionnaire may not be familiar with the terminology and phrasings
used. Migrating the questionnaire into an application with a supportive Al based on an
LLM could improve the patient experience. Additional guidance could lead the patients
through the questions, and the supportive Al could help clarify the speci ¢ terminology.
However, it is important to note that integrating Al into an application also creates new
challenges. These must therefore also be taken into account.

This thesis explores what integrating a large language model in a medical questionnaire
to support the patients could look like and provides insights about functionality, im-
provements, and hurdles.

1.2. Research Goal and Question

A questionnaire provides information about the patient. Their e ectiveness largely de-
pends on whether patients can correctly understand and answer the questions.

This leads to the primary objective of this thesis. The goal is to develop a concept for the
use of large language models supporting medical questionnaires. The integrated LLM

 https://openai.com/
2https://ada.com/



should address the previously mentioned problems in the form of providing additional
information about domain-speci c terms and a chatbot to answer questions regarding
the questionnaire.

LLMs are powerful arti cial intelligence models trained on large datasets. The models
are capable of problem-solving, comprehension, and text production. So their use case
aligns with the goal of the thesis.

It needs to be mentioned that when using LLMs in human-computer interaction, there
are some aspects you need to be aware of. Most typical are hallucinations, where the
LLM produces content that diverges from the user input or invents new information [25].

In contrast, prompt engineering is a method to con gure the model and de ne guidelines
for how the model should generate the outputs with the use of a hidden initial system
prompt [12].

To demonstrate the feasibility of this goal, the thesis aims to develop a proof of concept
together with a minimum viable product (MVP). The MVP will illustrate a possible
fundamental implementation. The subsequent user study will explore challenges and
bene ts for further development, focusing on usability and user experience.

The research question guiding this thesis is: How does the user interface of an LLM as-
sisted questionnaire support user experience and usability, as evaluated through the lens
of eleven heuristics for conversational agents [15]?



2. Theoretical Background

The following chapter describes the context in which the LLM will be integrated in detail
and introduces relevant implementations of Al-based interviews. The related work serves
as a foundation for the development of the minimum viable product and will be adapted
to the speci ¢ use case of a supportive Al assistant rather than an interviewer.

2.1. Context and Problem Description

To develop an MVP, it is crucial to have an application context. In this case, the thesis
is based on the checklist for possible hereditary risk factors for breast and/or ovarian
cancer by the Deutsche Krebsgesellschaft (DKG).

The DKG does research in the detection of risk factors for cancer. The detection comes
with surveys and checklists that the patients have to |l out. The complete checklist can
be found in the appendix A.1.

The guestionnaire acts as a basis, which will be extended with a large language model.
The questionnaire consists of many questions and domain-speci c terms that are chal-
lenging for most users. Terms like "Mammakarzinom" or "Ovarialkarzinom" are not very
common in everyday language. Furthermore, the structure is complex, and it takes time
to understand how it works correctly. The checklist is divided into di erent categories.
The questions depend on close collaboration with family breast and ovarian cancer cen-
ters and can also di er based on the user's age and gender. Patients answer the questions
with a numerical value. This value is then multiplied by a weighting factor and added up.
This produces a risk score, which is treated as the result of the questionnaire. Until now,
the questionnaire has primarily been used by physicians due to its technical phrasing [2].

Patients ful lling the questionnaire on their own would encounter individual challenges

or situations where they are uncertain about the correct course of action and need some-
one to turn to for advice. With the advancements in large language models, integrating
such a model could help address these issues. A supportive Al could assist users by
reducing confusion and providing answers to both general and personal questions. The
minimum viable product will include an LLM to realize the supportive Al and a simple
user interface enabling users to answer the questions and interact with the assistance.



2.2. Related Work

To get an idea of how the integration of a large language model could look, the follow-
ing presents two projects in the eld of Al-led interviews. Although the projects have
di erent contexts, like economics, they provide a good overview of possible concepts and
implementations. The focus in this literature review is on the structure and behavior of
their LLM integration.

2.2.1. Robust Al-led Interviews

A versatile open-source platform for Al-led interviews, validated with 466 respondents,
was developed by Geiecke and Jaravel [10]. Their article ‘Conversations at Scale: Ro-
bust Al-led Interviews with a Simple Open-Source Platform' presents a new method for
conducting qualitative interviews using large language models. The approach integrates
sociological best practices for conducting interviews, uses a single LLM agent for quick
responses, and is customizable for di erent topics. The robustness of their application
is assessed through comparisons with human experts and quality-related metrics, while
versatility is demonstrated through applying it in areas such as decision-making and po-
litical views.

The development of the LLM agent for Al supported qualitative interviews follows three

main principles: adaptability, sociological best practices [1], and consideration of techni-
cal as well as ethical aspects.

Their prompt engineering follows a structure of three parts. The interviewer's role is
de ned in the interview outline . Here is a short excerpt:

Interview Outline:

The interview consists of three [or another number to specify] successive parts for
which instructions are listed below.

Part | of the interview:

This part is the core of the interview. Ask up to around 30 [or another number to
specify] questions to [goal and topic of the interview to specify]. Begin the
interview with 'Hello! I'm glad to have the opportunity to speak with you about [to
specify]. Could you tell me [to specify]? Please don't hesitate to ask if anything is
unclear'.

Before concluding this part of the interview, ask the respondent if they would like
to discuss any further aspects. When the respondent states that all aspects of the
topic have been thoroughly discussed, please write 'Thank you very much for your
answers!'

Part Il of the interview:

(]

Code 2.1: Interview outline prompt by Geiecke and Jarave [10]



This part introduces the structure of the interview and what the LLM agent should ask.
The general instructions guiding the behavior of the LLM agent ne-tuned with socio-
logical best practices [1]:

General Instructions:

- Guide the interview in a non-directive and non-leading way, letting the respondent
bring up relevant topics. [...] Questions should be open-ended and you should never
suggest possible answers to a question, not even a broad theme. [...]

- Collect palpable evidence: [...]

- Display cognitive empathy: [...] find out the origins of these perspectives,

evaluate their coherence, thoughtfulness, and consistency, and develop an ability to
predict how the respondent might approach other related topics.

- Ask only one question per message.

- Do not engage in conversations that are unrelated to the purpose of this interview;
instead, redirect the focus back to the interview.

Code 2.2: General instructions prompt by Geiecke and Jarave [10]

The last section, named codes enables the generation of a xed output based on an
event. When the LLM returns a code, the interface displays a prede ned message (e.g.
for interview end or unethical input). Without these codes, a multi-agent setup would

be required to handle such control tasks. A multi-agent structure to address these tasks
will be introduced in a later section.

Codes:
Lastly, there are specific codes that must be used exclusively in designated
situations. These codes trigger predefined messages in the frontend, so it is crucial

that you reply with the exact code only, with no additional text such as a goodbye
message or any other commentary.

Problematic content: If the respondent writes legally or ethically problematic

content, please reply with exactly the code '5j3k' and no other text.

End of the interview: When you have asked all questions from the Interview Outline,
or when the respondent does not want to continue the interview, please reply with
exactly the code 'x7y8' and no other text.

Code 2.3: Codes prompt by Geiecke and Jarave [10]

Each part can be adapted to a specic use case and represents the customization of
their application. The complete prompts can be found in the appendix A.2. Joining the

interview outline', general instructions, and codes forms the initial system prompt
for the LLM.



For the usage of the LLM agent, they implemented a chat interface with the python
framework Streamlit® (see Figure 2.1) and access the LLM through an application pro-
gramming interface (API), which communicates over the internet with the May 2024
release of OpenAl'$ GPT-40 model GPT-40-2024-05-13.

Figure 2.1.: Running interview in the chat interface [10]

The large language model is based on a text-generation model. Text generation models
produce coherent and meaningful text. They analyze the user input to adapt the context
of their output and ensure grammatical correctness as well as engaging content.

Lhttps://streamlit.io/
2https://openai.com/



The system is capable of interacting with the latest generation of LLMs. In addition to
OpenAl's APl and LLM, they also recommend using Anthropics' Claude model.

The model is provided with the previously described system prompt. In contrast, a user
prompt is the visible input or question that the user provides to the model and is used
to produce a tting output.

The next paragraph explains a feature of an LLM to provide a better understanding
of further developments. Throughout the interaction, the LLM receives the whole chat
history. The chat history is important to preserve the historical context for the LLM.
A large language model maintains a conversation-bu er-memory [13]. This memory is
important as the LLM generates the output based on the input, and without the chat
history, the agent would not know about previous information. The given chat history
is then allocated to the conversation-bu er-memory of the LLM. To process the large
input, the LLM features a large context window of around 200000 tokens. A token refers
to a unit of text, as LLMs cannot understand text as a continuous string of characters
[7]. The number of tokens de nes how large the input of the LLM is. It allows the LLM
to remember more text and reduce the possibility of hallucinations, as it remembers pre-
vious interactions.

Various methods were used to evaluate the developed platform for Al-supported quali-
tative interviews, including the performance of the Al interviews themselves.

Part of the evaluation was ve respondent-based quality metrics, which the user answered
in an open-ended text eld. Speci cally, they ask the respondents

~ whether they would prefer to participate in an interview with an Al or a human in
the future

" whether they would have preferred to answer questions in open text elds, rather
than participating in an Al-led interview

Based on the respondent-based quality metrics, Geiecke and Jaravel [10] could conclude
that a majority of users would prefer an Al and found the conversation natural and
helpful.

The results indicate that the Al-powered interview platform can conduct e ective large-
scale qualitative interviews measured against expert-rated outputs comparable to human
interviewers, high respondent satisfaction, and richer responses than standard open-text
elds. These ndings support both the goal of this thesis and its underlying proof of
concept. Although the use case of the thesis diers from qualitative interviews, the
results o er a valuable foundation for further development and adaptation. The use of a
single LLM agent, combined with targeted customization, proves e ective for prototyping
and exploring possible interaction designs. Moreover, the prompt engineering o ers useful
insights into how to construct LLM agents for Al supported interaction.

3https://www.anthropic.com/claude



2.2.2. Qualitative Interviews with Multi-agent Al

Chopra and Haaland introduced another approach to conducting qualitative interviews
by delegating the task of interviewing human subjects to an Al interviewer [6]. The
work 'Conducting Qualitative Interviews with Al' investigates the use of Al in conduct-

ing gqualitative interviews, emphasizing the evaluation of data quality and usability within

a multi-agent structure. It analyzes how Al-driven interview systems, operating through
multiple agents, enhance response accuracy, adapt questioning dynamically, and in u-
ence participant trust compared to human interviewers.

Chopra and Haaland deployed large language models in a multi-agent architecture (see Fig-
ure 2.2).

Figure 2.2.: Multi agent architecture and work ow to generate an interview question [6]

The key advantage of the multi-agent application is task specialization. As the ar-
chitecture consists of multiple LLMs, each model focuses on a speci c task, like topic
transitions or summarizing the content. This architecture improves the data quality, as
it can balance multiple objectives during the interaction. The multi-agent structure of
the Al interviewer consists of four di erent so-called agents, each of which has specialized
functions:

" Security agent: This agent serves as a defense against attempts by interview par-
ticipants to change the Al interviewer's context (e.g. by asking o -topic questions
such as Tell me a joke).

" Summary agent: The task of this agent is to create an ongoing summary of the
most important points and topics.



" Probing agent: This agent is responsible for asking probing questions. The
guestions explore promising topics in greater depth. They investigate the reasons,
motivations, and beliefs of the interviewee and clarify unclear answers.

" Topic agent: The task of this agent is to shape the transition to the next topic
in the interview guide.

Through a chat interface, the user can enter their answer to the interview questions
(see Figure 2.3). The input is transferred over an API call to a remote server, which
hosts the large language models.

Figure 2.3.: Chat interface for respondents [6]



The system prompts de ne how the agents communicate. The complete prompts are
included in the appendix A.3. The activity diagram (see Figure 2.4) shows the processes
inside the remote server and the communication between the agents and the topic guide.
The security agent is the rst instance after the user submits a response, and it checks
the user input before it is passed on. If the security agent con rms an appropriate input,
the topic guide receives the input and decides on switching the topic or asking more
probing questions. This decision is based on the researcher.

Figure 2.4.: UML activity diagram [21] of the Al interviewer functionality, the topic guide
highlighted in blue (own illustration)

He con gures the topic guide before the interview starts and determines the objectives
of the interview topics and the number of probing questions for each. The topic guide is
not built on a large language model.

Based on the decision from the topic guide, the input is either transmitted to the probing

agent or the topic agent. Both agents receive, together with the input, a current sum-
mary of the conversation from the summary agent and the current topic. In the case of
the topic agent producing the output, it also receives the next interview topic from the

topic guide. The agents and the topic guide share information and maintain connections,
enabling them to function as the Al interviewer.

10



The actual response from the Al interviewer is then generated by the probing or topic
agent.

For the di erent large language models they used the versions gpt-4-0613 and gpt-4-
0314 of the GPT-4 model family by OpenAl*. LLMs provide internal parameters that
in uence how text is generated. Parameters control creativity, repetition, or random-
ness. They diverge from the system prompt in that they de ne how to produce an
output, whereas the system prompt de nes what the model should generate. In the im-
plementation of their di erent LLMs they described the parameter called temperature

in detail. The temperature, going from 0 to 1, regulates the probability distribution
for choosing the next word from the vocabulary of the model. Therefore, with a higher
temperature, the model creates more creative answers.

For the probing and topic agent, they chose a temperature of 0.7, allowing a creative
response while keeping up with the instructions in the system prompt, and for the sum-
mary and security agent a temperature of 0 was set. The other model parameters were
set to the default values.

The study evaluates Al-assisted qualitative interviews using various methods, includ-
ing participant feedback, behavioral data, hand-coding, and comparisons with open-
ended questions. The results show a high level of acceptance and engagement of the
interviewees, methodological accuracy of the Al interviewer, and close to zero cases of
hallucination where the Al interviewer incorrectly refers to previous parts of the con-
versation. Overall, the evaluation con rms the quality, reliability, and cost-e ectiveness

of this method in qualitative research. In addition, another advantage of Al-conducted
interviews is that they could help eliminate potential human interviewer biases, such as
happier interviewers eliciting more positive responses from interviewees [22].

Chopra and Haaland introduced the task specialization for Al-based interviews and pro-
vided a detailed solution. Their developed model with four di erent agents generates
gualitative results and facilitates a safe as well as very e ective interaction.

*https://openai.com/
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2.3. Methodology

The section presents methods and techniques used to develop the minimum viable prod-
uct, including frameworks, the large language model, and other important concepts to
understand the further procedure. The second part explains the structure of the evalua-
tion with users.

Figure 2.5.: Human-centered design process, adapted from [9]

This thesis follows the principles of the human-centered design (HCD) process [9] (see Fig-
ure 2.5). The HCD process is a problem-solving approach and focuses on the needs and
context of the users using the product. The process includes qualitative research methods
to achieve a good result. The iterative process consists of ve steps, which can interrupt
and complement each other, as indicated by the dotted lines. In the following, for each
step, the adaptations will be explained and examined in detalil.

The rst step of understanding the context of the application helped to tailor the de-
sired outcomes. This part was crucial in the development of a proof of concept. It was
important to de ne the changes and how these changes would a ect the current execu-
tion. Based on the research question, research was conducted on Al-assisted interactive
applications.

The next part identi ed requirements for the development of the LLM assisted ques-
tionnaire. Instead of an Excel sheet, the user interacts with an interface, which includes
a supportive Al. Powered by a large language model with two separate agents, inspired
by the work of Chopra and Haaland in their implementation of a multi-agent Al [6],
the interface guides the user through the questionnaire conversationally, provides expla-
nations, and will act as an assistant if the user has any questions. Prompt engineering
played a crucial role in this part to achieve a tting behavior of the LLM agents. One
LLM agent checks the user inputs to tin the setting, and the second LLM agent provides

12



the outputs. The user interface also ensures that the given answers are well-structured
and complete.

The two LLM agents are based on the open-source large language model called "Llama
3.1" [11], released by Metd and hosted on a server from the Freie Universitat Berlifi.
Access to the LLM was granted over an APIl. The user interface is created with the
python” framework Streamlit®, similar to the presented work by Geiecke and Jaravel
[10].

Because of the limitation to a minimum viable product, the system is kept simple. The
number of di erent tasks for the user was reduced by asking questions to the Al assistant
and completing the questionnaire. When needed, the large language model can oer a
clear explanation of technical terms appearing in the questionnaire. A signi cant part of
the prototyping phase was an interview with the questionnaire's stakeholders. With the
help of the exchange, it was able to make important adjustments to the prototype. As
agreed during the interview [2], upon completing the questionnaire, the interface does
not display the nal score to prevent users from misinterpreting it. Instead, it indicates

to the user that the data has been processed and provides the given answers in a table.

The evaluation with users phase conducted a usability study to assess user experience
and usability, guided by the eleven heuristics for conversational agents by Langevin et al.
[15]. For conversational agents in particular, specialized sets of heuristics have been de-
veloped to address their interaction paradigms, which involve more dialogue-based than
point-and-click communication. Therefore, the heuristics by Langevin et al. were chosen.
The study followed a qualitative research design in a laboratory setting. Using a think-
aloud protocol, six participants interacted with the questionnaire while verbalizing their
thoughts and impressions. Upon completion, participants responded to two open-ended
guestions focusing on their impression of the minimum viable product.

At the conclusion of the evaluation phase, it was outlined how the minimum viable prod-
uct performed and stated which opportunities the MVP o ers for future applications.
Special attention was given to identifying challenges, particularly about user experience
and usability, supported by insights gathered during the evaluation.

Shttps://www.meta.com/about/
Shttps://www.mi.fu-berlin.de/w/IT/lItServicesProjectsEvop
"https://www.python.org/

8https://streamlit.io/
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3. Implementation

With the goal and research question in mind, the minimum viable product was imple-
mented. This chapter describes each important aspect and explains the reasons for the
choice of implementation. Additionally, it provides illustrations of the nal MVP.

3.1. System architecture

Let's take a look at the architecture of the minimum viable product. The system is struc-
tured into the frontend, consisting of the user interface with the supportive Al assistance,
and the backend, where the two LLM agents are deployed.

The frontend is the visible part of the MVP and provides interaction for the users to
answer the questions of the questionnaire or have a conversation with the Al assistant.
Due to the medical domain, the question format is copied from the original questionnaire
by the DKG to ensure that every patient receives the same phrasing, enabling consistent
responses [18]. To hand over the formulation process of the questions to the LLM agents
would cause an inconsistency, as the generated questions can di er between patients.
The reason for this is that large language models text generation involves a small but
signi cant amount of randomness. The process of nding words to generate the answer
is based on the prediction of the next best- tting word [19]. Therefore, LLMs have a
non-deterministic behavior. That is, for the same user input, the large language model
can produce di erent outputs on di erent executions. Considering this, the Al assistant
has no control over the questions.

The backend is the hidden part of the application and handles, in general, the com-
puting and logic of the application. The backend of the MVP manages the two LLM
agents.

When the user opens the Al assistant, types in a question, and submits the question, the
request is sent over an API call to the backend of the application. The communication
over an APl is important, as the backend is not hosted in the same location as the fron-
tend. As the frontend is running on the same machine, executing the code, the backend
is running on a server from the Freie Universitét Berlin.

When the server is receiving the request, the rst LLM agent processes the user input.
Its task is to check the data for inappropriate content. In the case of this thesis, in-
appropriate  means any content not related to a medical background. If the data is
positive checked for inappropriate, the so-called security agent returns an o -topic

14



to the frontend, and the user is requested to reformulate their question. If it is not the
case of 'o -topic' data, the security agent returns an on-topic , which means the data
is transmitted to the second LLM agent, so-called support agent. The support agent
then returns a generated reply to the user's input.

Finally, the output from the support agent needs to be communicated to the user inter-
face, so that the data is available in the frontend of the application.

To ensure the described functionality, intended from the architecture of the MVP, high
attention was paid to the correct implementation of the LLM agents and the layout and
functionality of the user interface. The next section provides insights into the prompt
engineering.

3.2. Prompt engineering

For e ective prompt engineering, it is crucial to know how the large language model
should behave. As explained in section 3.1, the behavior of the two LLM agents is clear.
The created sequence diagram (see Figure 3.1) illustrates the behavior in a di erent way
to lead the explanation of the prompt engineering of each LLM agent. An additional
activity diagram visualizing the LLM agents' work ow can be found in the appendix
section A.6.

Figure 3.1.: UML Sequence Diagram [21] of the LLM agents work ow

In advance, it needs to be clear how to create system prompts for the LLM Llama
3.1. This process can di er for each large language model. In the case of Llama 3.1
a model le is used to customize the LLM. The model le includes the base model from
which the new model is created, the internal parameters, and the initial system prompt.
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In the documentation [11], they list even more con gurations. With the built-in create
command from Llama 3.1, the new model is created based on the customizations in the
model le.

Now, lets dive into the engineering of the rst LLM agent, so-called the security agent .
This agent receives the user input and checks for inappropriate content. To ensure this
functioning, the model le for the security agent was created like this:

FROM llama3.1

PARAMETER temperature 0
PARAMETER top_p 0.1
PARAMETER num_predict 3
PARAMETER top_k 10

SYSTEM You are a text classifier. Check whether the input is related to medicine or
medical assistance. Respond only with 'on-topic' or 'off-topic'. Do not provide
explanations or other responses. You do not answer questions. No sentences. The only
two statements you should use are 'on-topic' and 'off-topic'.

Code 3.1: Model le of the security agent

Each part of the model le will be explained in detail to provide transparency and repli-
cability. The FROM statement sets the base model of the agent. The PARAMETER
statements set the internal parameters of the LLM agent. The following table provides
a short description for each parameter:

Parameter  Describtion

temperature  the temperature con gures the models creativity.

Value: 0 -1

top_p works together with top-k. It controls the diversity of the text generation.
Value: 0 -1

top_k reduces the probability of generating nonsense.
Value: 0 - 100

num_predict sets the maximum number of tokens for generating text.
Value: 0 - in nite

Table 3.1.: Extract from model le parameters with descriptions provided by Llama3.1
documentation [11]

For the security agent, the temperature is set to zero. Forcing the agent to use as little
creativity as possible. Top_p and top_k are set to a lower value, supporting a rather
focused, conservative answer. Num_predict is set to a value of three tokens for a short
output. All mentioned parameters were set to a rather lower value, as the LLM needed
to be forced not to use its full potential in terms of text generation and be very limited.
Large language models intend to decorate their outputs with additional text to make
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them easier to read and understand [20]. Those parameters ensure that the security
agent generates only the intended outputs, without decorating. The reason for this can
be explained by the system prompt for the security agent. The agent is introduced
as a text classier. The agent receives only the user input, without any context or
conversation data. If the input is related to medicine or medical assistance, the agent
should respond with on-topic . The internal parameters ensure that the agent does not

reply with decorated versions like, The input is on-topic or Thanks for the input, the
text is on-topic .

Following the work ow in Figure 3.1, the next step depends on the output of the security
agent. If the user input is o -topic, the user interface receives this information and
requests the user to rephrase their question. But if everything is acceptable, the user
input is forwarded to the second LLM agent, called support agent. The support agent
acts as the assistant and provides responses to the user's questions. To guarantee tting
responses regarding the medical domain and context of the MVP, the model le of the
support agent was designed this way:

FROM llama3.1

PARAMETER temperature 0.8
PARAMETER top_k 10
PARAMETER top_p 0.5

SYSTEM You are Cura, an assistant at the Deutsche Krebsgesellschaft DKG. You answer
questions. You will receive questions on topics such as breast cancer, heredity, and
cervical cancer, as well as other medical topics. When asked to explain something,
you do not answer the question, but only provide the explanation.
Your communication is always professional, respectful, and empathetic. You act in
accordance with the following ethical principles:
Autonomy: You respect the patient's freedom of choice. Your task is to support their
decisions with a high degree of transparency, comprehensibility (explainability), and
accountability.
Non-harm: You actively counteract the risk of potential harm. In particular, this
means that you pay attention to carefully tested statements in order to avoid
distortions, misdiagnoses, or unequal treatment.
Beneficence: You act for the benefit of patients. Your main goal is to contribute to
improving treatment outcomes and increasing the quality of care through your support.
Fairness: You treat all patients equally, regardless of their environment, origin,
gender, age, or other individual factors.
Your approach is consistent. Use clear, understandable, and objective language. You
do not give medical diagnoses or treatment recommendations, but rather provide
support and information. If you are unsure or if a medical opinion is required, you
always recommend contacting a medical professional. Your answers are brief and
contain all the important information.

Code 3.2: Model le of the support agent
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The support agent responds to the actual question from the user, which means the gen-
erated output should be more uent and detailed. This LLM agent receives the user
input together with the whole conversation history, providing a better understanding of
the context.

To guarantee that the agent is capable of this functionality, the internal parameters were
set di erently from those of the security agent. A higher value for the temperature allows
the agent to be more creative. The top_k parameter, just like at the security agent, is
set to a lower level. The agent should adhere to the system prompt and not come up with
its own ideas. Together with the top_p value of 0.5, it creates a good balance between
diverse answers and holding tight to the system prompt.

The important part of the model le from the support agent is the system prompt. In
the system prompt, many details were included to provide a good- tting answer to the
users in the context of the medical questionnaire. As the user communicates with the
agent, the support agent introduces itself as Cura (Latin: "Care"). In addition to the
name, Cura gets a little background information and what its task is.

Adapting the principle of providing general instructions to the LLM agent presented

in the work of Geiecke and Jaravel [10], Cura receives guidelines on how to behave in a
medical environment. As discussed by Weidener and Fischer in their discussion about the
role of ethics in developing Al based applications in medicine [24], they must adhere to
the core ethical principles of autonomy, non-male cence, bene cence, and justice. These
principles are particularly relevant in sensitive settings where Al systems engage directly
with patients. Integrated in the system prompt of the support agent, professional com-
munication between the patient and Cura is ensured.

The four principles were therefore tailored by the authors to the use case of an Al based
application:

Autonomy, the principle of respecting the patient's decision-making, refers to the ability
of the Al application to support patients’ decisions while maintaining transparency, ex-
plainability, and accountability.

The principle of non-male cence has become more relevant. Upholding this principle de-
mands thorough testing to minimize risks such as biased decision-making, misdiagnoses,
or unequal treatment.

The principle of bene cence, which focuses on promoting the well-being of patients, high-
lights the primary goal for Al applications in medicine to prioritize enhancing patient
outcomes and overall quality of care.

The last principle, justice, requires the Al application to function identically, regardless
of the environment.

These principles, which represent the guidelines for the interaction, complete the sys-
tem prompt for Cura. To get an idea of how the prompt engineering in uences the
output of the large language model, the following presents a response of Cura to the
question: How can | recognize breast cancer?
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Cancer is often di cult to detect because the early signs are often nonspeci c or
there are no symptoms at all. However, there are some general signs that may
indicate possible cancer:

" Persistent swelling or lumps
" Bleeding or discharge from the body
" Change in skin color or texture

It is important to note that these symptoms are
often not speci ¢ to cancer and can have many other causes If you are

concerned, you should alway:consult a doctor for an accurate diagnosis
With regard to breast cancer, for example, you can check for the following
changes during a breast self-examination:

"~ Irregularities or lumps in the breast
" Swelling or changes in the nipple

With regard to cervical cancer, for example, you can check for irregular bleeding,
pain in the lower abdomen, or unusual enlargement of the cervix.

It is important to note that these self-examinations do not o er 100% certainty,
and you should always consult a doctor if you are concerned.

With the highlighting of meaningful excerpts, the prompt engineering proves e ective,
and the LLM produces helpful as well as correct answers.

3.3. User Interface

The user interface is an important part of the minimum viable product as it determines
how users interact with the Al assistant or answer the questions of the questionnaire.
The user interface is built with Streamlit!, an open-source python framework for data
science or Al engineering.

Before the details of the user interface are explained, the focus is set on how the questions
from the questionnaire of the DKG [14] have been integrated. The questions are divided
into four parts. Each part focuses on one eld in the patient's environment. The rst
part deals with the patient himself, and the second part with his children, siblings, and
their children. Following up with the mother's family and nally the fathers's family. As
already stated in section 3.1, the questions were copied from the questionnaire without
any adjustment.

In addition to the questions regarding the possible hereditary risk factors for breast
and/or ovarian cancer, the questionnaire collects demographic information about the

Lhttps://streamlit.io/
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patient. Necessary are the age and gender of the patient, as well as whether there is
a cooperation with the certied FBREK (familial breast and ovarian cancer) centers.
The cooperation is crucial for the evaluation of the questionnaire. Based on an existing
cooperation, the inclusion criteria may vary.

While integrating the questions into the MVP, important metadata was added so that
the user interface can decide which queries are relevant for the user. Metadata is data
that provides additional information about other data, thereby simplifying the use of
data.

{"question": "Did you develop unilateral or bilateral breast cancer after your 51st
birthday? If so, how many?",

"id" 3,

"part™: 1,

"factor": 1,

"minAge": 51,

"gender": "female"

}

Code 3.3: First question of the questionnaire with additional metadata

According to the demographic data of the user, the interface can decide which questions
need to be displayed and which are redundant. This functionality helps to simplify the
guestionnaire a bit and prevents unnecessary confusion for the user. But following the
goal and research question, the main objective is the integration of the LLM.

(a) First part of demographic questions

(b) Second part of demographic questions

Figure 3.2.: Introduction to the questionnaire [14]
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The user interface of the minimum viable product implements an Al assistant, which
guides the patient through the questionnaire and is ready to help if anything is unclear.
The questions are wrapped around a general conversation led by Cura, the Al assistant
(see Figure 3.2). Cura introduces itself, explains how the questionnaire works, and in-
forms users at each stage of the process of completing the questionnaire.

After completing the demographic questions, the rst part of the questionnaire is dis-
played. Each part got a separate page to make the distinction clearer and easier to
understand for the users. In this section of the MVP, the Al assistant Cura is ready to
interact with. The user can either choose one of the four prede ned questions or start
their own conversation with Cura (see Figure 3.3).

Figure 3.3.: Layout of the questionnaire [14] in the MVP

The four prede ned questions were derived from the four most used technical terms in
the questionnaire:

~ What does Mammakarzinom mean?
" What does unilateral mean?

" What does bilateral mean?

~ What does Ovarialkarzinom mean?

The idea of the prede ned questions is to provide the user directly with helpful assis-
tance. They are also intended to encourage users to ask further questions. To this end, a
button allows users to start an individual conversation with Cura. When the user starts

a new conversation, a dialog opens in the foreground of the interface. The dialog reminds
one of a typical chat interface (see Figure 3.4). The user can input a question, and after
submitting, the answer from Cura is generated. The dialog saves the chat history, which
makes it possible for the user to read through earlier conversations.
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(a) Loading screen (b) Answer displayed in the chat

Figure 3.4.: Al assistant dialog

The conversation with Cura should t in the medical domain of the questionnaire and
remind the users of a typical conversation with a physician. The system prompt for the
support agent presented in section 3.2 ensures not only a conversation following medical
guidelines but also gives the impression of a physician.

In addition to the Al assistant Cura, the user interface supports other functionalities
to simplify the questionnaire. The user interface supports navigation buttons to switch
between the di erent sections of the questionnaire (see Figure 3.5). The scienti ¢ publi-
cation Navigation Buttons in Web-Based Surveys: Respondents' Preferences Revisited
in the Laboratory by Bergstrom et al. describes that participants prefer navigation with
"Next' and Previous buttons to be able to jump back and forth between questions [4].
The buttons enable the user to jump back to the prede ned questions, which are only
displayed in the rst section of the questionnaire. The following sections of the MVP
only support the individual questions button.

Another outcome from the interview with the stakeholders [2] was not to pre-assign a
value for each question. Therefore, as shown in Figure 3.3, the question input elds are
empty. It forces the user to deal with each question individually. When the user forgets
one question and wants to proceed, the interface reminds the user with a little toast to
answer all questions before it is possible to continue (see Figure 3.5).

Figure 3.5.: Toast if not all questions are answered
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Taking a look back at Figure 3.3, a progress bar is visible. The progress bar acts like an
additional navigation for the user. Indicating in which current section the user is located
works ne with the previous and next buttons together.

To ensure a good orientation and display of what the MVP is doing while the user cannot
interact with the interface, multiple extenders provide information about the system
status (see Figure 3.6). Inspired by the eleven heuristics for conversational agents by
Langevin et al. [15].

(a) Al assistant preparation

(b) Questions preparation

Figure 3.6.: Extenders of the MVP

After nishing all the questions, the user gets redirected to the nal page (see Figure 3.7).
The nal page shows the user that the questionnaire is completed, and the answers get
processed and transmitted to the physicians. The actual result of the questionnaire is
not calculated or shown to the user. This decision is discussed in section 2.3.

Figure 3.7.: Submission page
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The visualization indicates to the user that the MVP handles the data. The rst step
shows the process of computing the answers, as the questionnaire originally multiplies
the numeric answers by a factor to calculate the nal risk score. The second step shows
the transmission of the data. The green bars are animated to facilitate the user's un-
derstanding of the process. The nal checkmark indicates that it was successful. The
visualization serves only as a placeholder. No data is processed in the backend.

At the bottom of the page, the user can look at their answers again. This concludes the
interaction, nalizes the user interface, and marks the completion of the minimum viable
product.
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4. Evaluation

Following the human-centered design process, the functional prototype is tested with
users in terms of usability and user experience. A crucial part is to evaluate the func-
tionality and gain insights about possible improvements for future development. In this
section, each step of the conducted study will be explained, and the analyzed outcomes
presented.

4.1. Study design and setup

The design and setup of the study were attached to the research question presented in
chapter 1. For this thesis, a qualitative research study was conducted. In other words,
interviews with users were conducted while they interacted with the MVP. The focus
lies on usability and user experience, and how the user interacts with the interface. A
guantitative study would use numerical and statistical data. This was not planned within
the scope of this thesis.

When conducting a study, everything must be clear and the same for each participant.
It all starts with the study setting. For the study, a controlled environment was cho-
sen, a so-called lab study. The participants sat in a quiet room with only a notebook
running the MVP. A common technique to get qualitative data about usability is the
think-aloud protocol [3]. The think-aloud protocol works best when the researcher in-
terviews one person at a time. In the context of this thesis, the think-aloud protocol
ts best. Think-aloud describes the task for the participant to speak out what they
are thinking when completing a task. Especially helpful when you aim to comprehend
the user's reasoning behind an action and better understand their thoughts. However,
it should also be noted that using this protocol means that users are less focused on the
task. Their cognitive ability is limited [3]. Since the quality of the answers and data in
the questionnaire is not relevant in this study, the limitation could be accepted.

While the participants interacted with the MVP, their audio, video, and the screen were
recorded. To inform the participants about their rights and the data collection, everyone
signed a consent form, which can be found in the appendix section A.8.

The participants did not just sit down and interact with the prototype. They got a
special scenario and a task to ful ll. The scenario is an important part of the study be-
cause it sets the environment and describes the context for the participants. In this case,
each participant received the same scenario. The complete scenario can be found in the
appendix section A.5. The scenario includes a ctional character called Emma Anders .
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Emma Anders wants to |l out the questionnaire provided by the DKG because of her
history with breast cancer. In addition to her history, she prepared information about
other cases of breast or ovarian cancer from her family circle. The information in the
scenario forms the basis for completing the questionnaire. The participants' task in the
study was to assume the role of Emma Anders and complete the guestionnaire based
on her information. The scenario was available to the participant throughout the whole
study. The prominent factor in the scenario is that the provided information avoids med-
ical terminology and re ects the way users without specialized knowledge would typically
phrase it. That means, Breast cancer instead of mamma carcinoma or paraphrasing
like She herself had been diagnosed with a special form of breast cancer. Unfortunately,
she cannot remember the exact name, but she knows that the tumor cells did not express
any of the three receptors: estrogen receptor, progesterone receptor, and HER2 receptor
describing a triple-negative mamma carcinoma . The reason for this approach is to guide
participants a little more towards using the assistance and to better simulate the situa-
tion of not being able to nd one's way around the questionnaire and having unanswered
guestions.

This scenario allowed to recruit participants without restrictions. In total, six partici-
pants were interviewed. After each participant ful lled the task of the given scenario,
two open-ended questions and a general user experience questionnaire completed the in-
terview. Both needed the participant to answer individually and not in the persona of
Emma Anders. The two open-ended questions provided a universal impression about
the MVP and provided some deeper explanations about their impressions, inspired by
the work of Geiecke and Jaravel [10]:

" Did you feel that the assistant disturbed you or distracted you from the main focus
of the questionnaire? If so, how?

" Would you prefer to use the questionnaire with or without an assistant in the
future?

The user experience questionnaire is a popular version by A. Hinderks, M. Schrepp, and
J. Thomaschewski [16]. It is a fast and reliable questionnaire to measure the user expe-
rience of interactive products, and the complete version can be found in the appendix
section A.8.

That concluded the interview. The qualitative data were collected using the think-
aloud method, the two open-ended questions, and additional quantitative data using
the user experience questionnaire. The next steps deal with the analysis of the data and
the most interesting part of extracting insights about the usability and user experience
of the support of the Al assistant in the MVP.
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4.2. Data analysis

The analysis of the data starts with transcribing the recorded interviews into text. Fitting

in the context of the thesis, this step was conducted with a local LLM model called
whisper'. The transcripts were then systematically analyzed.

The interviews were analyzed by following the deductive qualitative content analysis.
The analysis is a top-down approach. Participants' statements are checked to see if
they t into speci c categories. These categories are de ned in advance. This approach
distinguishes the deductive method from the inductive method, in which the categories
are created based on the participants' statements [17].

The de nition of the categories is based on existing research. As presented in section 2.3,
the heuristics for conversational agents by Langevin et al. [15] were examined in more
detail for this purpose. The heuristics created a framework, the coding guidelines (see
Figure 4.1). The participants' statements were checked to see if they t into a category
of the predetermined coding rules.

Applying proven concepts and existing theories to a new context to assess the MVP
against established research and having no need to create new criteria for evaluating the
research question [17], is very suitable for this use case.

Figure 4.1.: Coding rules framework derived from the heuristics [15]

Lhttps://openai.com/index/whisper/
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The eleven heuristics were summarized into ve categories. E ciency handles the heuris-
tics user control and freedom , consistency and standards , and exibility and e ciency

of use . Guidance builds on help and guidance and context preservation . The heuris-
tics match between system and the real world and error prevention were categorized
into ease of use. One of the most important categories is transparency, which consists
of visibility of system status, help users recognize, diagnose and recover from errors ,
and trustworthiness .

The last category, satisfaction, is derived from aesthetic, minimalist and engaging de-
sign .

The coding guidelines supplement each category with a short de nition, an anchor ex-
ample, and coding rules. As this framework is deductively created, the analysis process
is extended with a pilot study to assess the e ectiveness of the de ned categories for the
research goal.

After the pilot study con rmed the appropriate de nition of the coding guidelines, all

six transcripts were worked through, and tting phrases were assigned to the categories.
Upon completion of the category assignment, the interpretation of the results could be
formulated.

4.3. Results and Insights

The results of the study are reported below. To ensure clarity and transparency, the
ndings are presented according to the categories established in the coding guidelines
and are directly linked to the research question.

Figure 4.2.: Code matrix generated in MaxQDA

123 codes are assigned to the ve categories within the analysis process. The code matrix
(see Figure 4.2) indicates the distribution in each category and participant (additional
visualizations can be found in the appendix section A.7). At rst glance, it is clear to see
that some participants generated better insights than others. Most codes were generated
in the categories of transparency, guidance, and e ciency. Diving into each of the three
categories shows some insights. As the other two categories, satisfaction and ease of use,
provide limited analytical value, they will not be discussed in detail. The participants
and their characteristics are anonymized and listed in the table below.
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Participant Number Characteristics

Participant 1 26 years old, Bachelor of Science, decent medical knowledge
Participant 2 23 years old, Bachelor of Science, no medical knowledge
Participant 3 21 years old, no medical knowledge

Participant 4 24 years old, decent medical knowledge

Participant 5 19 years old, decent medical knowledge

Participant 6 32 years old, decent medical knowledge

Table 4.1.: anonymized study participants including characteristics

All quotes presented in this thesis are the author's own translation, as the interviews
were conducted in the German language.

Transparency deals with the communication between the user and the system. Indicat-
ing the current execution or explaining limitations. One participant stated a rather bad
perception of the Al assistant. Aligned with the heuristic of trustworthiness, the utter-
ance Yes, but the assistant doesn't know how many times I've had cancet serves as an
example of a skeptical point of view in relation to the interaction with the Al assistant.
On the other hand, many utterances were coded into visibility of the system status
and help users recognize, diagnose and recover from errors heuristics. Utterances like
| think it's good that you can see your progress and know roughly where you are in the
whole thing 2 appeared very often. Every participant mentioned the additional informa-
tion regarding the status of the calculation or the activities of the LLM.

Guidance played an important role in developing the minimum viable product. It focuses
on the ability of the LLM to support the user with helpful information and provide clarity
regarding the medical context of the questionnaire. The goal was to provide assistance
if the users were unable to answer a question in the questionnaire. The study results
show that this goal was accomplished. The utterances in the category of guidance were
highly positive. A participant noted: Well, I'm actually stuck here right now. [...] Then

I'l have to read through it all again * referring to the prede ned questions and answers
o ered by the assistance. Others used the assistance to con rm their assumptions, Yes,
I'm checking it, but I'l ask again! °. Guidance also includes the preservation of the
context of the chat history. Many participants found this helpful. Good thing | can
still see my point here. | like that ©, stated one participant. All in all, the participants
experienced the Al assistant positively and sometimes were excited about the interaction,
like one participant mentioned: Ah, she's talking to me again! Cool.’

The study evaluates the e ciency of the answers generated by the LLM as well. An
important evaluation, as the e ciency of the LLM outputs is crucial for ful lling the

2Participant 3
SpParticipant 2
4Participant 6
SParticipant 1
SParticipant 4
"Participant 3
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goal of this thesis. The assistance was very e ective and could support the participants.
When the participants were reading the prede ned questions at the beginning of the
questionnaire, the rst impressions were all of one kind: Yes, okay. Exactly. What is
that?® . The answers generated by the LLM enabled participants not only to understand
the meaning but also to recall it. The ability to ask individual questions was another
helpful functionality. Participants expressed appreciation for the control over the LLM
and the ability to formulate their own questions, as exempli ed by utterances such as
Oh, asking your own questions, how wonderful®.

Figure 4.3.: Results of the user experience questionnaire provided by the authors [16]

Finishing up the results with the user experience questionnaire. Without going into
detail, the results were categorized into attractiveness, perspicuity, e ciency, depend-
ability, stimulation, and novelty. Perspicuity, e ciency, and dependability focus on the
pragmatic quality of the user experience. Quality aspects assigned to this group are
task-related. Non-task-related experiences are part of hedonic quality aspects, covered
by stimulation and novelty [16].

The results do not indicate an overall score for the user experience, as the structure of
their questionnaire does not allow for calculating an overall score. Each category must
be interpreted individually. The value of each category helps to identify outliers. Taking

a look at the results of the MVP, each value exceeds the value 1 and falls within the
green spectrum (see Figure 4.3). In other words, no major deviations can be detected.
The authors state that a value above 0.8 is a positive evaluation.

Summarized briey, the user experience questionnaire consolidates the results of the
gualitative content analysis with a consistently positive evaluation.

8Participant 2
9Participant 5
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4.4. Discussion

The study and its ndings provided many helpful insights into the development of the
minimum viable product. With the help of the study, it was able to gather impressions
of how users interact with the Al assistant and how they perceive the application, with a
focus on usability and user experience. Now the results will be classi ed and discussed.

The goal of this thesis is to provide support, provided by an Al assistant, throughout
the medical questionnaire and evaluate the integration of the LLM. Despite the study
focusing more on the interaction with the Al assistant, it is still recognizable that the
users struggled with the questionnaire's structure and complexity. The results showed
the e ective support of the Al assistant even though confusion and uncertainty appeared
during the interaction. In most cases, it was the di erent sections that distinguished
between the person themselves, their siblings, and their relatives. The questions them-
selves were also often confusing, as in most cases they di ered by only one word. This
made users feel pressured. This outcome may be attributed to the interface design. The
high density of elements on the screen appeared to cause users to overlook information
or respond hastily without adequately processing the interface. This led to the situation
that the users asked the Al assistant about the structure of the questionnaire. In the
engineering of the Al assistant, the LLM has no access to the questions and therefore
cannot help with the questions regarding the structure of the questionnaire.

Related to this, the users tried to answer the questions di erently. The user interface
expects the inputs to be numerical. In some cases, the participants tried to answer with
No instead of 0. In this case as well, the assistant could not clarify the situation.

Nevertheless, the Al assistant achieved the objective. The LLM outputs were very e ec-
tive and in line with the prompt engineering presented in section 3.2. The user interface
layout made it simple for the users to recognize the integrated LLM, and especially the
prede ned questions were helpful.

Additionally, a learning e ect could be observed, as the participants became familiar
with the medical terms, an example: Breast cancer, also known as mammary carci-
noma, is cancer of the mammary gland. Oh, | see. Mama is the mammary glant.
The interaction was easy to use, and no struggle appeared when it came to chatting with
the Al assistant. One user even referred to the Al assistant at rst glance as Google, |
think Il google it [...] so | don't google it. 1, which could indicate how intuitive it is
to use. Furthermore, the results show that the application is transparent to users and
that supplementing it with additional information on the status of the calculation or the
activities of the LLM is helpful to better understand it.

VO participant 4
"participant 3

31



In conclusion, the study demonstrates that the integration of an LLM, in the form of an

Al assistant, into the medical questionnaire provides meaningful support for the users and
enhances the overall usability and user experience. While certain challenges remained,
particularly regarding the structure and complexity of the questionnaire, the ndings
conrm the LLMs e ectiveness in guiding users, facilitating their understanding, and
ensuring transparency.
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5. Conclusion

With the developed minimum viable product and the nalized study results, the human-
centered design process comes to the nal stage of deploying the prototype. As the thesis
serves as a proof of concept, this step aligns with the de nition of feasibility and high-
lights the bene ts and challenges. The thesis is based on the research goal and question:
How does the user interface of an LLM assisted questionnaire support user experience
and usability, as evaluated through the lens of eleven heuristics for conversational agents
[15]? The next sections will answer the research question and go into more detail about
limitations and possible future work.

The developed MVP de nitely met the minimum requirements and could support the
user's experience and usability of the questionnaire provided by the DKG [14]. The in-
tegrated Al assistant, based on an LLM engineered to t into the context of the medical
guestionnaire, had a positive impact on the users, as presented in the study results (see
section 4.4). It succeeded in helping users in situations where they did not understand
the guestions and even achieved learning e ects for users. The minimum viable product
highlighted the potential of an LLM to assist patients in completing a medical question-
naire. Users enjoyed the interaction, felt supported in addressing personal questions, and
appreciated the Al assistant Cura.

5.1. Limitations

Nevertheless, some important limitations remain. The study to evaluate the impact on
usability and user experience was conducted with six participants. One limitation of
the study design is that no target requirements were set for the recruitment of these
six participants. The qualitative data were only collected through interviews and the
think-aloud method. This means that the results are meaningful but are based on only
a small number of impressions from six contingent participants.

It is important to note that specializing in a target group in the process of recruiting
participants could have an impact on the study results. Assuming that participants are
already familiar with the questionnaire would decrease the possibility of feeling over-
whelmed when completing it for the rst time.
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In relation to this, another limitation involves the issue of no comparison with the current
form of execution. The participants got in touch with the questionnaire for the rst time

and were unable to compare it with the original version. This means that, partly similar
to the mentioned limitation, the study cannot evaluate the di erences in usability and
user experience compared to the current interaction.

The study could be extended to a higher number of participants. Di erent target groups
could be interviewed. Younger people familiar with the use of an Al assistant or groups
adapted to the target groups of the medical questionnaire. As the study assessed the
improvement of support through the LLM integration, a comparative study could be a
tting adaptation. Each participant would experience the questionnaire in the current
execution and in the form of the MVP with the Al assistant.

Despite these limitations, the study provided valuable insights into the feasibility of the
implementation and potential avenues for improvement. These insights can guide and
strengthen the design of future work.
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5.2. Future Work

Inspired by the work of Geiecke and Jaravel [10] presented in section 2.2 and an outcome
from the study conducted, the prompt engineering can be extended to the incorporation
of the question catalog. This would allow a better response of the LLM to questions
regarding the structure of the questionnaire and result in a more e ective integration of
the LLM in the user interface.

Especially regarding the LLM integration, the eld of large language models is highly dy-
namic and changing a lot. Open-source solutions rise and communities like Hugging Face
are creating many useful LLMs based on the leading models by OpenAlDeepseeg, or
Meta®. The published ne-tuned models are mostly modi ed in their internal parame-
ters and system prompts. The platform o ers a wide range of features that leverage the
model's capabilities and ensure a seamless interaction.

An external database provided by the DKG with medical knowledge could be consid-
ered as a future development. Large language models are capable of connecting to an
external knowledge base, creating more detailed outputs. The technology is called re-
trieval augmented generation (RAG). The RAG extension will feed the LLM with data
about the DKG and their research to produce specialized outputs.

The user interface is built with the framework Streamlit>. The interaction design possi-
bilities are limited and can be improved when the interface is built on another framework
like React® or Angular’. Those frameworks are more exible and provide dynamic de-
velopment. The integration of the LLM can therefore be more creative and tailored to
the application context of the DKG.

Overall, the MVP serves as a successful integration of an LLM into the context of the
medical questionnaire by the DKG and indicates how the usability and user experience
can be enhanced through such an integration. This concludes the work and paves the
way for further improvements and future applications in the Al support of medical ques-
tionnaires.

Lhttps://huggingface.co/
2https://openai.com
3https://www.deepseek.com/
4https://www.meta.com
Shttps://streamlit.io/
Shttps:/ireact.dev/
"https://angular.dev/
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A. Appendix

A.1l. Questionnaire

The complete checklist, including the questions provided by the Deutsche Krebsge-
sellschaft, serves as the context of the application.

Figure A.1.: Checklist from the DKG about possible hereditary risk factors for breast
and/or ovarian cancer [14]
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A.2. Robust Al-led Interviews

The following will show a detailed extract from the prompt structure in the work of
Friedrich Geiecke and Xavier Jaravel [10].

Interview Outline:

The interview consists of three [or another number to specify] successive parts for
which instructions are listed below.

Part | of the interview:

This part is the core of the interview. Ask up to around 30 [or another number to
specify] questions to [goal and topic of the interview to specify]. Begin the
interview with 'Hello! I'm glad to have the opportunity to speak with you about [to
specify]. Could you tell me [to specify]? Please don't hesitate to ask if anything is
unclear'. Before concluding this part of the interview, ask the respondent if they
would like to discuss any further aspects. When the respondent states that all
aspects of the topic have been thoroughly discussed, please write 'Thank you very
much for your answers!" Looking back at this interview, how well does it summarize [
topic to specify]: 1 (it describes my views poorly), 2 (it partially describes my
views), 3 (it describes my views well), 4 (it describes my views very well). Please
only reply with the associated number.

Part 1l of the interview:

(]

Code A.1: Interview outline prompt by Geiecke and Jarave [10]

Codes:

Lastly, there are specific codes that must be used exclusively in designated

situations. These codes trigger predefined messages in the frontend, so it is crucial
that you reply with the exact code only, with no additional text such as a goodbye
message or any other commentary. Problematic content: If the respondent writes
legally or ethically problematic content, please reply with exactly the code '5j3k'

and no other text. End of the interview: When you have asked all questions from the
Interview Outline, or when the respondent does not want to continue the interview,
please reply with exactly the code 'x7y8' and no other text.

Code A.2: Codes prompt by Geiecke and Jarave [10]
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General Instructions:

- Guide the interview in a non-directive and non-leading way, letting the respondent
bring up relevant topics. Crucially, ask follow-up questions to address any unclear
points and to gain a deeper understanding of the respondent. Some examples of follow-
up questions are 'Can you tell me more about the last time you did that?', 'What has
that been like for you?', 'Why is this important to you?', or ‘Can you offer an
example?', but the best follow-up question naturally depends on the context and may
be different from these examples. Questions should be open-ended and you should never
suggest possible answers to a question, not even a broad theme. If a respondent
cannot answer a question, try to ask it again from a different angle before moving on
to the next topic.

- Collect palpable evidence: When helpful to deepen your understanding of the main
theme in the 'Interview Outline', ask the respondent to describe relevant events,
situations, phenomena, people, places, practices, or other experiences. Elicit

specific details throughout the interview by asking follow-up questions and

encouraging examples. Avoid asking questions that only lead to broad generalizations
about the respondent's life.

- Display cognitive empathy: When helpful to deepen your understanding of the main
theme in the 'Interview Outline’, ask questions to determine how the respondent sees
the world and why. Do so throughout the interview by asking follow-up questions to
investigate why the respondent holds their views and beliefs, find out the origins of
these perspectives, evaluate their coherence, thoughtfulness, and consistency, and
develop an ability to predict how the respondent might approach other related topics.

- Your questions should neither assume a particular view from the respondent nor
provoke a defensive reaction. Convey to the respondent that different views are
welcome.

- Ask only one question per message.

- Do not engage in conversations that are unrelated to the purpose of this interview;
instead, redirect the focus back to the interview.

Code A.3: General instructions prompt by Geiecke and Jarave [10]
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A.3. Qualitative Interviews with Multi-agent Al

Below are the complete prompts for the di erent agents in the multi-agent structure by
Ingar Haaland and Felix Chopra [6]:

Summary agent:

CONTEXT: You're an Al proficient in summarizing qualitative interviews for academic
research. You're overseeing the records of a 16 semi-structured qualitative interview
about the interviewee's reasons for not investing in the stock market.

INPUTS:

A. Interview Plan: {topics}

B. Previous Conversation Summary: {summary}

C. Current Topic: {current_topic}

D. Current Conversation: {current_topic_histor}

TASK: Maintain an ongoing conversation summary that highlights key points and
recurring themes. The goal is to ensure that future interviewers can continue
exploring the reasons for non-participation without having to read the full interview
transcripts.

GUIDELINES:

1. Relevance: Prioritize and represent information based on their relevance and
significance to understanding the interviewee's reasons for not investing in the
stock market.

2. Update the summary: Integrate the Current Conversation into the Previous
Conversation Summary, ensuring a coherent and updated overview. Avoid adding
redundant information.

3. Structure: Your summary should follow the interview's chronology, starting with
the first topic. Allocate space in the summary based on relevance for the research
objective, not just its recency.

4. Neutrality: Stay true to the interviewee's responses without adding your own
interpretations of inferences.

5. Sensitive topics: Document notable emotional responses or discomfort, so
subsequent interviewers are aware of sensitive areas.

6. Reasons: Keep an up-to-date overview of the interviewee's reasons for non-
participation.

Your summary should be a succinct yet comprehensive account of the full interview,
allowing other interviewers to continue the conversation.

RESPONSE FORMAT: Your response should use the template below:

'‘Summary: 'Insert your summary here"

Remember to include ‘Summary:' in your response. Start your response here:

Code A.4: Summary agent prompt by Ingar Haaland and Felix Chopra [6]
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Topic agent:

CONTEXT: You're an Al proficient in conducting qualitative interviews for academic
research. You're guiding a semi-structured qualitative interview about the
interviewee's reasons for not investing in the stock market.

INPUTS:

A. Previous Conversation Summary: {summary}

B. Current Conversation: {current_topic_history}

C. Next Interview Topic: {next_interview_topic}

TASK: Introducing the Next Interview Topic from the interview plan by asking a
transition question.

GUIDELINES:

1. Open-endedness: Always craft open-ended questions (‘how', ‘what’, ‘why') that
allow detailed and authentic responses without limiting the interviewee to 'yes' or '
no' answers.

2. Natural transition: To make the transition to a new topic feel more natural and
less abrupt, you may use elements from the Current Conversation and Previous
Conversation Summary to provide context and a bridge from what has been discussed to
what will be covered next.

3. Clarity: Your transition question should clearly and effectively introduce the new
interview topic.

RESPONSE FORMAT: Your response should use the template below:

'‘Question: 'Insert your transition question here"

Remember to include 'Question:' in your response. Start your response here:

Code A.5: Topic agent prompt by Ingar Haaland and Felix Chopra [6]

Security agent:

You are monitoring a conversation that is part of an in-depth interview. The
interviewer asks questions and the interviewee replies. The interview should stay on
topic. The interviewee should respond to the question of the interviewer, express a
wish to move on, or decline to respond. The interviewee is also allowed to say that
they don't know, do not understand the question, or express uncertainty. The
interviewee's response might contain spelling and grammar mistakes. Here is the last
part of the conversation.

Interviewer: ‘{last_question}'

Interviewee: ‘{user_answer}'

That is the end of the conversation. TASK: Does the interviewee's response fit into
the context of an interview? Please answer only with 'yes' or 'no'

Code A.6: Security agent prompt by Ingar Haaland and Felix Chopra [6]
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Probing agent:

CONTEXT: You’re an Al proficient in conducting qualitative interviews for academic
research. You conduct a qualitative interview with the goal of learning the
interviewee’s reasons for not investing in the stock market.

INPUTS:

A. Previous Conversation Summary: {summary}

B. Current Interview Topic: {current_topic}

C. Current Conversation: {current_topic_history}

TASK: Your task is to formulate the next probing question for the Current
Conversation. The question should align with the Current Interview Topic, helping us
to better understand and systematically explore why the interviewee is not
participating in the stock market.

GENERAL GUIDELINES:

1. Open-endedness: Always craft open-ended questions ("how”, ’“what’, ’why”) that
allow detailed and authentic responses without limiting the interviewee to ’yes’ or ~’
no’ answers.

2. Neutrality: Use questions that are unbiased and don’t lead the interviewee towards
a particular answer. Don’t judge or comment on what was said. It’s also crucial not
to offer any financial advice.

3. Respect: Approach sensitive and personal topics with care. If the interviewee
signals discomfort, respect their boundaries and move on.

4. Relevance: Prioritize themes central to the interviewee’s stock market non-
participation. Don’t ask for overly specific examples, details, or experiences that
are unlikely to reveal new insights.

5. Focus: Generally, avoid recaps. However, if revisiting earlier points, provide a
concise reference for context. Ensure your probing question targets only one theme or
aspect.

PROBING GUIDELINES:

1. Depth: Initial responses are often at a ’surface’ level (brief, generic, or
lacking personal reflection). Follow up on promising themes hinting at depth and
alignment with the research objective, exploring the interviewee’s reasons,
motivations, opinions, and beliefs.

2. Clarity: If you encounter ambiguous language, contradictory statements, or novel
concepts, employ clarification questions.

3. Flexibility: Follow the interviewee’s lead, but gently redirect if needed.

Actively listen to what is said and sense what might remain unsaid but is worth
exploring. Explore nuances when they emerge; if responses are repetitive or remain on
the surface, pivot to areas not yet covered in depth.

YOUR RESPONSE:

Code A.T: Probing agent prompt by Ingar Haaland and Felix Chopra [6]
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A.4. Heuristics for conversational agents

The following will show the adapted set of heuristics by Langevin et al. [15] and an
explanation for each heuristic:

Heuristic Explanation

The system should always keep users
informed about what is going on,
Visibility of system status through appropriate feedback within
reasonable time, without overwhelming
the user.

The system should understand and
speak the users’ language—with words,
phrases and concepts familiar to the
user and an appropriate voice—rather
than system-oriented terms or confus-
ing terminology. Make information ap-
pear in a natural and logical order. In-
clude dialogue elements that create a
smooth conversation through openings,
mid-conversation guidance, and grace-
ful exits.

Match between system and the real
world

Users often choose system functions by
mistake and will need an option to
effortlessly leave the unwanted state
without having to go through an ex-
tended dialogue. Support undo and
redo.

User control and freedom
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Heuristic

Explanation

Consistency and standards

Users should not have to wonder
whether different words, options, or ac-
tions mean the same thing. Follow plat-
form conventions for the design of vi-
sual and interaction elements. Users
should also be able to receive consis-
tent responses even if they communi-
cate the same function in multiple ways
(and modalities). Within the interac-
tion, the system should have a consis-
tent voice, style of language, and per-
sonality.

Error prevention

Even better than good error messages
is a careful design of the conversation
and interface to reduce the likelihood
of a problem from occurring in the first
place. Be prepared for pauses, conver-
sation fillers, and interruptions, as well
as dialogue failures, deadends or side-
tracks. Proactively prevent or elimi-
nate potential error-prone conditions,
and check and confirm with users be-
fore they commit an action.

Help and guidance

The system should guide the wuser
throughout the dialogue by clarify-
ing system capabilities. Help features
should be easy to retrieve and search,
focused on the user’s task, list concrete
steps to be carried out, and not be too
large. Make actions and options visible
when appropriate.

Flexibility and efficiency of use
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Support flexible interactions depending
on the use context by providing users
with the appropriate (or preferred) in-
put and output modality and hardware.
Additionally, provide accelerators, such
as command abbreviations, that are
unseen by novices but speed up the in-
teractions for experts, to ensure that
the system is efficient.



Heuristic

Explanation

Aesthetic, minimalist and engaging de-
sign

Dialogues should not contain infor-
mation which is irrelevant or rarely
needed. Provide interactional elements
that are necessary to engage the user
and fit within the goal of the system.
Interfaces should support short interac-
tions and expand on the conversation if
the user chooses.

Help users recognize, diagnose and re-
cover from errors

Error messages should be expressed in
plain language (no codes), precisely in-
dicate the problem, and constructively
suggest a solution.

Context preservation

Maintain context preservation regard-
ing the conversation topic intra-session,
and if possible intersession. Allow the
user to reference past messages for fur-
ther interactions to support implicit
user expectations of conversations.

Trustworthiness

The system should convey trustworthi-
ness by ensuring privacy of user data,
and by being transparent and truthful
with the user. The system should not
falsely claim to be human.

Table A.1.: Eleven heuristics by Langevin et al. [15] with additional explanations
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A.5. Study scenario and Task

Scenario:

Emma Anders, a 35-year-old woman born on August 1, 1990, would like to undergo
testing at the Deutsche Krebsgesellschaft (DKG), a designated center of the FBREK
cooperation, to assess her risk of a possible hereditary predisposition to breast and/or
ovarian cancer.

Emma had a very aggressive form of breast cancer. Fortunately, she was able to treat
the breast cancer. For the examination, it is also important to know how many cases of
breast and/or ovarian cancer have occurred in her family. Emma did her homework and
found out the following:

e She herself had been diagnosed with a specific form of breast cancer. Unfortunately,
she can no longer remember the exact name, but she knows that the tumor cells did
not express any of the three receptors: estrogen receptor, progesterone receptor,
and HER2 receptor.

e Her older sister Astrid was diagnosed with breast cancer in both breasts at the
same time at the age of 41.

e Emma’s maternal grandmother was diagnosed with breast cancer in one breast at
the age of 65.

e Emma knows of one case of ovarian cancer on her father’s side of the family.

Emma is very concerned and wants to have this test done. When she arrives at the DKG
practice, Emma is allowed to sit down at a computer and fill out the checklist online to
assess her possible hereditary risk.

Task:

Your task is now to put yourself in Emma’s shoes and fill out the Deutsche Krebsge-
sellschaft checklist on the computer based on the information she has provided. Make
sure to use all the necessary information and answer all the questions. The scenario is
available to you at any time.
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A.6. Activity diagram

The additional activity diagram (see Figure A.2) visualizes the workflow of the LLM
agents and how the user behavior influences the execution of tasks for the LLM agents.
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Figure A.2.: UML activity diagram [21] of the LLM agents workflow
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