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Summary

Understanding how collective patterns emerge on graphs is a fundamental chal-
lenge across disciplines, from biological and ecological networks to computational
and physical systems. This thesis explores the interplay between network topology

and emergent dynamics using minimal models and spectral graph techniques.

A first investigation focuses on network inference, showing that Turing patterns
encode structural information about the underlying graph, which we use to infer
missing links. The second study investigates multistability in reaction-diffusion net-
works, showing how local spectral gaps influence the attractor landscape of Turing
patterns using a heuristic binary classification algorithm. Finally, the third study
applies the sandpile model to soil erosion processes, bridging concepts from self-
organised criticality and connectivity-based geomorphology to investigate the role

of minimal models in empirical research.

This thesis combines theoretical analysis, computational modelling and empirical
validation to highlight how structure shapes dynamics across different contexts and
illustrate the potential of minimal models as predictive, explanatory and exploratory

tools for complex systems.



Chapter 1

Introduction

1.1 Reductionism and Complexity

The mathematisation of nature was a cornerstone of the scientific revolution. And
as such, it reinforced the belief in a predictable, law-governed natural world, a
vast, disenchanted [1] precise clockwork [2] to be disassembled. Over the next
few centuries, scientific reductionism dominated the scientific discourse and led to
groundbreaking advances in physics, chemistry and biology. A wide range of phe-
nomena could now be explained if broken down to their smallest parts, in terms of
fundamental physics. The reductionist paradigm inevitably came to a halt in the
middle of the twentieth century, as it failed to explain the complex phenomena clos-
est to our concerns. These include, but are not limited to, the chaotic meanders of
the climate; the dynamics of masses giving way to economic, political and cultural
movements; the intricacies of modern technical and communications networks; the
nature of consciousness and its implications for so-called artificial intelligence; and,

more generally, the emergence of living organisms and their adaptations.

These systems, described as complex and adaptive, can no longer be reduced to
their isolated parts. Interconnectedness is now emphasised as the primary cause
of the (rediscovered) complexity of our surroundings. Linear causal relationships
cannot account for emergent phenomena [3], which involve non-linear interactions

[4] and feedback loops, where infinitesimal changes can lead to abrupt system-wide
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changes [5]. Predictability and mathematical tractability are now in jeopardy, set-
ting the stage for the sciences of complexity, which once again blurs the boundaries

between scientific disciplines.

1.2 Network Science

Early complex systems research primarily relied on statistical mechanics [6], differ-
ential analysis [7, 8], and agent-based modelling [9-12], without accounting for the
fact that these dynamics unfold on irregular discrete spaces. Meanwhile, graph the-
ory [13] developed primarily as a niche branch of discrete mathematics that focused
on theoretical problems, and a handful of domain-specific applications in computer

science or operations research.

However, it was not until the late 1990s that the two were brought together,
giving rise to network science and a unified framework for interdisciplinary research
in which the universal properties of networks could be explored in relation to their
collective behaviour. Moreover, the discovery of small-world (1998) [14] and scale-
free networks (1999) [15] marked a turning point, highlighting the importance of

network topology in shaping dynamics.

While graph theory provided a structural backbone to network science, linking
micro-level interactions (links between nodes) and macro-level phenomena (system-
wide collective behaviour), dynamical systems theory provided a theoretical frame-
work that allowed exploring the dynamics of network-organised systems, consider-
ing: (i) time-varying networks involving the reorganisation — addition and removal
— of links and nodes over time, sometimes as a function of node states in the case of
adaptive networks [16]; or (ii) the temporal evolution of node states as a function

of their interactions.

Furthermore, several minimal models were developed and adapted to discrete
systems to distil complexity into manageable forms depending on the level of detail
and the specific questions being addressed. This integration of graph theory and
dynamical systems theory has brought insights into the study of: (i) epidemics,

using disease spread models [17, 18], providing insights into vaccination strategies
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and herd immunity; (ii) gene regulatory networks, using boolean dynamics [19, 20],
suggested a mechanism for cell differentiation and stability in biological systems;
(iii) synchronisation in power grids [21] and neural networks [22], using the Ku-
ramoto model [23, 24], (iv) social structures including opinion spreading using the
voter model [25], or consensus formation using the DeGroot model [26], (v) neu-
ral population dynamics using the leaky integrate-and-fire model to encode neural
synchronisation as in the brain gamma waves [27], or the Wilson-Cowan model to
encode activator-inhibitor interactions and rhythmic neural activity as in the brain

alpha and beta waves [28]; among others.

In this thesis, we explore two paradigmatic types of self-organised behaviour on
networks, often used to explain collective patterns common to a variety of systems
from seemingly unrelated scientific disciplines. The next section addresses reaction-
diffusion systems and in particular, Turing pattern formation. The section after
addresses cellular automata, in particular the sandpile model in the context of

modelling erosion processes.

1.3 Reaction-diffusion systems and Turing pattern forma-

tion

1.3.1 Turing patterns

Although best known for laying the theoretical foundations for modern computing,
Alan Turing’s foray into the biology of pattern formation demonstrated the inter-
disciplinary potential of mathematical modelling to provide a framework for under-
standing self-organisation in complex systems. In his seminal 1952 paper, Turing
proposed a reaction-diffusion model of morphogenesis [7], wherein two chemical sub-
stances (morphogens, such as skin pigments) diffuse and react within a medium to
spontaneously generate stable spatial patterns (such as leopard’s spots) [29]. Under
certain conditions, an initially homogeneous state is disrupted by spatially hetero-
geneous perturbations in morphogen concentrations. While diffusion is typically

seen as a homogenising process, in this case, it can amplify perturbations, break
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system symmetry, and lead to the formation of Turing patterns. The mathematical

conditions governing this phenomenon define the so-called Turing instability regime.

Despite its theoretical significance, it was only until 1972, with the contributions
of Gierar and Meinhardt [30] that Turing framework began to gain traction in the
chemical and biological communities [31], and was later applied to the study of
ecological [32, 33], neural [34, 35] and even social structures [36, 37|, from both
theoretical and experimental standpoints [38-43]. Their work extended Turing’s
abstract mathematical ideas by providing a mechanistic description of the model
where a short-range diffusing autocatalytic activator promotes its own production
and that of a long-range diffusing inhibitor which suppresses it. In 1981, James
Murray systematically analysed the influence of domain geometry on diffusion rates
and pattern selection, showing that the shape of emergent Turing patterns depends

on the eigenvalues of the Laplacian operator [44].

In 2010, Nakao and Mikhailov synthesised earlier ideas into a unified framework,
extending the mathematical conditions for Turing instabilities to the graph Lapla-
cian, linking the formation of Turing patterns to the eigenmodes of the graph Lapla-
cian [45]. They also demonstrated the coexistence of multiple stationary states for
identical dynamical parameters, a phenomenon known as multistability, which does
not occur in traditional continuous-media Turing patterns. This work has catalysed
several avenues of research, driven by the emerging field of network science and in

search for Turing-like pattern formation on arbitrary network topologies [46-55].

1.3.2 Network inference

Parallel to advances in dynamical systems theory on networks, researchers have
tackled the inverse problem: inferring network structure from observed dynamics.
Network inference is crucial for understanding complex systems [56-62], particularly
when direct observation of network topology is infeasible, as in biological [63-69],
ecological [70], social [71-73], and financial networks [74], where inference techniques
are developed to determine the presence and strength of links between nodes based

on observed correlations, causal relationships, or dynamical interactions.
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Many traditional methods rely on extracting pairwise relationships from the data
using various correlation-based [75], regression-based [76, 77], probabilistic [78] and
information-theoretic [79, 80] tools. Alternative approaches focus on reconstructing
links from group interactions, whether by identifying mesoscopic structures such as

motifs [81-83], or higher-order interactions such as hyper-graphs [84, 85].

Introducing the first manuscript

In the first manuscript of this thesis, we explore collective network patterns as an
underrated source of information on the underlying hidden structure. By leverag-
ing the relationship between Turing pattern formation and the graph Laplacian’s
eigenmodes, we develop a network inference algorithm based on a partial spectral
decomposition of the graph Laplacian from which we infer missing links of the

network.

Research questions

e Assuming an idealised form of our algorithm, how well can missing network

links be inferred using eigenmodes of the incomplete graph Laplacian?

e How is link prediction affected if we use Turing patterns as proxies for Laplacian

eigenmodes?

e How does this pattern-based inference method compare to correlation-based
approaches under varying levels of missing information and across different

spectral regions, depending on their eigenvalue rank?

e What do these findings reveal about the informational content of different
Laplacian eigenmodes, and how can this guide future pattern-based inference

techniques?

1.3.3 Multistability in network-organised complex systems

Multistability is a key property of many complex systems, both natural [86-91]
and artificial [86, 92-94]: In gene regulatory networks, a cell can adopt a vari-

ety of stable gene expression patterns [95, 96]. Neuropsychiatric disorders (e.g.
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epilepsy, schizophrenia) can be seen as perturbations of the brain’s multistable
regimes [97, 98]. Resting state networks in the brain switch between different activ-
ity patterns depending on the underlying network structure [99-101]. Power grids
are also multistable, where perturbations (such as faults, fluctuations in supply and
demand) can push them into undesirable states (blackouts) [94]. Likewise, climatic
and anthropogenic perturbations to food webs can lead to regime shifts and possibly
system collapse, highlighting the need to understand the multistability of ecological

networks as it relates to the conservation and renewal of biodiversity [102-105].

Turing patterns on graphs are characterised by their rich multistability. Given
identical dynamical parameters, a networked system may converge to multiple sta-
ble states, depending on initial perturbations. Despite growing interest in net-
worked Turing patterns, the link between network topology and multistability re-
mains underexplored in the literature. Nakao and Mikhailov [45] approximated the
Turing instability threshold, predicting which eigenmodes are unstable and con-
tribute to pattern formation. Hiitt et al. [106] later proposed that the number of
pattern-forming eigenmodes is proportional to pattern diversity near the instabil-
ity threshold, and suggested a formal calibration strategy that allows studying the

multistability of Turing patterns in a standardised fashion.

Introducing the second manuscript

In the second manuscript of this thesis, expanding on the formalism from [106],
we search heuristically for more general structural indicators explaining changes
in pattern diversity. Using a binary classification approach, we explore how Tur-
ing pattern multistability responds to small structural perturbations of the graph,
and more specifically, how it is modulated by the sensitivity of graph’s Laplacian

eigenvalues.

Research questions

e Can the observed pattern diversity be attributed to the graph structure and

not to initial conditions?
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e [s it possible to predict multistability changes using purely structural indica-

tors?

e Beyond the number of unstable eigenmodes, how does eigenmode competition
affect pattern diversity [107, 108], and how does this translate in terms of the
graph’s Laplacian eigenvalues? And how does this delimit the validity of the

linear stability analysis?

1.4 Sandpile dynamics and modelling erosion processes

1.4.1 Sandpile model

The sandpile model, introduced by Bak, Tang and Wiesenfield in 1987 [109], is
a cellular automata model [110, 111] that constitutes a paradigmatic example of
how simple, threshold-based local interactions can lead to large-scale emergent be-
haviours in a parameter-free manner, an idea that became a cornerstone in the

study of system self-organisation.

In its simplest and original form, the sandpile model consists of particles, repre-
senting stress (or energy), distributed over a 2-D square lattice. Once the number
of particles at a node exceeds a threshold, typically equal to 4 (i.e. the coordination
number of the square lattice), that node becomes unstable and its four particles
are distributed equally to each of its four nearest neighbours. A chain reaction of
topplings triggered by a single particle addition is called an avalanche. Starting
from simple local rules, the system self-organises to a critical state where a single
particle can generate an avalanche of any size, following a scale-invariant power-law

distribution.

In order to better capture the complexity of the real world, several classes of
sandpile universality emerged shortly afterwards, most notably the Manna model
(1989) [112], which studied the stochastic redistribution of particles, and the Olami-
Feder-Christensen model (1992) [113], which introduced particle dissipation. The

widespread influence of the sandpile model and its bold claims to universality have
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attracted several criticisms, most of which revolve around its lack of empirical vali-

dation and highly idealised assumptions.

1.4.2 Empirical evidence for sandpile-like behavior

The sandpile model [109] has inspired a vast body of research across multiple dis-
ciplines including biology [114], physics [115] and socioeconomics [116-118], foster-
ing interdisciplinary research, in search for real-world phenomena exhibiting self-

organised criticality.

Early on, the OFC model [113], also known as the earthquake model, showed
frequency-magnitude distributions similar to the Gutenberg-Richter law observed in
real seismic data [119, 120]. The size of neuronal avalanches, another strong candi-
date for self-organised behaviour, was found to follow power-law distributions [121].
Similarly, the predictions of the model were statistically compared with observed
distributions of solar flare energies [122] and drainage patterns in river networks
[123]. Alternatively, in artificial systems, the sandpile model and its large-scale
avalanches have been used to model the dreaded system-wide blackouts in power
grids [124] and stock market crashes [116]. Several studies of sandpile formation of
granular materials in controlled laboratory environments have highlighted the po-
tential and limitations of the sandpile paradigm [125-127], namely the influence of
particle shape [128-131] and the role of memory [132, 133] in stress distribution, two
factors overlooked in the idealised model. We argue that the case of sediment trans-
port in the context of soil erosion is another intuitive application of the sandpile

model that is not been addressed in the literature.

1.4.3 Soil erosion as a complex system

Soil erosion is a critical driver of land degradation, with far-reaching implications for
ecosystem stability, biodiversity conservation and the support of human activities
ranging from food production to water purification. In 2024, UNESCO! reports the
degradation of 75% of Earth’s land surface, a figure that is expected to reach 90%
by 2050.

Lhttps://www.unesco.org/en/articles/unesco-raises-global-alarm-rapid-degradation-soils
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Soil erosion is a complex multifactorial problem involving a wide range of in-
terconnected co-evolving factors, including climatic [134] (rainfall, wind and tem-
perature), edaphic [135, 136] (soil properties such as organic matter content and
moisture), topographic [137], ecological and anthropogenic [138-140] (fauna, flora
and human influence) factors. In addition, erosion processes shape landscape evo-
lution over variable spatial and temporal scales. And data are generally collected
from specific locations and time periods, making it difficult to generalise findings
to regional and global scales, notwithstanding the inherent limitations of field ob-
servations and remote sensing. These include logistical challenges, measurement

uncertainty and the scarcity of extreme weather events of particular interest [141—

143).

1.4.4 Quantitative modelling of erosion processes

Several quantitative models have emerged with the aim of refining our theoreti-
cal understanding of soil erosion processes and extrapolating from collected data
[144-147]. For example, connectivity-based approaches have gained popularity in
the field of geomorphology because of their emphasis on the interconnectedness (or
lack thereof) of different parts of a landscape and their role in the distribution of
water, sediment and nutrients through the system, taking into account the spa-
tial heterogeneity and temporal dynamics of the landscape. These studies gave
rise to the concepts of hydrological [148, 149] and sediment connectivity [150-153],
two concepts that fall under the transdisciplinary notion of functional connectiv-
ity (FC) [154, 155], to be compared with complementary measures of structural
connectivity (SC) [156, 157]. A notable contribution to connectivity-based geo-
morphology is MAHLERAN [158-160] (Model for Assessing Hillslope to Landscape
Erosion, Runoff And Nutrients), a process-based model designed to simulate runoff,
soil erosion and nutrient transport at different spatial scales, from hillslopes to en-
tire landscapes. MAHLERAN has been validated in a number of dryland environ-
ments, reproducing observed sediment yields and erosion patterns under varying
environmental conditions. However, these quantitative models tend to be highly
parametrised and computationally demanding, often limiting their generalisability

across multiple spatial and temporal scales.
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Introducing the third manuscript

In the third manuscript of this thesis, we explore the potential contributions of
a more abstract —and therefore more flexible— sandpile-based approach, a model
originally criticised for its overgeneralisation [126, 161, 162]. In order to validate the
sandpile model in the context of erosion modelling, we consider the aforementioned
MAHLERAN as a benchmark and compare the two on the basis of the structural
and functional connectivity patterns they describe, alongside direct comparisons

with field observations of sediment yield.

Research questions

e Can a minimal model such as the sandpile model capture the complex connec-

tivity patterns of hillslope erosion observed in process-based geomorphological

models such as MAHLERAN?

e Which factors (vegetation and topographic properties) modulate SC-FC cor-

relations and hence, allow the prediction of critical geomorphic hotspots?

e Drawing the analogy between avalanche size (sandpile abstraction) and soil
loss (natural phenomenon), how do different landscape properties such as xeri-

fication, vegetation species and patchiness, affect land degradation?

e How does this analysis inform practical interventions and contribute to our

understanding of ecosystem transitions such as shrub encroachment?

e More broadly, how can a layered approach to modelling complex real-world
systems, combining abstract and more comprehensive models, help overcome
the shortcomings of both, namely the lack of empirical evidence for the former
and the lack of flexibility (data dependency and computational complexity) of
the latter?

The following three chapters comprise the manuscripts that form the core out-
comes of my dissertation. The final chapter summarises the key findings from each
manuscript, synthesises the results and discusses potential directions for future re-

search.
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Abstract

Many real-life networks are incomplete. Dynamical observations can allow estimat-
ing missing edges. Such procedures, often summarized under the term 'network
inference’, typically evaluate the statistical correlations among pairs of nodes to de-
termine connectivity. Here we offer an alternative approach: completing an incom-
plete network by observing its collective behavior. We illustrate this approach for
the case of patterns emerging in reaction-diffusion systems on graphs, where collec-
tive behaviors can be associated with eigenvectors of the network’s Laplacian matrix.
Our method combines a partial spectral decomposition of the network’s Laplacian
matrix with eigenvalue assignment by matching the patterns to the eigenvectors of
the incomplete graph. We show that knowledge of a few collective patterns can
allow the prediction of missing edges and that this result holds across a range of
network architectures. We present a numerical case study using activator-inhibitor
dynamics and we illustrate that the main requirement for the observed patterns is

that they are not confined to subsets of nodes, but involve the whole network.

12
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2.1 Introduction

At the core of network science [163] is the representation of large amounts of data in
the form of mathematical graphs. Data about the binding of proteins yield protein-
interaction networks [164, 165], contact data and surveys of behavioral patterns yield
social networks [166, 167], compilations of transcription factor binding sites can be
summarized as transcriptional regulatory networks [64], connectivities of brain areas
can be estimated from measured asymmetries in local water diffusion via diffusion
tensor imaging (DTI) leading to connectome representations of biological neural

networks [168, 169].

It is by now widely accepted that most network representations of biological,
social and technical networks are incomplete [56-60, 64, 71, 170]. The most com-
mon type of incompleteness is to be equipped with complete (or near-complete)
knowledge of the nodes of the network (e.g., having an inventory of all genes of an
organism or all social actors in a community), but only with incomplete informa-
tion on their connections (e.g., the regulatory processes among genes or the acts
of communication or interactions among social actors). A large body of algorithms
predicts missing edges either evaluating the plausibility of certain topological fea-
tures (like the degree of a node or its betweenness centrality) or similarity of the
network to a particular class of generic network topologies (e.g., hierarchical mod-
ular networks) or via the embedding of the network in a geometric (e.g. 3D) space
exploiting spatial proximity for prediction purposes (see also Ghasemian et al. [170]
for details of these categories and a clear summary and comparative analysis of

these algorithms). Examples of such edge prediction algorithms are [56, 171-175].

Often, dynamical information of nodes in a network is analyzed in one of two
ways: (i) A set such dynamical ’snapshots’ is converted into pairwise relationships
among nodes, thus leading to a network representation of this dynamical infor-
mation, which is then thought of as an approximation of the (e.g., regulatory)
interaction structure underlying the system at hand and which is used to determine
missing edges[60, 176-179]. This is the core of the rich topic of network inference

[180, 181]. (ii) The dynamical information is represented in a network-like fashion
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(often called functional connectivity and then compared to a given (structural) net-
work. This is the core idea of comparisons of structural and functional connectivity
(SC/FC relationships), as frequently employed in computational neuroscience [182]

and other disciplines [155].

Beyond the research described above, the general challenge posed by incomplete
networks has led to a range of other investigations, such as the question of accurate
community detection or centrality in incomplete or erroneous networks [183, 184]
or the reconstruction of topological and dynamical information when only incom-
plete dynamical information is available, as in compressive sensing approaches [185].
Other recent methods leverage observed heterogeneous patterns of activity of non-
linear random walks [186, 187] and spiking neuron models [188, 189] to infer on
the underlying network topology (see also [190] for details on patterns on graphs
based on random walks). In [60], a formalism is presented for estimating network
structure from noisy and erroneous data in cases where additional information is
provided. Newman [60] discusses how to leverage this information, in order to
maximise the agreement between network structure and data, using a variant of

Bayesian statistics.

Here we draw attention to an underrated source of information — collective pat-
terns — about missing edges in a network and more generally we construct a frame-
work for a pattern-based network inference. Our focus is on a special case associated
for example with Turing patterns on graphs [45, 106, 191], where (near the Turing
instability) these collective patterns are proportional to eigenvectors of the Lapla-
cian matrix. By simulating a reaction-diffusion system on a graph, we show how

this approach can be operationalized in practice.

Pattern forming capabilities of complex networks unites two fields of fundamen-
tal relevance to statistical physics, namely the theory of complex networks and the
theory of self-organization and spatiotemporal pattern formation. Prominent ex-
amples of this combination of fields are Turing patterns on graphs [45, 106, 191]

and self-organized waves in excitable networks [192-194].

Only few investigations consider the perspective of dynamical systems to enhance
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FIGURE 2.1: Schematic illustration of the pattern-based network inference method. Collective
(reaction-diffusion) patterns emerge as a dynamical process on the original graph (unknown)
and bear the imprints of its (Laplacian) eigenvectors. Measuring the former and using them as
a proxy for the latter, and adding to it the partial knowledge of the graph edges (known), we
are able to infer the full network topology (prediction).

edge prediction of networks, for example leveraging recorded statistics of time in-

variants [195], response patterns [196, 197] or entire dynamical trajectories [198].

In the following, we will first present the technicalities involved in our method,
including the eigenvalue assignment procedure and the formalism undertaken for
the simulation of Turing patterns. We show how we can reliably infer the missing
edges of a partially unknown graph from the incomplete graph together with the
knowledge of a few eigenvectors of the corresponding original graph. In a subse-
quent step, we reconstruct the original graph using Turing patterns instead of the
eigenvectors of the latent network, Figure 2.1 summarizes our approach. Further,
we assess the role of network architecture, the importance of eigenvector ranks,
measure and explain the performance of our method as a function of the amount
of missing information. Later, we finish by discussing its strengths, identify its

limitations and propose future directions to explore.
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TABLE 2.1: Information availability in our investigation.

quantity symbol known/unknown
original graph G=N,¢&) partially known (via G(P))
incomplete graph GP) = (N,&)  known

eigenvectors of G 5(1 partially known
eigenvalues of G Ay unknown

eigenvectors of G(P) (E&D) known

eigenvalues of GP) A((lD) known

2.2 Methods

2.2.1 Notation

Let G = (N,€) be an undirected unweighted graph with N = |N| nodes and

E = |&| edges with no self-loops or multiple edges. For i = 1...N, the degree of

the node ¢ is denoted as k;. The adjacency matrix of G is an N x N symmetric

matrix denoted as A = (a;;) such that ¢,7 = 1...N, where a;; = 1 if j is adjacent
N

to i and a;; = 0 otherwise. Hence, k; = ) =1 ij- The Laplacian matrix of G is

denoted as L = (I;;) and is defined as l;; = a;; — k;0;;. Via an eigenvector equation

Z;.Vzl lijo;. = Naoi,, we can obtain A,, the real negative Laplacian eigenvalue
associated to the eigenvector ¢n = (G1,,...,¢n,). The indices o are sorted in
increasing order of the eigenvalues such that A; < Ay < ... < Ay = 0. For

a,f=1..N, all gz;a and ggg are orthonormal such that Zf\il Do Pis = Oap-

After deleting pE edges from G with 0 < p < 1, we are left with a graph denoted
as GP) = (N, &) with an adjacency matrix AP and a Laplacian matrix L(P)

which has for eigenvalues AP and eigenvectors $&D) for a =1...N.

Note that, while some eigenvectors of the original graph are known (in terms of
observed collective patterns), the eigenvalues of the original graph are not known.
In fact, a core component of our approach is to estimate these quantities from the
eigenvalues and eigenvectors of the incomplete graphs (via eigenvector matching;

see Section 2.2.3). Table 2.1 summarizes our starting point.
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2.2.2 Spectral decomposition

G is reconstructible [199, 200] and its Laplacian L has a spectral decomposition

such that v
T T
L=Y Aububs. (2.1)
a=1
Since L is a negative semi-definite matrix, the coefficient A, associated to gz% in

the eigen-decomposition always keeps the same negative sign for « = 1...N.

2.2.3 Matching coefficients

In order to select coefficients of the truncated spectral decomposition, we need
to find the eigenvalue among the A((ID), which is likely to be most similar to the
(unknown) eigenvalue A, corresponding to the eigenvector gga of the original network
(which is given as an observed pattern). This is done by computing the (Pearson)
correlation coefficient between the eigenvector (;a and all N eigenvectors (5(6D). The
index [*, which gives the maximal correlation with the given eigenvector 5a, is then
allowing us to select AD) as the missing coefficient of q;a in the truncated spectral

decomposition.

For a = 1...N, we estimate the Pearson correlation coefficients [201]

N>, big ¢£§) =i bia D ¢§[3D)
VRS0 = (S0 Py N Sl = (20l

C(da,d3)) =

between gga and all N 5(5/3) for § = 1...N and select the maximally correlated

—

¢p+. After matching each a with the corresponding f* = argmaxs|C (q;a, %D))], we
()

write the inferred Laplacian L) = (I;;") according to

N
10— ( S AT ) | 0.9)

a=1

where © is the Heavyside function applied element-wise such that ©(l;;,7) =
1 if lij 2 T

0 if lij<7—
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with 7 serving as binarization threshold.

After estimating L) and its corresponding adjacency matrix A = (ag)) =
lg)(l —9;5), we fully reconstruct the graph denoted as G® by writing its adjacency

matrix denoted as A® as a combination of AY) and AP, AR = (agf)) such that

(R) _ ij j
a..’ =
Y 1) (D)
0 ifay; =0A a;" =0

2.2.4 Pairwise correlations from eigenvectors

For comparison of pattern view with standard inference methods based on pairs of
nodes, we use the following correlation-based classifier: We extract pairwise correla-
tions from the eigenvectors, or interchangeably from measured Turing patterns, and
use them to reconstruct the original graph. Having {(Ea}, a set of k eigenvectors, as
a starting point, for every pair of nodes i, j = 1...N, we compute the Pearson corre-
lation C(;, 3;) such that G; = (¢4, ¢iy-.., i, ) a vector made of the i component

of every eigenvector available.

Shuffling ng times every vector ; and ¢; into gﬁgsi) and @’;Sj) with s;, s; = 1...ng,

we compute a list of mutual correlation coefficients of length ng x ng and z-score the
(P)

corresponding C(;, F;) according to it. We construct a matrix A®) = (a;; ") where

agf) is the aforementioned z-transformed pairwise correlation coefficient between ¢
and j. After applying a binarization threshold and including the information from

AP we obtain an adjacency matrix for GU9.

2.2.5 Turing patterns

Turing patterns emerge from reaction-diffusion systems [202] described on a graph
G = (N, &) by a set of 2N equations modeling the populations of activators and
inhibitors [30, 203] such that in every node i = 1...N [45], the following dynamical

equations hold:
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5 N

EU,Z(t) = f(u“ Ui) +e€ ; Lijuj, (23)
5 N
Ev,;(t) = g(u;,v;) + o€ jzl L;jv;. (2.4)

The diffusive mobility of the activator and the inhibitor species are given by
Dy = € and D;,, = oe€ respectively. Hence, o is the ratio of the inhibitor and
activator diffusion coefficients, ¢ = D;un/ Dy The functions f(u,v) and g(u,v)
represent the local interaction terms of both species. f(u,v) = 0 and g(u,v) =
0 correspond to the uniform stationary state (u,v) = (u,v). In the case of the
Gierer-Meinhardt model [30], the reaction terms are formulated with two kinetic

2

parameters a and b as f(u,v) = a — bu + u?/v and g(u,v) = u? — v, and for which

(@,0) = (454 (452)?).

Then, following the same formalism described by Nakao and Mikhailov [45], we

obtain the growth rates A\, as

2 a
b 2b 2
+ 5 +|1—-b+ +eN(1—0)| .
a+1 a+1

To excite a narrow range of the graph eigenvectors around the mode a corre-

1 2b
/\a:—{—b+ + eAo(1+0)
+1

sponding to ga, we follow the procedure from Hiitt et al. [106] and tune all four
parameters, a, b, € and o so that )\, is located on top of the dispersion curve given

by A, as a function of log(—A) (see Figure 2.2a). This is done by first solving the

Ao _

A 0} and then, incrementing o by Ao to translate

system of equations {\, = 0
the curve upward and be in the unstable regime. Note that the term O\, /0A, is
meant in the following way: The mathematical expression yields a curve A(A) and
the actual eigenvalues A, constitute a discrete sampling of this curve (see [106] for

a detailed discussion).

Projected on the {q;a} basis for a = 1...N, u;(t) time evolution is proportional

to e*». Thus, only the unstable terms «, with Aa. > 0 do not vanish and contribute
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FIGURE 2.2: (a) Dispersion relation for Gierer-Meinhardt (reaction-diffusion) dynamics on an
Erdds—Rényi graph of N = 100 nodes and F = 300 edges, using the same parameters as in
Figure 2.5. The dispersion relation indicates the relation between the growth rates A
(representing dynamics) and the graph eigenvalues A (representing network topology). In this
case, Turing patterns are driven by the 5 unstable modes o = {9, ..., 13} verifying Ao > 0.

(b) Distribution of the correlations between the graph eigenvectors and a single Turing
pattern for the same graph and parameters as in (a), as a function of the corresponding
eigenvector index.

to the stationary state, that is, the Turing pattern @ = (uq, ..., un) X gz;a for all
Ao > 0. The correlations between 1 (i.e., the concentration of activators per node)

representing the patterns, and the eigenvectors gga are shown in Figure 2.2b.

2.3 Results

As schematically illustrated in Figure 2.1, augmenting an incomplete knowledge

of the network structure by the measurement of a few Turing patterns, we can
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TABLE 2.2: ROC confusion matrix adapted to the network inference problem.

if agf)) =0 agf) =1 aé?) =0
I _ True False True Positive Rate:
G = Positive | Positive TPR = 755
JD— o False True False Positive Rate:
K Negative | Negative FNR = %

construct a partial spectral decomposition of the graph’s Laplacian matrix and, in
this way, infer its missing edges. Detailed characterization and explanation of this

procedure, including the coefficients matching process are given in Section 2.3.3.

The graph reconstruction problem can be represented as a set of binary classifica-
tions, every pair of nodes can either be linked by an edge (returns 1) or not (returns
0). A common method to evaluate the performance of a classifier is by plotting
the receiver operating characteristic (ROC) curve which describes the variation of
the true positive rate (TPR) as a function of the false positive rate (FPR) over a
range of decision thresholds. Then, by computing the area under the ROC curve
(denoted as AUC [204]), we obtain the probability for a classifier to rank a randomly

chosen positive case higher than a randomly chosen negative one. The quality of
(0))

our inference is assessed by comparing the original adjacency matrix A = (aij

to the reconstructed adjacency matrix A% = (a(R)

;i ), the edges already present in

AD) = (al(jD)) being excluded from the evaluation, according to Table 2.2.

In the case, where an edge exists between ¢ and 7, we are faced with two possibil-
ities, when going from the original network (where a;; = 1) to the deleted network:
(i) The edge has not been deleted and we can recover it given that we observe

(D) . . (I .. (D) _

;i = 1 (even if we infer a;;’7 = 0). (ii) The edge has been deleted (a;;" = 0)
(1)

ij

a
and we can recover it, in case we infer that a;.” = 1. Hence, the logical statement

(a@) =1val = 1) (i.e., a logical OR) covers the two cases for which we can
(R)

conclude that a;;” =1 is the correct assumption.

We consider an Erdés-Rényi graph G of N = 100 nodes and E = 300 edges,
and attempt reconstructing it after random deletion of 50% of all its edges based on
the information contained in different sets of its eigenvectors. The resulting ROC

curves are given in Figure 2.3. The role of the eigenvector rank is later explored in

Section 2.3.3.
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Fi1GURE 2.3: ROC curves of the reconstruction of an Erdés—Rényi graph G of N = 100 nodes
and E = 300 edges. We infer the original graph structure after random deletion of 50% of all
network edges, using: a set of 5 non-adjacent eigenvectors from the intervals 53...517 (blue
curve with AUC}, = 0.81), 58...522 (orange curve with AUC, = 0.76), &31...545 (green curve
with AUC, = 0.56), 584...598 (red curve with AUC, = 0.27) or the latter set after swapping
edges and non-edges of the inferred graph adjacency matrix (purple curve with AUC, = 0.73).
The grey line indicates random predictions, curves covering an area superior (resp. inferior) to
it, meaning AUC > 0.5 (resp. AUC < 0.5) correspond to better (resp. worse) than random
predictions.

2.3.1 Inferring from eigenvectors

The outlined method stands out by its resilience to topological damage as observed
in Figure 2.4 depicting, for three Erd6s-Rényi graphs G; of N = 100 nodes and
E; = 250,300, 350 edges, the evolution of the AUC — that is, the accuracy of our
predictions — as a function of the percentage of deleted edges. As a proof of principle,
in each of these cases, the AUC is estimated starting from nr = 100 different

selections of a set of 5 eigenvectors randomly picked, in this case, from the interval

—

¢3...017

For comparison, we use a naive classifier where the eigenvectors are not consid-
ered as 'patterns’, but rather as 'data’, from which we compute (Pearson) correla-
tions among all pairs of nodes, in order to predict missing edges. The results are
shown in Figure 2.4 as well (pale colors). This numerical experiment with pairwise
correlations as a classifier following traditional network inference paradigm high-
lights the significant advantage of considering eigenvectors as collective modes of

the network (brighter colors). Details about this process are given in Section 2.2.4.
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FI1GURE 2.4: AUC estimation of the reconstruction of three Erdés—Rényi graphs G; of

N =100 nodes and E; = 250, 300, 350 edges as a function of the percentage of deleted edges.
In each case and for a nr = 100 iterations each, we use a set of 5 eigenvectors randomly picked
from the interval $3...$17. We infer the original graph structures after random deletion of a
single edge and up to 50% of all network edges. For each graph, the resulting AUCs are
depicted as bands (standard deviation) of which average is indicated by a line within each
band. These values are compared with those drawn from pairwise correlations, depicted in
corresponding pale colors.

We observe that performance tends to decrease as the connectivity of the graph
increases, as in the previous case, going from FE; = 250 edges to F3 = 350 edges.
This is intuitively clear: The same number of 5 eigenvectors is provided in both
cases but is leveraged for different amounts of information to cover the entire graph

structure and compensate for the increased number of missing edges.

We observe initial fluctuations of the AUC as a function of the percentage of
deleted edges. This is due to the significant and statistically inevitable fluctuations
of the number of true positives (TP) when only a small number of edges are missing

from G (see Table 2.2).

We conduct the same numerical experiments on regular random graphs and scale-

free graphs of different connectivities. The results are presented in Appendix B.

2.3.2 Inferring from collective patterns

Were all graph eigenvectors and eigenvalues empirically available, graph reconstruc-
tion would ensue directly according to Eq.(2.1) (see Methods). In practice, this is

not the case. Only collective patterns approximating eigenvectors will be given,
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often only a small number of distinct patterns will be available, and eigenvalues are

unknown. These points will be addressed in the following.

We resort to the use of measurable collective patterns focusing on Turing patterns
(see Section 2.2.5 for a detailed description). We consider a Gierer-Meinhardt [30]
system of reaction-diffusion equations while keeping in mind that the outlined
method is model-independent. Using the method from [106] for parameter selec-
tion to active a specific region of the spectrum, we excite a narrow range of the
graph eigenvectors around the mode o = 10 (see Figure 2.2). The AUC as a func-
tion of the percentage of deleted edges is given in Figure 2.5. As in the previous
case, the reconstruction process remains robust with regards to edge deletion, al-
though — understandably — our method overall works better with eigenvectors due to
their mutual orthogonality, they tend to collectively carry more information about
the latent structure than patterns do. This can be largely compensated by the
measurements of multiple patterns. Using the same previously considered network
configuration and parameters, and after random deletion of 50% of all the network
edges, we estimate the AUC using an increasing number of Turing patterns. The

results are presented in Figure 2.6.

So far, our analysis has focused on predictability in general, by computing the
AUC averaged over multiple runs. In practical applications, one would rather be
confronted with a single incidence of a network, together with a few measured
patterns. In Appendix A, we provide two examples of such a practical application,
demonstrating that, indeed, our approach leads to a good prediction of missing

links, outperforming substantially a simple heuristic based on pairwise correlations.

2.3.3 Eigenspace characterization of prediction quality

2.3.3.1 Eigenvector rank importance and network architecture

Not all eigenvectors contribute similarly to the reconstruction process. Across all
network architectures, those associated with the largest eigenvalues lead to more
accurate predictions, represented in a higher AUC downstream. This is outlined by

Figure 2.7 where the AUC is estimated from 5 eigenvectors randomly picked from
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FIGURE 2.5: AUC estimation of the reconstruction of an Erdés—Rényi G of N = 100 nodes
and F = 300 edges, as a function of the percentage of deleted edges. We run a
Gierer-Meinhardt model with kinetic parameters obtained via the selection scheme from [106]
(here: a =0.077 and b = 0.759, and diffusion parameters ¢ = 0.025 and ¢ = 10.02) in order to
excite a narrow range of the graph eigenvectors around the mode o = 10. We obtain 5 Turing
patterns and use them to infer the original graph structure after random deletion of a single
edge and up to 50% of all the network edges. This process is repeated for a nr = 100
iterations. The resulting AUCs are depicted as a band (standard deviation) of which average is
indicated by a line within it (blue). These values are compared with those drawn from pairwise
correlations (orange).
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FIGURE 2.6: AUC estimation of the reconstruction of an Erdés—Rényi graph G of N = 100
nodes and E = 250 edges, as a function of the number of patterns used. Parameters for the
Gierer-Meinhardt model are the same in Figure 2.5. We obtain n, = 1...100 Turing patterns
and use them to infer the original graph structure after random deletion of 50% of all the
network edges. This process is repeated for a ng = 100 iterations. The resulting AUCs are
depicted as a band (standard deviation) of which average is indicated by a lighter color.

a moving interval of 15 eigenvectors, of which index ranges from 1 to N — 14. This

process is iterated for three different network topologies, for n,, = 100 networks
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FIGURE 2.7: AUC estimation of the reconstruction of three different network architectures: A
regular random graph Gr of Nr = 100 nodes, degree d = 6 and Er = 300 edges, an
Erdds—Rényi graph of Ng = 100 nodes and Er = 300 edges, and a scale-free graph of

Ng = 100 nodes, attachment parameter m = 3 and Es = 291 edges. In all three cases, the
method is applied after random deletion of 50% of all network edges and taking as input a
moving interval of 5 eigenvectors. The resulting AUCs are depicted as bands (standard
deviation) of which average is indicated by a line within each band. The grey line AUC = 0.5
indicates random predictions.

The trend is consistent in all three cases: There is an increasing linear relation
between the eigenvectors’ indices and the resulting AUC. In other words, the eigen-
vectors associated with the largest eigenvalues — those corresponding to the first
indices — lead to more accurate predictions. Additionally, we observe increased per-
formances going from a scale-free to an Erdés—Rényi to a regular random graph. We
hypothesize that this is due to the differences in eigenvectors localization: Widely
distributed eigenvectors generally provide more information about the overall graph
structure than localized eigenvectors. This results in the method — statistically —
performing better for graphs with more widely distributed eigenvectors, such as

regular random graphs [205].

Less intuitive, however, is that the eigenvectors from the other end of the spec-
trum provide precisely opposite information, suggesting that placing the edges not
in the slots derived from these patterns is a better strategy for missing-edge de-
tection (see red and purple curves in Figure 2.3). We believe that this is due to
the residual (but opposite) information about large-scale patterns contained in the

localized patterns coming from the mutual orthogonality of eigenvalues.
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2.3.3.2 Matching coefficients in the spectral decomposition

Inferring the original graph Laplacian involves associating the measured eigenvectors
gga (or patterns) to the right coefficients, the exact values of which would be the
Laplacian eigenvalues A,. Having access, in practice, only to the incomplete graph
Laplacian eigenvalues A&D), we match the latter with the former according to a

process described in Section 2.2.3.

To assess the added performance of this matching process, we compare, at each
step of the deletion process, the AUC derived using matched coefficients to the one
using N random real numbers uniformly distributed between —1 and 0. Repeating
this process n,, = 100 times, we obtain Figure 2.8a. Conducting the same experiment

using Turing patterns instead of eigenvectors, we get Figure 2.8b.

In both cases, we observe that, at any step of the deletion process, AUC,, 2
AUC,,; for © = 1..n,, i.e. the reconstruction using matched eigenvalues performs
almost consistently as good as the best recorded reconstruction derived over the
accumulated n, = 100 trials using random coefficients. As eigenvectors are ran-
domly selected from a comparatively small interval, the corresponding eigenvalues
are not so different from each other. This explains why the matching of coefficients
enhances the AUC only by about 3.2% for eigenvectors (see Figure 2.8a) and 2.1%
for patterns (see Figure 2.8b) on average, in the present case. We expect this in-
crease to be more significant if eigenvectors (or patterns) are selected from a broader

range.

2.3.3.3 Resilience to topological damage

As observed in Figure 2.5, edge deletion causes increasingly poor matching between
the original eigenvectors gz_g and the eigenvectors of the incomplete graph g;(D ) (see
Figure 2.8¢c). Yet, its adverse effects on the AUC — beyond a certain limit — remains
minimal. The limited, though visible, importance of coefficient matching is due to
the selection of patterns from a comparatively small region of the spectrum. As the

spectrum is locally rather flat, the impact of coefficient matching is reduced.
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FIGURE 2.8: Coefficient matching panel: (a) AUC estimation of the reconstruction of three
Erdés—Rényi graphs G; of N = 100 nodes and degrees d; = 4,5, 6 as a function of the
percentage of deleted edges. In each case, we use a set of 5 eigenvectors randomly picked from
the interval (53...517. We infer the original graph structure after random deletion of a single
edge and up to 50% of all network edges. Each case (blue, orange and green lines) is then
compared with a n, = 100 benchmark trials where we do not match eigenvalues but use
random numbers between —1 and 0 as coefficients (blue, orange and green bands).

(b) AUC estimation of the reconstruction of an Erdés—Rényi graph G of N = 100 nodes and
E = 250 edges, as a function of the percentage of deleted edges. Parameters for the
Gierer-Meinhardt model are the same as in Figures 2.5 and 2.6. We obtain 5 Turing patterns
and use them to infer the original graph structure after random deletion of a single edge and
up to 50% of all the network edges (line). Benchmark comparison is performed as in (a).

(c) Levenshtein edit-distance [206] between the sequence of matched eigenvectors indices {a}
and the ideal sequence of {1...N} as a function of the percentage of deleted edges. We consider
the same regular random graph G as in (a) and (b). The Levenshtein edit-distance between
two sequences measures the minimal number of single-character edits needed to transform one
into another. Thus, its maximum possible value is equal to the length of the considered
sequence which is, in this case, N = 100. As a benchmark test assessing the precision of index
matching, the Levenshtein edit-distance relative to the matched indices (blue) is compared, at
each step of the deletion process, with the same distance relative to a random sequence of
integers between 1 and N = 100 (orange).

(d) Coeflicient drift as a function of the percentage of deleted edges for the same Erdés—Rényi
graph G as in (a) and (b).

Next, we define the ’coefficient drift’ as A,(e) = |A§£)(e) — A, |/e for e deleted

edges, that is, the difference between the matched coefficients Ag?) and the ideal

original eigenvalues A, normalized by the number of deleted edges e. Its variation,

as a function of the number of deleted edges, is illustrated in Figure 2.8d. We

argue that, although the matched eigenvalues Ag?) ranking can vary highly under
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edge deletion, the amplitude of the coefficient mismatching remains constrained in
the same narrow range even after the deletion of a large proportion of the graph
edges, an observation that can be partly explained by the interlacing theorem [207].
Consequently, increased mismatchings only have a limited negative impact on the

final prediction.

2.4 Discussion

Network inference methods have been developed to estimate missing edges, or even
whole networks, from available data. The bulk of network inference methods eval-
uates pairwise relationships between nodes. Here we formulate a new paradigm of
network inference evaluating data as self-organized collective patterns. We illustrate
this approach for Turing patterns in reaction-diffusion dynamics on graphs, a case

where patterns are related to eigenvectors of the graph’s Laplacian matrix.

In this instance, the task of inferring missing edges is a truncated and inexact
version of spectral decomposition where accuracy is constrained by the segment of
eigenvectors available, as well as the rank stability of the eigenvalues as a function

of the percentage of missing edges.

We first show that this approach works in a stylized form, where patterns are
assumed to be eigenvectors. Then we illustrate how it can be operationalized also
for (simulated) Turing patterns. We observe only a weak dependence of inference
quality on global network architecture. However, the eigenvalue range (indirectly
representing the spatial scale of the patterns) available has a dramatic effect on the

final output (performance/quality).

Several limitations of our method need to be mentioned. Our approach is re-
stricted to undirected graphs, as we require real eigenvectors and eigenvalues of the
Laplacian matrix. We acknowledge that, in many applications, graphs will be di-
rected (see, e.g., [208-211]). We anticipate, however, that our approach might work
for approximately symmetric interaction matrices, like connectomes in neuroscience

212, 213].
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It would be interesting to further elaborate on possible generalizations of the
approach to account for different network settings such as non-normal [48], di-
rected [51], modular [214] and multi-layer networks [46, 47], as often encountered

in real-world reaction-diffusion systems [215-219].

Additionally, our present framework stands on the validity of the linear stability
analysis. This limits the accuracy of the inverse problem is two ways: (i) It neglects
the contribution of stable modes (see Figure 2.8b). (ii) Equating patterns and
eigenvectors is only possible close to the Turing instability. Nonlinear combinations

of eigenvectors become relevant with increasing distance from the bifurcation point.

Moreover, specific topological features can hinder the quality of our predictions.
As depicted in Figure 2.7, eigenvectors — and by extension, patterns — need to
be ’global’ enough to contain network-wide information. Localized eigenvectors,
such as those observed in modular networks, are poorly informative. Nonetheless,
network architectural features might also facilitate such inference, e.g., in cases
where the missing edges are not uniformly distributed but degree-dependent or
module-based. Note that for a uniform random distribution of missing edges (the
case discussed in the present work) we have not found a strong network dependence

(see Appendix B).

While